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1 Introduction
The aim of the dissertation is to analyze the concept of the unity of consciousness as an ex-
planandum for natural sciences and assess how good an explanation do leading neuroscientific
theories of consciousness provide. The motivation behind this project is the idea that it is the
unity which poses the greatest challenge for the scientific quest for consciousness. I put this
as a point of contrast to the influential view raised by that the hard problem of consciousness
consists in explaining the quality of experience.

1.1 Cartesian materialism debunked I argue that the reason why some theories of con-
sciousness lead to what Dennett calls Cartesian materialism is precisely because they fail to
address the problem of the unity of consciousness. If we had a good understanding of the unity
of consciousness and its place in nature, we could more easily avoid the tendency to devise
accounts of consciousness that are homuncular in disguise. I recount Dennett’s analysis of why
we tend to fall for Cartesian materialism and focus on the intuitive idea that there are facts
of the matter of how things seem to us independent of what we think about how they seem
to us. I argue that while Dennett’s rejection of this intuition is correct, his analysis of the
reasons that foster this intuition is incomplete. Specifically, he misses an important feature
of self-reflective consciousness, namely self-reference without identification, as Shoemaker put
it: we know. non-inferentially, the identity of the reflective subject and the subject of the
object thought. I also introduce the concept of transcendental self-consciousnes and argue that
Dennett underestimated the importance of this concept the consequence of which is that his
explanation of consciousness feels to be incomplete.

1.2 Homuncular subject and the unity of consciousness In this part I analyze what
explanatory role does the concept of subject play in both folk-psychology and cognitive science
The point of this analysis is that arguing that many of the phenomena that motivate using the
concept of subject could be explained if we had a good account of the unity of consciousness.
The advantage of speaking about the unity instead of the subject is that the former does not
lead so easily to the homuncular picture of the mind.

1.3 Overview of the following work A shorter version of this summary.

2 Clarification of the concept of the unity of consciousness
There are three dimensions along which one can make distinctions regarding the unity of con-
sciousness: 1) temporal - whether the unity is considered as the unity at a time or over time, 2)
qualitative - whether the unity concerns access or phenomenal consciousness, and 3) structural
- what are the elements that form the unity.

2.1 Synchronic and diachronic unity of consciousness A distinction is made between
the unity of conscious contents at a time (synchronic unity) and over time (diachronic unity
of successive states of consciousness). Diachronic unity is important for questions related to
personhood and can be thought of as a matter of representing and ascribing the succession of
conscious states to a single empirical subject. However, even momentary consciousness arguably
extends over a short interval of time (in the sense that Husserl introduced using his concepts
of retention and protention) and continuity of contents in this sense cannot be secured by a
representation of the continuity.

2.2 The unity of access and phenomenal consciousness Following a distinction intro-
duced by Block (1995), it should be specified whether the unity pursued is that of access or
phenomenal consciousness. Here I recount Block’s definition and touch on the question whether
access and phenomenal consciousness are empirically independent or only conceptually inde-
pendent, as Chalmers (1997) suggests.



2.2.1 Access consciousness: integrated representation I specify what the unity of access
consciousness means: the integration of contents in joint control of behavior. I defend this
interpretation against that of Bayne & Chalmers (2003) who, in their definition, refer to the
subject. Such reference is to be avoided when we study the unity, for explaining the unity in
terms of a subject accessing various contents would confer the unity trivially. Consequently, I
argue that avoiding reference to the subject in characterization of the unity of consciousness
renders the unity problem non-trivial. I also argue that studying the unity at the level of access
consciousness, rather than phenomenal consciousness, is to be preferred because discussion of
how phenomenal properties of mental states are integrated into the phenomenology of the total
conscious state presupposes that the phenomenal properties are identified in virtue of content
anyway.

2.2.2 Phenomenal consciousness: one experience or many? Despite the criticism in
the previous section, I try to spell out what the unity of phenomenal consciousness might
mean. Following Brook & Raymont (2017), I distinguish two alternative views: the experiential
parts view, according to which the phenomenology of total conscious state is composed from
phenomenal properties of constitutive states; and non-experiential parts view that states there
is only one global state of which we are phenomenally conscious. I argue that neither view
makes a good sense for the problem of the unity of consciousness. The experiental parts view
faces the problem described in the previous section, namely how phenomenal properties of the
constituents are identified. The non-experiental parts view renders the unity problem trivial
(there is only one experience at a time).

2.3. The unity of conscious state The structural dimension invites four distinct aspect of
the unity: the objectual unity, spatial unity, subject unity and integration unity. The objectual
unity refers to ascribing various recognized features to a single object. The spatial unity is
a matter of location objects in space. Subject unity refers to the sense in which we say that
consciousness is unified because there is a single subject having multiple representations at a
time. Integration unity refers to the idea that our consciousness at a time is composed of a
multitude of representations that are coherent and integrated into one global state.

2.4. The unity analyzed I state that in the rest of the dissertation I will focus on the
synchronic unity of access consciousness. In the structural dimension, I pursue both the subject
and integration unity because these are two sides of the same coin and they jointly present the
greatest challenge for science.

3. Normative nad Objective aspect of the unity of consciousness
The unity is an essential property of consciousness. This claim can be interpreted in two ways.
The first, normative way is that we cannot make sense of a consciousness that would not be
unified. When we judge the extent of one’s consciousness, we apply the norm of rationality
of one’s behavior. What we think somebody is conscious of is thus constrained by what we
can accept as rational behavior given the circumstances. The second, objective way is that
consciousness could not serve its evolutionary function (integrating contents to allow for context-
sensitive action) if it were not unified - the unity is thus a constitutive feature of consciousness.

I recognize that the specification of the objective sense of the unity refers to contents and that
these, in turn, cannot be directly identified with brain states (I endorse multiple realizabillity,
or generally externalism about content). Despite this, I hold that the unity is an empirical
problem to be addressed by science. I outline the defense of this claim that is the subject
matter of the rest of this chapter.

3.1. Function(s) of consciousness A naturalistic account of consciousness can be con-
vincing only under the assumption that consciousness has some adaptive function. Scientific
description of a process can count an an explanation of consciousness only if we have its fuctional



specification and the empirical research shows the process to fulfill that function. I recount the
functional specification offered by Baars (1988).

3.2. Representation in the brain Using the content/vehicle distinction, it is correct to say
that brain states are vehicles of conscious contents, not contents as such. What justifies talking
about representation in the brain then? That the concept of neural representation should
be justified follows from its heavy use in current neuroscience: all neuroscientific theories of
consciousness rely on the concept of neural representation, in some sense. Reviewing work
by Smolensky (1995), Ramsey et al. (1990), I present arguments against representation in
connectionist networks, show how it extends to neural representation, and then reject them.

3.2.1 Neural correlates I discuss in greater details typical research methodologies in cogni-
tive neuroscience that yield conclusions about neural representations. The point is to show that
neuroscientific methods allow for establishing more than just neural correlates - contrary to pop-
ular belief in philosophy. For this sake, I briefly outline basic neuroscientific concepts: tuning
function, feature space, sparse coding, fitting of computational models, coincidence detectors
etc.

3.2.2 Neural representations Even though neuroscience yields more than just correlates,
the concept of representation is used to freely. I thus specify conditions that a complex neural
correlate must meet to count as representation. These are 1) modular, detachable use, and 2)
that an action that is causally mediated by the neural correlate cannot explained in a more
parsimonious way than as a result of transformation of representations. I then concede that
neural representation is always underdetermined with respect to the experimental manipulation
that was used to find it, but argue that it is not a substantial problem for empirical research.

3.2.3 Neural metarepresentation? I argue that there are no reasons to assume that what
counts as metarepresentation at the content level would exhibit some specific feature at the
vehicle level, i.e. at the neural level. As a consequence, metarepresentation at the vehicle level
should be thought of as a higher-level representation of lower-level features in the model of
neural cascade.

3.3 Do we need neuroscience to explain the unity of consciousness? An argument
is formalized against the idea that neuroscience can explain the unity of consciousness because
the latter concerns content and the former studies vehicles of contents. I outline two steps to
reject the argument: 1) neuroscience can offer explanation of types (contents) as well, not just
of tokens, 2) regarding consciousness, science is not limited to causal explanations only.

3.3.1 Hurley and the need for an objective account of the unity I present the just-
more-content argument by Hurley (1998). The argument shows that the unity of consciousness
cannot be accounted for solely at the content level - an account at the vehicle level is necessary
and this is a task for neuroscience.

3.3.2. Science and type-explanatory accounts of the mental I argue that theoretical
neuroscience, evolutionary and cognitive psychology do offer type-explanatory accounts of the
mental, not just causal, token-explanatory accounts. Natural selection is the key concept that
allows science to refer to contents.

3.3.3 Content and type-token distinction I describe what kind conditions an experimen-
tal procedure must meet to be relevant for the question of what neural processes constitutes the
unity of consciousness. The crucial issue is how to establish that an integrated representation of
[A+B+C] occurred, in contrast to joint occurence of independent (not unified) representation
A, B, C.



3.3.4 Self-consciousness and content-vehicle distinction I discuss how to conceive
of self-consciousness at the level of vehicles of conscious contents. At the content level, self-
consciousness manifests itself as a relation between the reflective and the object thought. At the
vehicle level, however, we should not conceptualize it as one state having access to the content
of another state, for that would conflate the vehicle/content distinction. I recount arguments by
Hurley (1998) to make these conceptual pitfalls clear. Arguments in favor of vehicle externalism
(Hurley (1998)) and internalism (Clark (2009)) are presented, the conclusion being that while
internalism is more likely, content is still an essential relational property of vehicles.

3.4 Summary Brief summary of the points made in this chapter.

4. Kant on the unity of consciousness
4.1 Preliminary remarks Unified consciousness, the synthetic unity of apperception, as a
starting point of Kant’s B deduction of his CPR. I present a summary of the Transcendental
Deduction (TD) by Rosenberg (2005). I argue that while the project of scientific naturalization
of the unity of consciousness is incompatible with tenets of Kant’s transcendental idealism, there
is a substantial line of interpretation according to which Kant’s insights into transcendental
psychology can be treated separately from it (kitcher1993kant,Brook (1997),Rosenberg (2005)).
Kant’s transcendental psychology can thus be used to specify the explanandum for cognitive
(neuro)science.

4.2 The unitary subject of mental states I summarize Kant’s main points about the
unity of consciousness (the transcendental unity of apperception). In the unity of consciousness
I conceive of myself collectively as a subject of many representations. The unity is a condition
of possibility of empirical self-consciousness. The unity is not experienced, rather it is a form
of experience. The unity allows for self-reference without identification.

4.3 Unitary experience of the world - transcendental apperception from a logical
point of view I present an interpretation of Kant by Strawson (1966) according to which
the multitude of representations at a time is unified in the idea of the objective world. Self-
consciousness arises from the distinction between how things are independently of how we
represent them. Any meaningful conception of experience must assume this distinction to
be available for the conscious being, i.e. consciousness entails some minimal sense of self-
consciousness.

4.4 Kant’s syntheses - transcendental apperception from a psychological point of
view According to Kitcher (1993), Kant held that consciousness is unified in virtue of three
syntheses. However, Kant claims at B133 self-consciousness requires that I be conscious of the
synthesis of mental contents. Alternative interpretations of this claim by Brook (1997) and
Kitcher (1993) are briefly discussed.

4.4.1 The threefold synthesis I describe Kant’s conception of the three syntheses that
jointly constitue unified consciousness and interpret them in terms used in cognitive science. The
syntheses are: synthesis of apprehension in intuition, synthesis of reproduction in imagination,
synthesis of recognition in a concept.

4.4.2 The synthetic consciousness In order to specify what transcendental self-consciousness
means, I address the differences between two ways of interpreting Kant’s insights about the
mind: the psychological reading of Kitcher and Brook vs the epistemological reading of Straw-
son orIn Keller. The main conclusion is that the transcendental self should not be though of as
an object with properties (while empirical self can be, e.g. as an ego or person).



4.5 Two kinds of self-awareness I clarify the distiction between empirical and transcen-
dental self-consciousness. The latter does not yield knowledge in the Kantian sense, it is best
interpreted as that aspect of the mind’s conceptual system thanks to which it can conceive of
things as independent of its representations of them.

4.5.1 Brook’s account of the transcendental unity of apperception To further clar-
ify the distinction between empirical and transcendental self-consciousness, I discuss Brook’s
distinction beteen empirical self-awareness and apperceptive self-awareness.

4.5.2 Global representation I present Brook’s interpretation according to which the Kan-
tian unity of consciousness is to be conceived of as a global representation that integrates
constituent representations in a specific way. This interpretation in terms of representation
helps to clarify the unity as an explanandum for cognitive science, for reasons discussed in
chapter 3.

5 Self-reference and self-awareness
In this chapter I discuss recent philosophical accounts of self-awareness.

5.1 The unity of consciousness: a working definition I expand on the follwing defini-
tion of the unity as “synchronic* connectedness of representations in a global representation
such that the representing subject is thereby transcendentally aware of being the representing
subject.” The explanandum for scientific explanation of the unity consists of two areass: 1)
integration or synthesis of representations, and 2) transcendental self-consciousness.

5.2 Shoemaker and Castaneda: the logic of ‘I’ Shoemaker (1968) and Castaneda (1966)
analyzed the logic of the first-person pronoun and addressed the question whether ‘I’ is a
referring expression. The distinction between subject and object use of ‘I’ is introduced - the
subject use is philosophically more interesting and relevant for the unity problem. The subject
use requires that I be able to refer to myself without having to recognize myself via by some
properties - a feature called self-reference without identification. Thus by analyzing the logical
conditions of the use of ‘I’, Shoemaker and Castaneda argue that transcendental self-awareness
is presupposed by it. The explanandum of what we identified earlier as transcendental self-
consciousness can thus be specified as explaining a crucial feature that the subject use of ‘I’
exhibits: immunity to error through misidentification.

5.3 Hurley’s two-level interdependence model I present a model of consciousness by
Hurley (1998) which builds in the idea that the distinction between action and perception does
not correspond to the distinction between output and input to the brain. I explain Hurley’s con-
ception of the self using her concepts of dynamic singularity and perspectival self-consciousness.
The self is, so to speak, the center of feedback loops between action and perception. The unity
of a subject or agent could potentially be explained in terms of a third-personal description
of a dynamic system (the organism and its interaction with the environment). To support
this idea, Hurley describes neurological cases showing how what we do (output) or intend to
do changes what we perceive without any mediation from the environment, how our actions
depend on constant proprioceptive feedback etc. Embodiment and agency are crucial for some-
thing to have a perspective and therefore some minimal self-consciousness (i.e. awareness of
what changes in inputs are self-caused, e.g. by movement). Hurley’s account is an important
step in naturalizing the unity of consciousness because it shows what it takes to be an agent
using concepts familiar to cognitive science, without alluding to the notion of subject or any
other notion typically used in the first-person descriptions.



5.4 Empirical self-consciousness Hurley’s concept of perspectival self-consciousness does
not cover the full-fledged reflective self-consciousness that we are capable of. I try to account
for the capacity to reflect on one’s content of consciousness from a naturalistic stance by de-
scribing a process of cognitive adaptation that possibly led to it. A prerequisite for this is to
distinguish between intentional and cognitive access. Intentional access referes to the capacity
to spontaneously act using the accessible information, given one’s intention. Cognitive access,
on the other hand, is a matter of explicitly recognizing my representations as representations.
Reflective self-consciousness is a matter of cognitive access, not intentional access.

5.4.1 A short evolutionary story of the origin of self-consciousness I argue that the
reason for developing cognitive access and hence reflective self-consciousness is the ability to
track perceptual errors and imagine counterfactual situations to plan actions.

5.4.2 Self-evidence, cognitive access and redundancy I argue at length why the re-
flective state ought be considered as a higher-order representation of the reflected state, i.e.
representation that does not contain the object state as its proper part but rather abstracts
from its details and conceptualizes it.

5.4.3 Return of the perceptual model of self-reflection? I address a potential objection
to the previous account of empirical self-awareness, namely that it relies on a perceptual model of
self-reflection that I rejected earlier. The key point is to recognize that the higher-level reflective
state cannot be identified with the subject and hence there is no sense in which something
‘perceives’ the lower-level state. Also, the account does not assume that the reflected state is
fixed or independent of the reflective state, unlike the perceptual model of self-awareness.

6 Unity of Consciousness in Cognitive Neuroscience
6.1. Global workspace theory I describe the global workspace theory as formulated by
Baars (1988) and Dehaene & Naccache (2001). I discuss the key concepts of global workspace,
hierarchy of contexts, sustained activation, and modularity. The global workspace architecture
has been proposed as a solution to the conflicting demands that the brain needs to meet:
make decisions (actions) fast and at the same time guided by as much of relevant information
as possible. I argue that the concept of relevance or informativeness plays a crucial role in
explaining consciousness but is not itself sufficiently explained in neural terms. For in the end
it is relevance that is referred to when describing what guides the competition of specialist
modules for access to the global workspace.

6.1.1 The access unity according to the global workspace model The GW theory holds
that the unity of access consciousness is a matter of a set of neural representations forming a
pattern (loop) of sustatined activation: for a short period of time, the content of consciousness
would correspond to the representations that mutually support each other (i.e. the activation
that is considered to be the vehicle of the represented content). The GW theory assumes
that each brain instantiates one global workspace because that is the optimal architecture for
controlling behavior of one organism.

6.1.2 The subject unity according to the global workspace model I present an account
of the subject unity congenial to the GW theory. I first present a strong but illustrative account
of the subject unity and then relax some the assumption to make the account more plausible
but also more complicated.

Empirical self-awareness is a matter of explicit representation of properties of the self via
modules subserving introspection (a self-related content enters the GW). Transcendental self-
awareness, on the other hand, refers to the capacity to form a higher-order thought about
current contents of consciousness. Self-reference without identification could then be explained
in terms of a higher-order representation being sustained by the activity of the systems in the



global workspace in virtue of representing their content. From this model it follows that we
are self-aware only if redescribing the content of consciousness is somehow informative for the
current global workspace, for example if we need to monitor and check our inferences.

6.1.3 Objections to the subject-unity account I discuss few potential objections to pre-
vious account: 1) that it conflates the empirical and transcendental cosnciousness, 2) that
the assumption of a monitoring module implies the possibility of single dissociation between
consciousness and self-consciousness, 3) that a common language of though needs to assumed,
4) that the monitoring module is effectively a bottleneck of consciousness. Discussing these
potential objections leads to a richer account of the subject unity according to the GW.

6.2 Predictive coding

6.2.1 Main principles Drawing on Clark (2013); Friston (2010); Penny (2012); Ma et al.
(2013), I explain basic tenets of the predictive coding theory: the brain as a Bayesian inference
machine; predicting sensory inputs via hierarchy of generative models of the world; prediction,
prediction error and precision weighting; free energy formulation; uncertainty and long-term
minimization of surprisal.

6.2.2 Attention as precision-weighting and related problems Predictive coding is pri-
marily a theory of cognition, not consciousness. I discuss the main PC intepretation of con-
sciousness by Hohwy (2012) which identifies its content with the hypothesis that is guided by
the current precise prediction error. I argue that if attention is defined as increasing precision
of the models processing the attended-to channel of information, then precision weighting is
supposed to play two conflicting roles: marking the reliability of some feature detectors and
attentional amplification. The consequence of this problem is that the PC theory fails to make
a convincing account of mental action.

6.2.3 Bodily self-awareness The PC theory provides a detailed and convincing account
of bodily self-awareness (Apps & Tsakiris (2014); Seth (2013) : it is a result of matching
predictions of proprioceptive and interoceptive signals. The account can be extended to cover
Hurley’s concept of perspectival self-consciousness as well. The important point is the sense
of bodily self-awareness is subserved by many models, each contributing to a specific sense in
which an object is interpreted as being part of myself. ]

6.2.4 Transcendental self-consciousness I outline a possible account of transcendental
self-consciousness in the PC theory. I argue that the idea of the objective world, which was
recognized as the ultimate principle of the unity of consciousness in chapter 4, corresponds to
the PC idea that the brain minimizes prediction error thanks to having an accurate model of
the causal structure of the world. The reason why the brain instantiates only one integrated
representation of the world is because competing hypotheses would increase the long-term
prediction error. I argue, however, that the architecture achieving this cannot be hierarchical
all the way and that the PC theory does not address the question of how the generative models
of the most abstract features of the world are organized. I speculate that the use of language
as a thinking tool could possibly obviate the hierarchy problem.

6.2.5 Subject unity of consciousness I try to extend the account of bodily self-awareness
to explain self-reflection in general and self-reference without identification in particular. I first
discuss and criticize a model by Taylor (2012). I argue that self-reflection could be understood
as an even in which the articulation of one’s mental contents actually matches (produces low
prediction error) the contents of consciousness. I draw on works of Karmiloff-Smith (1992);
Sellars (1956); Gopnik (2009) to argue that the capacity to articulate the contents of one’s
consciousness directly develops only later in ontogeny when the child first learns to attribute



mental contents to others by observing their behavior and then learns to attribute them to
herself. The reason why language is essential to explicit self-awareness is not only that it allows
us to articulate our mental contents, but more importantly that its use fosters formation of the
key concept of a subject endorsing a statement.

6.2.6 Predictive coding and Kantian echoes Kant’s idea that the world conforms to our
knowledge because we cannot but experience it through the concepts and forms of intuition we
have is echoed in the idea that the brain represents the world in virtue of modelling the possible
causes of its sensory activation. We are experientially open only to those patterns in the world
that we can pick up using our senses.

6.3. Integrated information theory and the dynamic core I describe the basic tenets
of the IIT as formulated by Tononi & Edelman (1998) and Tononi (2004): differentiation and
integration, main complex and dynamic core, and effective information. Technical details are
further described in Appendix B. I argue that the IIT gives us clearer understanding of inte-
gration and relevance. More specifically, it specifies what it means for a pattern of activation
to be part of the global workspace or main complex. I emphasize that the concept of infor-
mation used in the IIT (Shannon’s concept) cannot be interpreted as saying anything about
personal-level contents. Nonetheless, to defend the relevance of the concept of information for
consciousness science, I point to empirical studies showing how information-theoretic measures
relate to conscious behavior.

6.3.1 Contrasts and comparison of the IIT with the GW and PC theories I argue
that the IIT specifies the pattern of sustained activation that the GW theory holds as constitu-
tive of consciousness. The IIT also specifies relevance as effective information. Unlike the GW
theory, the IIT does not imploy that neural activation is necessary for conscious representation.
The difference between the IIT and the theory is shown on explanation of consciousness of
absence of a stimulus.

6.3.2 The subject unity and the dynamic core I use the IIT concepts to support and
elaborate the account of the subject unity presented earlier. First, the IIT implies that a
self-reflective thought occurs only if it is informative to the rest of the system, e.g. in case of
planning or decision making. Second, the IIT supports the idea that the self-reflective thought is
higher-level, abstract representation of the object state. Finally, the IIT implies that a system
where there are more areas subserving self-reflection will integrate more information than a
system with only one such area.

6.4. Summary Key points of the chpater are that the review theories: 1) are compatible and
complement each other; 2) discuss consciousness mostly at the computational level of description
with little specification and supporting empirical evidence at the level of neural implementation;
3) try to account mainly for the integration unity - a fitting account of self-consciosuness and
the subject unity requires a considerable extension of the theories; 4) the predictive coding
theory is the most promising as it covers many aspects of the unity recognized earlier in the
dissertation.

Conclusion
I wrap up the dissertation by presenting the previously discussed points from a wider per-
spective. Consciousness is a challenging concept for scientific explanation only insofar it entail
self-consciousness. The key point of naturalizing the unity is recognizing that 1) consciousness
is unified in virtue of a cognitive structure aimed at providing us with a coherent model of the
world; 2) since we are embodied agents, the coherent picture of the world is one that enables
successful action in the world, hence the picture is egocentric. Egocentric representations are
the foundation of perspectival self-consciousness. The predictive coding provides currently the



most detailed explanation of how these egocentric representations are realized. However, the
explanation is still incomplete and the most significant gap is in explaining the architecture of
the information flow among the most abstract generative models that cannot be hierarchical.

In extending the account of perspectival self-consciousness to empirical self-awareness, the
key idea is that the higher-level self-reflective thought become conscious if it accurately matches
current contents of consciousness and if the higher-level, abstract representation of the contents
is informative for the rest of the cognitive system. I speculated that language plays a crucial
role in this process - not only because it enables us to articulate the content but also because
its use fosters formation of the concept of subject endorsing a statement (and hence a subject
of thought).
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