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Abstract: Within the last decade, the offline rendering branch of computer graphics has moved towards the concept of physically-based rendering by using the path
tracing algorithm. One such physically-based effect is fluorescence, where light
is absorbed at one wavelength and re-emitted at another. However, to properly
capture this effect, one has to utilize spectral path tracing, as opposed to colourbased path tracing. Spectral path tracing by itself suffers from colour noise, which
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(HWSS). The inclusion of wavelength shifting induced by fluorescence requires
modifications to the base path tracing algorithm that HWSS wasn’t designed for.
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new approach to rendering fluorescent participating media that properly handles
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1

Introduction
The discipline of computer graphics is both a research area and a field of multiple
real-world applications. One of the sub-fields of graphics is rendering, the area
that concerns itself with the creation of synthetic images. Currently, one can
identify two distinct branches within this area: interactive (or on-line) rendering,
where the image has to be rendered fast and on demand within milliseconds,
and off-line rendering, where one has potentially infinite time to produce the
best image possible. Due to this considerable difference with regard to time constraints, both branches use different techniques to generate their results. Within
the last decade, both branches of the graphics industry have, to varying degrees,
moved increasingly towards the concept of physically-based rendering, as opposed
to more “hacky” or artistic approach that was dominant before. Both are still
present and serve their purpose, but as computations based on first physical principles are easier to work with from an engineering viewpoint, there is a continuing
trend towards increasing physical realism. Both of the branches nowadays use
ideas from physically based rendering: but off-line rendering does so to a considerably greater extent, as computations that are potentially demanding in terms
of the required time are easier to integrate into such a workflow. Currently, the
most common off-line rendering technique is Monte Carlo-based path tracing,
which is capable of calculating the global illumination in a scene.
Although physically-based ideas are now quite widely used in rendering, certain aspects of real-world surfaces and materials have usually been omitted in
production systems so far. One such aspect is fluorescence, which can lead to the
colour of surfaces appearing brighter and more intensive than it should be, because upon reflection, incoming energy is shifted to a different wavelength band
that emphasises the main surface colour. In the context of computer graphics
computations, this leads to the reflected light being shifted from one wavelength
to another. So far, two factors caused the feature to be absent from practically
all modern production rendering systems: there is a lack of practically useful bispectral material data, and there were technical difficulties with integrating this
wavelength shifting phenomenon into modern rendering engines.
The absence of this feature is an increasingly unsatisfying situation, as the
effect does play quite a role in the appearance of a number of common materials,
such as paper and textiles (both via the optical brighteners that are present in
a large number of them), and fluorescent warning paint, as can be found on
warning signs, ambulances and firetrucks. The omission is all the more odd, as
truly predictive rendering capabilities are now increasingly playing a role in both
design workflows, and highly realistic movie productions. Renditions of such
materials were, at least up to now, mostly approximate hacks: a fairly common
way to represent obviously fluorescent materials such as warning paint in current
rendering systems was to simply model them as abnormally reflective, i.e. to set
their reflectance to be larger than unity in the part of the spectrum that dominates
appearance of the colour. But as the industry is moving towards physically-based
workflows which use renderers that require energy-conserving BRDF models, this
is an increasingly problematic way of handling such materials [1].
The first obstacle mentioned earlier, i.e. the lack of bi-spectral material data,
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is becoming less of a concern these days, as measurement data for such materials
is slowly becoming available. But on the other hand, integration of wavelengthshifting materials into modern spectral Monte Carlo rendering engines is still
a more challenging task than it looks at first. For one, to properly represent
wavelength-shifting, one has to begin by working solidly in the area of physicallybased rendering, by using spectral rendering, i.e. to use spectral quantities instead
of colour values for all shading computations. But even if one does that (basic
spectral rendering is still uncommon, but well understood from an engineering
perspective), this is not the end of the technical issues.
Spectral rendering is an area that more and more current production renderers are actually in the process of adopting. And even without considering
fluorescence, it can provide benefits by itself, as it is capable of producing certain
otherwise difficult to reproduce effects, such as sub-surface scattering in media
with spectrally varying scattering coefficients, and metamerism. However, in a
Monte Carlo renderer (and these are the industry standard), it also introduces a
problem called colour noise, which is not present in other techniques. In order
to reduce this noise, an improvement to spectral rendering was developed in the
form of Hero Wavelength Spectral Sampling [2], which works by doing calculations for multiple wavelengths simultaneously. This technique has proven itself to
be robust enough for industrial usage, and has made the way free for widespread
use of spectral rendering.
And as the inclusion spectral rendering is now going to be more and more
common, the wish to natively include fluorescence capabilities in a renderer is
becoming a lot more likely. However, before the research documented in this thesis
was written, it was unclear how to combine fluorescence with Hero Wavelength
Spectral Sampling, which at the moment seems to be the most efficient way to
work with spectra in a Monte Carlo setting.
In this thesis, we first describe the off-line image synthesis techniques that can
currently be considered state of the art, and then outline the representation of fluorescence together with the colour noise reduction technique of Hero Wavelength
Spectral Sampling. By themselves, rendering fluorescence and Hero Wavelength
Spectral Sampling were mostly solved. But while combining both, we also had to
deal with the previously unsolved problem of how to represent and render a certain type of fluorescent scattering medium. Therefore, this thesis also provides an
improvement to general fluorescence rendering, by introducing scattering-aware
tracking, a new distance tracking scheme for potentially fluorescent participating
media. Taken together, these two improvements allow the efficient introduction
of fluorescence effects into a modern spectral Monte Carlo renderer.

Organization
The thesis is organized in the following way:
• Chapter 1 briefly explains theoretical foundation of path tracing as well
as presents its pseudocode and discusses topics relevant to the rest of the
thesis, such as importance sampling.
• Chapter 2 explains the properties of fluorescence from the perspective of
computer graphics, as well as the extensions of path tracer needed to sup3

port fluorescent surfaces and fluorescent media. It also introduces the proposed distance tracking scheme: scattering-aware tracking.
• Chapter 3 covers the foundation of Hero Wavelength Spectral Sampling,
first without considering fluorescence, then describes the mathematical formalism that combines it with fluorescence.
• Chapter 4 presents rendered results showing all extensions of path tracer
covered in this chapter, be it fluorescent surfaces, Hero Wavelength Spectral
Sampling with and without fluorescence and the examination of scatteringaware tracking.
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1. Spectral Rendering
This thesis focuses on combining, and improving upon, advanced sub-techniques
of a commonly used rendering algorithm called path tracing. In order to provide
a context that we can build upon in the rest of the thesis, this chapter introduces
the theoretical foundation of the algorithm, as presents some implementation
details in pseudocode form. However, please note that it focuses primarily on
algorithmic properties which are relevant to the core topic of the thesis, and
mentions non-relevant properties in passing only. Additional sources would have
to be consulted for a more in-depth and complete description of the algorithm, if
one would intended to implement it.

1.1

Rendering Equation

The theoretical foundation of path tracing is James T. Kajiya’s rendering equation [3], which describes the amount of light propagating through the scene in
a state of equilibrium. It operates on a physical property of light called spectral
radiance L(x, ω, λ), given for a certain point x, direction ω and wavelength λ.
In the original paper, radiance is assumed to only change through surface
interaction, so the original form of the rendering equation only describes the
total outgoing spectral radiance at a surface:
Lo (x, ωo , λ) = Le (x, ωo , λ) +

∫
S2

Li (x, ωi , λ)fs (x, ωi → ωo , λ) |cos θi | dωi

(1.1)

where S 2 is the unit sphere, ωo and ωi are the outgoing and incident directions
respectively, both of which point outwards, θi is the elevation of ωi from the
surface, Le (x, ωo ) is the emitted radiance from the surface, Li (x, ωi ) is the incoming radiance from direction ωi and is given as Li (x, ωi ) = Lo (y, −ωi ), y being
a point that is visible (unobstructed by a surface) from point x in direction ωi .
fs (x, ωi → ωo , λ) is the bi-directional scattering distribution function (BSDF),
measured in sr1 , function that describes amount of energy transferred from direction ωi to ωo at wavelength λ. The BSDF essentially encodes the appearence of
a surface.

1.2

Spectral Radiative Transfer Equation

The simplifying assumption made for the original rendering equation, namely
that radiance does not change along a ray which traverses a material, does not
allow it to describe volumetric effects. There are four different events that can
occur when a light interacts with a participating medium: these are described by
radiative transfer equation (RTE), a differential equation describing the change
of radiance along a ray of light traversing in direction ω:
(

)

(ω · ▽)L(x, ω, λ) = ϵ(x, λ) − µa (x, λ) + µs (x, λ) L(x, ω, λ)
+

µs (x, λ) ∫
fp (x, ωi → ω, λ)Li (x, ωi , λ) dωi
4π
S2

The individual events are:
5

(1.2)

• emission
Light is emitted by the medium, the emission coefficient ϵ(x, λ) describes
the increase of radiance.
• absorption
Light gets absorbed by the medium, the absorption coefficient µa (x, λ) describes the extent to which radiance is reduced.
• out-scattering
Light is redirected to other directions, the scattering coefficient µs (x, λ)
describes the extent to which radiance is reduced.
• in-scattering
Light is redirected from elsewhere to the current direction, and the scattering coefficient µs (x, λ) and the phase function fp (x, ωi → ωo ) describe the
increase of radiance and directional dependency of in-scattering from ωi to
ωo .
The combination of absorption and scattering coefficients gives the extinction
coefficient µt (x, λ) = µa (x, λ) + µs (x, λ).
Solving this differential equation gives us the integral form of the RTE, which,
when interpreted as being for a ray coming from a surface at distance d, gives us
the volumetric rendering equation [4]:
L(x, ω, λ) =

∫ d
0

(

T (x ↔ xt , λ) · ϵ(xt , λ)+
+ µs (xt , λ) ·

∫
S2

)

fp (xt , ωi → ω, λ)Li (xt , ωi , λ) dωi dt

(1.3)

+ T (x ↔ xd , λ) · Lo (xd , ω, λ)
where xt = x − t · ω is the point moved by distance t closer to the surface (ω
points away from the surface), Lo (xd , ω, λ) is the total outgoing radiance given by
the rendering equation (1.1) and T (x ↔ xd , λ) is transmittance between points
x and xd at wavelength λ given as:
T (x ↔ xd , λ) = e

∫d
0

µt (xt ) dt

(1.4)

Note the similarities between the emission and scattering components of the
volumetric rendering equation, and the regular surface rendering equation: especially in the case of the BSDF fs (x, ωi → ωo , λ) and the phase function
fp (x, ωi → ωo , λ). Apart from the cosine associated with a surface element (which
appears in rendering equation only because of how the BSDF is defined), the two
components would be mathematically identical (but of course describe different
things).
A special case is a homogeneous medium, where the absorption, emission and
scattering coefficients are constant over varying x, which makes µt (x, λ) = µt (λ)
constant as well, and which yields a simple formula for transmittance:
T (x ↔ xd ) = e−d·µt (λ)

6

1.3

Spectral Path Tracing

Solving the volumetric rendering equation analytically might be possible for simple scenes, but this quickly turns infeasible, as scene complexity goes up. Therefore, a solution on the basis of numerical integration has to be used instead.
However, if this were done via deterministic techniques, we would very quickly
run into an ever increasing integration domain, which makes traditional integration approaches infeasible, or at least extremely slow.
An alternate approach is to calculate an estimate of volumetric radiance transport via Monte Carlo integration. A primary Monte Carlo estimate of integral of
continuous function f (x) is:
⟨∫

⟩

f (x) dx =

D

f (x)
p(x)

where x is a random sample drawn from a probability distribution with probability density function (pdf) p(x) such that for any y for which f (y) > 0, it holds
that p(y) > 0. The variance of the estimate depends on how much the probability density function p(x) matches the function f (x). A secondary Monte Carlo
estimate is given by averaging multiple primary estimates:
⟨∫

⟩

f (x) dx =

D

N
∑

f (xi )
i=1 p(xi )

which leads to a quadratic decrease in variance with increasing N , irrelevant on
the dimensionality of the integration domain.

1.3.1

Direction Sampling

Using Monte Carlo integration on the volumetric rendering equation produces
the algorithm known as path tracing. It takes its name from its functionality,
where a path from the sensor (viewer, eye) through the scene is followed, and the
contribution of light emitters that are encountered is accumulated.
Pseudocode 1.1. Spectral volumetric path tracer in iterative form using direction
sampling, producing a primary Monte Carlo estimate of incident spectral radiance
at wavelengh λ from direction ωo to point y.
1: function EstimateSpectralRadiance(y, ωo , λ)
2:
L←0
◃ radiance accumulator
3:
t←1
◃ path throughput
4:
repeat
5:
yd ← Raycast(y, −ωo )
◃ intersect with scene to find surface
6:
x, T, pT ← SampleTransmittance(y → yd , λ)
◃ T (y ↔ x, λ)

8:

L ← L + t · GetEmission(x, ωo , λ)
◃ Le (x, ωo , λ) or ϵ(x, λ)
ωi , fs , ps ← SampleEvent(x, ωo , λ)
◃ fs (x, ωi → ωo , λ) or µs (x, λ)fp (x, ωi → ωo , λ)

9:

tupdate ←

7:

T · fs
· G(x, ωi )
pT · ps
7

10:
11:
12:
13:
14:
15:
16:
17:
18:

terminate, prr ← SampleTerminate(tupdate )
if terminate then
break
end if
tupdate
prr
y ← x, ωo ← −ωi
forever
return L
end function

◃ russian roulette

t←t·

◃ terminates only probabilistically

The algorithm follows a random path through the scene while keeping track
of the throughput of the path, a product of all multiplicative terms along its progression through volumetric rendering equation. In practice, the path throughput
is also already divided by the probabilities of obtaining the current path, to simplify the production of the final radiance estimate. The main loop is terminated
using technique called Russian roulette, where a probabilistic decision is made
on the throughput update done in the current step. If the loop is continued, the
continuation probability of Russian roulette has to be incorporated into the total
probability distribution from which the path sample is taken. To produce an image, the EstimateSpectralRadiance is repeatedly called for each pixel, and
averaged to produce the secondary Monte Carlo estimate as part of the process
of image sampling. In a spectral renderer, this also involves a random sampling
of wavelength λ.
Due to the similarity of surface and media scattering, they share most of the
code path and are separated only within the SampleEvent function, where
either the BSDF, or the phase function and scattering coefficient are evaluated.
The difference caused by the presence or absence of the cosine term cos θi is
handled by the solid angle geometry term G(x, ω):
⎧
⎨|ω

G(x, ω) = ⎩

· Normal(x)| x is surface
1
otherwise

In order to minimise variance, it is beneficial to employ importance sampling,
where for a f (x, y) and x, a random sample y is drawn from a probability distribution with probability density function approaching f (x, y). The algorithm
utilises several conjoined Samplef (x) methods to draw a random sample y and
simultaneously calculates the value f (x, y) and the probability density of sampling y, as in p(y|x). The sampling algorithm and the evaluation of the function
are likely to share some computations. This approach also allows a much clearer
implementation of functions that utilise the Dirac delta function, e.g. in the case
of ideally reflective surface which reflects in only one direction, where only one
direction can be properly sampled, but its BSDF should never be evaluated when
called with an unrelated random direction which does not exactly match that of
the Dirac delta function.
The algorithm given in pseudocode 1.1 uses so-called direction sampling, as it
follows a path generated by sampling a random direction at each event. In order
to produce any radiance estimate, it has to encounter a light source on its path.
8

The path generation process is not actively trying to find one, though, which
means that scenes with small light sources end up converging extremely slowly.
This renders the algorithm basically unusable for such scenes.

1.3.2

Light Source Sampling

An alternate approach to direction sampling is light source sampling (LSS, or also
next-event estimation), where instead of accumulating emission from the surface
point, a point on a light source is randomly sampled. If there is no obstruction
between the surface point and the light source point, its illumination is directly
accumulated.
Pseudocode 1.2. Spectral volumetric path tracer in iterative form using light
source sampling, modifying pseudocode 1.1 at line 7.
1: function EstimateSpectralRadiance(y, ωo , λ)
...
7:
L ← L + t · DirectIllumination(x, ωo , λ)
...
19:
20:
21:
22:
23:
24:

function DirectIllumination(x, ωo , λ)
xL , ωe , Le , pL ← SampleEmission(x, λ)
if xL not visible from x then
return 0
end if
T, pT ← EvaluateTransmittance(x → xL , λ)

fs , ps ← EvaluateEvent(x, ωe → ωo , λ)
T · fs
· G(x ↔ xL )
26:
L←
pT
27:
return L
28: end function
25:

◃ Le (xL , −ωe , λ)

◃ pT = p(xL |x → xL , λ)
◃ ps = p(ωe |x, ωo , λ)

The function SampleEmission is another example of a conjoined function
that produces multiple outputs. This allows the use of point or directional light
sources, which would be impossible to encounter (and therefore, render) by using
direction sampling alone. The idea of importance sampling is still theoretically
applicable, so that e.g. the sampling of light sources could prefer stronger light
sources at the specified wavelength λ, or possibly even take the illuminated point
x into account (e.g. for strongly directional light sources).
The alternative to the Samplef (x) methods are the Evaluatef (x,y) methods, which expect the variable that would be otherwise sampled, and only calculates the function f (x, y) and probability density of sampling y, as in p(y|x).
The computed probabilities end up not being used in pseudocode 1.2.
Due to the light source point xL being sampled from light emitter surfaces, the
probability pL is given with respect to area measure, for which the area geometry
term G(x ↔ y) is used to compensate:
G(x ↔ y) =

G(x, ωx→y ) · G(y, −ωx→y )
∥y − x∥2
9

y−x
where ωx→y = ∥y−x∥
= −ωy→x , as in the normalized vector from x to y.
It is noteworthy that in its pure form, the algorithm has grave difficulties with
certain materials, especially extremely specular surfaces (e.g. glass). And in its
purest form given in pseudocode 1.2, even directly viewed light is not properly
accumulated, although that is relatively straightforward to solve.

1.3.3

Combination of Both Techniques

Both direction sampling and LSS work well for certain scenarios and fail at others:
the failure cases are almost complementary to each other. In order to get benefits of both techniques, they can be combined by using technique called multiple
importance sampling (MIS). When estimating the integral of function f (x), and
given n different Monte Carlo sampling strategies with probability density functions pt (x), we can combine them by introducing weights wt (x), with 0 < t ≤ n.
This leads to a secondary Monte Carlo estimator for N samples:
⟨∫
D

⟩

f (x) dx =

N
f (xt,i )
1 ∑
wt (xt,i ) ·
p(xt,i )
t=1 N i=1

n
∑

where ∀x ∈ D :

n
∑

(1.5)

wt (x) = 1

t=1

With wt (x) = n1 , MIS leads to simple averaging of the estimates from each sampling strategy, which however yields a solution which exhibits the worst properties
of the two strategies. A much better and almost optimal weight is the balance
heuristic:
pt (x)
wt (x) = ∑n
j=1 pj (x)
Note that all probability densities are calculated for the given sample x, even
though it was sampled by the technique with index t, with the other techniques
having no influence on it, up to the point where they may not be even able
to sample it, i.e. pj (x) = 0. This also gives the balance heuristic the desirable
property that the technique which has a larger impact on samples it is more likely
to sample and thus more likely to estimate correct value of the integral.
A more general version of MIS and the balance heuristic, which is capable of
combining techniques that use different numbers of samples, also exists.
Applying MIS to the two sampling strategies, direction sampling and light
source sampling, gives as a version of the algorithm which emphasises the strengths
of each:
Pseudocode 1.3. Spectral volumetric path tracer in iterative form using both
direction sampling and light source sampling, modifying pseudocode 1.2 at line 7
and line 27.
1: function EstimateSpectralRadiance(y, ωo , λ)
2:
plast ← ∞
3:
L ← 0, t ← 1
4:
repeat
...
7:
Le , pL ← EvaluateEmission(y → x, λ)
◃ pL = p(x|y, λ)
10

)

(

8:

15:
16:
17:
18:
19:

pL
plast · pT
,
· Le
L ← L + MIS
G(x, ωo ) G(x ↔ y)
+ DirectIllumination(x, ωo , λ, pTT )
...
plast ← ps · prr , y ← x, ωo ← −ωi
forever
return L
end function
function DirectIllumination(x, ωo , λ, Tprev )
...
(

fs
27:
prr ← ContinuationProbability Tprev ·
ps
)
(
ps · prr · pT
pL
,
·L
28:
return MIS
G(x ↔ xL ) G(x, ωe )
29: end function

)

function MIS(p1 , p2 )
p1
31:
return
p 1 + p2
32: end function

◃ Tprev = T (y ↔ x)

30:

◃ balance heurestic

The geometry terms applied to both sampling probabilities in the calls to
MIS are intended for both probability densities to be given with respect to the
same measure.
The two MIS weights calculated at the same iteration in pseudocode 1.3 at
line 8 and line 28 are actually computing weights for paths of different lengths.
LSS lengthens a given path by one additional step to find the point on light
source xL , while the direction sampling accumulates the emission directly from the
encountered point. This is also why the Russian roulette continuation probability
prr appears in the computation of the weights.

1.3.4

Spectral properties

The volumetric rendering equation as stated in equations 1.1 and 1.3 operates on
spectral radiance is parametrised by the wavelength of light, which corresponds
to colour. It is possible to disregard that parametrisation, giving us L(x, ω) with
a different value domain. That could for example be scalar value representing
luminance Lv , the photometric equivalent to radiance:
Lv (x, ω) =

∫

L(x, ω, λ) · V (λ) dλ

Λ

where Λ is the domain of visible light and V (λ) is the luminous efficiency function,
which represents the human sensitivity to light. Rather than pure luminance,
which could render only monochrome images, some form of colour representation
in form of a vector is used, most commonly from some RGB colour space, due to
it being closed on point-wise multiplication, as well as its prevalence in computer
graphics. The core of the spectral path tracer is not impacted by this change,
the only differences are in what values the various functions produce (emission,
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BSDF, media coefficient), and in the lack of random wavelength selection at the
image sampling stage.
However, this approach produces inaccurate results, which can be seen via
the example of a pure luminance path tracer. If we would consider a scene with
a red light source and a blue surface (i.e. a surface that reflects light in the
blue wavelength band, and that absorbs all other light), the path tracer would
correctly render the surface as black, while a luminance path tracer would render
it as visible, with light getting reflected off it. A luminance-based BSDF of the
surface has no way to limit reflectance to blue light only, and cannot prevent
red light from being reflected while also allowing blue. The issue here is that
the “colour” representation is constructed for an intermediate value, rather than
for the final result perceived by the sensor. In simplest description, the scalar
product of radiance and V (λ) functions is inside the equation rather than outside.
A luminance path tracer is an extreme example of the issue, the problems
that are seen in RGB path tracers are not that pronounced and they produce
very good results for most scenes. As humans, we already perceive world via
eyes that only have three types of colour sensitive cells. Also, most naturally
occurring colours exhibit smooth reflectance spectra, which makes it less likely
for the issue to be visible. Even then, any light interaction that exhibits a strong
wavelength dependency can cause face the problem how to properly represent it
in an RGB path tracer. This is especially true when this dependency impacts the
propagation direction of light, as for example in the case of light transmission,
where light travels from one material to another, and the ray bends according
to the index of refraction (IOR) ν(λ). This IOR is usually spectrally varying.
The most prominent example of this are prisms: when lit with a narrow beam
of white light, they produce a rainbow caustic. Rendering a prism with an RGB
path tracer is difficult, actually nigh impossible, while spectral path tracer can
render the rainbow effect with no problems.
Spectral path tracing is however not without problems, either. The standard
problem of Monte Carlo is the noise that is present in the produced estimation.
This noise continually decreases with additional samples, until it reaches acceptable levels. When it comes to images, luminance noise is not exactly uncommon,
even in naturally obtained images (e.g. via a digital camera), and there are filtering schemes to de-noise an image. However, spectral path tracing, at least in
its naive form, also leads to colour noise, as in variance in the produced colour
values. Unlike regular image noise, colour noise poses a much greater problem.
The main benefit of RGB tracing is at tracing for multiple values simultaneously,
that correspond to wavelengths that are fairly spaced out in the visible spectrum.
That is also the basis for the solution of colour noise in spectral sampling in the
form of Hero Wavelength Spectral Sampling, which is described in more detail
later, in chapter 3.
The major difference from implementation perspective is the representation of
colour of the different surfaces, emitter, media, and so on. In an RGB path tracer,
any such data can be represented as an RGB value as well, as that is exactly the
accuracy needed for the process. But a spectral path tracer deals with a random
wavelength λ in the visible spectrum, which requires any representation of colour,
emission or reflectance to be able to provide a spectral sample value for the given
wavelength λ. That leads to many different possible representations, from math12

ematically described spectra (e.g. blackbody radiation at a given temperature) to
measurement data obtained at various accuracy levels. For efficiency reasons, it is
highly desirable to homogenise all spectral data, by converting all representations
the different representations to some common, highly accurate spectral format,
e.g. a 500-value vector representing the wavelength range 300 nm to 800 nm. In a
renderer that is intended to compute images that satisfy human observers, these
high-resolution spectra with 1 nm resolution are more than accurate enough, so
that spectral samples can be directly taken from these homogenised representations.

1.4

Importance Sampling

Path tracing, as described in previous section, heavily uses the idea of importance
sampling, where we attempt to sample a value x with such probability density that
p(x) somewhat corresponds to f (x). In the case of generating a path, it mostly
revolves about approximating those known terms in the volumetric rendering
equation which apply in the situation that the path generation process is currently
in. For example, in the case of surface interaction for direction sampling, we
sample the incident direction ωi for a given position x, outgoing direction ωo
and wavelength λ, in order to probabilistically approximate the term fs (x, ωi →
ωo , λ)Li (x, ωi , λ) cos θi . A commonly used approach is sampling that is based
purely on fs (x, ωi → ωo , λ) cos θi , which is known for the given x, ωo , λ, as opposed
to the term Li which is completely separate from the BSDF, and also complicated
to properly evaluate (as it is the type of value that is evaluated by a path tracer).1
Alternatively, by reducing the incident radiance Li to the directly emitted light
only, we end up sampling an emission point on a light source, as in LSS, as the
illumination and BSDF are still quite separate from each other.
The specifics of how importance sampling is done differs between BSDF and
phase function types:
• Lambert
Ideal diffuse surface, uses cosine-weighted hemisphere sampling.
• Fresnel
Ideal specular surface, probabilistically chooses between reflection and transmission according to index of refraction, the direction for each is given, uses
Dirac-delta probability density.
• Torrance-Sparrow
Microfacet surface composed of ideal Fresnel reflector facets distributed
according to some given distribution. Uses normal distribution to sample
the normal of microfacet and then applies the same approach as for Fresnel.
For only evaluating (and not sampling) this surface, the normal is computed
from the two directions according to the index of refraction.
• Isotropic
Ideal media scattering, equal scattering to all directions, uses regular sphere
1

There are methods to sample direction ωi according to the illumination Li learnt from
previous iterations as well as to sample according to the entire integrand.
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sampling.
• Anisotropic
Media scattering that favours either forward, or backward scattering.
The specifics of each of these sampling techniques are not relevant to this thesis,
and are therefore omitted.
Sampling transmittance produces a point along the ray where an event was
encountered, or where a surface was reached. This is process commonly called
distance tracking. As this thesis strives to improve on this aspect in chapter ??,
the following explanation is more detailed to provide necessary context. The term
according to which the traditional approach samples is transmittance (hence the
name SampleTransmittance):
p(xt |x, ω, λ) ∼ T (x ↔ xt )

(1.6)

where xt is a point at distance t from x in the opposite direction to ω. If the
sampled distance t would end up closer than the distance to the first surface d,
we have sampled a media event (absorption, emission, scattering), and if it would
end up further away, the point xd is sampled instead, meaning we have sampled
a surface interaction.
In the case of a homogeneous medium, the transmittance can be analytically
evaluated, which leads to exponential tracking 2 :
p(xt ) ∼ e−t·µt

(1.7)

To produce the actual probability density function, we have normalise the formula, and calculate the normalisation constant as:
n=

∫ ∞

[

e−t·µt dt = −

0

1
1 −t·µt ]∞
=
·e
0
µt
µt

That gives us the following properties of the desired probability distribution:
p(xt ) =

1 −d·µt
·e
= µt · e−d·µt
n
∫
t

P (xt ) =

0

[

p(xu ) du = e−u·µt

P −1 (ξ) = xt

where t = −

]t
0

= 1 − e−t·µt

log (1 − ξ)
µt

The inverse density function P −1 describes how to sample the distance t, given
a uniformly sampled ξ ∼ U (0, 1). Note that in the case of sampling a surface
interaction, which happens for any t > d, we end up with probability:
p′ (xd ) =

∫ ∞
d

p(xt ) dt = 1 − P (xd ) = e−d·µt

which is exactly the transmittance term present along the outgoing radiance Lo
from a surface in the volumetric rendering equation 1.3.
2

the probabilities are still conditional probabilities, the conditions are omitted for readabil-

ity)

14

The case of heterogeneous medium is more complicated. Although there may
be a few cases in which transmittance over a heterogeneous medium could be
analytically evaluatable and possibly even available for importance sampling, a
more general approach is needed for all other cases. Transmittance contains
an integral, so it may seem to be estimable using Monte Carlo, and as such
be simply part of the path tracing estimate. That integral is however in an
exponent, and it is therefore not possible to combine it with others outside of
it. The solution to this ends up not attempting to evaluate it directly, but to
only propose a probability distribution, which ends up having probability density
p(xt ) ∼ T (x ↔ xt ). That way, the term cancels out the one in the integrand that
is being estimated.
Such a probability distribution can be achieved by delta tracking (also known
as Woodcock tracking [5]):
Pseudocode 1.4. Delta tracking, a distance tracking scheme for sampling a
distance in a heterogeneous medium, and simultaneously removing the need to
evaluate T (x ↔ xt ) directly.
1: function SampleTransmittance(x → xd , λ)
Ensure: sampled xt , T (x ↔ xt ), p(xt |x, xd , λ), T and p already cancelled out
2:
t←0
3:
µ ← supt∈[0,d] µt (xt , λ)
◃ any µ, that is higher, is also applicable
4:
repeat
5:
ξ ← Sample(U (0, 1))
log (1 − ξ)
6:
t←t−
µ
7:
if t ≥ d then
8:
return xd , 1, 1
9:
else
µt (xt , λ)
10:
if
< Sample(U (0, 1)) then
µ
11:
return xt , 1, µ
12:
end if
13:
end if
14:
forever
15: end function
The idea behind delta tracking is to transform the case of a heterogeneous
medium back to the solved case of a homogeneous one. That is done by adding
in particles that exhibit “false scattering”, called null-scattering with the phase
function:
fp (x, ωi → ωo , λ) = δ(ωi + ωo )
as in a ray can only scatter into the same direction it arrived from, which leads
to it having no effect on the outgoing radiance. The associated null-scattering
coefficient is set as:
µn (x, λ) = µ(λ) − µt (x, λ)
where µ(λ) ≥ sup µt (xt , λ)
xt ∈D

where D is a set describing the bounds on which delta tracking is applied to. As
presented, these bounds would be all points on line from x to xd , where d is the
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distance to surface interaction. That “fills up” the medium up to the µ(λ), which
effectively becomes the extinction coefficient, now homogeneous over D. When
a medium event is sampled, it is then probabilistically chosen whether it is or
is not a null-scattering event, with probability relative to the difference between
µt (x, λ) and µn (x, λ) at the sampled position x. A null-scattering event simply
restarts the delta tracking from its current position.
The probability of sampling a real media event at point xt on line from x
to xd at wavelength λ can be decomposed into a sum of infinitely many subprobabilities:
p(xt ) =

∞
∑

pk (t)

(1.8)

k=0

where pk (t) is the probability of sampling a real media event at point xt with
k intermediate null-scattering events. For k = 0, it corresponds to exponential
tracking using µ, as in p0 (t) = µ(λ) · e−t·µ(λ) . For k ≥ 1, we get k + 1 exponential
tracking steps along with k probabilistic decisions to select null-scattering and 1
decision to select real media event:
µn (xl1 , λ) ∫ t
µn (xl2 , λ)
p0 (l1 ) ·
pk (t) =
p0 (l2 − l1 ) ·
µ(λ)
µ(λ)
0
l1
∫ t
µn (xlk , λ)
µt (xt , λ)
p0 (xlk ) ·
···
· p0 (t − lk ) ·
dlk . . . dl2 dl1
µ(λ)
µ(λ)
lk−1
∫ t

=

∫ t
0

µn (xl1 , λ)

∫ t
l1

µn (xl2 , λ)· · ·

· µt (xt , λ) · e−t·µ(λ) ·
(∫

=

t
0

µn (xl , λ) dl
k!

∫ t
lk−1

µn (lk − lk−1 ) dlk . . . dl2 dl1 ·

µk+1 (λ)
µk+1 (λ)

(1.9)

)k

· µt (xt , λ) · e−t·µ(λ)

(1.10)

The transformation of the sequence of integrals (which corresponds to integration
over a particular k-dimensional simplex) that takes place from line 1.9 to 1.10 can
be explained by the fact the the integration over the k-dimensional hypercube in
line 1.10 is a sum of k! disjoint simplices, so that integrating over each of them
gives the same result as integration over the main simplex in line 1.9. The different
simplices differ from each other only in the relative ordering of the variables li , but
the same term that exists for specific values in any particular simplex also exists
within the main simplex, where l1 < l2 < · · · < lk , thanks to the commutativity
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of multiplication. Plugging it back to equation 1.8 gives us:
p(xt ) =

∞
∑
k=0

(∫

t
0

µn (xl , λ) dl

)k

· µt (xt , λ) · e−t·µ(λ)

k!

= µt (xt , λ) · e−t·µ(λ) ·

∞
∑

(∫

t
0

µn (xl , λ) dl
k!

k=0

∫t

= µt (xt , λ) · e−t·µ(λ) · e

0

µn (xl ,λ) dl
µ(λ) dl−

∫t

= µt (xt , λ) · e−t·µ(λ) · et·µ(λ) · e−
= µt (xt , λ) · T (x ↔ xt )

∫t

∫t

= µt (xt , λ) · e−t·µ(λ) · e

0

)k

0

0

µt (xl ,λ) dl
µt (xl ,λ) dl

We can go through a similar process with the probability of sampling surface
interactions, which happens when the last exponential tracking goes over the
distance d (there is one less decision and the last exponential tracking has to use
1 − P (t − lk ) instead of p0 ). Eventually, we get the following probability:
p(xd ) = T (x ↔ xt )
Delta tracking allows one to not evaluate the actual transmittance, and it simultaneously samples a distance according to that transmittance, which in turn
makes it suitable for SampleTransmittance. However, we also need EvaluateTransmittance, which is supposed to evaluate T (x ↔ xd ), while we still
do not want to (and cannot) evaluate transmittance directly. One option is to
use delta tracking and turning it into a rejection sampling scheme, where if real
media event is sampled, the resulting transmittance is 0. That is however wasteful, as when path tracer already found a path, it may still be terminated due to
delta tracking. Instead, one can use an altered version known as ratio tracking
[6]. The only difference is that it does not probabilistically decide whether to end,
but instead always continues, essentially assuming that null-scattering was sampled. That causes the sampling probability density function to no longer cancel
transmittance perfectly. However, the leftover terms can be essentially derived
looking at what should have been there in order delta tracking to cancel it out.
Pseudocode 1.5. Ratio tracking, a transmittance estimating scheme for T (x ↔
xt ).
1: function EvaluateTransmittance(x → xd , λ)
Ensure: T (x ↔ xt ) estimate, p(xd |x, xd , λ)
2:
t←0
µ ← supt∈[0,d] µt (xt , λ)
◃ any µ, that is higher, is also applicable
3:
4:
T ←1
5:
repeat
6:
ξ ← Sample(U (0, 1))
log (1 − ξ)
7:
t←t−
◃ exponential tracking
µ
8:
if t ≥ d then
9:
return T, 1
10:
end if
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T ←T·

11:
12:
13:

µ − µt (xt , λ)
µ

forever
end function

Note that unlike other Evaluatef functions, the delta tracking as rejection
sampling or ratio tracking are both probabilistic and therefore produce an estimate, rather than a proper value of the function that appears in the integrand.
For the path tracer algorithm presented so far, that does not pose a problem,
but is an issue for Hero Wavelength Spectral Sampling, which is covered in later
chapter 3.
There is also a special case – a purely emissive medium. As in a medium
for which µa (x, λ) = 0, µs (x, λ) = 0 a thus also µt (x, λ) = 0, but ϵ(x, λ) ̸= 0.
Emissive media are in general rarely accounted for, as it is also difficult to employ
light source sampling on them, which is usually enough of a reason to model the
scene differently. Using the same approaches as describe above would immediately
skip over the medium (as in sample distance t ≥ d, which ends up clamped to a
surface interaction), making it impossible for the emission from the medium to
be accounted for. However, since any encountered event does not continue the
path in any way (there is not scattering), it is more beneficial to compute emission
separately in such a case: either evaluate it analytically, or employ some emissionbased importance sampling. For a homogeneous purely emission medium, that
would correspond to uniform sampling of distances from 0 to d, although such a
case would be analytically evaluatable. The distance tracking could then still be
applied on the clear medium, skipping over the non-absorptive and non-scattering
medium.

1.5

Advanced Rendering Algorithms

So far, this chapter has covered the principles behind path tracing, and presented
a pseudocode (1.3) of its volumetric, spectral variant utilising MIS to combine
direction sampling and LSS. However, there are still improvements that can be
done with regard to how well it handles the many failure cases that path tracing
has extreme difficulty rendering, as well as completely different approaches to
rendering, that may be of note, sometimes even combinable with path tracing.
One example of a difficult to render scene is by placing the light source behind
glass or having it reflect from a mirror, which makes it impossible to be sampled
through LSS. If the light source or the ideal specular surfaces are small, it become
a similar problem as the one LSS should be solving.
This thesis aims to extend and improve the basic path tracing algorithm by
exploring how to introduce fluorescence into it. But there are also a considerable
number of more advanced rendering techniques that offer better performance than
basic path tracing. The following is a non-exhaustive list of such techniques:
• Light Tracing
The inverse approach to path tracing. Path tracing traces paths from the
sensor to a light source. Light tracing traces paths from light sources to
sensor. At each event, it attempts to connect with the sensor, similarly to
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how LSS works. Capable of rendering directly viewed caustics, incapable
of rendering mirrors at all.
• Bi-Directional Path Tracing (BDPT)
Combination of light tracing and path tracing, where a path is sampled
from both directions (from sensor and from light source) and connected in
the middle. Uses MIS to combine all the possible ways a single path could
be sampled.
• Photon Mapping
Two-step rendering algorithm: at first, light paths are generated (similar to
light tracing) and their contributions are stored on surfaces; then, sensor
rays are cast (first hit paths only) and contributions are accumulated from
a sphere of some size around the hit point. A biased algorithm. A variant
that follows a longer path from the sensor is also possible. Spectral photon
mapping is more complicated and possibly even more biased.
• Vertex Connection and Merging (VCM)
Combination of BDPT and photon mapping. Interprets photon mapping
as another sampling technique for inclusion in MIS.
• Metropolis Light Transport
Application of the Metropolis-Hastings algorithm, a Monte Carlo method,
to rendering. It modifies its current path in order to find the highest contributions.
Even though all these algorithms are available, most of production rendering
is still done using the basic path tracer described in previous sections. That
is mostly due to its relative simplicity, which allows it to run faster than more
complicated techniques (less moving parts, better optimisation), as well as the
fact that its comparative simplicity allows one to utilise other branches of research
done in the area, e.g. path tracing on the GPU. This still widespread utility of the
basic path tracing approach is why this thesis focuses primarily on path tracing:
and even if the basic technique had already mostly fallen out of use, it would
stand to reason that introduction of novel research best be done on the simplest
system available, instead of on one of the more complex ones.
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2. Fluorescence Computations
One of the two improvements to the path tracing algorithm introduced in chapter 1 is the capability to render fluorescent materials. The inclusion of this property has already been covered, both for fluorescent surfaces [7] and to some degree
for fluorescent participating media [8]. Even so, fluorescence is absent from practically all modern production rendering systems.
This chapter first provides a brief overview of fluorescence itself, as well as
the formalisms useful for representing and rendering such surfaces and media.
Additionally, it also describes a specific case, a fluorescent medium that exhibits
wavelength asymmetry in its scattering behaviour, in which the currently known
approaches fail. This problem is then solved by introducing a new distance tracking scheme for homogeneous fluorescent media.

2.1

Fluorescence

Fluorescence is a property exhibited by many materials, where light from one
excitation wavelength λi is absorbed and then re-emitted at a different emission
wavelength λo . Of specific interest to the modelling object appearance is the
fact that the absorbed light can come from outside of the visible spectrum, and
still produce light within it. The wavelength shift that occurs is almost always
from a shorter to a longer wavelength [9]. This leads to materials that appear
significantly more brighter than they should under their current illumination,
since they “steal” energy from another wavelength band.
There are various different properties and coefficients that can describe a specific fluorophore (fluorescent molecule), as well as different rules that fluorescence
obeys. From the size of the Stokes shift, caused by the delay between absorption
and re-emission of the light, which is also the reason behind the shift to longer
wavelengths, to how strong the wavelength shift is from one wavelength band to
another. For the purposes of rendering, we only need to capture the visual effect
of the in equilibrium (i.e. the delay itself is not relevant, only the actual shift is).
The Stokes shift, as seen in figure 2.1, show only a cumulative shifting effect
of the material and does not itself reflect the actual quantitive nature of the shift.
More complete information about the wavelength shift is encoded in re-rediation
matrix, a discrete representation of the wavelength shift distribution function
fΛ (λi → λo ).
A re-radiation matrix R is a N ×N matrix where Rjk represents the ratio of radiance from wavelength band [λk−1 , λk ] that shifts into radiance from wavelength
band [λj−1 , λj ], where λl is the l-th wavelength in N + 1 uniformly distributed
wavelengths in some wavelength range [λmin , λmax ] for which the matrix is defined,
with λ0 = λmin and λN = λmax . This naturally leads to an operation with a vector Li of size N representing the incident radiance given for the same wavelength
range [λmin , λmax ], that produces vector Lo of the same structure representing the
outgoing radiance:
R · Li = Lo
The wavelength range [λmin , λmax ] is usually set up to contain the visible range
as well as some portion of ultraviolet spectrum, depending on usage of the matrix
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Figure 2.1: An example plot of the so-called Stokes shift for a particular fluorescent dye molecule, Rh6G. Practically all fluorophores exhibit similar characteristics: namely, that there is one main band where energy is absorbed, and one
where it is re-emitted. Public domain image from Wikipedia.

R notes as a
Figure 2.2: Re-radiation matrix of pink fluorescent 3M Post-It⃝
3D graph for excitation wavelengths between 300 nm to 780 nm, and emission
wavelengths from 380 nm to 780 nm. The values outside of the main diagonal
were exaggerated, so that they are more visible. Data courtesy of Labsphere Inc.
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and the type of fluorescence it describes.
The diagonal of the re-radiation matrix contains common reflectance of the
substance, where no fluorescence or other wavelength shifting property is applied.
The sum of each column is equal to one, as each cell gives the fraction of radiance
that gets transferred from one wavelength band to another, and the reflected
or re-radiated energy cannot exceed the input energy due to the law of energy
preservation. That applies to the continuous function fΛ as well, for specific λi :
∫
Λ

fΛ (λi → λo ) dλo = 1

where Λ is domain of applicable wavelengths (as in [λmin , λmax ]). Additionally,
almost every fluorophore also exhibits a similar shape of the re-radiation matrix,
specifically that the upper-right triangle is zero, which indicates that shifts only
occur from shorter to longer wavelengths. Also, there is usually only one somewhat circular spot in the lower-left triangle, which encodes the single absorption
and the single emission bands of the fluorescence. Both these features can be
seen in the example shown in figure 2.2.
Re-radiation matrices are commonplace when dealing with fluorescence, as
the information they provide is directly useful, and the matrices are directly measurable from real world surface. The multiplicative operation that re-radiation
matrices provide is not directly useful for spectral path tracing, as we operate on
a single wavelength rather than a whole set of them: forms of spectral path tracing that uses spectrum subdivided into a vector as its colour representation could
use it directly. The data within the matrices can however be used as discrete
measurement of the continuous function fΛ , which may then be reconstructed.
Pure fluorescent materials usually exhibit simple scattering properties, meaning that the wavelength shifting is not influenced by the incident direction ωi and
outgoing direction ωo , which makes the surface, respectively medium in question
appear as a diffuse surface, or isotropic medium, respectively.

2.2

Fluorescent Surfaces

As there are differences between surfaces and media in the approach one has to
take when incorporating fluorescence to path tracer, we first describe the case of
rendering only fluorescent surfaces. Fluorescent media are covered in the next
section.

2.2.1

Bispectral Rendering Equation

The rendering equation 1.1 given in section 1.1 maintains the same wavelength
λ, essentially making the equilibrium state for each wavelength separate from
each other. That is however not capable of describing any wavelength shifting
surfaces, of which fluorescence is the prominent example. In order to allow it,
one has to extend the definition to account for influence the previously disjoint
state can have one each other.
Exactly that was done by Hullin et al. [7] for their work on fluorescent surfaces,
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and led to the definition of bispectral rendering equation:
Lo (x, ωo , λo ) =

∫ ∫
Λ

S2

Li (x, ωi , λi )fs (x, (ωi , λi ) → (ωo , λo ), λ) |cos θi | dωi dλi

(2.1)

+ Le (x, ωo , λo )
where λo , respectively λi are the outgoing, respectively incoming wavelength
and fs (x, (ωi , λi ) → (ωo , λo ), λ) is the bispectral bi-directional reflectance and
1
, the
re-radiation distribution function (bispectral BRRDF), measured in sr·nm
extended form of the previously defined BSDF. To obtain a bispectral BRRDF of
a non-fluorescent (or in general, non-wavelength shifting) surface is done through
the original BSDF and a Dirac delta function:
fs (x, (ωi , λi ) → (ωo , λo ), λ) = δ(λi − λo ) · fs (x, ωi → ωo , λi )
The formalism of the bispectral BRRDF is more general than the re-radiation
matrices introduced in the previous section or their continuous equivalent fΛ , as
it is able to model more complex surfaces. At their basis, most natural fluorescent surfaces function as diffuse surfaces with regard to their wavelength shifting
properties, which makes them separable into a wavelength shifting function fΛ
(or re-radiation matrix) and a directional BSDF:
fs (x, (ωi , λi ) → (ωo , λo ), λ) = fΛ (x, λi → λo ) · fΩ (x, ωi → ωo )
However, regular BSDF often models more complex surfaces, that do not directly
correspond to these basic material properties, through e.g. microfacet BSDFs or
simply combination of several surfaces. Applying that approach to fluorescent
surfaces (or a combination of fluorescent and non-fluorescent surface) can make
the wavelength shifting behaviour directionally dependent, making it impossible
to represent surfaces behaviour through separate fΛ and fΩ .

2.2.2

Bispectral Path Tracer

In order to adapt the spectral path tracer from pseudocode 1.1 to a bispectral one,
we have to examine how sampling of a bispectral BRRDF differs from sampling
a sampling a BSDF. The obvious difference is that instead of sampling only a
direction ωi , we now have to sample both direction ωi and wavelength λi .
Pseudocode 2.1. Bispectral path tracer adapted from spectral volumetric path
tracer given in 1.1, different in that SampleEvent now samples ωi , λi from
bispectral BRRDF and the sampled λi is used as the current λ = λo in the next
iteration.
1: function EstimateSpectralRadiance(y, ωo , λo )
...
8:
ωi , λi , fs , ps ← SampleEvent(x, ωo , λo )
◃ fs (x, (ωi , λi ) → (ωo , λo )), ps = p(ωi , λi |ωo , λo )
...
15:
y ← x, ωo ← −ωi , λo ← λi
16:
forever
17:
return L
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18:

end function

For a simple, not directionally dependent fluorescent surface, the sampling
process ends up as sampling of the two functions the bispectral BRRDF can be
separated into, fΛ and fΩ . Sampling of fΩ is equivalent to sampling of a BSDF in
the spectral path tracer (see section 1.4). The wavelength shifting function fΛ may
be given analytically, but is more likely to take the form of a re-radiation matrix.
As with direction, we again aim to use importance sampling, especially since nonfluorescent surfaces do not produce any shifts, and even fluorescent surfaces can
act as non-fluorescent ones outside of the specific wavelength bands in which they
are active. That makes at least some importance sampling mandatory, similarly
to how rendering an ideal specular surface (mirror) would be impossible without
it.
For a given event in bispectral path tracing, we have an input wavelength λo
and are tasked with producing λi – since we are going in the opposite direction,
than the light, and given a fluorescent surface, we move from longer to shorter
wavelengths. The outgoing wavelength λo falls within a specific row j of the
re-radiation matrix R. Each row is separated into two segments – the cell on
the diagonal Rjj , that contains the ratio of radiance that does not undergo any
wavelength shift, and the cells to the left of the diagonal may contain some nonzero values. The rest of the row is always zero for fluorescent surfaces and may
thus not even be present in memory (as in, for efficiency reasons, we might opt
to only store the lower-left triangle). As mentioned in the previous paragraph
and as seen in the re-radiation matrix in figure 2.2, the diagonal cells are always
significant, leading us to separate it in the sampling process:
• We first decide, whether we sample the same wavelength as the input outgoing wavelength λo with probability P (λi = λo |λo ) = ∑jRjj
k=1

Rjk

• If we decide to shift the wavelength, we sample a cell k from the 1D distribution given by cells Rj 0 to Rj(j−1) (e.g. using partial sums and interval
bisection)
• We uniformly sample λi from the wavelength band [λk−1 , λk ] that corresponds to the selected cell.
Alternatively, we may represent the 1D distribution as some continuous function,
making the choice of λi more accurate, but for a sufficiently large/detailed reradiation matrix, it is possible to forgo the interpolation between cells and use
the values directly.
The actual value of fΛ and the probability density p(λi |λo ) when sampled from
the discrete re-radiation matrix have to be properly scaled. Firstly, the specific
cell Rjk gives the re-radiation from one wavelength band to another, and while
that value (or some interpolated value) could be applicable for a transfer from
a specific wavelength λi in the band of the column, it has to be divided by the
size of the row band it is being transferred to. Secondly, we have to match the
units of the bispectral BRRDF (specifically the nm part). The case of selecting
λi = λo can be represented by specifying a different formula for that case and
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also use the Dirac delta function.
⎧
⎨

fΛ (λi → λo ) = ⎩
p(λi |λo ) =

Rjk
(λj −λj−1 )·109

λi ∈ [λk−1 , λk ], k < j

δ(λi − λo ) · Rjj

λi = λo

fΛ (λi → λo )
∑j
l=1 Rjl

That way, the calculation becomes much more straightforward, if a re-radiation
matrix that subdivides the spectrum to 1 nm segments is used.
From sampling fΩ and fΛ separately, we reach get two conditional probability
densities p(ωi |ωo ) and p(λi |λo ) that are independent of each other. That means
that the probability density value that we need to calculate is:
p(ωi , λi |ωo , λo ) = p(ωi |ωo , λo ) · p(λi |ωo , λo )
It is necessary to work with p(ωi , λi |ωo , λo ) in the path tracer itself rather than
with the two separate probability densities for similar reasons that bispectral
BRRDF is defined over using re-radiation matrix. For more complex surfaces
that have non-separable bispectral BRRDF, the sampling of direction may be
dependent on the shift, the shift may be dependent the sampled direction or their
sampling process could be otherwise interconnected, making the corresponding
separate probability densities not independent and not usable for the Monte Carlo
sampling process.
Any complex fluorescent surface models would supply their own approach to
how to sample the (ωi , λi ) pair, ideally using importance sampling. Unfortunately,
there is no extant complex fluorescent BRDF model, as of the time of writing
of this thesis. The only option to model more complex reflective behaviour is
through an artificial combination of two surface, models or via a layered surface
model [10]. In both cases, the sampling and evaluation methods used by these approaches to combine their respective non-fluorescent components can be directly
extended to the fluorescent component as well.

2.2.3

Bispectral Light Source Sampling

The bispectral rendering equation provides a fairly straightforward approach of
how to implement direction sampling, after resolving the few technical details.
But in order to have a useable bispectral path tracer, we also have to support
LSS in some way. However, as to how to exactly approach it, one has to resolve
how much should the LSS and direction sampling be different from a conceptual
viewpoint.
Direction sampling samples the event itself and the event only, which matches
to how we have described the bispectral path tracer so far. On the other hand,
LSS samples the light source and the light source only, which in the context of
bispectral rendering equation should mean sampling the point on the emitter,
as well as the emission wavelength. However, sampling the emission wavelength
completely independently from the bispectral BRRDF of the surface we have
reached so far causes a problem: the part of the spectrum that contains longer
wavelengths is not reachable at all. And if the surface is not fluorescent, or at
least not for the current outgoing wavelength λo , we do not even have a chance
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to obtain any valid sample, since the only non-zero value of a bispectral BRRDF
is exactly when λo = λi . A purely emission-driven sampling of the wavelength
would therefore not produce a result, or at least be very unlikely to produce any
result, which in turn leads to impractical convergence speeds.
The other extreme that would maintain the conceptual difference would be to
ignore fluorescence altogether, essentially limiting the bispectral components and
wavelength shifting to direction sampling only. This would provide a working
solution and would even be fairly applicable for diffuse fluorescent surfaces, since
the main diagonal is almost always significant by itself. One can however see, that
it this approach would not reach its full potential, and in scenes with small light
sources, it may seem that the image is converged already, while the fluorescent
portions of some of the surfaces is still extremely noisy.
Instead, it may be beneficial to sacrifice the conceptual difference and include
some form of bispectral BRRDF importance sampling in LSS as well. Specifically,
only by sampling the emission wavelength ≤ first, and only then sampling the
emission and emission point for that wavelength. By using this approach, we
allow LSS to be able to sample fluorescent surfaces, while still maintaining the
benefits it brings.
Pseudocode 2.2. Bispectral path tracer in iterative form using both directoin
sampling and light source sampling, modifying pseudocode 1.3 with the changes
from pseudocode 2.1 incorporated.
1: function EstimateSpectralRadiance(y, ωo , λo )
2:
plast ← ∞, p ← 0
3:
L ← 0, t ← 1
4:
repeat
)
(
pL · pλ
plast · pT
,
· Le
8:
L ← L + MIS
G(x, ωo ) G(x ↔ y)
15:
pλ ← EvaluateShift(x, ωo , λi → λo )
◃ pλ = p(λi |x, ωo , λo )
16:
plast ← ps · prr , y ← x, ωo ← −ωi
17:
forever
18:
return L
...
19: function DirectIllumination(x, ωo , λo )
20:
λe , pλ ← SampleShift(x, ωo , λo )
◃ pλ = p(λe |x, ωo , λo )
21:
xL , ωe , Le , pL ← SampleEmission(x, λe )
◃ Le (xL , −ωe , λe )
22:
if xL not visible from x then
23:
return 0
24:
end if
25:
T, pT ← EvaluateTransmittance(x → xL , λe )
◃ pT = p(xL |x → xL , λe )
26:
fs , ps ← EvaluateEvent(x, (ωe , λe ) → (ωo , λo ))
◃ ps = p(ωe , λe |x, ωo , λo )
T · fs
· G(x ↔ xL )
27:
L←
p T · pλ
...
29: end function
Pseudocode 2.2 shows the final algorithm, where LSS is already combined with
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direction sampling using MIS, with only the lines that were changed mentioned.
Note, that it uses functions SampleShift (and EvaluateShift) to sample the incoming wavelength λi (and evaluate the probability density of such
sampling), but only λi by itself. For a simple surface with separable bispectral
BRRDF, that corresponds to only examining the fΛ wavelength shifting function. However, by using these methods, we do not require the surface to have
separable bispectral BRRDF, only that we might be able to∫ calculate the appropriate marginal probability density function p(λi |ωo , λo ) = S 2 p(ωi , λi |ωo , λo ) dωi .
Moreover, the probability density of actually sampling λi may not necessarily
be the marginal probability, the sampling could be done completely differently,
in order to e.g. avoid the computational complexity of computing the marginal
probability. All that matters, is that we provide some sensible approximation to
the shape of the wavelength shifting behaviour to provide some form of importance sampling, and that the same probability densities are used with both of the
conjoined methods.

2.3

Fluorescent Media

Similarly to surfaces, the inclusion of certain fluorescent media has been studied
and utilised in path tracing before [8]. The current approaches to handling it
are covered in this chapter, they however only cover a portion of possible cases.
Another, fairly significant fluorescent media, cannot be represented using the old
system without additional improvement on the approach, which eventually leads
to the introduction of an improved distance tracking scheme.

2.3.1

Current Approach

Inclusion of volumetric effects predates the extension of rendering equation to bispectral rendering equation and introduction of bispectral BRRDF by Hullin et al..
The first inclusion of fluorescent media was done by Glassner [8] through the full
radiative transfer equation (full RTE), where the RTE given in equation 1.2 is
extended to support fluorescence through scattering:
(

)

(ω · ▽)L(x, ω, λ) = ϵ(x, λ) − µa (x, λ) + µs (x, λ) L(x, ω, λ)
(2.2)
µs (x, λ) ∫ ∫
+
fp (x, ωi → ω, λ)fζ (x, λi → λ)Li (x, ωi , λi ) dωi dλi
4π
Λ S2
where the function fζ (x, λi → λ) is called the fluorescence efficiency term, which
is equivalent to the wavelength shifting function fΛ introduced in section 2.1.
That includes maintaining of the law of energy conservation from the perspective
of the excitation wavelength λi .
This formalism allows for wavelength shifts to occur due to the interaction
with a fluorophore that interacts with light, scatters it into other directions and
essentially also other wavelengths. The concentration of the fluorophores is given
through the scattering or absorption coefficients µs (x, λ) and µa (x, λ), depending
on how exactly fluorophore interacts with light at different wavelengths (e.g.
absorbs light at one wavelength, scatters at another, or does not interact at all
at yet another wavelength). The strength of the fluorescence scattering has to be
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encoded by both the µs (x, λ) at the excitation wavelength, in order to capture
the decrease in radiance due to out-scattering, and the µs (x, λ) at the emission
wavelength, in order to capture the in-scattering from the other wavelength.
We can again solve the differential equation as we did to reach equation 1.3,
this time analogously giving us the full volumetric rendering equation:
L(x, ω, λ) =

∫ d
0

(

T (x ↔ xt , λ) · ϵ(xt , λ) + µs (xt , λ) ·
·

∫ ∫
S2

Λ

)

fp (xt , ωi → ω, λ)fζ (xt , λi → λ)Li (xt , ωi , λ) dωi dλi dt

+ T (x ↔ xd , λ) · Lo (xd , ω, λ)
(2.3)
where the T (x ↔ xt ) is computed the same way as it was in equation 1.4.
Multiple other works used this formulation, sometime even expanded on it to
suit the specific properties of the setup the work concerned, such as rendering
brain models [11], natural waters [12] or highly scattering fluorescent dyes [13].
From the perspective of bispectral path tracing, the fluorescence efficiency
term fζ and the phase function fp can be thought of as equivalent to the wavelength shifting function fΛ and directional function fΩ of a fluorescent surface
with a separable bispectral BRRDF. It is most likely to also be represented using a re-radiation matrix. Therefore, the inclusion of fluorescent media into the
bispectral path tracer is simply done via properly implementing the appropriate
scattering methods, that have so-far, in the standard spectral path tracer, been
somewhat shared with surface calculations.
Note, that representing fluorescence as a scattering event is not exactly physically correct, since as mentioned in section 2.1, fluorescence consists of absorption
(µa (x, λi )) of light in one wavelength band, which induces emission at another.
However, in order to interpret fluorescence as these two separate events in a path
tracer, then once a path reaches encounters the emission event within a fluorescent medium, the emission would have to again be estimated, since emission
ϵ(x, λo ) is dependent on absorption within the excitation band, as e.g.:
ϵ(x, λo ) ∼

∫ ∫
Λ

S2

1
· µa (x, λi ) · fΛ (λi → λo )Li (x, ωi , λi ) dωi dλi
4π

where fΛ is the wavelength shifting function of the fluorophore. Therefore in
order to get the value of the emission, we have to launch another path tracing
process to estimate the incoming radiance. If we would instead consider both
path tracing processes, as in the one that stops at the emission event, and the
one tasked with estimating the absorbed radiance, as part of a single process that
traces a longer path, we essentially convert the case of the separate events into a
1
single fluorescent isotropic (phase function 4π
) scattering.

2.3.2

Wavelength Asymmetry in Scattering Behaviour

An issue comes up when working with media that exhibit wavelength asymmetry
in scattering behaviour. It is a property of some fluorescent media, where the
medium is highly scattering for light in the excitation wavelength band of its
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fluorescence, but where it does not interact in any way with light in the emission wavelength band. That specifically means, that the medium appears as
completely clear for any light going through it in the emission wavelength.

Figure 2.3: Photographs of real fluorescent and non-fluorescent objects in a controlled viewing environment. Top: simulated daylight Left: monochrome light,
400 nm Right: monochrome light, 550 nm. Note the little glass filled with fluorescent dishwashing liquid that becomes totally transparent outside the wavelength
range where fluorescence emission occurs.
This behaviour is not possible to represent using the full RTE formalism, since,
as mentioned, for any fluorescent media, the scattering coefficient µs (x, λ) for λ
in the emission wavelength has to corresponds to the strength of the fluorescence
effect to account for the in-scattering from another wavelength, which however
also affects the transmittance T (x ↔ xt , λ) that uses the same coefficient to
account for the radiance lost due to out-scattering, which in turn makes the
medium appear as translucent or almost opaque in the given wavelength λ. The
description given indicates where the problem lies – so far, we have used the same
scattering coefficient µs (x, λ) for both the in-scattering and the out-scattering.
Using it that way was acceptable and actually correct for non-fluorescent media,
since after all, the only way for light to get in-scattered into a given ray, it had
to first get out-scattered from another from a different direction within the same
medium and the same wavelength, making the energy transfer somewhat circular.
What however happens with fluorescence, is that if light get out-scattered from
one wavelength and ends up being in-scattered in another wavelength, it may not
be possible for the reverse shift to happen, breaking the symmetry that allowed
the same coefficient to be used for both events.
The images shown in figure 2.3 are photos of real-world objects under different
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illuminations, where one object, the little glass filled with fluorescent dishwashing liquid, showcases the wavelength asymmetry. Figure 2.3 is mostly meant
to demonstrate that this phenomenon is not an artificially created mathematical problem that was only derived to break previously used formalisms, but a
real-world phenomenon that requires another approach to properly solve.

2.3.3

Bispectral Radiative Transfer Equation

In order to fix the issues presented in the previous section, we introduce an
alternative reformulation of the RTE. Instead of including the fluoroscent efficiency term in the scattering, we introduce the bispectral scattering coefficient
µs (x, λi → λo ) using both the incoming wavelength λi and the outgoing wavelength λo . That way, the wavelength shifting behaviour of the can affect other
properties of the medium apart from the actual scattering behaviour. Using the
altered scattering coefficient, we can define the bispectral radiative transfer equation (bispectral RTE):
(

(ω · ▽)L(x, ω, λ) = ϵ(x, λ) − µa (x, λ) +
+

∫
Λ

∫
Λ

)

µs (x, λ → λo ) dλo L(x, ω, λ)

µs (x, λi → λ) ∫
fp (x, (ωi , λi ) → (ω, λ))Li (x, ωi , λi ) dωi dλi
4π
S2
(2.4)

where the major difference from the original equation ?? is that for the two instances of the simple spectral scattering coefficient, we now use integration over
domain Λ to account for wavelength shifting scattering. Most importantly, each
of the instances integrates over a different parameter of the bispectral scattering
coefficient µs (x, λi → λo ): the out-scattering integrates over all λo to account for
all wavelengths radiance could scatter into, while in-scattering integrates over all
λi to account for all wavelengths radiance could scatter from. Additionally, the
phase function fp has also been altered to include the shift to maintain definition symmetry with the bispectral BRRDF, and to account for potentially more
complex, directionally dependent scattering behaviour.
When we again solve the differential equation, we reach the bispectral volumetric rendering equation:
L(x, ω, λ) =

∫ d
0

(

T (x ↔ xt , λ) · ϵ(xt , λ) +
·

∫
S2

∫
Λ

µs (xt , λi → λ)·
)

fp (xt , (ωi , λi ) → (ω, λ))Li (xt , ωi , λi ) dωi dt dλi

(2.5)

+ T (x ↔ xd , λ) · Lo (xd , ω, λ)
where the transmittance T (x ↔ xt ) is still computed the same way, but the
extinction coefficient it uses is now computed differently to account for the change
in the corresponding change in equation 2.4:
µt (x, λ) = µa (x, λ) +

∫
Λ

µs (x, λ → λo ) dλo

When given a specific setup of spectral scattering coefficient µ′s (x, λo ) and
fluorescence efficiency term fζ (x, λi → λo ) used within the full RTE, we can
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obtain the same behaviour by using:
µs (x, λi → λo ) = µ′s (x, λo ) · fζ (λi → λo )

(2.6)

From an implementation perspective, the bispectral scattering coefficient µs may
be represented similarly to a re-radiation matrix, where instead of having cells
represent the ratio of the wavelength shift to specific bands, it can represent the
scattering coefficient of shifting to that specific band (meaning it no longer needs
to be normalised to 1). The re-radiation matrix interpretation also provides an
easy differentiation between the two different integrations over µs used so far:
the out-scattering coefficient used in transmittance computations is the sum of a
column, while the in-scattering coefficient used in the scattering event is the sum
over a row.

2.3.4

Importance sampling

The importance sampling of wavelength selection is still mostly equivalent to the
situation for bispectral BRRDFs[7]. The only difference is that it is now necessary
to incorporate the bispectral scattering coefficient µs in the sampling process
instead of sampling the phase function only. However, as shown in equation 2.6,
this is still equivalent to the case where we can simply think of it as the wavelength
shifting function fΛ . The only difference being that the bispectral scattering
coefficient isn’t normalised to one, which was necessary to preserve the law of
conservation of energy, while bispectral scattering coefficient can be theoretically
arbitrarily large similarly to how, since the loss of energy is represented through
transmittance within the medium and wavelength from which it was out-scattered
(which in the case of fluorescence is the excitation wavelength).
What however requires further examination is the importance sampling of
distance selection, as media with wavelength asymmetry in their scattering behaviour produce previously unseen configurations. The usual approach (see section 1.4) is to sample the distance with a probability density proportional to
its transmittance (equation 1.7), which for homogeneous media ends up using
distance t computed using exponential tracking:
t = −log(1 − ζ)/µt (λ)
That approach produces good results for non-fluorescent scattering media, as the
same coefficient is used for in-scattering and out-scattering, and therefore the
in-scattering coefficient µs (x, λ) is always lower or equal to the extinction coefficient µt (x, λ). However, when dealing with a bispectral scattering coefficient, we
can
end up with a situation where what is effectively the in-scattering coefficient
∫
Λ µs (x, λi → λ) dλi is greater than µt (x, λ). Simply using the exponential tracking based solely on the extinction coefficient µt can end up skipping the medium
entirely (as in sample t ≥ d, where d is the distance to first surface collision),
even though there may be many in-scattering events that could end up as high
radiance contributions.
There is a similar situation that can happen even without fluorescent media,
specifically when evaluating highly emissive and clear (or almost clear) media.
In that case, the optimal solution, as noted near the end of section 1.4, would
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be to sample distance uniformly in between the starting point and the first surface collision. However, unlike scattering, any contribution of emission is final,
does not require additional tracing, and could thus be evaluated separately from
scattering. That is not the case with fluorescent media, as wavelength shifted
scattering does not produce a final contribution and needs to continue to trace
the path, making such a “side-stepping” analytical solution inapplicable.
So far, there has been no general solution as to how to properly importance
sample the distance to account for strong wavelength asymmetry in the scattering
behaviour.

2.3.5

Scattering-aware Tracking

We propose an improved distance tracking scheme for homogeneous media which
naturally uses uniform sampling for media with potentially high in-scattered radiance, but otherwise clear (T (x ↔ xd ) → 0) media and exponential sampling
for standard scattering media. The core of the technique lies in including the
scattering coefficient as well as transmittance in the derivation of the sampling
probability. The idea behind it being that instead of only sampling proportionally
to transmittance, which by itself may hide how significant scattering is, or only
sampling uniformly, which is inefficient for a higher transmittance, we derive a
probability distribution that can naturally choose the most appropriate sampling
based on the specific coefficients.
We start off with the bispectral volumetric rendering equation 2.5 and assume
all incoming light to be of the same importance, in order to derive the term that
the desirable probability density function should be proportional to:
1 ∼

∫ d
0

T (x ↔ xt , λ) ·
·

∫
S2

∫
Λ

µs (x, λi → λ)

fp (x, (ωi , λi ) → (ω, λ)) dωi dλi dt

+ T (x ↔ xd , λ)
=

∫ d
0

e−t·µt (λ) ·

∫
Λ

µs (λi → λ) dλi dt + e−d·µt (λ)

From this point forward, we will simplify by using only two coefficients, that
actually guide the tracking process, the extinction coefficient µt ∫= µt (x, λ), which
influences transmittance and the in-scattering coefficient µs = Λ µs (λi → λ) dλi ,
which influences how much light gets in-scattered.
What we want is the probability density function p(t) of sampling a free-path
distance t of point xt to be proportional to the integrand at that distance, thus
getting:
⎧
⎨µ · e−t·µt
t<d
s
p(t) ∼ ⎩ −d·µt
(2.7)
e
· δ (t − d) t ≥ d
where we differentiated between the case of a scattering event occurring, and the
case of completely skipping the medium and evaluating the outgoing light from
a surface, as illustrated in figure 2.4.
To compute the exact value, we have to compute the normalisation constant,
so that integrating over p(t) evaluates to one: As the process of deriving the
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Figure 2.4: An illustration of the two different types of events that need to be
treated separately in equation 2.7: a scattering event, and a surface interaction.
formulas is different for the cases due to the exponent −t · µt of exponential
function collapsing to 0 for µt = 0, we get two different derivations at each step.
n=

∫ ∞

p(t) dt =

∫ d
0

0

µs · e−t·µt dt + e−d·µt =

µs −t·µt d
µs
µs
e
+ e−d·µt = − · e−d·µt +
+ e−d·µt
µt
µ
µ
0
t
t
µs + (µt − µs ) · e−d·µs
=
µt
where µt > 0
[

]

= −

n=

∫ ∞

p(t) dt =

∫ d
0

0

[

= t · µs

]d

µs · e−t·0 dt + e−d·0

+ 1 = d · µs + 1

0

where µt = 0
The cumulative distribution function constrains a discontinuous jump P (d) =
1 due to the Dirac function in the second (skipping) case of p(t). Up until that
point, that is for t < d, we get:
P (t) =

∫ t
0

=

p(l) dl =

∫ t

0
−t·µt

µs −l·µt
µs · (1 − e−t·µt )
·e
dl =
c
µs + (µt − µs ) · e−d·µt

1−e
1 + ( µµst − 1) · e−d·µt
where µt > 0

P (t) =

∫ t
0

p(l) dl =

∫ t
0

µs −l·0
t · µs
·e
dl =
c
d · µs + 1

where µt = 0
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Therefore, the whole cumulative distribution function ends up being:
⎧
⎨

P (t) = ⎩ 1+(
1

1−e−t·µt
µt
−1 ·e−d·µt
µs

)

t<d
t≥d

where µt > 0

P (t) =

⎧
⎨ t·µs

d·µs +1

⎩1

t<d
t≥d

where µt = 0
By inverting the CDF, we arrive at the formula for computing the free-path
distance sample:
(

t=−

(

log 1 − ζ · 1 +

(

µt
µs

)

− 1 · e−d·µt

µt

))

(2.8)

where µt > 0
d · µs + 1
µs
where µt = 0

t=ζ·

(2.9)

Using this improved distance sampling scheme, it is possible to sample distance in media with µs > µt , such as fluorescent media using distance tracking
whose probability density function more closely matches the integration term.
Moreover, it is also capable of a possibly more efficient sampling of mostly absorptive surfaces where µs ≪ µt , which makes the scattering-aware sampling is
more likely to skip the entire volume. That leaves the evaluation of transmittance to the formula (which is available for a homogeneous medium), rather than
essentially probabilistically terminating the path early to maintain the cancelling
of the transmittance term.

2.3.6

Bispectral Volumetric Path Tracer

Pseudocode 2.3. Scattering-aware tracking, a distance tracking scheme for sampling a distance in a homogeneous medium using the extinction coefficient µt and
in-scattering µs capable of distance tracking fluorescent media. The algorithm
is written such that the probability densities are not computed conditionally in
preparation for Hero Wavelength Bispectral Sampling by utilising the hyperreal
arithmetic of floating point numbers.
1: function SampleTransmittance(x → xd , λ)
Ensure: sampled xt , T (x ↔ xt ), p(xt |x, xd , λ)
2:
Td ← e−d·µt
◃ T (x ↔ xd )
3:
if µs = 0 then
◃ branching only for the actual sampling
4:
t←d
5:
else
6:
ξ ← Sample(U (0, 1))
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7:
8:
9:
10:

11:
12:
13:
14:
15:
16:
17:
18:
19:
20:

if µt = 0 then
(

t←ξ· d+
else
t←−

1)
µs
)

(

log 1 − ξ · (1 + ( µµst − 1) · Td )
µs

◃ t may end up as infinite or NaN

end if
end if
d
, d)
term ← µs · Min( 1−T
µt
if t < d then
Tt ← e−t·µt
µs · Tt
return xt , Tt ,
term + Td
else
term
return xd , Td , 1 −
term + Td
end if
end function

◃ Min clamps possibly infinite values
◃ infinite or NaN falls into t ≥ d
◃ T (x ↔ xt )

◃ p = 1 − liml→d P (l)

The translation of scattering-aware tracking to pseudocode form can be seen in
pseudocode 2.3. As we intend to also combine fluorescence with Hero Wavelength
Spectral Sampling, we already formulate it in such a way, that probability density
p(xt |x, xd , λ) can be computed without any branching, that is otherwise necessary
due to the split between the two cases of the tracking formulas 2.8 and 2.9. The
main trick consists of utilising the floating point operation ability to produce
−d·µ
infinite values and that the term 1−eµt t does not exceed the value of d, meaning
its result can be clamped to it in case µt = 0.
Scattering-aware tracking can be exchanged for the exponential tracking, it
is however necessary to note that unlike exponential tracking, scattering-aware
tracking utilises the distance to the nearest surface d. In rendering, it is often
possible to have rays that do not hit any surface and simply escape the scene
(into the blackness of space, or they simply do not hit the environment map). In
these cases, the distance d → ∞, which has to be properly handled. When one
takes the limit of the various formulas given in previous section, it can be seen
that when d approaches ∞ and µt > 0, the process degenerates to exponential
tracking. On the other hand, if µt = 0 and µs > 0, it corresponds to a scenario
where the ray can gradually accumulate incoming radiance over infinite distance,
which is not realistic, and also not evaluatable without taking the illumination
into consideration when distance tracking, and should therefore be avoided (by
simply not defining such an unrealistic medium). The last case, where µt = µs = 0
is simply the case of a clear medium, which is a case that does not require distance
tracking at all.
The sampling of the specific wavelength with regard to the bispectral scattering coefficient µs (x, λi → λo ) is left to the SampleEvent function as was
mentioned in section 2.3.4, as well as the evaluation of it, similarly to how the
standard spectral volumetric path tracer approached it.
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3. Hero Wavelength Spectral
Sampling
The main concept of Hero Wavelength Spectral Sampling (HWSS, [2]) is that
a single (“hero”) wavelength is used to guide the sampling of the path, and the
same path is used to compute the contribution for multiple (usually four) different
wavelengths that are stratified over the entire sampled wavelength range. As each
wavelength has a chance to be the hero wavelength, the individual contributions
are combined using MIS, since they function as different sampling strategies.
The core advantage of this approach comes from using SIMD operations to
compute all four contributions simultaneously, at a usually negligible decrease in
computing speed, while effectively removing colour noise from the end result due
to sample stratification. As it is the currently best technical option for spectral
path tracing, it makes sense to extend it to support all interesting effects one
might encounter in rendering.
As the HWSS is based on tracing multiple Monte Carlo samples being traced
simultaneously, we will utilize vectors to represent the multiple values, where vk
represents the k-th element in vector v̄. Additionally, we will use the multiplication of vectors to stand for point-wise product of the vector, specifically for
vector ū and v̄:
(
)
ū · v̄ = uk · vk
k

We will also use the following formalism to specify a vector by enumerating it
through a formula, where for a vector of size n it holds that:
[

ū = uk

]n
k=1

As far as terminology is concerned, in order to clearly differentiate spectral
path tracers, we will identify those that utilize HWSS as hero path tracers and
those that do not utilize HWSS as monochrome path tracers (due to the tracing
only a single wavelength at a time, their output is still in colour). The process of
adapting an existing algorithm or technique to use to be comptabile with HWSS
is called heroifying.

3.1

Spectral Path Tracer

To render a pixel with a monochrome path tracer, one first samples the random
wavelength λ with probability density p(λ) from the visible spectrum and launches
the path tracing process described in pseudocode 1.3. The result is then splatted
into the colour representation of the pixel, accumulated throughout the rendering
process and divided by the total number of path tracing passes to produce the
final estimate.
To render a pixel with a hero path tracer, a random wavelength λ1 is again
sampled with probability density p(λ), but n − 1 additional wavelengths are calculated from λ to complete the vector λ̄ of n wavelengths, that are stratified
over the visible spectrum (which is the sampling range). The originally sampled
wavelength λ1 is the hero wavelength λh . Heroified path tracing process then
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traces a path and produces an estimate vector radiance L̄o , with k-th element
of the estimate corresponding to the k-th wavelength. Each of the estimates is
then splatted into the colour representation the same way as it was done for
monochrome path tracer. The path generation is guided by the hero wavelength
λh only, with the additional wavelength only “piggy-backing” on the generated
path to produce additional estimates.
The correctness of HWSS depends on the fact that vectorising the radiance
equilibrium equations has no effect on the result, since the exact same path is
used for all wavelengths. This can be seen by examining the spectral rendering
equation 1.1 in its regular and vectorised (for size n) forms:
Lo (x, ωo , λ) = Le (x, ωo , λ) +
[

∫

]nS

2

f (x, ωi → ωo , λ) · Li (x, ωi , λ) dωi
+

L̄o (x, ωo , λ̄) = Le (x, ωo , λk )

[

∫
S2

k=1

]n

f (x, ωi → ωo , λk )

· L̄i (x, ωi , λ̄) dωi

k=1

Examining a single element k of the vectorised form,
and assuming
that the
(
)
process functions with other equations, as in that L̄i (x, ωi , λ̄) = Li (x, ωi , λk ),
k

gives:
(

)

L̄o (x, ωo , λ̄)

= Le (x, ωo , λk ) +
k

= Le (x, ωo , λk ) +

(

∫
∫S

2

S2

f (x, ωi → ωo , λk ) · L̄i (x, ωi , λ̄)

)

dωi
k

f (x, ωi → ωo , λk ) · Li (x, ωi , λk ) dωi

= Lo (x, ωo , λk )
The element of the vector given by simply vectorising the spectral rendering
equation is equivalent to original value of in the non-vectorised form. We reached
a similar conclusion when applying the same logic to the volumetric rendering
equation 1.3 as well.
Wavelength λ1 , as in the hero wavelength λh , can end up in the set of n − 1
additional wavelengths when some other wavelength is selected as hero, which
means that we overestimate the integrand that we are applying Monte Carlo
integration to. However, λ1 can end up in the set of additional wavelengths only,
when one of the other λk , 2 ≤ k ≤ n, is selected as the hero wavelength, since
they are deterministically computed to be stratified over the visible spectrum.
That means, that no matter which of the n wavelengths in a specific λ̄ is selected
as the hero wavelength, we always get the exact same set, only with different
order (and relative order of λk , 2 ≤ k ≤ n is irrelevant). The result of the
heroified path tracing process is a set of radiance estimates that correspond to
the wavelengths in λ̄, and it is always an estimate of the same integrand (not
necessarily the same exact value), no matter which wavelength is selected as hero
wavelength (except for its relative ordering). Since only the hero wavelength is
meant to guide the path generation process, the decision of which wavelength
from the set λ̄ is selected as hero wavelength thus corresponds to n different
sampling strategies to produce the same set of estimates.
The main tool to combine multiple sampling strategies is MIS, as introduced
in section 1.3.3. As mentioned there, simply averaging by using weight wi = n1
tends to combine the worst aspects of the strategies. In this case, it would essentially mean that the total number of samples used when compared to monochrome
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path tracer increase by factor of n, where some samples are sampled with potentially high variance (due to the path generation following different wavelength).
Instead, we again aim to use balanced heuristic to combine the strategies[14].
In the case of direction sampling and LSS that the difference between the two
strategies is not limited to the final, we simply combined the probability densities
of sampling the last step. However, MIS is meant to be applied to the entire
radiance sample, and only the two mentioned strategies share the probability
density of sampling all points apart from the last one, which makes most of the
formula cancel out. In the case of the HWSS and the n different choice of hero
wavelength, the probability density of generating a certain point differs (or can
differ) at each step. That means that a weight for a vector of radiance estimates
of a path of length m when λt is chosen as hero wavelength is:
p(x1 , . . . , xm |λh = λt )p(λt )
wt = ∑n
h
j=1 p(x1 , . . . , xm |λ = λj )p(λj )
where xk are the points along the current path where an event was sampled,
which makes p(x1 , . . . , xm |λh = λj ) the probability of sampling the current path
using λj as the hero wavelength. Note, that since the hero wavelength is used
to generate the path, it is also its probability density, that ends up dividing the
entire vector of radiance samples to produce the vector of estimates. Similarly,
the same MIS weight is applied to all elements, since they all came from the same
sampling strategy.
Since we interpret the different choices of hero wavelength in a specific set
as different sampling strategies, it also describes how to handle the two original
sampling strategies, direction sampling and LSS. In that case, instead of having n
sampling strategies, we have 2n, since sampling strategy is defined by the choice
of hero wavelength and whether direction sampling or LSS is used at the last step.
All 2n sampling strategies then end up being MIS-ed within a single weight:
S
|λh = λt )p(λt )
p(x1 , . . . , xm
D h
L
h
j=1 p(x1 , . . . , xm |λ = λj )p(λj ) + p(x1 , . . . , xm |λ = λj )p(λj )

wtS = ∑n

S
is the point xm sampled using some strategy S, where D stands for
where xm
direction sampling and L stands for LSS.
From an implementation perspective, moving from a monochrome path tracer
to hero path tracer requires almost all quantities to become vectors. The wavelengths used as inputs to functions are vectors, with the first one being the hero
wavelength λh , the sample outputs, such as emissions or BSDF, end up as vectors, and most importantly, the probability density functions also become vectors.
It is only the first probability density that is used to calculate an intermediate
throughput or the final estimate, with others combining into the probability density of sampling the entire path for it to get.
Due to working almost exclusively with vectors, it is possible to utilise SIMD
processor instructions, thanks to which HWSS can be almost as fast as monochrome
spectral sampling, since the computations required to produce the radiance, attenuation and probability density quantities usually do not differ and use the same
code. Moving from scalar to vector code may however not always be straightforward, especially with branching is involved. Branches that only concern the
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random variable sampling process, e.g. whether to sample reflection or transmission in a Fresnel BSDF model, it can remain as is, since it only depends on the
hero wavelength. If the code in question contains branches that evaluate vector
quantities that are decided based on values that differ with different wavelengths,
they either can remain in that form and a loop is required to evaluate a value
for all wavelengths, or it needs to be restructured to utilise vector arithmetic
to simulate multiple branches. That can be done for example by calculating a
vector of coefficients that is either 0 or 1 depending on whether the branch condition would be false or true and multiplying the quantity that would be set if
condition was true with that coefficient. One difficult case is EvaluateEvent
of Torrance-Sparrow, specifically the case of transmission, where a normal of a
microfacet has to be calculated for the two given direction ωi , ωo , which depends
on the Fresnel coefficient, which depends on wavelength.
Pseudocode 3.1. Spectral hero volumetric path tracer in iterative form using
both direction sampling and light source sampling, given in full by heroifying the
MIS path tracer 1.3.
1: function EstimateSpectralRadiance(y, ωo , λ̄)
2:
p̄path ← 1, p̄last ← ∞
3:
L̄ ← 0, t̄ ← 1
4:
repeat
5:
yd ← Raycast(y, −ωo )
◃ intersect with scene
to find surface
[
]n
6:
x, T̄ , p̄T ← SampleTransmittance(y → yd , λ̄) ◃ T (y ↔ x, λk )
k=1

7:
8:

9:

10:

11:
12:
13:
14:
15:
16:
17:
18:
19:

L̄e , p̄L ← EvaluateEmission(y
→ x, λ̄)
◃ pL,k =
) p(x|y, λk )
(
p̄L
p̄last · p̄T
, p̄path ·
· L̄e
L̄ ← L̄ + VectorMIS p̄path ·
G(x, ωo )
G(x ↔ y)
+ DirectIllumination(x, ωo , λ̄, p̄T̄T )
ωi , f¯s , p̄s ← SampleEvent(x, ωo , λ̄)
T̄ · f¯s
· G(x, ωi )
p̄T · p̄s
◃ computed for each wavelength for MIS purposes
terminate, p̄rr ← SampleTerminate(t̄update )
◃ terminate decides on tupdate,1 only
if terminate then
◃ russian roulette on hero sample only
break
end if
T̄ · f¯s
t←t·
· G(x, ωi )
◃ divide by hero probabilities only
pT,1 · ps,1 · prr,1
ppath ← ppath · p̄T · p̄s · p̄rr , plast ← p̄s · p̄rr , y ← x, ωo ← −ωi
forever
return L̄
end function
t̄update ←

function DirectIllumination(x, ωo , λ̄, T̄prev , p̄path ) [
]n
21:
xL , ωe , L̄e , p̄L ← SampleEmission(x, λ)
◃ Le (xL , −ωe , λk )
k=1
22:
if xL not visible from x then

20:
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return 0
end if
T̄ , p̄T ← EvaluateTransmittance(x → xL , λ̄)

23:
24:
25:
26:
27:
28:

29:
30:

◃ pT = p(xL |x → xL , λ)
¯
fs , p̄s ← EvaluateEvent(x, ωe → ωo , λ̄)
◃ ps,k = p(ωe |x, ωo , λk )
¯
T̄ · fs
· G(x ↔ xL )
◃ divide by hero probability only
L̄ ←
pT,1
)
(
f¯s
p̄rr ← ContinuationProbability T̄prev ·
p̄s
◃ Tprev,k = )
T (y ↔ x, λk )
(
p̄L
p̄s · p̄rr · p̄T
return VectorMIS p̄path ·
, p̄path ·
· L̄
G(x ↔ xL )
G(x, ωe )
end function

function VectorMIS(p̄
( ) 1 , p̄2 )
p̄1
32:
return ∑n ( ) 1 ( )
k=1 p̄1 k + p̄2 k
33: end function
31:

◃ balance heurestic for all 2n strategies

The major difference in the hero path tracer code, apart from the fact almost everything turned into a vector, is that we also accumulate the sampling
probabilities computed for the other wavelengths along the entire path, so that
it is then weighted within the VectorMIS function. If Dirac delta probability
density values are to be used, they need to be specially handled when it comes
to the accumulation of the path probability. The exact description of how to do
that is outside of the bounds of this text.

3.2

Hero Wavelength Bispectral Sampling

The HWSS method has not been used in conjunction with wavelength shifting
path events so far, which fluorescence is an example of. The main difference to
other path events is that after encountering a wavelength shift, the n wavelengths
carried along with the path obviously can no longer remain constant. What
happens with the hero wavelength is sort of obvious: at such an event, it will
shift, according to some probability, to another value. But what should one do
with the other n − 1 wavelengths, if such an event is encountered? Specifically,
what should be done about the stratification of the original four wavelengths?
Should they all be collapsed onto the Hero wavelength at such an event, effectively
turning the path tracer into a monochrome one upon encountering such an event?
This would be a valid solution, but inefficient.
Alternatively, the stratification can be retained, by shifting the other n − 1
wavelengths in the same way as the hero wavelength. However, such a shift
probably moves some of them outside of the visible spectral range – and looping
back at the other end is not a sensible option in this case. So at least some of
the other n − 1 wavelengths would be removed from the sample. One last option
would be to scale the stratified wavelength set, to always stay within the visible
range.
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All of these solutions however share the same issue – the majority of energy
that is transported via any particular real fluorescence effect is usually localised
around two bands: one absorption band (or excitation band), and one emission
band, as described in section 2.1 and can be seen in figure 2.1. This creates problems for the other n − 1 wavelengths used by HWSS: if the Hero wavelength is
shifted from somewhere in the absorption band to somewhere the emission band
(i.e. undergoes a meaningful wavelength shift which will actually end up transporting energy), moving the other n − 1 wavelengths stratified wavelengths by
similar distances will, in all probability, not yield meaningful light transport, as
no (or very little) shifting happens in those other wavelength brackets. Which
means that although a re-scaled stratified wavelength set that still falls within the
boundaries of the visible range (the last option discussed above) would technically be a correct way of doing things, it would still cause HWSS to degenerate to
regular monochrome spectral sampling like a straightforward collapsing of wavelengths would: and it would essentially negate any advantages of HWSS after the
first fluorescent event. Therefore, it actually makes sense to allow each of the
samples to shift completely independently from each other.
Note, that even though due to fluorescence, the wavelength can end up shifted
outside of the visible spectrum, the wavelength range that we sample the initial
set of wavelengths λ̄, and the wavelength range we stratify them over, only needs
to be the visible spectrum (or some other range that corresponds to the values
we are estimating). For the purposes of image sampling, it is only relevant as to
what wavelength a ray of light has once it reaches the sensor, not what shifts it
went through along the way.

3.2.1

Independent Wavelength Shift

When we intend to independently sample the wavelengths for each of the samples,
we are no longer only “piggy-backing” on the hero wavelength. We are also
enlarging the integration domain, as can be seen from the bispectral rendering
equation 2.1 and its naïvely vectorised form:
Lo (x, ωo , λo ) = Le (x, ωo , λo ) +

∫ ∫
Λ

(

S2

)

f x, (ωi , λi ) → (ωo , λo ) ·

· Li (x, ωi , λi ) dωi dλi
]n

[

L̄o (x, ωo , λ̄o ) = Le (x, ωo , λo,k )

+
k=1

∫
Λn

∫
S2

· L̄i (x, ωi , λ̄i ) dωi dλ̄i
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[ (

)]n

f x, (ωi , λi,k ) → (ωo , λo,k )

k=1

·

Because of that, when( we examine)a single element k of the vectorised form, with
the assumption that L̄i (x, ωi , λ̄i )

= Li (x, ωi , λi,k ), we get:
k

(

)

= Le (x, ωo , λo,k ) +

L̄o (x, ωo , λ̄o )

∫

∫

Λn

k

(

(

S2

)

f x, (ωi , λi,k ) → (ωo , λo,k ) ·

)

· L̄i (x, ωi , λ̄i )
= Le (x, ωo , λo,k ) +

· Li (x, ωi , λi,k )
= Le (x, ωo , λo,k ) +

dωi dλ̄i

∫ k∫

(

)

f x, (ωi , λi,k ) → (ωo , λo,k ) ·

2
∫Λ S [

dλi,t

]n
k̸=t=1

n−1
∫ Λ∫
(

S2

Λ

dωi dλi,k
)

f x, (ωi , λi,k ) → (ωo , λo,k ) ·

· Li (x, ωi , λi,k ) · ∥Λ∥n−1 dωi dλi,k
= ∥Λ∥n−1 · Lo (x, ωo , λo,k )
[

]n

where dλi,t
= dλi,1 . . . dλi,k−1 dλi,k+1 . . . dλi,n and ∥Λ∥ is the size of the
k̸=t=1
spectral domain.
The additional term ∥Λ∥n−1 is caused by the enlargement of the integration
domain.
To correct) it, we have to introduce some multiplicative vector term
(
t̄ (ωi , λi ) → (ωo , λo ) for which holds:
∫

(

Λn−1

)[

t̄ (ωi , λ̄i ) → (ωo , λ̄o )

dλi,t

]n
k̸=t=1

=1

for any ωo , ωi ∈ S 2 , λ̄o ∈ Λn , λi,k ∈ Λ
One such term could be a constant one:
(

)

t̄ (ωi , λ̄i ) → (ωo , λ̄o ) =

[

1
∥Λ∥n−1

]n
k=1

However, we intend to use Monte Carlo sampling, which requires that any nonzero function value has a non-zero probability of being sampled. In the case of
vectors, any vector with at least one non-zero component is a non-zero function
value, and it should be possible to sample it. And as we intend to utilise importance sampling on each of the wavelength shifts separately, we would end up
violating that rule, since a function value that has a “non-zero” shift (that evaluates to a non-zero contribution) in one wavelength, and a “zero” shift in others,
could not be sampled.
In order to preserve our ability to use importance sampling on each wavelength
shift separately, we need to introduce a term that eliminates the cases that cannot
be sampled. Which, in turn, means a term that evaluates to non-zero value only
when all wavelength shifts are valid. In the setting of Monte Carlo sampling, we
can utilise the probabilities of sampling the other wavelength shifts:
(

)

t̄ (ωi , λi ) → (ωo , λo ) =

n
∏

p(λi,t → λo,t )

k̸=t=1

∫
Λn−1

(

)[

t̄ (ωi , λ̄i ) → (ωo , λ̄o )
=

∫
n
∏
k̸=t=1 Λ

dλi,t

]n
k̸=t=1

=

p(λi,t → λo,t ) dλi,t =

n
∏
k̸=t=1
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1=1

This approach actually leads to a fairly natural result, where[ the Monte Carlo
]n
·
sample we would get by dividing by the probability p(λi , ωi ) = p(λo,t → λi,t )
t=1
p(ωi ) ends up cancelling out the additional term and leaves only p(λi,k ) · p(ωi ) for
each wavelength sample, which is what we would evaluate without using the Hero
wavelength approach.
The probabilities we use can also be conditional ones, especially in cases where
the bispectral BRRDF is not separable (see section 2.2.1). In such cases, it may
be needed to sample wavelengths conditionally: all that matters is that they
integrate to one. As mentioned in section 2.2.2, in most cases, the two domains
should actually be separable. But as long as it cannot be analytically ruled out
that no inseparable cases exist, it is a good idea to work on techniques that do not
require this property. Especially as this leaves the freedom to derive analytical
models which are not separable, which might come in handy for combined models
of fluorescent media and surfaces.

3.2.2

Alternate Approaches

The introduced formalism describes the sampling of wavelengths on all samples
to be part of a single sampling process, which provides a clear approach as to
how to compute MIS weights by computing a single n-sized vector of sampling
probabilities. However, it is also possible to approach the problem from different
sides. However, as outlined below, this leads to problems, which makes the single
sampling process approach described above the most concise.
If each of the paths would instead be considered as a separate Monte Carlo
sample, the computation of MIS weights starts to get more complicated, especially
when considering non-separable events. One possibility would to propagate n2
probability densities, where probability density pij would corresponds to:
pij = p(ωi , λi,j |ωo , λo,j , λh = λo,i )
in order to encode that the sampling of the direction is dependent solely on the
hero wavelength, while the sampling of each of the wavelength shifts is independent. The MIS weight would then have to be different for each of the elements of
the estimate, by using a different column as the vector of n probability densitities.
This might allow the proper weight of each sample based on the probabilities that
lead to the actual sampling, although it breaks the explanation of HWSS as a
Monte Carlo estimate of a vector and, most importantly, it requires the propagation of an unnecessarily large data structure, which would hamper the possibility
of using SIMD instructions to achieve similar speeds to the monochrome path
tracer.
An alternative approach, that attempts to lower the amount of data that
oneneeds to be propagate, could use only two sets of n probability densities:
• sampling probability p̄, used to calculate the estimate (point-wise division
of the sample)
pi = p(ωi , λi,i |ωo , λo,i , λh = λo,1 )
• weight probability p̄′ , used to calculate the weight of the radiance estimate
vector
p′i = p(ωi , λi,i |ωo , λo,i , λh = λo,i )
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However, this approach achieves a smaller data structure by sacrificing its efficiency when it comes to the weights – since they technically no longer use the
balanced heuristic, as different probabilities are MIS-ed together. The weights
are however still correct, since they add up to 1 for any λ̄.
However, as already pointed out, the formulation laid out in the previous
section is superior to both, as it allows us to propagate only a single n-sized
vector of probability densities and it directly fits in with the Monte Carlo and
multiple importance sampling theories.
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4. Results
The techniques described in the previous sections were implemented within the
framework of the Advanced Rendering Toolkit (ART). ART is a rendering research toolkit intended for investigation of experimental techniques, and prior to
the start of this thesis already contained a monochrome spectral path tracer as
described in chapter 1. The spectral path tracer was developed as an evolutionary
improvement of a previous path tracer, which was a “full light” system: a colour
path tracer that used segmented spectrum as its colour representation. Thanks
to its somewhat spectral nature, this older, full-spectrum path tracer supported
fluorescence, via re-radiation matrices and their matrix-vector multiplication operation. Due to that, ART already had some of the data types needed to represent
fluorescent surfaces in a rendering system, as well as a library of measured data
from fluorescent surfaces.
Apart from the fluorescent features, the renderer of ART and additional tools
within it are capable of working with light polarisation, as yet another visual
effect that is usually not supported by rendering software. This feature is however
orthogonal to our topic, and not discussed further in this thesis.
Unless stated otherwise, all images in this section were rendered using the
MIS bispectral hero path tracer described in pseudocodes 2.2 and 3.1.
Where applicable, the signal-to-noise ratio (SNR) is computed for an image
img using the following formula:
∑w

SNR(img, ref) = 10 · log10 ∑
w

x=1

x=1

∑h

y=1

∑h

y=1

∑k

i=1

(

∑k

i=1

ref2 (x, y, i)
)2

ref(x, y, i) − img(x, y, i)

where ref is a reference image, w, resp. h are the width, resp. height of both
images, k is the amount of channels the images have. The comparisons are made
on the ARTRAW file format generated by ART, which encodes each pixel using a
vector of size k to subdivide the visible spectrum: typical values for k are 8, 16
or 45 spectral bands.

4.1

Fluorescent Surfaces

An example of a plain, diffuse fluorescent surface can be seen in figure 4.1, which
shows a Cornell box with a large overhead light source, and that contains a
large sphere which exhibits fluorescence. The surface transfers energy from the
UV band to the yellow-green band, in addition to its non-fluorescent yellow reflectance. The two images in that figure differ in the type of illumination: in
the first, the light emits UV light, while it does not in the other one. This
demonstrates that the difference in perceived colour of the sphere is caused by
the wavelength shift of radiance gathered from the UV band.
One can also see a difference like the one between the pictures in figure 4.1
within a single image: figure 4.2 shows such a scene with multiple fluorescent and
non-fluorescent objects that are illuminated by a sky-dome model. The spheres
in the inner ring have the same non-shifting reflectance property as the outer
ring, but also exhibit various types of fluorescences, that were measured on from
real-world fluorescent surfaces.
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Figure 4.1: A Cornell box with a large light and a fluorescent sphere, with
fluorescence excitation in the UV band, and emission in the yellow-green band.
The image was rendered by using direction sampling only. Left: Illuminated by
an equal energy spectrum that covers both the visible and the UV portion of the
spectrum. Right: Illuminated by visible light only. The fluorescent component
of the surface is only visible when UV light is present, and disappears when
illuminated with visible light only.
The scene shown in figure 4.2 is also relevant in showing that the approach
toward LSS discussed in section 2.2.3 is working as intended, since it is illuminated
by a sky-dome model. Sky-dome models consist of some approximation of the
illumination coming from the sky, as well as the illumination coming from the
sun itself, which is the dominant illuminant in such a model. Even though the
sun is dominant illuminant, it usually occupies only a small portion of the entire
sky-dome, essentially turning it into a “small light emitter”, in the context of
efficiency of direction sampling, using which it is almost impossible to sample.
Therefore, the illumination of the fluorescent surfaces by the sun can only be
sampled by using LSS, which can may then be properly combined with direction
sampling using MIS, which is what was done when rendering figure 4.2.

4.2

Hero Wavelength Spectral and Bispectral
Sampling

The main benefit of HWSS is the elimination of colour noise. This can be seen in
figure 4.3, which shows a Cornell box that contains several different 3D quadrics,
that use Torrance-Sparrow BRDF model to model rough glass appearance. This
scene is used for a comparison between a monochrome path tracer and a hero
path tracer, which uses 4 wavelengths in total. You can clearly see that the
colour noise of the image has been greatly reduced, while the almost exact same
spatial noise is present. Note that we use the same pseudorandom sequence for
generating both sets of images.
As for combining HWSS with fluorescence, figure 4.4 shows the difference in
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Figure 4.2: A scene featuring a colour checker and several spheres, illuminated
by a physically based sky-dome model. The spheres in the inner ring all have
various fluorescent surfaces, while the corresponding spheres in the outer ring
have exactly the same BRDF, just with the re-radiation component set to zero.
rendering the scene from figure 4.2. The colour noise reduction works properly
for both the regular surfaces and the fluorescent ones alike.
Note the difference in spatial noise from the first figure 4.3 and the second
figure 4.4. While the spatial noise remains the same for the same sample count
in figure 4.3, essentially using the additional samples produced by the HWSS to
repair colour noise only, the spatial noise in figure 4.4 is also reduced through the
additional samples, and almost equates the spatial noise produced by hero path
tracer for x spp to the spatial noise observable in image produce by monochrome
path tracer for 4x spp. This happens because the surfaces in figure 4.4 are diffuse, where it is equally likely that the same path would be generated for the
additional wavelength, while the surfaces in figure 4.3 are based on a microfacet
structure, where the path can be heavily dependent on the choice of hero wavelength, especially when transmittance is concerned. The scene in figure 4.3 has
also somewhat complex geometry, where a ray may possibly hit multiple surfaces
until it eventually produces a relatively high contribution (as opposed to hitting
multiple diffuse surfaces).
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monochrome

hero (4 wavelengths)

2 samples
per pixel

60 samples
per pixel

350 samples
per pixel

approx.
2000
samples per
pixel

Figure 4.3: A scene which consists of multiple transparent three-dimensional
quadrics positioned within a Cornell box. The surface uses a Torrance-Sparrow
microfacet BRDF to model rough glass. The scene is rendered with both
monochrome and hero path tracers (4 wavelengths per path) and at increasing sample per pixel counts. The colour noise is highly reduced in the right
column. Note that both images in the same row share a similar spatial noise
pattern, which is caused by using the same pseudorandom sequence, with the
only difference being the colour noise itself.
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monochrome

hero (4 wavelengths)

2 samples
per pixel

8 samples
per pixel

16 samples
per pixel

approx.
2000
samples per
pixel

Figure 4.4: Scene from figure 4.2 rendered with both a monochrome and a
hero path tracer (4 wavelengths per path), and at increasing sample per pixel
counts. The colour noise is practically eliminated in the right column, even on
the fluorescent surfaces. The monochrome path tracer eventually catches up and
eliminates colour noise as well, but only at a very high sample count. Note that
the spatial noise of hero, 2 samples per pixel (first row on the right) is equivalent
to the spatial noise of monochrome, 8 samples per pixel (second row on the
left), since the each hero sample has the possibility of contributing as much as 4
samples.
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8000K

CIE F7

Figure 4.5: A glass with fluorescent liquid illuminated by a uniform environment
light with a blackbody spectrum at 8000K (left) and CIE illuminant F7 (right),
90k samples per pixel, standard uni-directional MIS path tracer. The volume
material transfers energy from UV band to yellow-green region of the spectrum,
as can be seen when illuminated by the blackbody illuminant that also contains
UV light, and does not interact with visible light in any way. Due to this, it turns
it into a clear liquid when it is illuminated by CIE illuminant F7 which is defined
in the visible range only.

4.3

Fluorescent Media

The proposed distance tracking scheme, i.e. scattering-aware tracking, allows one
to render images such as the ones in figure 4.5, which shows a fluorescent liquid
in a glass illuminated by a light source emitting visible light as well as UV light
and a light source emitting only visible light. The fluorescent medium in question
shifts UV light to the yellow-green region of the spectrum and does not interact
with any other light (even in the yellow-green region), which means that it goes
transparent when not illuminated by any UV light. This is an example of the
wavelength asymmetry in scattering behaviour discussed in section 2.3.2, and
which is shown in the photos of the real world example in figure 2.3. This is a
set-up which was not possible to represent using the previous formulations, and
which was impossible to render using exponential tracking.

4.3.1

Tracking Scheme Comparison

In section 2.3.5, we have proposed a new distance tracking scheme for fluorescent
homogeneous media, that allows us to render certain types of previously not supported fluorescent media. The scattering-aware tracking takes the in-scattering
coefficient (or simply the scattering coefficient) µs into consideration to better
match the distribution of the integral that is being sampled, as opposed to exponential tracking, which only takes the extinction coefficient µt into account. It
also utilises the distance to the nearest surface d. That is necessary for fluorescent
media, since it is possible that µs > µt due to the in-scattering occurring from
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one wavelength to another, unlike for media that do not exhibit any wavelength
shifting, where µs ≤ µt .
However, scattering-aware tracking can be used for non-fluorescent media as
well, which potentially leads to a different behaviour that is different from pure
exponential tracking. In figure 4.6, you can see the case when µs ≤ µt , which
corresponds to the cases that can occur with non-fluorescent media.
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Figure 4.6: Cumulative distribution functions P (t) of sampling distance t for
varying µt and µs , where µs ≤ µt , and a surface at distance d = 10, using
standard exponential tracking (red) and the proposed scattering-aware tracking
(blue). The desirable probability distribution to sample the bispectral RTE integral with unknown illumination is shown in dashed grey, which in all cases
matches the scattering-aware tracking plot perfectly. The proposed scheme is
able to prefer skipping over the medium for µs < µt , where the in-scattered
light is more attenuated, which makes the incident light from the surface more
valuable. It behaves the same way for µs = µt .
When µs = µt , the two tracking schemes behave identically, which can be
seen from the distance tracking formula 2.8 itself. The only difference in the
probability distribution is the artificial discontinuity at d, which however also
technically happens with exponential sampling, where any sampled distance t > d
is truncated to d – only the exponential tracking formula does not explicitly model
it.
When µs < µt , the scattering-aware tracking tends to skip over the medium
more frequently than exponential tracking. That can be explained by the fact
that exponential tracking overestimates the value of events it can encounter along
the ray, essentially giving the absorption event, which generates no contribution
at all, a chance to be sampled. Scattering-aware tracking focuses only on the
in-scattered light and the contribution from the surface at the end of the ray.
This difference is even more apparent the more µs approaches zero, which results
in a purely absorptive medium, in which exponential tracking still gives standard
behaviour of attempting to sample a point within the medium, which then leads
to immediate termination of the path, while the scattering-aware tracking does
not value the medium at all and always samples distance d, as in skipping over the
medium altogether. Note, however, that the tendency to prefer skipping over the
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medium rather than sampling according to the transmittance is not dependent
only on the ratio µµst , but also on the magnitude of the extinction coefficient µt ,
as illustrated by the left-most graph in figure 4.6.
The scattering-aware tracking can therefore be used as a direct replacement
of exponential tracking for homogeneous non-fluorescent media, where it either
functions identically, or takes the actual possible scattering contribution into
account, and tends to skip over more absorptive media.
The main benefit of scattering-aware tracking comes into play when µs > µt ,
which can happen at certain wavelengths (specifically within the emission band)
for fluorescent media. Various probability distributions for this case are shown
figure 4.7.
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Figure 4.7: Cumulative distribution functions P (t) of sampling distance t for
varying µt and µs , where µs > µt , and a surface at distance d = 10, using standard
exponential tracking (red) and the proposed scattering-aware tracking (blue).
The desirable probability distribution to sample the bispectral RTE integral with
unknown illumination is shown in dashed grey, which in all cases matches the
scattering-aware tracking plot perfectly. The proposed scheme prefers sampling
scattering events for fluorescent media, where there is a possibility of in-scattering
whose out-scattering is not represented in µt , which in turn makes exponential
tracking incapable of properly sampling it. The last case is especially apparent for
µt → 0, where exponential sampling does not sample almost any scattering events,
while the actual contribution of the integral is linear with respect to distance d.
This case is also properly handled by scattering-aware tracking, which in this case
approaches an almost uniform sampling scheme.
When µs > µt , the scattering-aware tracking tends to prefer to sample a media event rather than to skip over the medium, since there is a higher chance of
in-scattering, that is not covered by out-scattering within the extinction coefficient µt . The nature of the probability distribution can still be exponential, but
for increasing µs and decreasing µt tends more and more towards uniform sampling over the interval [0, d), as in approaching a constant probability distribution
function p(t) for t < d and a linear growth within the cumulative distribution
function P (t). For µt = 0 and µs ̸= 0, the resulting probability distribution is an
exactly uniform distribution, as can be seen from the special derivation of that
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fact in the resulting distance sampling formula 2.9. By comparison, exponential
tracking always skips the medium in that case, since µt = 0 and it thus cannot
account for, or properly render, the in-scattering events that are possible along
the ray. Similarly to the case of non-fluorescent media, the tendency to approach
the linear growth rather than the exponential one within the cumulative distribution function is not related only to the ratio µµst , but to the magnitude of the
extinction coefficient µt as well, as illustrated by the center graph in figure 4.7.
Although the analytical exploration of the properties of the two techniques
can shed some light on how they will behave, the efficiency of actually rendering
images when using them can only be properly seen on actual rendered results.
Figure 4.8 shows the comparison of the two different distance tracking techniques,
exponential tracking and scattering-aware tracking, on an scene of a Cornell box
filled with a fluorescent medium that transfers energy from the UV band to the
yellow-green band with absolutely no scattering from any visible light. This
makes it exhibit the wavelength asymmetry in its scattering behaviour described
in section 2.3.2, as for any wavelength within the emission band of the medium,
µt = 0, while µs > 0. Since this case is exactly the failure case for the traditional
exponential tracking, two different versions were used, the traditional one where
only µt is considered, and an altered version, which we will call maximal exponential tracking, that uses max(µt , µs ) as its coefficient, which could be seen as
an obvious attempt at fixing the problem that exponential tracking exhibits.

a)

b)

c)

Figure 4.8: A comparison of the two distance tracking approaches used on
a scene that is filled with a fluorescent medium which exhibits the wavelength
asymmetry in its scattering behaviour which we describe in section 2.3.2. Images
rendered at 20k spp. The three cases are: a) traditional exponential tracking
(notice the complete absence of fluorescence events in this case), b) exponential
tracking using max(µt , µs ), c) the proposed scattering-aware tracking. Rendered
with approx. 20k samples per pixel. There are actually two light sources in this
box, one in front of the grey dividing polygon, and one behind it. The light nearer
to the observer emits no UV light, while the one at the back of the box does. The
fluorescent medium in this scene only transfers energy from the UV band to the
yellow-green region of the spectrum, and is not activated by light in the visible
range. Apart from the fluorescence effect, it is completely clear.
As expected, traditional exponential tracking fails to sample any scattering
events along the ray, as since µt = 0, exponential tracking always skips the
medium, making it appears as if there the inside of the box was completely clear.
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The maximal exponential tracking is capable of sampling the events and does
produce an image with fluorescent contributions. It is however extremely noisy
even at the extreme sample count of approximately 20 thousand, and throughout
the process does not show any tendency to converge to the actual result. That
can be explained by the extremely high variance that is induced in sampling the
integral of the volumetric rendering equation, where the transmittance actually
present in the equation is equal to 1, but the probability distribution function
of exponential tracking contains exponential function e−d·max(µt ,µs ) . Finally, the
scattering-aware tracking produces fairly well-converged image, showing that it
is capable of appropriate distance tracking, and is properly converging with increasing sample count.
The stark contrast between the failure of sampling anything by traditional
exponential tracking and success of the scattering-aware tracking is less prominent
if the medium in question exhibits any other scattering or absorption coefficient.
Figure 4.9 shows the comparison of the two distance tracking techniques with a
similar scene to the one in figure 4.8, where the medium in the scene also exhibits
regular non-wavelength shifting scattering, making it so that µt . Note however,
that for wavelengths in the emission band of the fluorescence of the medium, the
associated coefficients µs > µt . Both techniques now succeed in sampling the
scattering events, since µt is no longer zero. Thanks to the fact that exponential
tracking is sampling regular scattering events properly, it also happens to be
able to end up sampling the fluorescence events as well, since at that point, it
depends only on the sampling of the wavelength shift and phase function, which
is equivalent to the solved problem of fluorescent surfaces.

SNR: 25.593 dB
a)

SNR: 28.460 dB
b)

Figure 4.9: A comparison of the two distance tracking approaches used on a scene
that is filled with a fluorescent medium that exhibits slight wavelength asymmetry, as described in section 2.3.2, as well as regular scattering:a) shows traditional
exponential tracking, b) the proposed scattering-aware tracking. Rendered with
approx. 6400 samples per pixel. Reference image rendered with approx. 33 thousand samples per pixel.
Besides fluorescent media, the two distance tracking schemes can also be used
for non-wavelength shifting media. Figure 4.10 shows the comparison of the
two techniques on a scene that is filled with a non-fluorescent medium, that exhibits both standard scattering and absorbance. The scattering and absorbing
properties differ between different wavelength. Both of the images look identi54

cal, showing that scattering-aware tracking functions well in place of exponential
tracking and thus does not have to only be “turned on” for fluorescent media.

SNR: 33.225 dB
a)

SNR: 33.273 dB
b)

Figure 4.10: A comparison of the two distance tracking approaches used on
a scene that is filled with a non-fluorescent medium that exhibits wavelengthdependent scattering and absorbance to varying degrees: a) shows traditional
exponential tracking, b) the proposed scattering-aware tracking. Rendered with
approx. 3000 samples per pixel. Reference image rendered with approx. 10 thousand samples per pixel.

4.3.2

Performance Considerations

Note that the images shown in figure 4.8 were rendered using approximately
20 thousand samples per pixel, significantly more than should be necessary to
produce a converged image of a simple Cornell box scene. Even though the
scattering-aware tracking produces a fairly noise-less image when compared to
exponential tracking, the amount of noise present is still too high for such a high
sample count. However, without scattering-aware tracking, the only possibility
for rendering fluorescent media using a uni-directional path tracer would be to
use exponential tracking which we have shown to be even less efficient (or rather,
to be completely dysfunctional in its traditional form).
Additionally, the efficiency is dependent on the extinction coefficient, for both
distance tracking schemes – it is only that exponential tracking does not at all
produce correct result with significantly low µt . Figure 4.11 shows the scene from
figure 4.8 with continually increasing absorption coefficient µa , which in turn
increases extinction coefficient µt . The exponential tracking eventually picks up
the scattering events and approaches the noise level of scattering-aware tracking,
while scattering-aware tracking mostly maintains the same noise levels.
The fluorescence the medium exhibits in figure 4.8 occurs in rather narrow
excitation and emission bands. When rendered with a hero path tracer, the additional wavelength end up outside of the emission band, meaning that when a
media event is sampled, they do not produce any contribution, essentially turning
the hero path tracer back into a monochrome one for the fluorescence part, essentially cutting down on the amount of samples that the fluorescence is sampled with
compared to the non-wavelength shifting paths. Compared to that, the image in
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µa = 0.03
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µa = 0.04

SNR: 15.792 dB
µa = 0.05

SNR: 15.764 dB
µa = 0.07

SNR: 15.684 dB
µa = 0.1

Figure 4.11: A modified form of the scene from figure 4.8 where the absorption
coefficient µa (λ) in the visible range is continually increased, to provide a comparison how the two distance tracking scheme perform. Top row: traditional
exponential tracking Bottom row: scattering-aware tracking. Rendered with
128 samples per pixel. Reference images rendered with 2048 samples per pixel.
The highest in-scattering coefficient of the fluorescent medium is µs = 1.0.
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figure 4.9 does exhibit additional scattering, which makes it possible for the additional wavelengths to produce a contribution, which reduces colour noise. In that
case, a wavelength shifting path could be sampled even in cases where the hero
wavelength lies outside of the emission band, since the wavelength shift of one of
the additional wavelengths which happened to lie within the emission band could
still be properly sampled along the regular scattering of the hero wavelength.
Figure 4.12 shows the scene from figure 4.8 with continually increasing size of the
emission band. The hero path tracer does not show any colour noise even within
fluorescence-induced contributions, where all accompanying wavelengths shifted
individually into the same UV band to produce non-zero contribution.
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Figure 4.12: A modified form of the scene from figure 4.8 where the fluorescent
medium has a continually widening emission band of the indicated width, centred
on 560 nm. The goal of this test series is to compare colour noise performance of
the path tracer. Top row: rendered with a monochrome path tracer Bottom
row: output of our hero path tracer (4 wavelengths per path). Rendered with
128 samples per pixel. Reference images rendered with 2048 samples per pixel.
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Conclusion
This thesis attempts to combine two improvements one can make to a basic
spectral path tracer, namely the inclusion of fluorescence effects, and Hero Wavelength Spectral Sampling (HWSS). For the first, we have described the concepts
necessary to implement wavelength-shifting within uni-directional spectral path
tracers, which is needed to implement fluorescent surfaces and fluorescent media.
We also discussed some of the implementation details, such as how to approach
importance sampling of wavelength shift or light source sampling. Secondly, we
described the foundation of HWSS and explored how one can most sensibly combine wavelength shifting and Hero Wavelength Spectral Sampling. This allows
us to render scenes which contain fluorescent surfaces and utilise the colour-noise
reducing properties of HWSS, and reach the desired goal of this thesis.
Apart from that, we have also explored fluorescent media and the failure case
of previous rendering approaches, specifically the case of wavelength asymmetry
in scattering behaviour. To solve this particular problem, we introduced an improved distance tracking scheme for sampling a distance in a volume where a
media event occurs in homogeneous media. This scheme takes both transmittance and in-scattering properties of the medium into account, as opposed to
considering only transmittance. The proposed scattering-aware tracking is essentially automatically (and continuously) switching between exponential sampling,
the previous traditional approach for absorptive or scattering media, and uniform sampling, an approach to sample a purely emissive media. Therefore, it is
able to produce correct results even in the failure case of the traditionally used
approach, as well as produce similar results in cases where exponential tracking
traditionally works, including in cases of normal, non-fluorescent media.
The are two areas that can be further developed on. Firstly, the scatteringaware tracking introduced in this thesis works only for homogeneous media, which
limits its usability in production renderers. Extending it to heterogeneous media
might be possible by simply exchanging exponential tracking in delta tracking
for scattering-aware tracking, while taking null-scattering as increasing the inscattering coefficient. The exploration of that solution was not done in the course
of this thesis, as it was deemed more important to provide proper handling of the
homogeneous case before one attempts the heterogeneous one.
Secondly, it would be useful to include fluorescence capabilities in some of the
more advanced rendering algorithms, such as bi-directional path tracing, as there
are certain scene setups that are difficult to render without it. Bi-directional path
tracing might by itself also solve certain issues with fluorescent media present in
uni-directional path tracing, e.g. the failure case of wavelength asymmetry in scattering behaviour that led us to derive the scattering-aware tracking is only present
due to as tracing path from the sensor. From the perspective of the light, both the
transmittance and the event that is encountered depend on out-scattering only,
which makes exponential sampling the correct approach. However, wavelength
shifting itself does pose unsolved problems for bi-directional path tracing which
are similar to the one we faced with light source sampling, only more pronounced:
without wavelength-shifting, the wavelength of the light path and wavelength of
the sensor path would always be equal. From the perspective of fluorescence,
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that would mean that no contribution could be generated from connecting two
individual paths: but precisely such connections are what allows bi-directional
path tracing to handle certain scenes where uni-directional path tracing might
have issues.
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Attachment A:
Advanced Rendering Toolkit
The attached CD contains the Advanced Rendering Toolkit (ART), in which the
described techniques were implemented and which was used to render the results.
Note, that the provided version of ART is still a work-in-progress by the entire
developement team, the functionality of the programs in the toolkit may not be
optimal outside of the usage needed for this thesis.
The content of the CD is the following:
• source/ The source files of Advanced Rendering Toolkit.
– readme.txt Description on how to compile and install ART on Unixbased operating systems.
• renders/
– *.arm Various scene and auxiliary files.
– render.sh Shell script for rendering the figures presented in this
thesis.
• thesis.pdf The text of this thesis.
• readme.txt This directory listing and the means to contact author.
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