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1 Introduction 

Multi-agent pathfinding is a problem of finding the shortest possible route for 

a group of agents from their initial locations to specified target locations while 

avoiding obstacles on the map. This problem is harder than simply solving a regular 

pathfinding problem multiple times because the agents have to avoid one another and 

therefore take the paths of other agents into account. Multi-agent pathfinding can be 

made even more difficult by an addition of aerial transports. Those are units which 

can travel anywhere on the map, pick up other units and drop them somewhere else. 

They can be faster or slower than the land units and they can also have a limited 

capacity, in terms of how many units they can carry at once. This increases the 

complexity of the issue, since it increases the necessity for cooperation between 

different units. We chose to explore this problem in Starcraft: Brood War, a real-time 

strategy (RTS) game in which this problem often arises. 

In RTS games each player controls several buildings and units and can order 

each of those units to move, attack or use some special ability. Usually the goal of 

the game is to destroy all enemy buildings. These games are played in real-time, 

which further increases the difficulty of any problems that need to be solved by the 

AI, since it must solve the problems quickly enough for the solutions to still be 

relevant, while having to compete for resources with other parts of the game, e.g. 

graphic modules or other AI tasks. Since the maps can be large and terrain obstacles 

frequent, efficient pathfinding can improve the quality of a bot playing the game, 

allowing it to cover more territory and react faster to opponents’ actions.  

While multi-agent pathfinding is a well-researched problem, the specific 

variation described in the first paragraph had been largely unexplored when this 

thesis was written. Current bots usually use simple greedy algorithms, while 

scientific articles generally deal with the real-world version of this problem, where 

the land units can be loaded only on few specific locations, e.g. airports or docks [1, 

2]. These however cannot be easily modified to work under the conditions in RTS 

games. The goal of this paper is therefore to improve the solution commonly used in 

games today, a simple greedy algorithm. Since the problem appears to be too 

difficult to be solved optimally in real-time, we do not require the algorithm to be 

optimal. Also, to further simplify the problem, we do not consider other tactical 
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concerns which normally have to be considered in Starcraft, like avoiding enemy 

units. 

The rest of this work is structured as follows: In the rest of this chapter we 

describe the problem in more detail and familiarize the reader with RTS games and 

Starcraft. In chapter 2 we mention similar problems and their relation to the problem 

we are studying in this thesis. We also introduce relevant existing Starcraft AI 

research. In chapter 3 we analyze the problem, try to figure out why it could be 

difficult and we introduce a simplified version of the problem which should be easier 

to solve. In chapter 4 we introduce new heuristics, enhancements to the greedy 

algorithm we are going to evaluate. In chapter 5 we describe the methodology used 

to compare the heuristics. In chapter 6 we test the quality of the paths found by the 

greedy algorithm with various heuristics in many different scenarios and present the 

results. Lastly in chapter 7 we interpret the results from chapter 6 and discuss their 

significance, as well as possible future work. 

1.1 Problem overview 

In this section we will define the problem of multi-agent pathfinding with 

transports and examine the complexity of the problem.  

1.1.1 Definition 

The problem we study in this thesis is based on the Multi-agent pathfinding 

problem (MAPF), a well-known NP-complete problem [3]. It is essentially a regular 

pathfinding problem which has to be solved for multiple agents at once, complicated 

by the fact that multiple agents cannot occupy the same space at the same time and 

therefore have to avoid each other. There are multiple possible representations of the 

map the agents have to navigate, but for our purposes the map is represented by a 

grid with obstacles. On this grid the agents can move to all neighboring tiles, but 

only if the target tile is currently unoccupied and is not an obstacle. The goal of the 

problem is to get each agent to its target tile, which can be different for every agent. 

Because the agents can move simultaneously the solution with the least total steps 

does not have to be the one in which the agents get to their target nodes the fastest. 

Therefore we can have multiple different optimization criteria, but we extend the 
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version of the MAPF problem in which the goal is to minimize the time necessary for 

all agents to get to their destination nodes. 

Our modification adds a new kind of agent, the transport. For the sake of 

readability, we will refer to regular agents as land agents.  Transports can move 

anywhere, i.e. the only obstacles they have to avoid are other transports. They can 

even occupy the same space as a different land agent. Furthermore they can load and 

unload other land agents. Loading a land agent means removing an agent occupying 

the same space as the transport from the map and adding it to the list of agents loaded 

by the transport. And unloading a land agent means removing it from that list and 

dropping it back on the map at the same space which the transport is currently 

occupying, which can of course be done only if the space in question is a valid space 

for the land agent to occupy, i.e. it is not an obstacle and no other land agent is 

currently there. 

Both kinds of agents, land agents and transports, can have some other 

relevant attributes. Each agent has an assigned speed which describes how fast an 

agent can move around the map, i.e. how much time passes while the agent moves 

from one tile to another. All land agents have a size, which defines how large the unit 

is. This attribute is necessary for transports, which have an attribute called capacity. 

The sum of sizes of all loaded land agents on a single transport can never exceed its 

capacity. 

It should also be noted that while both loading and unloading do not take any 

time, an unloading delay can be specified after the unload action, during which more 

units cannot be unloaded. We also slightly simplify the original problem by stating 

that all land agents have the same goal, which is a circular area around some position 

on the map. Also, the land agents are considered to be at the destination even if they 

are in a transport which is in the destination. 

1.1.2 Complexity 

Our problem is in general NP-hard, which can be shown trivially for some 

extreme parameter combinations. For example, scenarios with transports 

significantly faster than land units and large enough capacity would lead to 

algorithms which simply try to load all units and unload them in the destination. It is 
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trivial to see that instances of the Vehicle routing problem [4], a known NP-hard 

problem, can be easily reduced to instances of our problem with units slow enough to 

be considered stationary when compared to the transports, easily showing that our 

problem is NP-hard. And as the solution to the problem can be encoded in a 

certificate of length that is polynomial of the length of the input, our problem is also 

NP, which makes this an NP-complete problem.  

While the algorithms designed in this thesis should work for all possible 

parameter combination, they will be designed in mind with a specific combination of 

parameters. Which means they will work best when the speeds of all units and 

transports are similar, i.e. at least within the same order of magnitude.  

1.2 Starcraft and RTS games 

1.2.1 Introducing RTS games 

 In typical real-time strategy (RTS) games, each player represents a 

disembodied commander controlling an army. Typically she starts with a very small 

force, often only a main building and a few workers (noncombat units necessary for 

gathering resources and building structures), and has to build an army powerful 

enough to defeat her opponents, usually by destroying all of their buildings. This 

principle is present in more types of games, but RTS games are specific in that 

everything the player does happens in real time. Which means that unlike chess there 

are no turns, the player cannot pause the game and has to simultaneously think about 

her strategy and give command to all of her units and buildings. Because of this the 

success in these games does not depend only on player’s strategical thinking but also 

on her ability to multitask and to react to multiple events happening simultaneously 

in the game. 

The player usually starts with a small force not powerful enough to win the 

game. Therefore, the player has to use her workers to create more buildings. 

Buildings are most often used for training more workers or combat units, though 

sometimes they can be also used for defense or for researching upgrades for existing 

units. Combat units are necessary for both protection of buildings and for attacking 

other players. Since the player has to defend their buildings from the other players it 
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is common to place their buildings close together. Multiple buildings close together 

are called a base. 

 Bases are usually build around resources, like food, wood, stone, gold, etc. 

The exact types of resources depend on the setting of the game (fantasy, sci-fi, 

medieval etc.). Creating units or buildings costs resources, which are usually located 

on predetermined points on the map. The resources can only be mined by workers 

and only a limited amount of resources can be gathered from one place. It should 

also be noted that workers usually have to return to a specific building to make the 

resources they mined available to the player. This forces players to spread around the 

map and build multiple bases, both to prevent the opponent from gaining access to 

those resources and to secure them for themselves. This is important because the 

player with a larger stream of income can usually afford to build more and better 

combat units and therefore has an upper hand in the inevitable skirmishes with other 

players. 

 It should also be noted that the player usually does not see everything that is 

happening on the map. The player can only see what her units can see, and the area 

the units can see is usually quite small, which means that enemy buildings and units 

are hidden until the player moves her units close enough to the enemy. And the 

enemy’s units are hidden once again when the player’s units either leave or get 

destroyed. The area not visible by the player is called “the fog of war”. 

 The maps on which the matches take place usually contain spaces not 

passable by regular units (water, mountains, lakes of fire etc.). Often these obstacles 

cut off some part of the land entirely, dividing the map into several islands. However, 

the player can usually create dedicated transport units that can transport these units 

across the map. Since these transports can often provide a faster (or only) method of 

transportation for ground units to some locations there are scenarios in which a 

clever use of transports can give the player a considerable advantage. 

 The problem of pathfinding with transport is present in many different RTS 

games released in the past few decades, but we have selected the game Starcraft: 

Brood Wars as the one in which we aim to study the problem and test our proposed 

solutions.  
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 Starcraft and its expansion pack Starcraft: Brood War1 were both released in 

the year 1998 and quickly became one of the most famous examples of the RTS 

genre. While the game has sold over ten million copies it is mostly known for its 

competitive scene in South Korea, with top players gaining sponsorships, high 

tournament prizes and fan clubs.  

 As interesting as the success of Starcraft: Brood War is, it is not especially 

important for this thesis. For our purposes it is important to know that it is a perfect 

example of the RTS genre as described above. In typical matches the players begin 

with a single main building and four workers, build more units and buildings over the 

course of the game and eventually destroy all the buildings of other players. The 

specifics of the game are not relevant for this thesis. The only other thing worth 

mentioning is that there are three possible factions a player can control in this game, 

the Zerg, the Terrans and the Protoss, each having a completely different set of units 

and buildings they can create. 

1.2.2 Starcraft AI development 

 Even though we have only skimmed the surface of the complexity of 

Starcraft: Brood War, it should be plain to see that creating an artificial intelligence 

for this game (and RTS games in general) is a difficult task. Not only does the AI 

controlled player have to make its decisions about strategy and resource management 

with limited information, since information about actions of other players are usually 

unavailable, it also has to make these in decisions in real-time, further increasing the 

difficulty of the problem. 

 While Starcraft itself did not support custom artificial intelligence programs, 

several years ago an API was developed for interacting with the game called BWAPI 

[5]. It allows developers to gain information about the state of the game and issue 

commands to units and buildings in a programmer friendly manner. Since then 

researchers have been both working on specific problems AI faces in these games 

and creating complete bots able to play the game. These bots are then tested against 

each other in tournaments, for example at the AIIDE conference [6]. 

                                                 
1 https://en.wikipedia.org/wiki/StarCraft 
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1.2.3 Pathfinding with transports in Starcraft 

 The problem we focus on in this thesis, the multi-agent pathfinding with 

transports problem, is also present in Starcraft: Brood War. Each faction can build its 

own kind of transport – the Terrans can build dropships, the Zerg can build overlords 

and the Protoss can build shuttles. The different kinds of transports are similar in 

most respects – they all have carrying capacity of 8, they do not have to stop to load 

or unload units and there is a small delay after unloading a unit after which more unit 

can be unloaded.  

 It should also be noted that size of units varies among different unit types. 

Units occupy either one space (e.g. Terran Marine), two spaces (e.g. Terran Goliath) 

or four spaces (e.g. Terran Siege tank). Which means that a single fully loaded 

dropship could for example carry a single siege tank, a goliath and two marines. 

It is important to know that all units have different speeds. Exact numbers can 

be found on BWAPI site [5]. For the purposes of thesis it is more important to know 

how the different speeds relate to one another, most importantly the speeds of 

transports. Dropships and shuttles are comparable, though shuttles are slightly slower 

than dropships, which are faster than most ground units. However, overlords are the 

slowest units in the game by far about five times slower than a dropship.  
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2 Related works 

While researching the problem of pathfinding with transports we have found 

surprisingly little prior research about this problem. In the first section of this chapter 

we will introduce the problems which are similar, but the approaches used to solve 

them cannot be applied to our problem. Next we will mention several other papers 

concerning the Starcraft AI development. And lastly we will mention how the current 

state of the art Starcraft AIs approach the issue. 

2.1 Differences from similar problems 

 The most obvious similar problem is the MAPF problem[3, 7, 8]. However, 

the addition of the transports alters the problem greatly. Since transports are able to 

ignore all obstacles and might be faster than land units, it is not possible to simply 

ignore them. The current solutions are focused only on navigating around the 

obstacles. Trying to determine when should the obstacle be avoided on foot and 

when should a transport be used to avoid them would complicate the problem, 

especially since the transports are a limited resource. 

 It might be tempting to try to adapt existing algorithms used in the 

multimodal transportation domain, which deal with moving some cargo through a 

network which contains multiple modes of transportation, for example ships and 

trains. However, these algorithm generally deal with very different networks – docks, 

train stations, airports etc., which are separated by much larger distances than what is 

considered in this thesis [1, 2]. Even if we ignore the distance difference, it is evident 

that often the correct solution to our problem will contain situations when a transport 

drops a land unit far away from the target location and leave it to walk the rest of the 

way while the transport flies back for some other land unit to pick up. And that 

position will depend on many factors, such as the speed of the unloaded unit. Which 

means that we cannot work with a limited set of loading places. 

 The problem of route planning in personal transportation networks, like buses 

and subways, is also similar. The goal of this problem is to found the fastest route for 

a person trying to move from a start location to the target location, while using 

personal transportation networks when appropriate. Despite the similarity the 

algorithms dealing with personal transportation networks are focused mostly on 
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exploiting the fact that the trains and buses follow a timetable [9], not with actual 

pathfinding.  

2.2 Starcraft AI research 

While we have not found any papers concerning the problem of pathfinding 

with transport, there have been a number of papers2 written about many different 

problems which can be studied in Starcraft. In this section we will focus only on the 

papers which are relevant to the topic of this thesis. 

While it was not eventually necessary, a tool which could have been very 

useful if we took a different approach to this problem is the Brood War Terrain 

Analyzer (BWTA) [10]. This is a tool which can, among other things not relevant for 

this thesis, convert the map into several convex polygons called regions and is used 

by the UAlbertaBot, which is a bot we eventually used as a basis for our solution. 

This bot also uses several techniques which were written about in separate papers 

[11, 12], but these do not affect our thesis directly. 

The last paper we will mention in this thesis was written about the SCAIL 

bot[13], which used special techniques for threat-aware pathfinding, which we will 

mention further on in this thesis. 

2.3 AIIDE algorithms 

 We examined bots used in the AIIDE 2014 Starcraft competition to see how 

they approach the problem we study in this thesis. Since these bots are quite 

complicated it is possible that we misunderstood some parts of them. However, it is 

improbable that some sophisticated algorithm for transportation was missed. Bots 

that were not mentioned here do not appear to implement any transport specific 

logic. The source codes of these bots are available on the AIIDE website[6]. The 

number in the parentheses after the bot’s name indicate its placement in the 

competition. There were 18 bots in total competing. 

 Aiur (4th) – This bot uses transports only for attacking the enemy with 

Zealots. When the bot thinks it should attack it loads its zealots randomly into 

transports, sends them to target location and drops them there. 

                                                 
2 https://github.com/bwapi/bwapi/wiki/Academics 
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 BTHAI (10th) – This bot groups the units it controls into squads. A squad can 

contain both transports and combat units. Any transport with some free space that 

does not see any enemy units and which has no other orders tries to load the closest 

valid unit in the squad. A transport that sees some enemy unit unloads all units 

inside. If neither situation happens the transport moves to an externally set goal.  

 ICEBot (1st) – Transports have externally defined purpose and group of units 

to load. If the group is large enough to fulfill the purpose it is loaded without any 

priority and send to the destination. 

 Nova (13th) – This bot also groups units into squads, but the squads do not 

contain transports. When a transport is not doing anything it cycles through all 

present squads of combat units. If any of those squads want to get somewhere 

sufficiently far away by land the transport selects the squad as far away as possible 

from its target, loads it and moves to the destination. Once the dropship is within a 

specific constant land distance of the target or gets sufficiently injured it starts 

unloading units.   
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3 Analysis 

 As we stated earlier, this problem appears quite often in RTS games. 

However, the previous chapter suggests that there is not much prior work about this 

problem to build upon. All relevant papers are about problems which appear to be 

similar but are actually different in some important ways. And the existing Starcraft 

AIs we examined either ignored the problem completely or used only basic 

algorithms to solve it.   

 It is most curious that there is so little written about a problem which has been 

present in RTS games for at least 17 years. We do not know for certain why that is 

the case, but here are a few reasons which we think might contribute to that.  

 First, simple algorithms seem to work well enough in most scenarios. While a 

greedy algorithm cannot ensure that the units get to the target location as fast as 

possible, for the player it is much more important to ensure that the units remain safe 

during the trip and preferably that the opponents do not realize that there are units 

being transported at all. While there are scenarios in which speed might be the most 

important factor, such as responding to enemy attacks or setting up and securing new 

bases, it seems these are not frequent enough to make this problem a priority when 

trying to improve existing AIs. So while there are probably better algorithms to use 

for high level planning, by which we mean which units should be loaded by which 

transports, where should they be dropped and what should the units currently not 

being loaded do, the greedy algorithm will calculate a valid solution. And for the 

quality of the AI the execution of that high level plan, i.e. the exact paths taken by 

the transports and the land units, is much more important. SCAIL [13] is an example 

of a Starcraft AI which utilizes threat-aware pathfinding to avoid enemies but does 

not apply special logic for choosing which units to load and where to drop them to 

minimize the length of the trip. 

 Second, related issue is that this problem gets quite difficult when we try to 

design an algorithm that might actually be useful for real AIs. Not only is the 

problem a harder version of the already difficult multi-agent pathfinding problem, a 

real AI would have to make sure the units stay safe and undetected during the trip. 

Also, during execution the AI could detect enemy units or turrets it did not 

previously know about, making the plan no longer valid. It should also be noted that 
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the AI would have only very limited time to spend on the problem, because the 

solution needs to be found fast enough for it to still be relevant, since the game is 

played in real time. And the AI needs to take care about everything else that is 

happening while the plan is calculated.   

 All this means we have an interesting and largely unexplored problem to 

solve .But since solving the problem in a way which would be useful for a real AI 

would be probably beyond a scope of a bachelor thesis, we set a few limitations to 

this problem which will hopefully make designing algorithms easier. First, our 

algorithms do not have to find the optimal solution to the problem. Also, our 

algorithms will only try to find the fastest path without any regards for stealth and 

safety. And lastly, our algorithms will only try to find the best possible high level 

plan. Which means that we will only try to compute which transports should load 

which units in what order and where should they drop them. And that the land units 

will always use a simple A* when travelling somewhere without trying to avoid 

other units. 

 The problem simplified in these ways should be easier to solve and we think 

that algorithms which would reliably find better solutions than a simple greedy 

algorithms to this simplified problem could be modified for use by real AIs. First 

they would have to change the A* algorithm used for pathfinding for land units to a 

threat-aware multi-agent pathfinding algorithm. They would also have to change all 

the heuristics our algorithms will inevitably use to some which will take stealth and 

safety into the account.  
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4 Greedy algorithm 

 A greedy algorithm is the obvious solution to this problem – it is fast and it 

always finds a valid solution.  We think that the quality of the solutions found could 

be greatly improved by using heuristics. In the first section of this chapter we first 

describe these heuristics in detail. In the second section we discuss the probable 

effectiveness of the enhanced greedy algorithm and see if we can find some scenarios 

in which even enhanced algorithm completely fails. But first, let us specify what 

exactly we mean by a simple greedy algorithm. As an input we receive lists of 

transport and land units and a target area. On update, execute the 

GreedyAlgorithmUpdate function (see Algorithm 1). 

function GreedyAlgorithmUpdate() 

if (all units in target location) end algorithm. 

for each transport T 

if (T is loading, full, moving to target or unloading) 

continue 

 for each unit U 

  if (U is in the target location, loaded, T is too 

full or the transport is slow enough that the unit would get 

to the target location on foot faster from its current 

position even if T loaded U right now) continue 

  order T to load U 

  // the transport has his order for this frame 

  break 

 end 

end 

for each transport T 

 if (T is in destination and not empty) unload T 

 else if (T has no orders) Move T to the target area 

end. 

for each unit U 

 if (U has no orders) Move U to the target area. 

end 

Algorithm 1: The basic greedy algorithm 
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4.1 Greedy algorithm enhancements 

 It should be noted that many of these enhancements depend on our ability to 

estimate the distance to the target location. Using the Euclidean distance as a 

heuristic would be the easiest solution for that problem, however since these 

estimates will be used mostly to determine which units benefit most from the usage 

of transports it seems necessary to take the various obstacles into account when 

estimating the distance. Since we only ever need to estimate the distance to a single 

target location, the simplest solution would be to calculate the distances to all 

possible locations from the target area when the algorithm starts and store them for 

later. We will refer to this value as optimal land distance. 

We propose several different enhancements, some of which have also several 

variants, all of which will be compared further in this thesis. 

1. The most obvious way to improve the algorithm is to change the order in 

which the units are processed. The most promising criteria by which the units 

should be ordered seems to be the time the units would need to get to the 

target location on foot (i.e. distance * speed), followed by their speed alone as 

a tiebreaker (mostly for the cases when the units cannot reach the target 

location at all). We consider both the versions with optimal land distance and 

the Euclidean distance as the main criterion, as well as versions which order 

the units in ascending or descending manner. We also consider the version 

which does not order the units at all. This results in five land unit ordering 

variants – none, Euclidean descending, Euclidean ascending, optimal 

descending and optimal ascending.  

2. The order in which the transports are processed could also be important. We 

propose also ordering them by the time they would need to get to the target 

area, e. g. distance*speed with speed alone being a tiebreaker. Even though 

the transports can fly and their land distance to target should therefore be 

irrelevant, there might be situations in which their land distance from the 

target area could affect the quality of the solution in some way. Therefore we 

will consider the same five ordering variants for transports as in the previous 

enhancement – none, Euclidean descending, Euclidean ascending, optimal 

descending, and optimal ascending. 
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3. This algorithm loads only one unit at a time. If instead we determine all units 

to be loaded by this dropship at once, i.e. continue iterating through units 

until the transport is full and ordering all of them to be loaded, the units 

should be loaded faster, since they will immediately go the dropship. Another 

way this heuristic might affect the outcome is that when loading units 

separately the units higher in the order specified by the unit ordering will be 

distributed evenly amongst the transports when loading. If we load multiple 

units at once the units at the top of the order will be loaded in one transport, 

the second transport would then load the group right below them in the 

ordering etc. Therefore we have two variants of the algorithm, one loading 

one unit at a time and one loading multiple units at once. 

4. If we could estimate how many frames it will take to get all the units to the 

target area, or at least the lower bound of that value, our algorithm could skip 

the units that can get there on foot faster than that and just send them to the 

target location. The transports could also drop loaded units prematurely, 

unloading them within a specific distance from the target location. That 

specific distance should be a distance small enough that the unit should be 

able to get to the target area on foot before the algorithm ends. This would 

free the transport sooner. We estimate this value, the lower bound of the 

estimate of how many frames it will take to get all units to the target area, by 

going through all units, calculating how fast each of them can get to the target 

location and taking the maximum of these values. And to calculate how fast a 

single unit can get to the target area we take the minimum of the time it 

would take to go there on foot and of the time each transport would need to 

pick up the unit and transport it to the target location. Since every land unit 

needs to be in the target location this will surely be a lower estimate than the 

final solution. Therefore we have two different variants, one using these 

estimates and one not using them.  
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5 Testing Methodology 

The previous chapter introduced 4 different enhancements categories for the 

greedy algorithm, resulting in a hundred different variations of the same algorithm. 

To determine how the different algorithms perform in different situations, we will 

run a series of tests. In this chapter we will describe our methodology for these tests. 

5.1 Measured values 

The first and the most important attribute of any tested algorithm is the quality 

of the solutions it finds, i.e. how quickly can it transport the units to their target 

location. However, we will measure that time in frames, not in seconds. In Starcraft 

the speed of units is determined by the framerate – the higher framerate the faster can 

the units move. Which makes this a better criterion than time, since it makes the 

quality of the solutions found independent on the machine used for these tests. 

 The number of frames algorithms need to solve a problem varies greatly 

based on the specific units generated, transports chosen etc. We define a new value, 

score, which we will use to compare algorithm effectiveness across multiple tests. It 

is defined as T*/T, with T* being the lowest number of frames any of the compared 

algorithms needed to solve the test and T being the number of frames the algorithms 

in question needed. Therefore the score will always be a value between 0 and 1. 

The second criterion that might be of interest is the real time spent actually 

computing the solution, which we compute by adding together the time spent on the 

problem in each frame. 

5.2 Testing environment 

The software we developed for testing can be divided into three different 

programs. Here is the high level overview of each of these parts. They will be 

described in more detail in the Appendix A. 

Bot – We need a bot to actually play the game, give orders to units etc. Instead 

of creating our own bot from scratch we took an existing bot called UAlbertaBot3 

and modified it for our needs. We disabled parts which were supposed to actually 

                                                 
3 https://github.com/davechurchill/ualbertabot 
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play the game. Instead we added our own code which can execute a test if given the 

correct parameters from an outside application. It contains the tested algorithm as 

well as all heuristics. The bot is supposed to start on a map with preplaced units and 

end the test when all land units get to the destination.  

PathfinderTester – The outside application which orders our bot through a 

shared memory object. It is responsible for launching Starcraft and telling BWAPI 

which map should be played next. When the map loads our bot tries to find the 

shared memory object and load information about where do the units want to go and 

which algorithm should be used for this test. PathfinderTester is also responsible for 

storing the results and setting the next map to be played after the current one until all 

tests it was supposed to execute have finished. It also stores the replays of each test, 

which might be useful if we ever get some strange results, for example extremely 

long time spent testing. It could show us if the problem is in the algorithm design or 

in the implementation. 

TestGenerator – PathfinderTester needs to get somehow the definitions for the 

tests it is supposed to run. TestGenerator receives high level information about a test 

scenario as an input and generates tests based on that. An example of the high level 

scenario could be: Test on the map Polaris.scx, generate 20 different tests, place  

20-40 random land units from all races on the map, place 2 dropships on the map, set 

one of 6 different given locations randomly as a target and execute each of the 

generated tests by all pathfinding algorithms. The generator than generates 20 

different maps with preplaced units and places the maps in the Starcraft map folder. 

It also generates the individual test definitions for the PathfinderTester. 

All this means that to create a scenario the user needs to: Create a high-level 

scenario as an input for TestGenerator and launch it. When it is done he has to launch 

the Pathfinder tester, which will in turn launch Starcraft, and execute all the 

generated tests one after another. To make this process faster the bot turns of the GUI 

and sets the delay between the frames to zero, resulting in a game running at slightly 

below 1000 frames per second. 
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5.3 Selected maps 

In this section we will introduce the different maps used for testing. We will 

also explain why we have chosen these specific maps. The maps we use are official 

maps released by developers of the game and the first four were previously used for 

competitive matches. Most of the maps have some type of inaccessible terrain (water 

or space) and some type of elevated terrain which can only be accessed by ramps. As 

these maps are large and there is not enough space to show them in detail we have 

highlighted the ramps used for accessing the elevated terrain by white circles. The 

pictures of the maps used in this thesis were all downloaded from the Starcraft 

Wiki[14]. 
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5.3.1 Polaris prime 

Polaris Prime is an official large six player map. The black spaces are 

unpassable, elevated spaces can only be accessed using ramps. In regular games the 

players start in of the large grey tiles. An interesting thing to note is that air units 

have to be used on this map since the starting areas are connected to the rest of the 

map by pieces of land to narrow to cross. We chose this map mainly because it has a 

large continental area which is difficult to navigate from one end to the other due to 

obstacles, such as bridges and elevated areas that can only be accessed by a few 

narrow ramps. And it also has islands, which means we can test both scenarios that 

require transports and scenarios that might benefit from the usage of transport, but do 

not require it.  

 

Figure 1: Polaris Prime Map 
Source: The Starcraft wiki[14]. 
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5.3.2 Lost temple 

Lost temple is another official map, this one is slightly smaller and for four 

players. It is a bit less complex than the previous map, however the map still has 

islands. The elevated areas are perfect for both start and end positions since they are 

large enough to hold many units and can be accessed by a narrow ramp, a bottleneck 

when too many units are involved. These bottleneck should be good for showing the 

effectiveness of transports.  

 

Figure 2: Lost Temple  
Source: The Starcraft wiki[14]. 
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5.3.3 Ashrigo 

Ashrigo is another four player map, this one’s best feature is again its 

bottlenecks. Travelling from the bottom right to top left corner is possible, yet it 

requires the use of narrow ramps, even more so than the previous map. It also has 

islands, which combined with the difficult terrain could make an interesting 

comparison of algorithms that drop their units before reaching their destination and 

those that do not. The black terrain, like the one surrounding the central area, is 

inaccessible.  

 

Figure 3: Ashrigo  
Source: The Starcraft wiki[14]. 
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5.3.4 Rivalry 

Rivalry is a map consisting of many almost isolated areas, some larger and 

some smaller, connected by bridges. This map has many potential starting areas and 

potentials for bottleneck in form of bridges. This means that we could create a map 

on which a very large number of units would start distributed all across the map but 

still have many places where they could get stuck and, if the algorithms do their job 

right, rescued by the dropships. Slightly unfortunate fact is that there are no areas 

inaccessible on foot, but we will test scenarios requiring islands on other maps.  

 

Figure 4: Rivalry  
Source: The Starcraft wiki[14]. 
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5.3.5 Labyrinth 

The last of the official maps used, this map is exactly what one would expect 

from a map named Labyrinth.  

 

Figure 5: Labyrinth  
Source: The Starcraft wiki[14]. 
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Since the algorithms use suboptimal pathfinding methods provided by Starcraft 

itself the units are likely to get lost and find terrible paths to the target location most 

of the time. And the dropships would have the perfect opportunity to save them. 

Then again, algorithms dropping units earlier might be in a disadvantage on this map 

because units dropped earlier might get lost on the way to the target area. Also, this 

map might be perfect for testing the overlords – they are incredibly slow, but maybe 

on this map some slower land units could benefit from using a slow transport going 

the right way instead of wandering through the maze.  

5.4 Terminology 

Scenario means a general specification of a test. It specifies where the preplaced 

units can appear on the map, which kinds of units are allowed, how many land units 

will appear, how many transports will appear (can be random) and how will the 

target location be chosen. Test is a concrete instance of this scenario, usually 

multiple tests will be generated for a single scenario 

Also, in the next section we will often refer to a tested algorithm by some name. 

The basic baseline version of the algorithm with no heuristics enabled will be called 

simply “Greedy”. Other algorithm variants are defined only by the list of identifiers, 

which correspond to the heuristics used by the algorithm. For example, “ML” means 

“Basic Greedy algorithm with heuristic identified by letter ML enabled.”  The 

possible identifiers, grouped by enhancements categories defined in chapter 4, are: 

Unit ordering: If omitted we leave the units in a random order. Identifier 

“unit:Edesc” means that we use the Euclidean descending heuristic for ordering 

units. Other possible heuristics’ identifiers follow the same naming convention: 

“unit:Easc”, “unit:Odesc” and “unit:Oasc”, with unit:Odesc and unit:Oasc referring 

to sorting the units by their optimal distance in the descending or ascending order 

respectively, 

Transport ordering: These have the same possible values as unit orderings, so we 

either omit this identifier and leave transports in a random order or use similar 

values: “transport:Edesc”, ”transport:Easc”, “transport:Odesc” and “transport:Oasc”. 

Multiple unit loading: If omitted we load the units one by one, if loading 

multiple units at once we use the identifier “ML”. 
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Minimal frames to end estimate: If omitted we do not use it, if used we add the 

identifier “MFTE” 

Therefore a possible version of the algorithm could be “Greedy units:Odesc 

transport:Easc MFTE”, which means “The greedy algorithm variant which orders the 

units by the optimal land distance to the target area in the descending order, orders 

the transports by the Euclidean distance to target in the ascending order, which loads 

units one by one and which uses the heuristics based on estimating the minimum 

number of frames until the end.” 

5.5 Test Scenarios 

We have created a set of common scenarios for testing the basic capabilities of 

algorithms, without using any edge cases. Since these will be used quite often in the 

next chapter, we define them here. We will refer to these scenarios later by the short 

name in parentheses: 

1. Polaris prime, across the continent (PPC) - In this test the units are supposed 

to move across the continent. Since the map is symmetrical and we want the 

units to have to traverse at least some distance they all start in the bottom 

half of the map and have to get to the top area of the map. 

2. Polaris prime, across the continent, two groups (PPC2) – The units are 

randomly placed in both the top center and bottom center area and have to 

reach the middle of the map. 

3. Polaris prime, from islands to the continent (PPIC) – The units start on one 

of the two bottom islands and have to reach the top center area of the map. 

4. Polaris prime, from the continent to an island (PPCI) – The units are 

randomly distributed across the continent and have to reach a specific island. 

5. Lost temple, elevated platforms with ramps (LI) – The units start at one of 

the elevated platforms and need to reach the other one. 

6. Ashrigo, an elevated platform to an elevated platform (ASH) – The units 

start at the bottom right elevated platform and have to reach the top left 

corner of the map. 

7. Rivalry, units spread across half the map (RIV) – We split the map 

diagonally to create two symmetrical parts. All the randomly units are placed 

in one part and have to reach the farthest corner of the other half 
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8. Labyrinth, bottom right to top left (LAB) – The units are placed in the 

bottom right area and have to reach the top left one, navigating the labyrinth.  

6 Results 

6.1 Preliminary tests for all algorithms 

There are a hundred different algorithms to test and to reduce the impact of 

chance, each algorithm must be tested many times in a single scenario. Therefore, to 

reduce the time spent testing, we first ran a simple set of tests, three different 

scenarios, each with 2 individual tests. These provide some rudimentary insights into 

how the algorithms perform and will guide us when designing the other tests. All of 

these take place on the Polaris Prime map, the land units can be all land units of all 

races and the type of transportation unit used is a dropship. 

Unfortunately we do not have the space to show multiple hundred row tables, 

so we will only describe what relevant information we have learned in plain language 

(raw data with complete results are on the enclosed disk). In the following sections 

we present the individual scenarios and present our observations. 

6.1.1 From the continent to an island 

In this scenario the units start in the bottom center base and need to reach the top 

left corner of the map, which is on an island. The units are expected to move closer 

to the island while the transport picks the units up and moves them over the chasm. 

There were several interesting things about the results: The results of the top 20 

algorithms were similar enough that the deciding factor might have been the 

randomness of the underlying Starcraft pathfinding algorithms. Still, some trends 

were observed - the results are better for unit:Odesc and unit:Edesc variants, i.e. the 

slowest units first, though in this case the exact heuristic used for that ordering is not 

as important. Transport ordering seems unimportant in this scenario, as well as 

enabling the MFTE heuristic. The last observation is not surprising, unloading units 

early is almost impossible for small islands and since the island is inaccessible on 

foot the units can never decide that they can get to the target location faster on foot. 

Also the ML heuristic seems to be beneficial, the top 20 algorithms in both tests had 

ML enabled. 
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6.1.2 Moving across the continent 

Here the units start in the bottom center base and have to get to the top center 

area of the map. And in this scenario the descending unit orderings dominate – top 

40 algorithms in both tests ordered units in some descending order. Note that there 

are only 40 different algorithms which order units in a descending order. On the 

other the hand, there is nothing to say about unit:Easc and unit:Oasc – random order 

of the units is sometimes better, sometimes worse. Transport ordering still looks 

irrelevant. Curiously enough, although the MFTE heuristic should be used a lot in 

this algorithm there are no definitive patterns here – sometimes it is better, 

sometimes it is worse. As for the ML heuristic – the algorithms with this heuristic are 

slightly better, but it is nowhere near as definitive. In the first test the best algorithm 

without this heuristic was approximately 14% slower than the best one and was the 

16th fastest overall. 

6.1.3 From an island to the continent 

The units try to get from the bottom right corner to the top center base. Some 

trends are clear here – MFTE heuristic almost always provides better results, ML 

heuristic tends to do the same, but not all the time, similarly to the first scenario. 

Also in one test the ascending orderings fared somewhat better than the descending 

ones, though in the other one the descending orderings were again somewhat better, 

although in this case it was not as clear as in the previous scenarios. And finally, the 

order of transports still seems to be irrelevant. 

6.1.4 Preliminary tests conclusions 

From these three scenarios we should select the best algorithms to be tested and 

compared with the baseline algorithm. It seems that there are two trends present: 

1. ML heuristic is always better or not important, never worse. 

2. The order of transports is irrelevant. 

If we can confirm these observations we will be able to ignore the transport 

ordering and always allow ML. We will only have to compare the heuristics which 

sometimes improved the algorithm and sometimes did not – the 5 different ways to 

order units and using or not the minimal number of frames to end heuristic, resulting 

in 10 different algorithms to be tested against the baseline algorithm. 
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6.2 Testing the transport ordering heuristic 

We think that it might be possible that the order in which we cycle through 

transports does not matter. It would make sense, after all the transports order is 

important only if multiple transports are loading in a single frame, which does not 

happen often, except when the algorithm starts or if there is a very large amount of 

transports available. Also, the probability of multiple transports loading in a single 

frame increases if ML is disabled. Therefore to limit the number of tests we will not 

care about MFTE and the unit ordering heuristic. We choose to order using 

unit:Odesc and to enable MFTE The results will be divided into two groups based on 

the usage of the ML heuristic. Our hypothesis is that the performance of the different 

algorithms in each of these groups should be comparable.   

We will use the scenarios described in the previous chapter. For each of these 

scenarios we will generate 10 different tests. And each of those tests will be executed 

10 times for each of the ten algorithms compared. Finally, since our goal is to test the 

transport order we will generate more units than in the previous scenarios and more 

transports. And we will allow only two kinds of transports – dropships and shuttles. 

We present the total scores of each algorithm in each tested scenario, as well as 

the sum of all scores all together. We omit unit:Odesc from the algorithm names, for 

it is always enabled, as well as MFTE for the same reason. We also omit the “trans:” 

part of the transport heuristic identifier, since no other ordering is being used. Table 

1 shows the results of algorithms with ML disabled, Table 2 shows the results of the 

algorithms with ML enabled. 

 The entries in the table are the average score of an algorithm, the higher the 

better, 100% corresponding to the best algorithm.  

Looking at these averages it would seem that our original hypothesis was 

correct. If we compare the results of the algorithms in the same table, the difference 

between the best and the worst algorithm from the same group in the same scenario 

is usually around 5%. And only in rare cases are these differences greater than 10% 

difference per test. And while this might be considered a significant difference, when 

we examined replays of the tests where the performance difference was the most 
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noticeable, we came to the conclusion that even these differences should be 

attributed to random chance. 

The order in which the transports are processed determines which units will be 

loaded initially into which transports, and in the cases with bad performance the first 

units to be loaded were on the opposite side of the map than the transport. And when 

the performance was better the transports started right next to the units which were to 

be loaded. So even the larger, though still small, differences in performance were 

caused mostly by chance.  

While it is not the focus of these tests, the differences between the results in each 

group suggest that our second observation is not true, since the ML heuristic 

algorithms sometimes perform quite poorly compared to the versions without ML. 

Scenario Easc Edesc MFTE Oasc Odesc 

PPC 88.64% 88.35% 83.70% 83.16% 86.03% 

PPC2 94.83% 88.50% 91.88% 92.63% 86.82% 

PPIC 93.98% 93.84% 92.94% 91.42% 90.52% 

PPCI 94.34% 95.14% 96.36% 96.06% 95.57% 

LI 85.23% 84.59% 84.11% 88.05% 84.88% 

ASH 91.65% 85.73% 86.92% 84.94% 86.30% 

RIV 98.23% 90.67% 92.31% 95.72% 93.14% 

LAB 80.48% 70.66% 80.15% 79.95% 78.05% 

All 90.92% 87.19% 88.54% 88.99% 87.67% 

Table 1: Transport heuristics without ML comparison 

 

Scenario Easc ML 

 

Edesc ML ML 

 

Oasc ML Odesc ML  

PPC 82.80% 89.89% 86.04% 87.06% 88.52% 

PPC2 73.02% 65.89% 69.94% 74.55% 70.39% 

PPIC 79.47% 84.31% 79.68% 80.13% 84.30% 

PPCI 88.22% 86.38% 88.12% 89.63% 87.44% 

LI 93.08% 95.70% 92.74% 95.16% 95.69% 

ASH 90.46% 93.03% 94.33% 91.27% 91.15% 

RIV 86.23% 90.22% 87.06% 90.19% 88.51% 

LAB 83.74% 86.87% 91.62% 89.52% 88.59% 

All 84.63% 86.54% 86.19% 87.19% 86.83% 

Table 2: Transport heuristics with ML comparison 
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6.3 Testing the multiple unit loading heuristic 

The preliminary tests suggested that the ML heuristic should always be enabled. 

However, as we have seen in the previous section that is probably not the case. Even 

so, we will run the tests to see why there is a difference between what the 

preliminary tests suggested and what seems to be true. We will always enable the 

MFTE heuristic, since it should not affect how the units are loaded. Since the 

previous chapter suggested that the transport order does not matter, we will not order 

the transports at all. We will obviously test both with ML enabled and disabled, as 

well as with all possible unit orderings. The original observation was that when 

comparing an algorithm with ML on and off, the one with ML enabled will always 

be better.  

As in the previous tests the raw results are on the disk. In Table 3 are the results 

in the same format as the previous tests’ results, omitting the heuristics which are 

always the same and this time omitting “unit:” before unit heuristic definition since 

the transport heuristic is always the same. 

It would seem that our original observation was not entirely wrong. The ML 

heuristic either does not make a difference or makes the algorithm noticeably better 

in almost all scenarios, with the exception of scenarios PPC2 and PPIC. These 

scenarios have one thing in common – the units start far apart, in case of scenario 

PPIC they are on two different islands, in scenario PPC2 they are everywhere except 

in the middle of the map. Also, while differences in scenario PPC2 seem extreme, 

that is because these tests finish extremely quickly, usually the best algorithms finish 

in 1500 frames (that would be around a minute in a normal game). From replays it 

would seem that the problem is that since all units are commanded to get loaded at 

once, units which are far away would be better of going to target on foot. This means 

that when the solution is fast it is often faster to go on foot to the target area than 

going to the transport and getting loaded. However, if this were true this problem 

should also be present in scenario RIV, the Rivalry map, since the solutions there are 

also extremely fast. In any event we cannot conclusively say anything about this 

heuristic, so it will be used in the main tests. Hopefully we will gain more insight 

about this heuristic there. 
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Scenario Easc Easc ML Edesc Edesc ML Greedy ML Oasc Oasc ML Odesc Odesc ML 

PPC 68.33% 74.93% 89.67% 94.43% 74.50% 77.48% 64.34% 73.19% 86.35% 92.30% 

PPC2 74.74% 73.75% 94.48% 76.33% 78.37% 76.10% 75.57% 68.73% 95.59% 74.52% 

PPIC 89.48% 90.69% 88.73% 83.44% 81.36% 80.86% 93.40% 92.47% 90.56% 78.95% 

PPCI 79.73% 81.78% 94.95% 91.58% 83.61% 84.54% 77.05% 78.06% 93.39% 88.63% 

LI 68.32% 78.51% 89.96% 93.94% 74.80% 75.69% 68.71% 74.62% 86.61% 95.89% 

ASH 72.46% 79.56% 87.67% 95.80% 75.62% 84.23% 72.06% 78.33% 86.87% 98.02% 

RIV 65.77% 72.96% 94.60% 93.45% 80.09% 79.78% 69.18% 73.59% 96.96% 95.25% 

LAB 46.98% 56.83% 86.33% 88.88% 65.07% 68.00% 51.37% 61.91% 83.18% 94.14% 

All 70.73% 76.12% 90.80% 89.73% 76.68% 78.34% 71.46% 75.11% 89.94% 89.71% 

Table 3: ML heuristics comparison 
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6.4 Main tests 

Since we were not able to say anything conclusive about the ML heuristic, we 

will have to test it as well. We have chosen the trans:Easc as the transport heuristic 

we are going to test. Previous results indicate that they should all have similar 

performance, so it should not matter. Therefore we have 21 different algorithms: 5 

different unit:X heuristics, ML disabled or enabled and MFTE enabled or disabled. 

Which is 5*2*2 = 20 tested algorithms, plus the baseline algorithm. We will test the 

common scenarios, plus we will add a scenario similar to scenario PPIC, except with 

all units starting on one island. This should help us determine whether units starting 

far away have any effect on the pathfinding performance. We will call this scenario 

PPIC2 

The format of the results is similar to the first test results, except the rows in 

these tables correspond to the different algorithms and columns to tested scenarios, 

because there are more tested algorithms here.. We also omit the trans:Easc modifier 

in the transport name, since it is present in every single algorithm except the 

baseline. The baseline is the first algorithm underlined with bold line, i.e. greedy 

algorithm with no heuristics enabled. We have also bolded the best result in each 

scenario, or underlined in the case of the last, already bolded, column, though any 

results above 90% can be considered extremely good. The results of the tests can be 

found in the table 4. 

The most obvious way to compare the algorithms would be using the average 

performance across all algorithms, i.e. the data from the last column. While this is a 

useful metric it does not tell us how the algorithms perform in different scenarios.  

The first apparent thing is that the order in which the units are loaded has 

usually the greatest effect on the quality of the solution. Moreover, the ascending 

orderings were almost never better than the descending ones and were often worse 

than completely random orderings. This makes sense, as you save more time when a 

fast transport is used to carry slow units. However, there is one very noticeable 

exception – the scenario PPIC2, in which units are travelling from an island to the 

opposite side of a nearby continent. The ascending orderings, both Euclidean and the 

optimal land distance heuristics, were much better than the other algorithms by far. 

Again, it is quite evident why – fast units were dropped earlier, freeing the transport 
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sooner and letting it to return back to the island for other units. Similar trend was 

noticeable in the scenario PPIC, but it was not so strong, probably because the 

transports also spent a lot more time travelling between the islands and therefore the 

time saved by dropping units did not have large enough impact. 

The second thing we can deduct from the data is there is very little difference 

between the performance of Euclidean and optimal land distance versions of a 

heuristics, both for ascending and descending orderings.   

As for the ML heuristic, the effectiveness of this heuristic in scenario 9, as well 

as its ineffectiveness in scenarios PPC2 and PPIC prove our updated observations 

from the previous section, i.e. that this heuristic is always beneficial unless the units 

start far apart. Larger number of tests also displayed this behavior on the Rivalry 

map, the only other scenario where the units start usually far apart.  

The MFTE heuristic has mixed results. When it is useful it greatly improves 

the quality of the algorithm, when not it is usually a liability. This heuristic definitely 

improves performance when the transports are necessary, i.e. when the unit start on a 

different island or a continent than the target area. However, if the target area is too 

small, unloading units early has no effect. This heuristic also proved to be effective 

when there were narrow areas along the way where units would get stuck, most 

noticeably in the scenario ASH, the Ashrigo map. However, sometimes it would also 

reduce the performance considerably, most noticeably on the Labyrinth map, 

scenario RIV. Replays shown the greatest problem – the transports do not unload the 

units immediately when ordered, which resulted in transports unloading the units on 

one of the walls of the labyrinth, forcing the unit to wait until rescued. Which 

suggests that this is an implementation problem that could be fixed by transports 

stopping when unloading. This fix would on the other hand reduce the performance 

in the situations where this problem is not encountered. 

We should also mention how good our algorithms were compared to the 

baseline algorithm. The algorithms which ordered units in a descending order were 

almost always better and there always was at least one version of the algorithm better 

than the baseline. The exceptions, the situations when our algorithms were worse, 

were mostly the algorithms from scenario PPC2 failing because of the multiple unit 

loading heuristic. 



34 

 

We have not mentioned anywhere how fast do the algorithms run. The highest 

amount of time spent purely on the pathfinding algorithm across all tests was 

6.89882 μs and it did not vary much between different algorithms. 
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Algorithm tested PPC PPC2 PPIC PPCI LI ASH RIV LAB PPIC2 All 

Greedy (baseline) 75.32% 81.64% 81.91% 84.44% 67.81% 72.74% 74.73% 64.30% 64.28% 74.13% 

Greedy unit:Easc  65.79% 74.32% 78.48% 83.92% 59.87% 59.69% 64.16% 57.57% 61.28% 67.23% 

Greedy unit:Easc MFTE 65.39% 70.93% 87.99% 83.93% 66.02% 68.16% 66.52% 39.72% 76.43% 69.45% 

Greedy unit:Easc ML 70.06% 68.93% 75.89% 81.49% 64.97% 68.10% 63.39% 59.71% 69.66% 69.13% 

Greedy unit:Easc ML MFTE 69.50% 69.56% 88.38% 82.10% 75.32% 78.65% 74.52% 43.06% 96.04% 75.24% 

Greedy unit:Edesc 91.63% 91.63% 79.56% 92.01% 83.53% 90.16% 94.94% 96.83% 62.75% 87.00% 

Greedy unit:Edesc MFTE 83.85% 91.40% 84.90% 92.29% 85.52% 90.85% 95.76% 69.98% 81.96% 86.28% 

Greedy unit:Edesc ML 92.35% 72.54% 68.60% 89.08% 92.23% 96.99% 91.80% 95.04% 69.65% 85.36% 

Greedy unit:Edesc ML MFTE 83.91% 73.30% 75.69% 90.84% 91.53% 92.17% 90.78% 79.23% 87.93% 85.04% 

Greedy trans:Easc 76.81% 77.79% 78.34% 85.56% 70.29% 70.24% 72.46% 64.47% 63.28% 73.25% 

Greedy MFTE 70.27% 76.21% 81.79% 83.89% 69.39% 76.66% 77.29% 52.33% 62.55% 72.27% 

Greedy ML 73.59% 68.53% 70.89% 83.16% 75.03% 74.37% 74.88% 63.90% 68.99% 72.59% 

Greedy ML MFTE 71.74% 70.24% 78.31% 81.03% 77.74% 80.94% 80.65% 53.55% 73.96% 74.24% 

Greedy unit:Oasc  66.71% 71.94% 76.25% 79.33% 61.20% 59.43% 63.22% 57.69% 63.45% 66.58% 

Greedy unit:Oasc MFTE 62.68% 67.48% 89.28% 78.06% 62.45% 69.15% 64.93% 40.15% 75.52% 67.74% 

Greedy unit:Oasc ML 70.13% 68.07% 71.21% 79.44% 65.15% 66.11% 66.16% 59.30% 68.89% 68.27% 

Greedy unit:Oasc MFTE ML 72.32% 66.44% 81.14% 78.46% 75.62% 78.35% 73.12% 45.12% 96.85% 74.16% 

Greedy unit:Odesc  90.92% 96.10% 81.13% 92.48% 80.64% 90.77% 92.60% 97.08% 63.26% 87.22% 

Greedy unit:Odesc MFTE 85.38% 89.40% 86.78% 94.46% 89.26% 89.87% 97.72% 67.24% 82.89% 87.00% 

Greedy unit:Odesc ML 93.18% 76.20% 67.55% 90.44% 94.07% 96.81% 89.39% 93.78% 68.91% 85.59% 

Greedy unit:Odesc ML MFTE 86.89% 72.69% 75.31% 89.45% 93.19% 92.28% 88.24% 76.17% 85.58% 84.42% 

Table 4: Main tests results. 
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7 Discussion 

In this chapter we will discuss the designed heuristics and how could they be 

used to create the best possible algorithm and its advantages over the existing 

solutions. We will also discuss the possible future work in this area.  

First we should mention that our heuristic was designed to make changing 

heuristics at runtime as easy as possible. Which means that we do not necessarily 

have to come up with a set of heuristics which are always beneficial. 

Our algorithm would definitely use the unit:Odesc heuristic, this was almost 

always the best approach to solve the problems. And even when it was not the 

difference was usually not too great. Alternatively, our algorithm could also see if the 

situation it is presented with is one of the few specific situation where unit:Oasc is 

the best heuristic to use. These situations are those when units start on islands they 

cannot leave. 

If we wanted a simple algorithm that would always be definitely better than the 

currently used solution, we would stop here. Just using unit:Odesc gives almost 

always better results and only rarely comparable results as the baseline algorithm. 

The transport ordering heuristic is irrelevant so we don’t consider it at all. And the 

other two heuristics sometimes significantly worsen the quality of the algorithm. 

However, let us discuss how we could use these heuristics effectively. The first 

one of the two heuristics is ML. This heuristic drastically reduces the quality of the 

solutions when the units start too far apart. This means that we can use this heuristic 

and disable it if the units don’t start close together, for example in the same base. 

The last considered heuristic is MFTE. Similarly to the ascending orderings this 

heuristics excels when the units start on an island, which means that if we detect that 

situation we would enable this heuristic. 

As the goal of this thesis is to design, implement and test an algorithm, the 

solution we propose is the algorithm using only the unit:Odesc heuristic. 

Incidentally, that is also the algorithm with the greatest total score in the main test. 

However we also see that a better algorithm could be easily created. It would more 

complex, using the unit:Odesc and ML heuristics by default, however whenever the 
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pathfinding plan would be required this algorithm would check if the units start on a 

small island or if they are far apart. If they started on an island the unit ordering 

heuristic would change to unit:Oasc and turn on MFTE. If the units started to far 

apart the ML would be turned off. Even though we have not implemented and tested 

this algorithm, we claim that it would probably be better than the one we are actually 

using as our candidate. 

Finally we should also mention that our heuristics, and by extension both 

proposed algorithm, work extremely fast and do not preprocess anything, making this 

algorithm a very good choice for pathfinding when we anticipate that we might need 

to recalculate the path often, for example when we encounter enemy units. 

7.1 Future work 

The first most obvious way to follow up on this this thesis would be to 

implement and test the algorithm we just defined at the end of the previous section. 

Besides that, we also wonder whether it is possible or not to improve the greedy 

algorithm further. We believe it is. Loading multiple units at once could be much 

more efficient, it is essentially a problem of visiting several points on a map as 

quickly as possible while trying to end the loading as close as possible to the target 

area. And in this thesis we solve it by ordering every unit to follow the transport 

while the transport loads the units one by one. A better solution might even detect 

when loading is counterproductive and stop loading the units in question, thereby 

eliminating the need to conditionally disable ML. 

Similarly the greatest problem with the MFTE could be solved by transports 

following the path land units could take when unloading, since the quality drop 

happened when the transports accidentally unloaded a unit in a wrong place because 

the unload order was processed later than it should have. Travelling above valid land 

paths when unloading would eliminate this issue. 

Another problem our solution has is that the units are loaded solely based on 

their distance from the target, their position relative to the transport is not taken into 

account at all. Which means that if we were trying to get the units on the Polaris 

Prime map from all starting positions to the center our transport would often fly from 

one end of the another while loading, which is definitely inefficient. However we 
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also cannot load units solely on their distance from transport, since the most effective 

solutions were the ones loading primarily slow units. An effective solution to this 

problem might also allow us to keep ML perpetually enabled. 

Our proposed algorithm would also need a lot of work to be modified to work in 

a real Starcraft AI. This was described in detail in chapter 3, but quite simply the 

algorithm would have to use threat-aware heuristics and pathfinding algorithms. 

We could also use a different approach than a greedy algorithm. For example, 

instead of a specific order of units we could try to search a state space containing all 

possible ways to order units and load. We could also consider dropping units in other 

places than the target location or nearby areas, leaving them to walk to the next place 

where they will be picked up. This would result in a much more complex algorithm 

which would need much longer to compute the pathfinding plan, reducing its 

usefulness for the Starcraft AIs, especially considering the fact that the underlying 

threat-aware heuristics would probably by quite complex themselves and would 

require frequent re-calculation of already computed plans.  
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Conclusion 

 In this thesis we explored the multi-agent pathfinding with aerial transports 

problem. We designed several heuristics which aimed to improve the algorithm 

currently used by the best AIs currently used in the RTS game Starcraft: Brood War. 

We also created an environment in which we could test algorithms which use 

different combinations of these heuristics and compare their effectiveness. From 

these tests we have chosen the algorithm with best results of all as the proposed 

solution to the problem. Not only did this algorithm find consistently better solution 

than the algorithm currently used, it did so without a noticeable decrease in 

performance. Even though the algorithm cannot be used by real Starcraft AIs as it is, 

since real AIs have to take criteria other than speed into the account, we are 

confident that our algorithm could be modified to be used in competitive Starcraft 

bots.  
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Appendix A – Code documentation 

 In this chapter we will describe in detail how we implemented both the 

algorithms tested in this thesis and the testing environment itself. 

Third party software 

We use several third party libraries and applications in our software which can be 

either found on the DVD or which can be bought from regular game stores: 

1. BWAPI 3.7.44 – An API used for developing Starcraft AIs. It is available on 

the DVD, its license can be found in the file “COPYING” in the directory 

containing the API. 

2. UAlbertaBot5 – Serves as a base for our bots which will actually run the tests. 

The license for the bot can be found in the “starcraft-transports” folder, in the 

file UAlbertaBotLicense. 

3. Boost Library 1.536 – An API providing various important functions not 

provided by the STL library. The library is located on the DVD, the license is 

in the API folder in the file LICENSE_1_0.txt 

4. Starcraft: Brood War7 – A commercial game used to test our algorithms. It 

cannot be distributed with this thesis and needs to be purchased. 

5. An SHA encryption software written by Michael D. Leonhard8. Used in test 

generation, distributed under the license contained in the file 

SHAEncryptionLicense in the src\starcraft-transports directory.  

6. LMPQ API9 – An API for manipulating map files, used when generating 

tests. The license is at the top of the header file src\starcraft-transports\ 

TestGenerator\VisualStudio\TestGenerator\include\lmpqapi.h 

                                                 
4 https://github.com/bwapi/bwapi 
5 https://github.com/davechurchill/ualbertabot/tree/master/UAlbertaBot 
6 http://www.boost.org/ 
7 http://us.blizzard.com/en-us/games/sc/ 
8 https://github.com/abahdanovich/sha1/tree/master/cpp-2 
9 http://lelmpq.chat.ru/ 
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Requirements 

 The application requires the user to own a copy of the game Starcraft and its 

expansion pack Starcraft: Brood War. It was also only tested on the Windows 8.1 

x64 operating system. Although it is possible that the application might work on 

some other Windows operating systems, we have not tested it. Linux or Mac 

operating systems are not supported. To install libraries from the DVD you also need 

some zip extraction program, for example 7-zip10. 

Installation Instructions 

Here are instructions on how to set the precompiled test scenarios.  

1. Install Starcraft: Brood War and update it to the latest version. 

2. Install BWAPI, located in the BWAPI folder on the DVD. Extract the archive 

and follow the instructions in the readme file in the extracted folder. 

3. Copy the contents of the bin/Starcraft folder on the DVD to the Starcraft 

folder. 

4. Set the STARCRAFT_DIR environment variable so it points to the Starcraft 

folder, e.g. “C:\Program Files (x86)\Starcraft”. 

5. Copy the rest of the bin directory somewhere on your computer. 

6. Run any of the bin/PathfinderTester/PathfinderTester.X.exe files to run a set 

of generated tests. These are the tests as they were run when evaluating 

algorithms. If you want to see what is actually happening you need a slowed 

down version of the bot. Navigate to the bwapi-data\AI\Transports folder in 

the Starcraft directory, rename UAlbertaBot.dll to something else, for 

example UAlbertaBot.old.dll. After that you need to rename the 

UAlbertaBot.demonstration.dll to UAlbertaBot.dll. 

7. ChaosLauncher should start when PathfinderTester.X.exe is called. Select the 

“BWAPI INJECTOR (1.16.1) RELEASE” plugin in the left panel. After that 

navigate to the Settings tab and check the option “Run Starcraft on Startup”. 

Also, check that the InstallPath in the right panel is correct. Then press the 

Start button in the lower left corner. 

                                                 
10 http://www.7-zip.org/ 
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If you want to see how are the tests generated the bin/TestGenerator contains the 

exe files for that. However, they need some dlls from specific Starcraft version to 

function, so if you want to try it you need to first get them – follow steps 1,2 and 12 

of the development setup instructions (next section), but instead of copying the dlls 

to the “starcraft-transports\TestGenerator\VisualStudio\TestGenerator\Debug” 

folder, copy them to the “bin/TestGenerator” directory. 

Development Environment Setup Instructions 

Here are the instructions on what needs to be done for our library to compile. All this 

needs to be done in order to test the TestGenerator’s functionality, since the tests are 

compiled directly into the PathfinderTester.exe file. 

1. Install Starcraft: Brood War and update it to the 1.07 version. We need some 

files from this version. And even though the patch is no longer available on 

the official site it can be found on third party websites. 

2. Backup the staredit.exe and storm.dll files from the Starcraft folder. 

3. Update Starcraft: Brood War to the latest version. 

4. Install BWAPI. It is located in the “bwapi” folder on the DVD. Extract the 

file there and follow the installation instructions in the readme file. 

5. Install the Boost Library 1.53, included on the DVD (other versions might 

work, but were not tested). It is in the “boost” folder. Follow the instructions 

in the INSTALL file in that directory. 

6. Set up a few environment variables in Windows. STARCRAFT_DIR should 

point to the Starcraft directory, e.g. “C:\Program Files (x86)\Starcraft”. 

BOOST_DIR should point to the boost directory. And BWAPI_DIR should 

point in the folder where the BWAPI is installed.  

7. Install the Microsoft Visual Studio if not already installed. We developed the 

software using Microsoft Visual Studio Enterprise 2015 RC, though other 

versions might also work. 

8. Copy the src/starcraft-transports directory from the DVD somewhere on your 

computer. 

9. Open the solution file “starcraft-transports\UAlbertaBot\VisualStudio\ 

PathfindingTesting.sln” as an administrator. Do not upgrade the compiler 

versions when prompted. 
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10. Try to build the solution. If an error appears saying you do not have the 

proper compiler installed, go the step 11. Otherwise go to step 12. 

11. Close the solution. We need to install the Microsoft Visual Studio 2008 C++ 

toolset. It should be enough to install Microsoft Visual C++ Express 2008, 

though sometimes that does not work and Microsoft Visual C++ Express 

2010 has to be installed instead. Try to install the first one and then the other 

one. Then repeat steps 9 and 10. It should work and the error message about 

the missing compiler should disappear when building. 

12. The project should build correctly now if the instructions were followed 

correctly. However the TestGenerator will still fail to start, since it is missing 

the libraries we backed up in step 2. Rename the backed up StarEdit.exe file 

to staredit.dll and copy both files to the folder “starcraft-

transports\TestGenerator\VisualStudio\TestGenerator\Debug”. Also, copy 

those same files to the “starcraft-transports\TestGenerator\VisualStudio\ 

TestGenerator\dll” folder and run the setup.bat file in that folder. 

13. Now try building and running the TestGenerator in debug mode. Everything 

should work now. All parts of the solution except the TestGenerator work 

both in release and debug configurations, the TestGenerator is the only part 

that has problems in the release configuration.  

14. The bot gets compiled into the correct folder automatically upon building. To 

try testing generate some tests using the TestGenerator, recompile the 

Pathfinder and launch it. The tests in the TestGenerator are specified in the 

code, so read the rest of the documentation to learn how you can specify 

them. 

15. Check the step 7 of the installation instructions to learn how to setup 

Chaoslauncher when it starts. 

Overall Solution Structure 

 Our testing solution is divided into three parts – TestGenerator, 

PathfinderTester and UAlbertaBot/TransportPathfinding, which do the following: 

 TestGenerator – contains classes and methods for generating tests. The user 

creates test scenario specifications and then launches the program. The program then 

generates the tests specified by the user with some randomized elements. The output 
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consists of multiple generated map files, generated by adding units to existing maps, 

and a Tester.Generated.cpp file, which is later compiled into the PathfinderTester 

and specifies which tests should be executed the next time the PathfinderTester is 

launched, their location on the disk and the target area for the units. 

 PathfinderTester – When launched the app prepares the first test and then 

launches the Chaoslauncher, which is an application distributed with the BWAPI 

responsible for injecting the BWAPI into Starcraft. It also creates two shared 

memory objects used for communicating with the UAlbertaBot, both to pass on the 

information about the next test and to allow UAlbertaBot to send messages to the 

PathfinderTester. The PathfinderTester prints all received messages to the console. 

Some messages also have some other meaning, like notifying the PathfinderTester 

that it should prepare the next test to be played. The PathfinderTester also saves all 

results into separate files for each test. It also changes the bwapi.ini file regularly to 

specify which map should be played next and where the replays of the tests should be 

stored.  

 UAlbertaBot/TransportPathfinding – These are two projects compiled into 

one DLL. UAlbertaBot is the bot playing the game, though we modified it 

significantly – we disabled most of the decision making methods and added two 

classes, TestingCommander and TestingSettings, which can get the parameters for 

the current test from the PathfinderTester, create the appropriate pathfinding class 

and call Update on that class every frame until all units are where they are supposed 

to be. These two classes also send messages to the PathfinderTester about the 

progress and results of the test. The TransportPathfinding project contains the tested 

algorithm and all classes implementing the tested heuristics.  

 The other projects which are part of the solution are part of the UAlbertaBot 

and are not used by us. 

TestGenerator Documentation 

 To completely understand this project it is necessary to first learn how the 

LMPQ API works (described here11 in detail) and how the map files are structured 

                                                 
11 http://sfsrealm.hopto.org/inside_mopaq/chapter4.htm 
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internally (described here12).  But it is only necessary if you want to understand the 

process of generating maps. 

Workflow of the program 

 The main method first creates the UsedTestDefinitions class, which 

contains methods for generating all the tests used in this thesis, as well as several 

other helper methods. Then it calls the Init method on that class and after that it the 

method appropriate for the tests to be generated. 

 The UsedTestDefinitions::Init method initializes random seeds, 

the LMPQ API and the path to Starcraft based on the STARCRAFT_DIR 

environment variable. It also initializes the unit templates, which will be necessary 

when generating maps. 

 Each test generating method follows the same pattern. They first initialize 

random seeds for classes used specifically by these tests. Then they write the header 

for the generated source file used by the PathfinderTester application, which is 

mostly boilerplate code. After this the method writes the list of all pathfinding 

algorithms which should be tested on the generated maps into that source file. The 

next step is the generation of tests themselves, which is a process that will be 

described later on in more detail. The last steps our algorithm needs to take is to 

write the footer of the generated source file for the PathfinderTester and copy the 

resulting source file to the location where the PathfinderTester project expects to find 

it – in the folder containing its source file, named Tester.Generated.cpp. 

Scenario specification 

Test generating methods usually generate tests for multiple scenarios. Each 

scenario corresponds to a single instance of the TestTemplate class. The 

TestTemplate class requires multiple arguments to work correctly. 

Most arguments are specified in templates, but the most important one is 

passed to the TestTemplate in the constructor, which is an instance of the 

MapDefinition class. This class contains the path to the map file which serves as 

the base for the generated tests, the width and height of the map and one or more 

                                                 
12 http://www.staredit.net/wiki/index.php/Scenario.chk 
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possibly overlapping rectangles specifying the areas on the map where units can be 

placed. Note that these rectangles do not have to cover all land mass on the map, they 

can cover only the areas where the units are supposed to spawn in this test. 

Next the algorithm needs to know how many units it should spawn and what 

kinds of units they are supposed to be. This information is passed to the 

TestTemplate as the first template parameter. In all our tests the only class we 

ever use for this purpose is a specialization of the template class 

RandomUnitPlacementPolicy. This class generates units at random positions 

on the map it will later receive. It takes 6 integer parameters. The first two integers 

are used to specify allowed kinds of land and transport units respectively using flags 

specified in the UnitTemplates class. The next two integers specify the lower 

and upper bound of the number of land units for a single test, the latter two specify 

the same bounds for the number of transport units.  

The algorithm also needs to know where the target of the test should be – this 

variable was set to a static value in all our scenarios by using a specialized version of 

the template class StaticTargetPolicy. This policy requires three parameters: 

x, y and radius, specifying the center and the radius of the circular target area. 

The next argument is a policy which specifies how the test generator should 

output the information about generated tests necessary for testing. This parameter is 

always the same – StandardTestSourceOutput, which outputs all 

information into the Tester.Generated.cpp file eventually used by the 

PathfinderTester. 

The last parameter is a bool variable which specifies whether the transports 

should spawn in the same areas where the land units are spawned. If set to false the 

transports can spawn anywhere on the map, otherwise the transports are limited to 

the same rectangles as land units. 

Test generation 

 Once all the arguments are set the GenerateTests method on the 

TestTemplate class instance can be called to actually generate the tests. This 

method takes several variables as an input – path to the folder in which the generated 

tests should be placed, number of the tests to generate, stream containing the 
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Tester.Generated.cpp file in which specifications of the tests should be written and 

the path to the Starcraft folder. 

 This method when called first opens the map to be modified. The map is 

actually an MPQ archive, which contains a text file called “listfile” in the root folder 

of the archive, which contains the list of all other files in the archive. Since all the 

maps we use and which we aim to generate have the same structure, they should just 

contain a single file called “scenario.chk” in a folder called “staredit”, we save the 

listfile to memory so we can later copy it into to the archives of generated maps. We 

also read the first line of the file to memory, since that line specifies the path to the 

map. While we have just claimed that the file we are interested in should be always 

in the same place, this is safer than relying on that fact. 

 Once the listfile is loaded we load the map itself. Its structure is described in 

detail in the documentation referenced at the beginning of the documentation, but in 

general the file is composed of multiple sections which describe the map in some 

way. The IVER section specifies the map version, ISOM specifies the isometric 

terrain etc. Each section starts with a 4 byte identifier of the section and then 4 bytes 

specifying its length. Since we are only interested in changing the units placed on the 

map we first divide the map into three parts. The first part is everything before the 

UNIT section of the file, the second is just the UNIT section and the last part is 

everything after the UNIT section. We do this by reading all the sections of the map 

file until we encounter the correct one. This is easy to do since all sections of the 

map file have the same format. By reading section after section we can quickly find 

the correct one and return the three parts of the file. 

 Now we actually generate the specified number of tests. We need to do two 

things – generate the unit positions and the target location. Both of these tasks are 

handled by policy classes. While the method for generating target location takes 

multiple arguments, they are not used, since the only policy class used for this 

purpose returns a static value regardless of the arguments. 

The method for generating units takes several arguments – The definition of 

the map, the old string specifying units already placed on the map we base this 

generated map on, two Boolean arrays specifying where can the method place land 

and air units respectively and the target location we just generated. The 
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MapDefinition instance is used only to get the dimensions of the map and the 

TargetLocation is not used at all (it is included as a parameter because some 

unit placement algorithms could still want to avoid placing units too close to the 

target area).  

 We generate the units in the simplest way possible: First we generate the 

number of land units and transports to be generated, specified in template arguments. 

Then for each of these units we generate a random unique ID, a valid empty location 

and its type. The type is the easiest one to generate, we just select one randomly from 

the allowed list of units. The ID is also generated randomly but we must not forget to 

check if we have not generated the same ID earlier to ensure it is unique. And we 

generate the location of the unit by rejection sampling, i.e. selecting a completely 

random location on the map and checking if it is passable and free. While this is 

definitely not the optimal way of generating locations, in fact this method of 

generating location is not guaranteed to finish, it is the easiest one to implement and 

still generates tests quickly enough for our purposes. 

 Now we have to add the generated units to the map. The UNIT section of the 

map file consists of multiple 36 byte long entries in sequence, one for each unit. We 

do not modify the units already placed on the original map, since we only want to 

add the units to the map template, we do not want to remove them. So we have to 

generate the 36 byte sequences for each of the generated units and append them to 

the existing UNIT section. The first four bytes of that sequence correspond to the 

unique ID of the unit, the next two to the x coordinate and the following two to the y 

coordinate of the unit. These are the values we have previously generated, which 

means that creating the first 8 bytes of the unit entry is very simple, just put the 

values one after another in the big endian representation. The next 28 bytes specify 

various additional attributes for the units which can be the same for multiple units of 

the same type. So to make generating these unit entries easier we have loaded these 

28 byte sequences for every supported unit type when the application started. These 

are the unit templates mentioned at the beginning of the documentation.  To finish 

the unit entry we only have to append these to the 8 bytes we already have. 

 Once we have generated all the unit entries we must not forget to change the 

4 bytes right after the UNIT section identifier, which specify the length of the entire 
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unit section. This updated unit section is then returned back to the 

GenerateTests method in the TestTemplate class. 

 Now we only need to output the data we have generated. First we need the 

name of the generated map. And for that we need an ID for the generated test. The 

value we are using for this purpose is the current position in the output stream (the 

one generating the Tester.Generated.cpp source file). We create the name of the 

generated map by appending this ID to the old map name. Next we have to build the 

map archive. We saved the listfile before, so we only copy it into the archive. We 

generate the map by concatenating the first part of the original map file with the 

generated UNIT section and concatenating that with the part of the map file after the 

old unit section. We now have fully functional “scenario.chk” file which we can add 

to the archive. And once we do it the archive can be saved as a fully functional map. 

 After the map is generated we still need to add the entry about this test to the 

Tester.Generated.cpp. Once this is done we can move on to generating other tests 

until all tests are generated. 

Testing map specifications 

 The last thing that should be mentioned is that maps used for testing have 

some atypical requirements. We only briefly mention here what needs to be done, the 

help file for the Starcraft Campaign Editor can be accessed in the Help menu if the 

user has little experience working with the campaign editor. 

The maps will be used in the Used Map settings mode, which means that the 

second player must be set to a computer controlled opponent. After this the computer 

and human players need be put in separate forces. Start locations for both players 

must also be set. After this main buildings must be placed for both players near 

mineral fields. They should also be invincible so they are not accidentally destroyed. 

The technology Ventral Sacs must by researched for player one so she can use the 

overlords for transportation. And finally, a single unit from the expansion pack must 

be placed on the map, to make sure the map is then saved in the scx format. We use 

place a burrowed hallucinated Lurker for this purpose on our maps. 

Examples of properly modified maps are located on the DVD in the 

bin/Starcraft/maps/TestMaps folder. 
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PathfinderTester documentation 

 This application does not use any complicated file formats or APIs, the only 

slightly complicated part of the program not covered by this chapter is the 

interprocess communication powered by the Boost library. Readers are advised to 

study the corresponding sections of the documentation of the Boost Library13. 

Workflow 

 The main method first retrieves the STARCRAFT_DIR environment variable 

and sets several important paths, e.g. the BWAPI configuration file path, which are 

hardcoded and relative to the Starcraft dictionary. The main method then creates a 

Tester class which is responsible for actually running the tests and calls the 

StartTest method on that class. 

 The StartTest method first creates a shared memory segment used to 

share objects with the bot and creates two objects in this segment. The first one is an 

instance of the MultiTestData class, containing definitions of all tests to be run 

by the class. The second class which is created in the shared memory segment is a 

class of type StarcraftSynchronizationHelper, which is used for passing 

messages from the bot to the PathfinderTester using a queue. 

 Now we have to load the test data. The StartTest method calls the 

LoadTestData method, which is defined in the Tester.Generated.cpp file and 

which was created by the TestGenerator. This method fills the shared instance of the 

MultiTestData class with everything it needs to run the tests – string identifiers 

of the used pathfinders and the definitions of all tests, each definition containing 

the id of the test, the path to the correct map and the target location for the units 

 Once we have the data we create a folder which will contain the results of 

the test. We also create a log file in which logs about every executed test are to be 

stored. There will be separate log files created for each test, but these will be created 

only when necessary.  

 After this we prepare the first test. The only thing the PathfinderTester needs 

to do is to make sure that the correct map will be loaded once the game starts and 

                                                 
13 http://www.boost.org/doc/libs/1_58_0/doc/html/interprocess.html 
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that the replay will be saved to the correct location. This is accomplished by editing 

the “bwapi.ini” file, which sets many options for the BWAPI, like selecting the 

correct bot to be launched or disabling the sound engine. It also allows the user to 

specify which map should be played next and allows menu automation to make sure 

the map can be selected without any further user input once Starcraft is launched. 

The PathfinderTester sets the correct values to ensure the map on which the first test 

should be executed is launched first. 

 Now we are ready to launch Starcraft, though we do not start it directly. We 

start the ChaosLauncher, an application which can, among other things, inject 

BWAPI into Starcraft. After this we wait for the messages sent to us through a queue 

in the StarcraftSynchronizationHelper class created earlier. The bot 

produces messages, adds them to a queue and the PathfinderTester consumes them, 

using a semaphore for synchronization. We print all received messages to the 

console, though specific messages have some additional meaning for the Pathfinder 

tester. 

 The “Map Loaded.” message is sent by the bot once it loads the map and is a 

signal for the PathfinderTester to set the next map to be played in the bwapi.ini file, 

calling the exact same method used to prepare the first map. An interesting thing to 

note is that the PathfinderTester does not set the variables specifying which test to be 

run next and which pathfinder is to be tested. That is a responsibility of the bot. 

 Another message to be handled is the one the bot sends when it successfully 

completes a test using a specific pathfinding algorithm. The bot sends a message in 

the format “Result:X”, X being the exact text to be written in the csv files containing 

the results. Both in the one containing the results for all tests and in the one specific 

for this test, which is created if it does not already exist. 

 The last message the application handles is “End.”, which signals that all the 

tests have been executed for all pathfinders. When the PathfinderTester receives this 

message it stops receiving and shuts down.  
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TransportPathfinding 

 All the classes required for the pathfinding itself are stored in this project. 

First we shall describe helper classes for communication with Starcraft. After that we 

will describe the pathfinding methods themselves. 

StarcraftGame class 

 Almost all of the classes defined in this project require a class as a template 

argument called GameInterface. This is supposed to allow programmers to use 

this library directly in other games by simply programming their own 

GameInterface classes for those games. The GameInterface does not do 

much, it only defines classes Unit and Location for interacting with the 

locations and units in the game.  

 For Starcraft we implemented these three classes and named them 

StarcraftGame, StarcraftLocation and StarcraftUnit. 

The StarcraftGame and StarcraftLocation are straightforward and there 

is not much to be said about them. However, StarcraftUnit does more than just 

serve as a wrapper of the Unit class used by BWAPI. During development we 

found a number of small quirks in Starcraft and BWAPI regarding units. The units 

would sometimes forget what they were supposed to be doing, sometimes they would 

return a wrong response when queried about the last command given to them etc. 

Therefore the StarcraftUnit class contains number of helper variables and 

some borderline hacks to help us get around these issues, all documented by the 

comments in code. 

Pathfinding 

 We advise the reader to read the thesis first to understand the algorithm, as 

this section will only describe the technical implementation. 

 First we introduce the TransportPathfinder class. This class is mainly 

a wrapper around some Algorithm class passed as a template parameter which 

does the actual pathfinding, though it does provide some additional functionality – 

every time the MakeStep method is called the information about the distance 

travelled by each unit during the algorithm is updated. 
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 The template class Algorithm from the previous paragraph must define 

three methods – StartAlgorithm, MakeStep and IsDone. 

StartAlgorithm should be called when pathfinding starts and should initialize 

everything it needs to. IsDone must return true if all the units are in the destination, 

otherwise it must return false. And the MakeStep method should be called every 

frame and should do the actual pathfinding.  It also executes the plan, i.e. it sends the 

correct orders to the units. 

 We have implemented only one valid class to be used as the Algorithm 

template argument: the GreedyAlgorithm class. When created it first splits the 

given units into two vectors, one corresponding to land units and one to transports. If 

the algorithm was given units which are neither, for example air units which are not 

transports, they are sent to the destination and are not handled by the algorithm 

anymore. 

 Before any of the three important methods are called the class expects the 

used heuristic classes to be set from the outside. Each of the heuristics mentioned in 

this thesis is defined in a class. And the heuristics in the same category derive from 

the same class. For example, both the EnableMultiUnitLoader and the 

DisableMultiUnitLoader heuristic classes derive from the same 

IMultipleUnitLoader class. If the outside code which creates the algorithm 

forgets to set all the necessary heuristics the bot will crash. 

 The StartAlgorithm method only calls the Init methods on all 

heuristics, otherwise our algorithm does not require initialization. Neither do most of 

the heuristics, but some of them do. The IsDone method cycles through all the units 

and return false if any of them is outside the target area, otherwise it returns true. 

 The MakeStep method first calls the Update methods on all heuristics. 

Again, most of the heuristics do not require this, but it is safer to call this method on 

all of them. After this the algorithm does exactly what was described earlier in this 

thesis, calling the appropriate methods on heuristics when necessary. The heuristic 

classes are also quite straightforward in their implementation. Some problems 

required not entirely obvious workarounds, but those are described in the comments. 

But there are two problems I believe should be mentioned here. 
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 First, although in most cases the behavior of the heuristics is defined in the 

heuristic classes themselves, there is one exception to this. When the multiple unit 

loading heuristic is disabled the code for loading the units is in the 

GreedyAlgorithm itself. Or, to rephrase it, loading units one at a time is the 

default behavior implemented in the GreedyAlgorithm::MakeStep method 

and is executed if the used heuristic class has 

IMultipleUnitLoader::enabled set to false. 

 The second problem is that Starcraft has a peculiar approach to solving 

pathfinding collisions. Should a unit try to get through a small area already filled 

with other units it will just go away in a random direction. This makes sense, 

otherwise the units could get stuck in that small area trying to get through. However 

the unit also forgets its earlier commands. So we need to periodically remind 

the units what they were supposed to be doing, otherwise they might get stuck 

without orders. Unfortunately Starcraft also does not allow too many orders at once, 

so we cannot refresh all orders every frame. Instead we always refresh commands of 

one sixteenth of the units and transports. Which units are the ones updated is based 

on the current frame index. 

UAlbertaBot modifications 

 As mentioned before we chose to not create a new Starcraft bot from scratch, 

but instead downloaded an existing bot called UAlbertaBot and modified it for our 

purposes. Reading UAlbertaBot’s documentation is recommended to understand the 

bot better, but it is not strictly necessary.  

Probably the most important method of the bot is the 

GameCommander::update method called every frame. Originally this method 

would call update methods on several commander classes, like a WorkerManager 

class giving orders to workers or a StarcraftBuildOrderSearchManager 

class which was responsible for determining which buildings were to be build. We 

disabled all the managers we thought were not necessary and added our own 

manager, the TestingCommander class.  

TestingCommander is a small class which does little work itself, most of 

the work is done by a class passed as a template parameter referred to as 
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TestSettings. The update method of the TestCommander only calls the 

BeginUpdate and EndUpdate methods on the TestSettings class instance 

and between those two calls the MakeStep method (essentially update method) on 

the class currently used for pathfinding. Note that the TestCommander does not 

actually set the used pathfinder class, the TestSettings class is responsible for 

that. The functionality of the TestCommander was split into two classes to make it 

easier to potentially use a different approach for retrieving test definitions, although 

this potential was never used.  

The first time the BeginUpdate method on the TestingSettings is 

called it accesses the shared memory objects created by the PathfinderTester (read 

the documentation of the PathfinderTester for details about the shared storage). The 

bot retrieves the information about the current test and then increments the correct 

variables to set the next test to be executed once this test ends. We also store a 

reference to the StarcraftSynchronizationHelper class used for passing 

messages to the PathfinderTester. 

After this the BeginUpdate method creates StarcraftUnit 

representations for all the units which should be tested and initializes the correct 

pathfinder based on the information received from the PathfinderTester. After this 

the TestingCommander is ready for testing. Subsequent calls to the 

BeginUpdate method only store the high resolution time returned from the 

operating system by calling the QueryPerformanceCounter method, used to 

measure the time spent computing. 

The EndUpdate method also retrieves the high resolution time and stores the 

difference between this one and the one stored in the BeginUpdate method. And 

does nothing else unless the algorithm has already finished. If it has we send the 

report to the PathfinderTester and leave the game. The PathfinderTester should have 

set the new bwapi.ini file back when the algorithm started, so after leaving the game 

the BWAPI should automatically load the next test. 

The last thing we have changed is the UAlbertaModule.cpp file. In the method 

UAlbertaModule::onStart we call the BWAPI::Game::setLocalSpeed 
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and BWAPI::Game::setGUI methods, which we use to make our tests run 

faster. 
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Appendix B – DVD contents 

 The structure of the files on the DVD is as follows: 

1. bin – Contains the executable files of all the programmed applications and 

dlls. 

a. PathfinderTester – Contains applications which can run all 

tests that were used for evaluation. 

b. Starcraft – Contains all files that should be copied to the 

Starcraft directory – the compiled bot and its demonstration version, 

the maps used for testing, the terrain analysis files and a BWAPI 

configuration file. 

c. TestGenerator – Contains applications which can generate tests 

and some additional files the tests require to function. 

2. Boost – Contains an archive containing the used version of Boost. 

3. BWAPI – Contains an archive containing the used version of BWAPI. 

4. doc – Contains reference documentation for all four projects which are parts 

of the solution:  

a. PathfinderTester 

b. TestGenerator 

c. TransportPathfinding 

d. UAlbertaModifedOnly – Contains reference documentation for 

the classes in UAlbertaBot that were written by us. 

5. log – Contains the results and histograms of all the tests we executed. 

a. FinalTest – Contains the results of the tests from chapter 6.4. 

b. FirstTest – Contains the results of the tests from chapter 6.1. 

c. MultiLoadingTest – Contains the results of the tests from 

chapter 6.3. 

d. TransportTest – Contains the results of the tests from chapter 

6.2. 

6. src/starcraft-transports – Contains the source code file of all 

applications we created, as well as the code of several libraries not written by 

us.  
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a. PathfinderTester – Contains the source code of the application 

used for testing itself. 

b. UAlbertaBot – Contains the source code of the bot we modified, 

as well as two classes we created from scratch, located in the folder 

UAlbertaBot\Source\Testing. 

c. TestGenerator – Contains the source code of the application used 

for generating tests. 

d. TransportPathfinding – Contains the source code of the 

pathfinding algorithms and heuristics. 

e. SparCraft and StarcraftBuildOrderSearch – Contain 

the source code of two libraries used by UAlbertaBot, but not used by 

us.  
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