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Introduction
This work is focused on image recognition with deep neural networks. The prob-
lem of image recognition is known to be hard and is still considered to be very far
from being solved. Several breakthrough results in this area have been, however,
achieved with deep neural networks. The models based on deep neural networks
are currently achieving near-human performance on many image recognition tasks
or even super-human results in some specific cases.

In this work we will discuss several specific models of deep neural networks:

• The neocognitron that started as an attempt to create a computer model
of the visual cortex and was one of the first successful deep neural network
models.

• Convolutional neural networks that have evolved from the neocognitron
and currently belong to the most successful and widely-used models for
image recognition.

• Deep belief networks that represent an alternative probability-based ap-
proach to the learning of neural networks by applying the theoretical frame-
work of probabilistic graphical models.

Convolutional neural networks are currently one of the most practical and
well-performing approaches to the recognition of images. For that reason, we
plan to focus on them in more detail. We will study the performance of convo-
lutional neural networks on several datasets reaching from simple handwritten
digits to complex real-life photographic images. Further, we will also investigate
the problem of pruning convolutional neural networks, which is closely related to
the problem of choosing the optimal size of the network. A promising approach
to prune convolutional neural networks might be based on principal component
analysis (PCA).

The entire thesis is organized as it follows. In the first chapter, we describe the
theoretical background of the neocognitron, convolutional neural networks and
deep belief networks. In the second chapter, we compare these three models on a
benchmark task of handwritten digit recognition (MNIST and ETL-1 datasets).
The third chapter will be focused on convolutional neural networks and their
application to image recognition—tested mainly on the CIFAR-10 dataset and
a subset of the ImageNet dataset. In the fourth chapter, we will design a new
algorithm for pruning convolutional neural networks based on the idea of principal
component analysis.
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Notation
Matrices and vectors
In this text, matrices are denoted using bold capitals, such as A. Matrix elements
are denoted by double subscripts—e.g., Ai,j is the (i, j)th element of matrix A.

Vectors are denoted in lower case bold:

x =


x1
x2
...

xN

 .

Vectors are usually represented as columns. Vector elements are denoted by single
subscripts—e.g., xi is the ith element of vector x.

Function derivatives

The derivative of function f(x) is denoted by df

dx
.

A partial derivative of function f(x1, x2, . . . , xN) with respect to xi is denoted
by ∂f

∂xi

.
Sometimes we abbreviate f(x1, x2, . . . ) as f(x), where x = (x1, x2, . . . , xN).
A vector of partial derivatives of function f(x) with respect to variables x =

x1, x2, . . . , xN (the gradient) is denoted by ∂f

∂x
:

∂f

∂x
=
(

∂f

∂x1
,

∂f

∂x2
, . . . ,

∂f

∂xN

)
.

A matrix of partial derivatives (the Jacobian matrix) of a set of M functions

f(x) ≡ (f1(x), f2(x), . . . , fM(x))

with respect to N variables

x ≡ (x1, x2, . . . , xN)

is denoted by df
dx

:

df
dx

=


∂f1

∂x1
. . .

∂f1

∂xN... . . . ...
∂fM

∂x1
. . .

∂fM

∂xN

 .

The ith row of the Jacobian matrix is the gradient of the ith function, ∂fi

∂x
.
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1. Deep neural networks
1.1 The neocognitron
One of the earliest deep neural network models was the neocognitron invented by
Kunihiko Fukushima in 1979. The hierarchical architecture of the neocognitron
was very similar to the structure of the mammalian visual cortex. Such archi-
tecture proved to be effective for image recognition, and the neocognitron is now
considered the direct predecessor of modern convolutional networks.

1.1.1 How does the brain see?
The model of the neocognitron was inspired by the research done in 1960’s by
neurophysiologists David Hubel and Torsten Wiesel [1, 2]. They studied the
visual cortex of cats and monkeys using microelectrodes. This technique allowed
them to measure the responses of individual neurons. The main idea of Hubel
and Wiesel’s experiments was to measure how the same neuron responds to visual
stimuli at different locations in the field of view of the eye. Typically, a bright
spot at some locations would cause an excitatory response of the neuron, while at
some other locations the same bright spot would result in an inhibitory response.
By measuring excitatory and inhibitory responses of the neuron to stimuli at
many different locations, a map of the neuron’s receptive field can be created [1].

After mapping receptive fields of many different neurons, Hubel and Wiesel
came up with an important observation: there are at least two kinds of neurons
in the visual cortex that have different kinds of receptive fields. The two kinds
of receptive fields were termed “simple” and “complex”.

“Simple” receptive fields

A “simple” receptive field can be described like this:

• It is subdivided into distinct excitatory and inhibitory regions.

• There is summation within the separate excitatory and inhibitory parts:
simultaneously presenting two stimuli at different excitatory regions causes
a stronger excitatory reaction.

• There is antagonism between excitatory and inhibitory regions: stimuli
simultaneously presented in excitatory and inhibitory parts “cancel” each
other and the neuron shows weak reaction or no reaction at all.

• It is possible to predict responses to complex stimuli of various shapes by
simply summing up the effects of individual spots.

The maps shown in Figure 1.1 all correspond to neurons with “simple” re-
ceptive fields. The structure of excitatory and inhibitory regions makes each of
these neurons respond to specific shapes at specific positions in its receptive field:
circular spots, lines, or edges of certain orientation. Different neurons selectively
respond to different shapes.
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Figure 1.1: Common arrangements of receptive fields, by Hubel and Wiesel [1].
+, areas giving excitatory responses; −, areas giving inhibitory responses.

“Complex” receptive field

A “complex” receptive field discovered by Hubel and Wiesel field had very differ-
ent properties.

First of all, in many cases its map could not be made at all. A neuron would
either show absolutely no reaction to a single spot-like stimulus or its reaction
would be mixed (on-off) throughout the receptive field. And even if separate
excitatory and inhibitory regions could be found, simple rules of summation and
antagonism, like in “simple” receptive fields, did not work.

Next, like most “simple” neurons, “complex” neurons usually responded to
specific shapes. But unlike “simple” neurons, the response was not limited to
a specific position and the neuron equally responded to the same shape at any
location in its receptive field.

Another important observation was that “complex” receptive fields tended to
be larger than “simple” ones.

The hierarchy of visual neurons

Based on these observations, Hubel and Wiesel conjectured that cells with “com-
plex” fields are of a higher order, having cells with “simple” fields as their “inputs”.
These “simple” fields would all have identical orientation, but would differ from
one another in their exact position. [1].

An example of the assumed structure of the visual cortex is shown in Fig-
ure 1.2. In this example, each of the simple cells reacts to a vertical-edge stimu-
lus in its receptive field, leading to the excitation of the complex-field cell. This
allows the whole system to detect vertical edges regardless of their position.

Later on, Hubel and Wiesel discovered yet another kind of cells, the so-called
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Figure 1.2: A possible structure of the visual cortex, by Hubel and Wiesel [1].
The top three cells are those with simple receptive fields, the bottom one is a
complex-field cell, aggregating information from the three simple-field cells.

“hypercomplex” cells. “Hypercomplex cells” behaved as though each one of them
received inputs from two “complex” cells. Furthermore, the researchers were even
able to find higher-order hypercomplex cells, behaving as though they aggregated
the inputs from lower-order hypercomplex cells [2].

Putting this all together, the results of Hubel and Wiesel’s experiments sug-
gest that the neurons in the visual cortex are likely to be organized in a multi-
level processing hierarchy. Neurons at the lowest level detect simple geometrical
shapes, like edges or spots, and pass the information to the next level. Neurons
at higher levels receive and aggregate the information about simple geometrical
shapes from lower level neurons and use it to detect more complex shapes. The
higher the level, the more complex and abstract shapes are the neurons are to
detect.

The discovery of the hierarchical structure of the visual cortex was so impor-
tant that Hubel and Wiesel received the Nobel Prize in 1981 “for their discover-
ies concerning information processing in the visual system” (together with Roger
W. Sperry, who received the other half of the Prize “for his discoveries concerning
the functional specialization of the cerebral hemispheres”) [3].

1.1.2 The neocognitron: an artificial visual cortex
Hubel and Wiesel’s hierarchical model, despite being amazingly insightful, is
largely based on indirect deductions and seems almost impossible to prove by di-
rect physiological experiments. Taking that into consideration, Kunihiko Fukushi-
ma and his coworkers decided to take a different approach. The idea was to con-
struct an artificial neural network based on similar principles that would be as
capable of recognizing visual patterns as the real visual cortex. If the attempt had
succeeded, it would prove that Hubel and Wiesel’s hypothesis makes sense and
provide a powerful clue to understanding of how the brain “sees”. This artificial
neural network was called the neocognitron [4].
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Structure of the neocognitron

Like Hubel and Wiesel’s model, Fukushima’s neocognitron employs two kind of
cells, the so-called S- and C-cells, resembling simple- and complex-field neurons
from the visual cortex. These cells are organized in a layered hierarchical struc-
ture. Each layer of cells receives the information from multiple cells in the pre-
vious layer. The received information is then aggregated and used to recognize
more and more complex patterns [5].

As shown in Figure 1.3, the neocognitron consists of alternating layers of
S-cells and C-cells:

• The S-cells are feature-extracting cells. Their input connections have ad-
justable weights. The weights modified during the training process to make
the cell responsive to specific input patterns. S-cells in the lower layers are
able to extract simple local features, such as lines or edges of a particular
orientation. S-cells in higher levels extract progressively more and more
complex features.

• The C-cells aggregate the signals they are receiving from the S-cells. The
connections from S-cells to C-cells have fixed weights that do not change
during training. Each C-cell receives signals from a group of S-cells that
extract the same feature, but at slightly different positions. Each C-cell is
activated if at least one of its associate S-cells is active. Even if the stimulus
feature is shifted in position and another S-cell is activated instead of the
first one, the same C-cell keeps responding. This provides the basis for
recognizing patterns regardless of their position in the input area.

Figure 1.3: Hierarchical network structure of the neocognitron [5].
The numerals at the bottom of the figure show the total numbers of S- and C-cells
in individual layers of the network.
Reproduced with permission by K. Fukushima.

In each layer, S-cells and C-cells are organized into several groups such that
each group responds to different kinds of features. In Fukushima’s terminology
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these groups are called “cell-planes”. In Figure 1.3, each square drawn in bold
lines represents such a cell-plane. The cells of each cell-plane are organized as a
two-dimensional structure and each cell is assigned its two-dimensional position
within the cell-plane. Each cell is connected to a local neighborhood of cells at
the corresponding position in the preceding layer. This neighborhood of cells in
the preceding layer serves as the cell’s receptive field. Adjacent cells have their
receptive fields shifted accordingly. Receptive fields of closely located cells usually
overlap. All cells within a layer have receptive fields of the same size.

Additionally, all S-cells within the same cell-plane use shared input weights.
For all cells within a cell-plane, the distribution of the cell’s input weights across
its receptive field is the same, although the receptive fields of different cells are
located at different positions in the preceding layer. This makes all cells within
a cell-plane responsive to the same feature at different positions.

Figure 1.4 shows the two-dimensional structure of cells in a cell-plane and the
shared input weights of different cells. Each cell has input connections with the
same distribution of weights. The input connections of different cells are shifted
and attached to different receptive fields in the preceding layer.

Figure 1.4: Spatial arrangement of the connections converging to single cells of a
cell-plane in the neocognitron [5].
Reproduced with permission by K. Fukushima.

Training the neocognitron

The hierarchical structure itself is not enough to enable the network to recognize
the desired patterns. Proper weights must be assigned to the input connections of
every cell for the recognition to work properly. Fukushima did that by training the
neocognitron with an unsupervised reinforcement learning procedure. Different
training schemes have been proposed since then [6, 7]. Here we describe a simple
winner-takes-all algorithm that was used initially [4, 5].

In this algorithm, the network is presented a training pattern. Then, for
each cell-plane, the cell showing the strongest response is chosen as the so-called
template. The input connections of the template cell are modified to further
strengthen its response to the given pattern. The same amount of change is then
applied to the input connections of all other cells within the same cell-plane. A
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threshold may be applied: if for some training pattern neither of the cells in the
whole cell-plane produces a response that is above a certain threshold, then no
template cell is chosen and the cell-plane is not modified at all.

The training procedure is summarized in Algorithm 1.1.

Algorithm 1.1 Neocognitron training procedure

1. Initialize the weight coefficients with small positive values.

2. Repeat until convergence:

• present an input pattern to the network;
• in each cell-plane choose the S-cell with the strongest response;
• reinforce the weights of the input connections of the chosen “winner”

S-cell to strengthen its response to the given output;
• also reinforce the weights of the input connections of all other S-cells

from the same cell-plane in the same way, using the “winner” cell as a
template.

During training, the input connections of the S-cells are adjusted to match
the input signals of the feature they best recognize. At the same time, when the
cells learn to respond to a feature, they usually lose their responsiveness to other
features. This way the specialization between cells naturally emerges.

Additionally, the training procedure preserves shared weights of input con-
nections of all S-cells in each cell-plane. In each training iteration, the input
connections of every cell are modified by the same amount or not modified at all.
As a result, the whole cell-plane learns to recognize the same feature or a class
of features.

To speed up the training process, the network is trained layer-by-layer. First,
the input connections of the first layer, directly receiving the input signals, are
trained. The remaining layers do not participate in the training process and their
connections are not changed. After the connections of the S-cells in the first layer
have been settled, they are fixed and the training of the second layer begins.
To train the S-cells in the second layer, the neocognitron is presented a training
pattern and the outputs of the C-cells of the first layer serve as the inputs of the
S-cells in the second layer. The training procedure is then exactly the same. After
the training of the second layer has been finished, the connections of all S-cells
in the second layer are also fixed, and the training of the third layer begins. The
process then continues with the remaining layers in a similar way.

Training the neocognitron with supervised learning

Fukushima also proposed a modification of the training algorithm that used su-
pervised learning [5]. Basically, instead of automatically choosing the most active
S-cell in each cell-plane, the “template” cell is appointed using some predefined
rules described below. Fukushima used that approach to train the network shown
in Figure 1.3 to recognize handwritten digits.

The first layer was trained to extract line components of different orientations.
The training patterns were manually designed to resemble the lines at 12 different
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angles (see Figure 1.5). Each of the 12 training patterns was used to train one
of the 12 cell-planes in the first layer. The S-cells in the first layer had receptive
fields of size 3 × 3 (see Figure 1.3). Because of that, only the central 3 × 3
square of each training patterns was effective during training. The outside areas
of each pattern were empty and are not shown here. During training, each cell
was presented its training pattern and the S-cell at the center of the cell-plane
was always chosen as the template used to modify the input weights of all S-cells.

Figure 1.5: Training patterns used to train the 12 cell-planes of layer US1 [5].
Reproduced with permission by K. Fukushima.

The second and the third layers were trained in a similar way. Sometimes
more than one pattern was used to train a single cell-plane. A group of patterns
arranged in a horizontal line in Figures 1.6–1.7 represents such a set of training
patterns. For the third layer, the patterns were smaller than the receptive field,
therefore it was not always possible to appoint the cell in the center of the cell-
plane as the template. The position of the “winner” cell for each of the patterns
shown in Figure 1.7 is marked by a cross.

The fourth layer, which is the output layer, was trained with patterns of
full digits shown in Figure 1.8. The digit “4” was a special case and used two
cell-planes instead of one. The reason for that was that “4“ and “4“ look quite
different and a single cell-plane would be hardly able to recognize them correctly.
The other digits do not have such diverse variants and each of them was recognized
by a single cell plane.

11



Figure 1.6: Training patterns used to train the 38 cell-planes of layer US2 [5].
Reproduced with permission by K. Fukushima.
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Figure 1.7: Training patterns used to train the 35 cell-planes of layer US3 [5].
Reproduced with permission by K. Fukushima.
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Figure 1.8: Training patterns used to train the 11 cell-planes of layer US4 [5].
Reproduced with permission by K. Fukushima.
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1.2 Convolutional neural networks
Convolutional neural networks are basically an improved and generalized version
of the neocognitron. They have a similar structure with alternating feature-
extracting and subsampling layers. The cells in the feature extracting layers are
organized in feature maps (the analog of cell-planes in the neocognitron). Ad-
jacent cells within the same feature map typically have overlapping receptive
fields shifted by one pixel. Cells in the same feature map extract the same fea-
ture at different positions in the input image. The output of feature-extracting
cells is aggregated by the subsequent subsampling layer (the analog of C-cells
in the neocognitron). The aggregation serves multiple purposes. First, it helps
the network to detect visual features regardless of their position in the input
image. Second, it combines simple features into high-level ones and reduces the
dimensionality of the processed data at the same time.

The main improvement introduced by convolutional neural networks is the
use of the backpropagation algorithm and gradient-based learning. Compared to
the training algorithm used by the neocognitron, learning with backpropagation
greatly improves the training efficiency. It also allows to train much larger net-
works efficiently (training networks with millions of parameters is now considered
routine). This made convolutional neural networks one of the most widely used
models for image recognition today.

1.2.1 From S-cells to convolutions
One of the aims behind the neocognitron was to provide a physiologically sound
model of the visual cortex. That imposed several limitations on its design. For
example, the cells in the neocognitron are not allowed to have negative inputs
or outputs, because real neurons do not work this way. Instead of that, inter-
mediate inhibitory V-cells are used. Some variants of the neocognitron also use
a mechanism of lateral inhibition for S-cells to better model the behavior of real
neurons.

Convolutional networks were not trying to model the real neurons in the
first place. The main objective behind them was to find a practical solution
for the recognition of visual patterns, like handwritten zip codes or bank checks.
Because of that, they used a less “physiological” and more computational-friendly
approach. There are no intermediate inhibitory cells and no lateral inhibition
in convolutional neural networks. Each cell in the feature-extracting layer of a
convolutional neural network acts as a classical artificial neuron. It computes the
weighted sum of its inputs, adds a bias, and applies a squashing function to the
result. Given that all cells within a cell plane share the same set of weights, the
output of the cell plane is essentially equivalent to a convolution with a kernel
defined by the shared weights. This is what gave convolutional neural networks
their name.

1.2.2 An example: LeNet-5
Let’s look at one of the convolutional network models in more detail. LeNet-5
is a convolutional neural network successfully used by Yann LeCun in 1998 to
recognize handwritten digits [8]. The network consists of seven layers, as shown
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in Figure 1.9. The so-called convolutional layers are labeled as Cx, subsampling
layers are labeled as Sx, and fully-connected layers are labeled as Fx, where x is
the layer index.

INPUT
32 × 32

C1: feature maps
6 @ 28 × 28 S2: f. maps

6 @ 14 × 14

C3: f. maps
16 @ 10 × 10 S4: f. maps

16 @5 × 5

C5:
120 F6:

84
OUTPUT:
10

convolutions

subsampling
convolutions

subsampling
full connection

full connection
Gaussian connections

Figure 1.9: Architecture of LeNet-5 [8].

Layer C1 is a convolutional layer. Each of its cells is connected to a 5×5 square
area in the input layer. Adjacent cells have overlapping input areas, shifted by
one pixel. Cells are organized into 6 feature maps. All the cells within the same
feature map share the same weight parameters. The size of each feature map is
28×28, which is less than the size of the input layer (32×32) in order to prevent
input connections from falling off the boundary. Layer C1 contains 4704 cells and
122304 connections with only 156 trainable parameters (due to shared weights).

Layer S2 is a subsampling layer with 6 feature maps. The number of feature
maps is the same as in C1. Each cell in this layer is connected to a 2 × 2 square
area in the corresponding feature map in C1. Each cell computes the average of
its four inputs, multiplies it by a trainable coefficient, and adds a trainable bias.
The output of each cell is then passed through a sigmoid function. Adjacent
cells have adjacent non-overlapping input areas. Consequently, the size of each
feature map in C2 is 14 × 14, exactly half the size of feature maps in C1. Again,
all cells within the same feature map share the same weight parameters. Layer
S2 contains 1176 cells and 5880 connections with 12 trainable parameters.

Layer C3 is a convolutional layer with 16 feature maps. Each cell in each
feature map is connected to several 5 × 5 input areas at the same position in
several feature maps of S2. Table 1.1 shows which S2 feature maps are connected
to each of the feature maps from C3. There are two reasons behind this connection
scheme. First, compared to a full-connection scheme, it keeps the number of
connections relatively small. Second, it breaks the symmetry of the network
and different feature maps are forced to extract different features. Layer C3 has
1600 cells and 151600 connections with 1516 trainable parameters.

Layer S4 is a subsampling layer with 16 feature maps. The size of each feature
map is 5 × 5, exactly half the size of the feature maps in C3. Each cell in each
feature map is connected to a 2 × 2 in the corresponding feature map in C3 in a
similar way as C1 and S2. Layer S4 has 400 cells and 2000 connections with 32
trainable parameters.

Layer C5 is a convolutional layer with 120 feature maps. Each cell is connected
to a 5 × 5 input area in every of the 16 feature maps in S4. Incidentally, each
input area is as large as the feature map it is located in, so the size of each feature
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0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15
0 X X X X X X X X X X
1 X X X X X X X X X X
2 X X X X X X X X X X
3 X X X X X X X X X X
4 X X X X X X X X X X
5 X X X X X X X X X X

Table 1.1: Connections between the 6 feature maps of the S2 layer and the 16
feature maps of the C3 layer in LeNeT-5 [8].

map in C5 is 1 × 1. This effectively amounts to a full connection between S4 and
C5. This layer is still labeled as a convolutional layer, because if the network
were increased to process larger inputs, the size of each feature map would be
larger than 1 × 1. Layer C5 has 120 cells and 48120 trainable connections.

Layer F6 is a fully-connected layer with 84 cells. It has 10164 trainable pa-
rameters.

All cells in layers up to F6 act like classical artificial neurons. Each cell
computes a dot product of its input vector and the weight vector, adds a bias,
and passes the result through a squashing function. The squashing function used
in LeNeT-5 is the scaled hyperbolic tangent of the form:

f(a) = A tanh(Sa), (1.1)

where A and S are manually chosen constants.
The output layer contains ten radial basis function (RBF) units, one unit for

each digit. Each RBF unit computes the Euclidean distance between the input
vector and its parameter vector. A smaller distance reflects a higher similarity
of the input vector to the desired patterns. When classifying the digits, the
result is given by the RBF units with the smallest computed distance between
the input vector and the unit’s weight vector. The parameters of RBF functions
are initialized with some manually chosen values. They are not changed during
learning. Instead of that, the cells in the preceding layers learn to produce outputs
that map each digit to the corresponding RBF unit.

1.3 Gradient-based learning and backpropaga-
tion

The training algorithm of the neocognitron employs a lot of ad hoc heuristics
and manually chosen parameters. The supervised training algorithm even uses
hand-crafted training patterns for each layer (see Figures 1.6–1.7). Because of
that, it is very difficult to adapt the neocognitron to recognize a new set of data
and doing so requires much manual work.

Convolutional neural networks use a different learning method that is based
on the so-called backpropagation algorithm. The backpropagation algorithm was
introduced in 1986 by Rumelhart et al. [9], several years after the invention of
the neocognitron, although the underlying concepts have been known since long
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ago. The algorithm allows to compute the derivatives of the network’s output
against the weight parameters of hidden layers. This allows to optimize the weight
parameters of the hidden layers with direct gradient descent. Thanks to that it is
possible to reduce the number of manually chosen parameters and manual tuning
and learn more parameters from the training data instead.

Additionally, the backpropagation algorithm is very generic and does not make
any assumptions of the network’s structure or the types of neurons or transfer
functions used. It can be applied to any directed acyclic graph of computing
modules, in which each module computes an arbitrary function of its input, and
the output of each module is used as an input for its descendants (Figure 1.10).
That all made the backpropagation algorithm to be one of the most widely used
approach to training of neural networks today.

a

f(a)

g(y, b)b

z

y

Figure 1.10: An example graph of computing modules. This graph is equivalent
to computing the function y = g(f(a), b).

In this section we describe the process of training the neural network as an
optimization problem. Then we describe the backpropagation algorithms and its
application to the training process.

1.3.1 Learning as an optimization problem
A neural network computes a function f(w, x) of its inputs x based on the param-
eters w. We can define a loss function (also known as cost function), measuring
the discrepancy between the “correct” output di for input xi and the actual
output of the system [10].

A common example of a loss function is the squared error:

E(w, xi) = ||di − f(w, xi)||2. (1.2)

The goal of learning can be defined as finding the minimum of the expected loss
function E(w) measuring the expected performance of the network on previously
unseen input data occurring in the real world: [11, 12, 13]:

E(w) =
∫

E(w, x) dP (x). (1.3)
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In this equation, we are sampling the input vectors from an unknown random
distribution P (x) named the grand truth distribution (also called the ground truth
distribution). The expected loss function is simply the expectation of the loss
function E(w, x) for fixed values of the parameters w. The learning process then
consists in finding the right parameter values so that the expected loss function
would be minimal.

For example, in the context of the recognition of handwritten postal codes
by a neural network [14], the distribution P (x) is the distribution of all real-
world handwritten digits that the network can face. The loss function E(w, xi)
is the function measuring the cost of misreading a digit (and sending a letter to a
wrong address). The learning problem is to find such weight parameters w that
the expected loss function E(w) would be minimal.

In real world cases, the grand truth distribution P (x) is usually unknown.
We can approximate it by using a finite training set of independent input vectors
x1, . . . , xN :

E(w) ≈ 1
N

N∑
i=1

E(w, xi). (1.4)

1.3.2 Gradient based learning
Batch gradient descent

Now we have reduced the learning problem to finding the minimum of the ex-
pected loss function E(w) with respect to parameters w. This can be achieved
with classical gradient descent (Algorithm 1.2):

Algorithm 1.2 Batch gradient descent
Initialize parameters w with some random values.
Repeat until convergence:

Compute gradient:
∇wE(w) = 1

N

∑N
i=1 ∇wE(w, xi)

Update parameters:
w = w − α∇wE(w)

The constant α defines the so-called learning rate. In the simplest case α is a
small positive number.

This algorithm is simple and its convergence properties are well understood.
If the expected loss function E(w) satisfies certain reasonable conditions and
the learning rate α is small enough, the algorithm will converge to a local min-
imum [13]. Of course, there is no guarantee that the global minimum will be
found or even that the local minimum will be close enough to the global one. In
practice, however, the presence of local minima in the expected loss function of
feed-forward neural networks does not seem to be a major problem [8, 9].

In the case of neural networks, however, a serious inefficiency emerges when
applying this algorithm to large training sets. Performing a single update on
the weight coefficients requires averaging gradients ∇wE(w, xi) over the whole
training set. The larger is the training set, the more time is required to compute
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the averaged gradient and perform a single update of parameters w, and the
slower is the convergence. This poses a problem, because a good estimation of
the expected loss function (1.4) requires the training set to be as large as possible
(ideally infinite).

Online gradient descent

An easy solution to the slow convergence problem on large training sets is to
omit the averaging of gradients ∇wE(w, xi). Instead of computing the average
gradient ∑N

i=1 ∇wE(w, xi) over all patterns in the training set, we could choose a
pattern at random and update the weight vector w based on this single pattern
(Algorithm 1.3):

Algorithm 1.3 Online gradient descent
Initialize parameters w with some random values.
Repeat until convergence:

Choose a random image i;
Update parameters:

w = w − α∇wE(w, xi)

Such stochastic procedure makes the weight vector w fluctuate around an
average trajectory, but in practice it usually converges faster than regular batch
gradient descent or even second-order methods [8].

1.3.3 Computing gradients with backpropagation
The chain rule

As noticed by Yann LeCun, “back-propagation is little more than an extremely
judicious application of the chain rule” [15]. Despite that, it took many years
before that seemingly simple fact was applied to neural networks.

The chain rule is a well known formula for computing the derivative of the
composition of functions. If f and g are functions, such that

y = f(u), (1.5)
u = g(x), (1.6)

then

dy

dx
= dy

du
· du

dx
. (1.7)

More generally, for two sets of multivariable functions

y1 = f1(u1, . . . , uk) (1.8)
...

ym = fm(u1, . . . , uk) (1.9)
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and

u1 = g1(x1, . . . , xn) (1.10)
...

uk = gk(x1, . . . , xn) (1.11)

we have

∂yi

∂xj

=
k∑

p=1

∂yi

∂up

∂up

∂uj

, (1.12)

or, using vector notation,

dy
dx

= dy
du

· du
dx

. (1.13)

In this notation, df
dx

denotes the matrix of partial derivatives (the Jacobian ma-
trix):

df
dx

≡
(

∂fi

∂xj

)
i,j

≡


∂f1

∂x1
. . .

∂f1

∂xn... . . . ...
∂fm

∂x1
. . .

∂fm

∂xn

 . (1.14)

The chain rule holds for arbitrary chains of functions. If f1, f2, . . . , fn are
functions, such that

y1 = f1(x) (1.15)
y2 = f2(y1) (1.16)

...
y = yn = fn(yn−1) (1.17)

then

dy
dx

= dyn

dyn−1
· dyn−1

dyn−2
· · · dy2

dy1
· dy1

dx
. (1.18)

Now we are ready to explain the backpropagation algorithm.
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The backpropagation algorithm

It is convenient to model a neural network as a stack of computational modules.
This formalism was probably first introduced by Yann LeCun [8, 10]. In this
case, a module roughly corresponds to a single layer of a neural network, but not
necessarily. For example, a typical fully connected layer with a sigmoidal transfer
function can be implemented as a vector-matrix product module followed by an
element-wise sigmoid module. Each module receives its input from the previous
module, performs some calculation on it and passes the result to the next module.
The exact calculation of a module may depend on tunable parameters (“weights”):

y0

f1(w1, y0)

f2(w2, y1)

...

fn(wn−1, yn−1)

fn(wn, yn−1)

yn

w1

w2

wn−1

wn

y1

y2

yn−2

yn−1

In this diagram:

• y0 is the input vector of the network;
• yi is the output vector of module i and the input vector of module i + 1,

1 ≤ i ≤ n − 1;
• yn is the resulting output vector of the network;
• wi is the weight vector of module i.
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More formally, we can describe the network as a series of functions:

y1 = f1(w1, y0) (1.19)
y2 = f2(w2, y1) (1.20)

...
yn−1 = fn−1(wn−1, yn−2) (1.21)

yn = fn(wn, yn−1) (1.22)

During training, our goal is to compute the gradient of the output vector yn

with respect to the weight parameters w1, . . . , wn of every module:

∇yn =
(

∂yn

∂w1
,

∂yn

∂w2
, . . . ,

∂yn

∂wn−1
,

∂yn

∂wn

)
. (1.23)

In theory, we could simply write down the exact expression for yn as a function
of the input vector y0 and all weight vectors wi and compute the derivatives 1.23
in a straightforward way. But for a large neural network consisting of many
modules the resulting expression would be too complex and a straightforward
calculation would be impractical. Fortunately, there is a better way to do that,
with the help of the chain rule.

We start the computation of the derivatives from the output module. The
derivative ∂yn

∂wn
is straightforward to compute given that we know the function

fn(wn, yn−1):

∂yn

∂wn

= ∂fn

∂wn

(wn, yn−1). (1.24)

For the remaining derivatives, ∂yn

∂wn−1
, . . . , ∂yn

∂w1
, we use the chain rule:

∂yn

∂wn−1
= ∂yn

∂yn−1
· ∂yn−1

∂wn−1
, (1.25)

∂yn

∂wn−2
= ∂yn

∂yn−1

∂yn−1

∂yn−2
· ∂yn−2

∂wn−2
, (1.26)

∂yn

∂wn−3
= ∂yn

∂yn−1

∂yn−1

∂yn−2

∂yn−2

∂yn−3
· ∂yn−3

∂wn−3
, (1.27)

and so on. For the very first module the derivative ∂yn

∂w1
would be:

∂yn

∂w1
= ∂yn

∂yn−1

∂yn−1

∂yn−2

∂yn−2

∂yn−3
. . .

∂y3

∂y2

∂y2

∂y1
· ∂y1

∂w1
. (1.28)

The expressions in Equations (1.25)–(1.28) may seem complicated at first, but
they are actually easy to compute.

First, all the derivatives appearing on the right-hand side of (1.25)–(1.28) can
be computed in a straightforward way from functions f1, . . . , fn:

∂yi

∂yi−1
= ∂fi

∂yi−1
(wi, yi−1), (1.29)

∂yi

∂wi

= ∂fi

∂wi

(wi, yi−1). (1.30)
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Basically, each of the derivatives on the right side of (1.25)–(1.28) is either the
derivative of the module function fi with respect to its input yi−1, or it is the
derivative of the module function fi with respect to its weights wi.

Second, most of the derivatives on the right-hand side of (1.25)–(1.28) are
repeated across multiple equations. For example, the derivative ∂yn

∂yn−1
appears in

all of the n − 1 equations, the derivative ∂yn−1
∂yn−2

appears in n − 2 equations, and so
on. All these derivatives can be computed only once and then reused in further
computations, there is no need to recompute them every time they appear.

In practice, backpropagation is usually implemented by recursively applying
these two equations:

∂yn

∂yi−1
= ∂yn

∂yi

· ∂fi

∂yi−1
(wi, yi−1), (1.31)

∂yn

∂wi

= ∂yn

∂yi

· ∂fi

∂wi

(wi, yi−1). (1.32)

For each module fi, starting from the output module fn and going backwards
through the module stack, we compute the derivatives ∂yn

∂yi−1
and ∂yn

∂wi
as shown

in Equations (1.31)–(1.32). For these computations we use the derivative ∂yn

∂yi

previously computed for module fi+1. The derivative ∂yn

∂wi
is part of the final

result. The derivative ∂yn

∂yi−1
is propagated to the previous module in the module

stack, fi−1, which uses it to compute its own derivatives ∂yn

∂yi−2
and ∂yn

∂wi−1
in a

similar way.

1.4 Deep belief networks
The deep belief network is a learnable classifier that brings together classical neu-
ral networks and probabilistic graphical models—specifically, Bayesian networks,
also known as belief networks.

One one hand, a deep belief network is a belief network (or Bayesian network)
whose hidden variables are organized into multiple layers. Variables in adjacent
layers are connected to each other, but there are no connections between the
variables from the same layer. The connection graph of a deep belief network is
essentially the same as the one of a deep multilayer neural network. The only
difference is that the nodes represent random variables instead of neurons, and
the connections represent dependencies between random variables instead of neu-
ron inputs and outputs. On the other hand, a deep belief network can be actually
viewed as a specific type of a multilayer neural network, a stochastic neural net-
work. In a classical neural network, the activation value of each unit is computed
deterministically, as a certain function of the unit’s inputs and weights. In a
stochastic neural network, the value of each unit is chosen randomly, according
to a probability distribution that depends on the unit’s inputs and weights.

Now we will describe the structure of deep belief networks in more detail.
First we will introduce the so-called restricted Boltzmann machine that serves
as a basic building block for deep belief networks. Then we will explain how
restricted Boltzmann machines can be connected together into a a deep belief
network and how the network is trained.
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1.4.1 Restricted Boltzmann machines
The Boltzmann machine

The standard Boltzmann machine is a computation model introduced by Geoffrey
Hinton in 1985 [16]. The main purpose of a Boltzmann machine is to generate
random values, but it can also be used a classifier and feature detector in a way
we explain in the next sections.

A Boltzmann machine is a network of stochastic binary units. Each pair of
units is connected by a bidirectional link with a certain weight. Each unit is
always in one of two states, 0 or 1 (Figure 1.11).

x1

x2
x3

x4

x5

x6
x7

Figure 1.11: The structure of a Boltzmann machine consisting of 7 units.

The Boltzmann machine generates random vectors in the following way. First,
each unit is assigned some initial states (0 or 1). The initial states are chosen
either randomly or based on some initial state vector. Then, the following pro-
cedure is performed repeatedly. A single unit is chosen randomly and assigned
a new state. The new state is chosen as a random value drawn from a certain
probability distribution that depends on the both states of the other units and
the connection weights.

After the process of choosing a random unit and assigning it a new state
have been repeated many times, the states of the network’s units are virtually
independent of the initial state and converge to some equilibrium. The whole
process is essentially getting a sample from an unknown probability distribution
with a Markov chain Monte Carlo algorithm.

The restricted Boltzmann machine

The so-called restricted Boltzmann machine (RBM) is a specific type of the Boltz-
mann machine designed to make the Monte Carlo sampling more efficient. The
improvement consists in restricting the network’s structure to a bipartite graph
(Figure 1.12). It was first introduced in 1986 by Smolensky under the name of
Harmonium [17] and popularized by Hinton in later years [18].

In a restricted Boltzmann machine, the computing units are organized into
the so-called visible layer and the hidden layer. Each unit in the visible layer is
connected to all units in the hidden layer and vice versa. There are no connections
between the units within the same layer (a restriction against with respect to the
general Boltzmann machine). In this way the probabilities of the states of the
hidden units depend only on the states of the visual units, and vice versa. This
makes it possible to choose the new states of a whole layer in parallel.
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h1 h2 h3
. . .

hM

x1 x2 x3 x4

. . .
xN

hidden layer, h = (h1, h2, . . . , hM)

visible layer, x = (x1, x2, . . . , xN)

Figure 1.12: The structure of a restricted Boltzmann machine.
Here, x is the vector of states of visible units, h is the vector of states of hidden
units.

Sampling random vectors from RBMs

The process of sampling a random vector from a restricted Boltzmann machine
is essentially the same as described above. The units are assigned some initial
states, then repeatedly a random unit is chosen and its state is updated. The
main difference between the RBM and the general Boltzmann machine is that in a
restricted Boltzmann machine the probability distribution of the new state of the
chosen unit does not depend on other units from the same layer and vice versa,
due to the bipartite structure of the connection graph. This makes it possible to
efficiently update the states of all hidden units or all visible units in parallel.

The sampling is performed as follows: First, the visible units are assigned
initial states given by the presented input vector x(0) consisting of 0s and 1s.
Then, the hidden units are assigned new states h(0) at random based on the
states of the visible units. The probability of the jth hidden unit receiving the
new state of 1 is given by this formula:

P (hj = 1|x) = sigm(
∑

i

wijxi + bj) = 1
1 + exp(−∑

i wijxi − bj)
, (1.33)

where

• x = (x1, x2, . . . , xN) is the vector of states of the visible units,
• wij is the weight of the connection between the visible unit xi and the hidden

unit hj (the connections are bidirectional, wij = wji),
• bi is the bias value of the jth hidden unit.

After assigning new states to the hidden units, the states of the visible units
are updated according to a similar probability distribution. The probability of
the ith visible unit receiving the new state of 1 is given by:

P (xi = 1|h) = sigm(
∑

j

wijhj + ci) = 1
1 + exp(−∑

j wijhj − ci)
, (1.34)
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where

• h = (h1, . . . , hM) is the vector of the states of the visible units,
• wij is the weight of the connection between the visible unit xi and the hidden

unit hj (the connections are bidirectional, wij = wji),
• ci is the bias value of the ith visible unit.

After updating the stated of the visible units, the states of the hidden units are
updated again, and so on:

x(0) x(1) . . . x(k)

h(0) h(1) h(k − 1)

The iterative process continues until the equilibrium is reached.

RBM is a learnable generator of random values

The network from Figure 1.12 looks almost like a classical neural network, and
even the probability distributions defined by equations (1.33) and (1.34) look
surprisingly similar to the computation performed by a neural network with the
sigmoidal transfer function. Despite that, RBMs and neural networks actually do
quite different things. A neural network essentially computes a certain function
of the given input vector. A restricted Boltzmann machine generates random
vectors of 0s and 1s according to a certain probability distribution.

The energy function

The energy of a restricted Boltzmann machine is a function that depends on the
states of visible and hidden units (x, h) and is defined as:

E(x, h) = −(hTWx + bTh + cTx), (1.35)

where

• W is a symmetric weight matrix,
• b is the bias vector of the hidden layer,
• c is the hidden bias vector of the visible layer.

The first component of the energy function, hTWx, measures the correlation
between certain linear combinations of the states of visible units, Wx, and the
vector of hidden units, h. The other two components, bTh and cTx, measure
how well the vectors of states of the visible layer and the hidden layer correlate
with some constant vectors. If we interpret the state vector of the visible layer,
x, as an input vector, and the state vector of the hidden layer, h, as a vector
of latent features extracted from the input vector, then the whole sum can be
implemented as a measure of consistency, or harmony, between the input vector,
x, and the feature vector, h. That is why it was called the harmony function by
Smolensky [17]. Because of the minus sign in front of the sum, the higher is the
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harmony of the system, the lower is its energy. The concept of energy of an RBM
thus gets a clear physical meaning.

Furthermore, each configuration (x, h) of a restricted Boltzmann machine is
assigned a certain probability, P , depending on its energy, E. By definition,

P (x, h) = e−E(x,h)∑
x,h e−E(x,h) = e−E(x,h)

Z
. (1.36)

The probability distribution given by Equation (1.36) is analogous to the
Boltzmann distribution in statistical mechanics. The sum in the denominator,
Z = ∑

x,h e−E(x,h), is just a normalization factor such that the probabilities of all
possible configurations sum up to 1. It is often called the partition function, also
by analogy with statistical mechanics.

The probabilities of a unit changing its state to 1, defined by Equations (1.33)
and (1.34), follow from the joint probability distribution (1.36) defined in terms
of energy. Below we will show that. By definition of conditional probability,

P (xi = 1|h) = P (xi = 1|x 6=i, h) = P (xi = 1, x 6=i, h)
P (x6=i, h) , (1.37)

P (xi = 0|h) = P (xi = 0|x 6=i, h) = P (xi = 0, x 6=i, h)
P (x6=i, h) , (1.38)

where x 6=i is the vector of states of visible units other than xi. Here we used
the fact that the state of the visible unit xi is conditionally independent of the
states of other visible units, x6=i (thanks to the bipartite structure of the restricted
Boltzmann machine).

To get rid of the problematic denominator in Equations (1.37) and (1.38) we
divide one by the other:

P (xi = 1|h)
P (xi = 0|h) = P (xi = 1, x 6=i, h)

P (xi = 0, x 6=i, h) = P (xxi=1, h)
P (xxi=0, h) , (1.39)

where xxi=1 and xxi=0 are the vectors of states of visible units with the ith units
having state 1 and 0, respectively.

Equation (1.39) expresses the ratio of 1 and 0 probabilities of the ith visible
unit in terms of joint probabilities of the states of visible and hidden units. Now
we can use the definition of the joint probabilities in terms of energy given by
Equation (1.36):

P (xi = 1|h)
P (xi = 0|h) = e−E(xxi=1,h)

e−E(xxi=0,h)

=
exp

[
−hTWxxi=1 − bTh − cTxxi=1

]
exp

[
−hTWxxi=0 − bTh − cTxxi=0

]
= exp

[
−hW(xxi=1 − xxi=0) − cT(xxi=1 − xxi=0)

]
= exp(−

∑
j

wijhj − ci). (1.40)
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In the last line of Equation (1.40) we used the fact that xxi=1 − xxi=0 is a vector
with the ith component equal to 1 and other components equal to 0.

After replacing P (xi = 0|h) with 1−P (xi = 1|h) and solving a simple equation

P (xi = 1|h)
1 − P (xi = 1|h) = exp(−

∑
j

wijhj − ci), (1.41)

we finally obtain the probability P (xi = 1|h):

P (xi = 1|h) = 1
1 + exp(−∑

j wijhj − ci)
. (1.42)

The result is identical to Equation (1.34).
Equation (1.33) is obtained in the same way. We consider the ratio of proba-

bilities of states 0 and 1 for the ith visible neuron is

P (hj = 1|x)
P (hj = 0|x) = e−E(xhj =1,x)

e−E(xhj =0,x) = · · · = exp(−
∑

j

wijhj − ci). (1.43)

From that we obtain the probability of the ith visible neuron having state 1:

P (hj = 1|x) = 1
1 + exp(−∑

i wijxi − bj)
. (1.44)

Maximum likelihood learning with gradient descent

The learning of RBM consists of optimizing the parameters to maximize the
likelihood of the training data:

P (x) = 1
Z

∑
h

P (x|h) =
∑

h e−E(x,h)∑
h,x e−E(x,h) . (1.45)

In practice it is more convenient to work with the log-likelihood:

ln P (x) = ln
∑

h e−E(x,h)∑
h,x e−E(x,h) = ln

∑
h

e−E(x,h) − ln
∑
h,x

e−E(x,h). (1.46)

The optimization can be done by gradient descent. The gradient of the log-
likelihood (1.46) with respect to the weight parameters is [19]:

∂ ln P (x)
∂wij

= ∂

∂wij

[
ln
∑

h
e−E(x,h)

]
− ∂

∂wij

ln
∑
x,h

e−E(x,h)


= − 1∑

h e−E(x,h)

∑
h

e−E(x,h) ∂E(x, h)
∂wij

+ 1∑
x,h e−E(x,h)

∑
x,h

e−E(x,h) ∂E(x, h)
∂wij

= −
∑

h
P (h|x)∂E(x, h)

∂wij

+
∑
x,h

P (x, h)∂E(x, h)
∂wij

. (1.47)
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In the last line of (1.47) we use the fact that

P (h|x) = P (x, h)
P (x) =

1
Z

e−E(x,h)

1
Z

∑
h e−E(x,h) = e−E(x,h)∑

h e−E(x,h) . (1.48)

The derivative ∂E(x,h)
∂wij

is trivial to compute:

∂E(x, h)
∂wij

= − ∂

∂wij

(
hTWx + bTh + cTx

)

= − ∂

∂wij

∑
i,j

hiwi,jxj +
∑

j

bjhj +
∑

i

cixi


= −hixj. (1.49)

The first term of Equation (1.47) is a sum over all possible configurations of
the hidden layer and thus contains an exponential number of summands. How-
ever, the bipartite structure of the RBM and the conditional independence of
the hidden unit probabilities given the states of the visible units allows it to be
evaluated efficiently.

−
∑

h
P (h|x)∂E(x, h)

∂wij

=
∑

h
P (h|x)hixj

=
∑
hi

∑
h6=i

P (hi|x)P (h−i|x)hixj

= xj

∑
hi

P (hi|x)hi

∑
h6=i

P (h6=i|x)
︸ ︷︷ ︸

=1

= xj [P (hi = 1|x) · 1 + P (hi = 0|x) · 0]
= xjP (hi = 1|x)
= xj sigm(

∑
i

wijxi + bj). (1.50)

In the second line of (1.50) we used the conditional independence property:

P (h|x) = P (hi|x)P (h6=i|x), (1.51)

where h 6=i is the vector of states of hidden units other than hi.
The second term of the gradient given by Equation (1.47) more problematic.

Even if we apply the same transformation like in (1.50), the sum over all possible
configurations of the visible layer, x, still remains:

∑
x,h

P (x, h)∂E(x, h)
∂wij

=
∑

x
P (x)

∑
h

P (h|x)∂E(x, h)
∂wij

(1.52)

= −
∑

x
P (x)xjP (hi = 1|x),

and the number of the summands remains exponential.
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To avoid summing over an exponential number of summands, the second term
is estimated numerically using the Markov Chain Monte-Carlo algorithm, as first
suggested by Hinton [18]. With this algorithm, we approximate the expectation
over all possible configurations of the visual layer by sampling from the equilib-
rium distribution of the RBM:∑

x
P (x)xjP (hi = 1|x) = Ex∞ [xjP (hi = 1|x)] , (1.53)

where Ex∞ denotes the expected value of the visual layer state, x, after the
Markov chain has been run for an infinite number of steps and the RBM has
reached the equilibrium distribution. The sampling is performed as described on
page 26.

In practice, running the Markov chain for an infinite or even very large number
of steps is impractical. Instead of that, the Markov chain is run for a small
number of steps, k, and the expectation over all possible configurations of the
visual layer, x, is approximated by the kth sample from the Markov chain, xk:

Ex∞ [xjP (hi = 1|x)] ≈ xk
j P (hi = 1|xk). (1.54)

Putting this all together, the approximation of the log-likelihood log-likelihood
gradient with respect to the weight parameter wij for the training sample x0 is:

∂ ln P (x0)
∂wij

≈ xjP (hi = 1|x0) − xk
j P (hi = 1|xk). (1.55)

Here xk is the state vector of the visual layer after running the sampling process
for k steps, starting from x0. It has been shown empirically that even a single
step of the Markov chain is often sufficient (k = 1) [18].

The gradients with respect to the bias parameters, b and c, are obtained in
a similar way:

∂ ln P (x0)
∂bi

≈ P (hi = 1|x0) − P (hi = 1|xk), (1.56)

∂ ln P (x0)
∂ci

≈ x0 − xk. (1.57)

1.4.2 Deep belief networks
A single RBM can theoretically learn to represent any discrete probability distri-
bution if the number of hidden units is large enough [20]. However, the required
number of hidden units can be impractically large, possibly exponential with re-
spect to the number of inputs. One way to represent probability distribution
with more compact networks is to use deep architectures, consisting of multiple
RBMs stacked on top of each other, similarly to multilayer neural networks. Such
architectures are known as deep belief networks [21].

A deep belief network (DBN) is a stack of multiple restricted Boltzmann ma-
chines (RBMs). The hidden layer of the first RBM serves as the input layer of
the second RBM, and so on. Each RBM has its own weight matrix, Wi, and bias
vectors, bi and ci (Figure 1.13).
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x1 (input)

RBM 1
W1, b1, c1

RBM 2
W2, b2, c2

RBM 3
W3, b3, c3

h3 (output)

h1 = x2

h2 = x3

Figure 1.13: A three-layer deep belief network.

Deep belief networks use a layer-by-layer training process in which each layer
is trained as an RBM, as described in the previous section.

The first RBM consisting of the visible layer and the first hidden layer is
trained on the set of the input vectors of the DBM with the aim to learn the
probability distribution behind them. As a result of that, the values of the hidden
layer learn to represent some useful features that characterize the input vectors.
After the training of the first RBM has been finished, its weight matrix and bias
vectors are fixed and not change anymore.

After that, the training of the second RBM begins. The training procedure
is the same as with the first RBM, except that the outputs of the first RBM are
now used as the input vectors.

After successful training of the second RBM, its weights and biases are fixed,
and the training of the third RBM begins, using the outputs of the second RBM
as inputs. The same procedure is repeated for each RBM in the deep belief
network.

As a result, each RBM in the RBM stack learns to extract progressively more
and more complex features based on the output of the previous layer. This is
very similar to Hubel and Wiesel’s ideas of the visual cortex (Section 1.1.1 on
page 5), and the whole training procedure is surprisingly similar to the unsuper-
vised neocognitron training algorithm (Section 1.1.2 on page 9). The training
procedure of the neocognitron was mostly empirical, but for deep belief networks
it can be actually shown that adding a new RBM layer to a pre-trained network
is guaranteed to improve the lower bound on the log-probability of the training
data [21].
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1.5 Model comparison and review
The neocognitron invented by Kunihiko Fukushima in the 1980s [4] was probably
the first successful deep network model. The architecture of the neocognitron
was inspired by the structure of the visual cortex and introduced such successful
techniques as convolutions (called S-cells in the neocognitron), subsampling (C-
cells), feature maps (cell-planes), and weight sharing.

Convolutional neural networks were introduced by Yann LeCun several years
after the neocognitron [22]. They were largely inspired by the neocognitron model,
with the main improvement being the use of gradient-based learning and the
backpropagation algorithm. This greatly improved the efficiency of the training
process and allowed to train much larger networks.

In the 1990s, a fundamental difficulty in training deep neural networks was
discovered. With the backpropagation algorithm, the propagated gradients tend
to either decay or explode exponentially towards the early layers. In practice, this
means that the gradients in the early layers of a deep network often become very
close to zero, making the training of deep networks increasingly more difficult
with the increasing number of layers. This effect is sometimes referred to as the
vanishing gradient problem [23].

Deep belief networks introduced by Hinton et al. in the 2000s [21] introduce
a possible solution to the vanishing gradient problem. They use an unsupervised
layer-by-layer training algorithm that does not depend on backpropagation. This
algorithm is often used as a prelude to the classical gradient-based training, pro-
viding better initial values of the network’s weights than the usual random ini-
tialization. Another advantage of the unsupervised training algorithm is that it
can be used on unlabeled training data, eliminating costly manual labeling.

33



2. Benchmark: recognizing
handwritten digits
In this chapter we compare the performance of the three discussed models of deep
neural networks:

• the neocognitron,

• convolutional netural networks, and

• deep belief networks.

The main criteria we were interested in comprise:

• Accuracy, or how well each model recognizes handwritten digits when com-
pared to other models;

• Scalability, or how well does each of the models copes with large training
sets;

• Efficiency, or how much time is needed for training and recall by each model;

• Robustness, or how well each model recognizes noisy and distorted images.

For the first set of experiments, we used the MNIST dataset [24] because it is
widely known and the performance of convolutional neural networks and deep be-
lief networks on the MNIST data has been already studied extensively. Our plan
was to train the neocognitron on the same data and compare its recognition ac-
curacy with the published results achieved with convolutional neural networks [8]
and deep belief networks [21]

It turned out, however, that the neocognitron is surprisingly hard to adapt
for use with MNIST digits. The original implementation of the neocognitron by
Kunihiko Fukushima [25, 26] was trained on a different dataset of handwritten
digits, the ETL-1 dataset [27]. In order to fairly compare all the three models,
we also performed a second set of experiments using the ETL-1 dataset.

2.1 The MNIST dataset
In our experiments, we used the original implementation of the neocognitron
by Kunihiko Fukushima [25, 26]. The network consists of 4 convolutional and
4 subsampling layers. The number of feature maps in each layer is adjusted
dynamically. Whenever a layer produces an incorrect response, a new feature map
is added. The input layer is of size 65 × 65 pixels. Input images are preprocessed
with two manually chosen edge detection filters and the filtered images are then
fed into the network.
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2.1.1 Training the neocognitron on the MNIST data
The MNIST dataset consists of 60000 training and 10000 test images of handwrit-
ten digits. Each image is of size 28 × 28 pixels while the input layer of the tested
neocognitron model is of size 65 × 65. Adjusting the neocognitron to work with
28×28 input images would be a very complicated task, because neocognitron uses
more than a hundred of hyperparameters that were hand-tuned by Fukushima
himself. We were not sure if we would be able to re-tune them properly to achieve
decent performance with the smaller images. Instead of doing that we upscaled
the MNIST images from 28 × 28 to 65 × 65 pixels. The upscaling was done by
means of fifth-order interpolation with subsequent sigmoidal contrast adjustment
(we used resize(order=5) and adjust_sigmoid() functions from scikit-image
[28]). Example images before and after scaling are shown in Figures 2.1–2.2.

(a) original 28 × 28 image (b) upscaled 65 × 65 image

Figure 2.1: Example MNIST image before and after upscaling (digit 6).

(a) original 28 × 28 image (b) upscaled 65 × 65 image

Figure 2.2: Example MNIST image before and after upscaling (digit 7).
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The tested implementation of the neocognitron required that all digits are
evenly interleaved in the training set (01234567890123 . . . ). This implied that
the number of images of each digit had to be the same. We reordered the MNIST
images to satisfy this requirements. After reordering and interleaving we had
54215 training images and 8920 test images. We had to discard some images,
because the original MHIST dataset had unequal numbers of images of different
digits).

Further, we made several modifications to the original neocognitron code:

• The original code was written to work with the ETL-1 dataset [27], which
uses a rather complex binary data format. We added support for reading
simple grayscale images stored as arrays of 8-bit integers.

• The original training code creates new feature maps dynamically during
training, so that the number of feature maps tends to grow constantly (see
Figure 2.3). To prevent the network growing beyond practically reasonable
size, we limited the maximum number of feature maps in each layer to 1000.

• In the original code, the last layer was trained on each pattern 10 times.
We reduced this number to 3. The rationale was that in this case we have
plenty of data, so it makes better sense to use a larger number of different
images for training than to use a smaller number of images repeatedly. Even
with the reduced number of repeats, training on the full MNIST dataset
took many hours on Intel Core i5-4570S (Figure 2.4, ).
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Figure 2.3: The growth of the number of feature maps during the training of an
example neocognitron network on the MNIST data.

We trained the neocognitron on the sets of 3000, 10000, 20000, 30000, 40000,
and 54215 patterns. For 54215 images (the full training set) we reduced the
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number of repeats in the last layer even further, from 3 to 2. After training, we
tested recognition accuracy on the first 3000 images from the test set (testing on
the full test set would take too much time).

Training times and recognition accuracies for all training sets are shown in
Figure 2.4. Full data are available in Table B.1 on page 112. The best result was
achieved on the set of 40000 training patterns (98.0 % accuracy). The training
took about 24 hours on Intel Core i5-4570S CPU running at 2.90 GHz.
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Figure 2.4: Recognition accuracy and time required to train the neocognitron on
different numbers of samples.

2.1.2 Noise resistance of the neocognitron
We also tested the recognition accuracy of the neocognitron on the same 3000
test images with different amounts of salt-and-pepper noise added. The exact
procedure for adding noise was random_noise(image, mode='s&p') from scikit-
image [28]. We used the network trained on 40000 test images that showed the
best recognition accuracy on clean images.

The results are shown in Figure 2.5. Full experimental data are available in
Table B.2 on page 112.

The neocognitron shows remarkable resistance to random salt-and-pepper
noise. The performance does not drop sharply until the noise level reaches 30%.
The reason of such high noise resistance is most probably the use of the manually
fine-tuned edge detection filters in the neocognitron. The filters are applied to
input image before it is processed by the network and also happen to smoothen
out the noise.
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Figure 2.5: Neocognitron: recognition accuracy with different amounts of salt-
and-pepper noise.

2.1.3 Results and comparison
The recognition accuracy of the neocognitron together with the results obtained
by other models is summarized in Table 2.1.

Model Accuracy
Convolutional neural network [8] 99.1%
Deep belief network [21] 98.8%
Neocognitron 98.0%

Table 2.1: Recognition accuracy of MNIST handwritten digits by various models
(best results shown first).

The best result in this table, 99.1%, was obtained by a convolutional network
by Yann LeCun, LeNet-5 [8]. This is a relatively small convolutional network
with only two convolutional layers. Larger convolutional networks trained on
the MNIST dataset augmented with distorted images and using unsupervised
pretraining achieved the recognition accuracy as high as 99.8% [29, 30].
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2.2 The ETL-1 dataset
In the previous section we tested the performance of the neocognitron on the
MNIST dataset and compared it to the results obtained with convolutional neural
networks and deep belief networks. The neocognitron showed the worst recogni-
tion accuracy of all models.

It is unclear, however, whether the low performance of the neocognitron was
caused by some inherent limitations of the neocognitron itself, or it was because
we were simply unable to draw out its full potential. After all, the implementation
of the neocognitron used in our experiments was originally developed for the
ETL-1 dataset, not for MNIST. Besides that, we had to upscale MNIST digits
from 28 × 28 to 65 × 65 pixels to match the ETL-1 image size, while the other
models used the original 28 × 28 images. That all could be a disadvantage for
the neocognitron.

In this section we will therefor test the performance of the other models on
the ETL-1 dataset that was originally used to train the neocognitron by Kunihiko
Fukushima [26]. This makes things fair for the neocognitron. It is also interesting
to see how much work would it take to create a well-performing model from
scratch in the case of convolutional neural networks and deep belief networks.

2.2.1 Data preparation
The ETL-1 dataset contains scanned images of handwritten digits, Latin letters
and Japanese katakana characters. Each image is of size 64 × 63 pixels with 16
levels of gray. There are 141319 images in total, 14450 of which are digits. In
our experiments, we used only digit images. Some example images are shown in
Figure 2.6.

We preprocessed the images with this procedure:

• adjust the contrast with adjust_sigmoid(cutoff=0.5, gain=15) from
scikit-image [28];

• discard corrupt images;

• pad images with zeros to size 65 × 65.

Corrupt images were either blank or incorrectly cropped. We detected them
with simple heuristics:

• images with all pixels having the same value were discarded;

• images with more than half pixels being dark were discarted;

• images with blank center areas were also discarded.

After discarding 73 corrupt images we had 14377 usable images. The discarded
images are shown in Figure 2.7.

The neocognitron implementation requires all digits to be evenly interleaved
in the dataset, which implies that the number of images of each digit has to be
the same. We randomly shuffled the images of each digit, then interleaved them.
After the interleaving we had 1416 images of each digit, 14160 in total.
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Figure 2.6: Example images from the ETL-1 dataset.

Figure 2.7: All the 73 discarded images from the ETL-1 dataset.
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The resulting 14160 images were split into three sets:

• 12000 training images,

• 1160 test images, and

• 1000 validation images.

2.2.2 Neocognitron
The neocognitron was trained on the sets of 3000, 6000, and 12000 patterns. As
with MNIST, the number of feature maps grew very quickly (Figure 2.8). The
number of feature maps in the layer 3 grew even faster than with MNIST and
reached the 1000 limit with less than 1000 training images.
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Figure 2.8: The growth of the number of feature maps during the training of an
example neocognitron network on the ETL-1 data.

Possible reasons for such a fast growth of the number of feature maps could
be:

• Many images in the ETL-1 dataset contain background noise. We tried to
reduce the noise with sigmoidal contrast enhancement during preprocessing,
but some amount of noise still remained.

• Unlike MNIST, the images in ETL-1 database are not size-normalized and
not centered (Figure 2.6).

The recognition accuracy was tested on the set of 1160 test images. It tends
to gradually improve with the increasing size of the training set, and the network
trained on 12000 correctly recognized 97.16% of images.
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Training times and recognition accuracies for training sets of different sizes are
shown in Figure 2.9 and Table 2.2. As with MNIST, the training time can grow
faster then linearly with the number of training images, because of the dynamic
feature map creation. More training images result in more feature maps being
added, which resulted in the bigger network and the larger processing time.
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Figure 2.9: Recognition accuracy and training time of the neocognitron trained
on different numbers of images from the ETL-1 dataset.

Training patterns Training time Accuracy
3,000 1 hours 95.17%
6,000 3 hours 96.81%
12,000 8 hours 97.16%

Table 2.2: Training time and accuracy of the neocognitron trained on different
numbers of images from the ETL-1 dataset.

Figures 2.10–2.11 show the feature maps of the neocognitron for some example
input images. The first “complex” layer, UC1, detects mostly edges of different
orientations. The subsequent layers detect progressively more complex features.

42



U0

   input

UG

contrast

 on- and
off-center

UC1

   edges

UC2

higher-order features

UC3
0

1

2

3

4

5

6

7

8

9

UC4

recognition

Figure 2.10: Example feature maps of the neocognitron for digit 4 (only a small
number of feature maps is shown).
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Figure 2.11: Example feature maps of the neocognitron for digit 4 (only a small
number of feature maps is shown).

43



2.2.3 Convolutional neural network
For comparison we trained a convolutional neural network on the same data. The
network was implemented using Torch [31, 32]. We used 2 × 2 max pooling (the
result of the pooling operation is the maximum of all values in the input window)
and the so-called rectified linear activation (ReLU) [33]:

f(x) =

x if x > 0
0 otherwise

(2.1)

To prevent overfitting, we used dropout (temporarily dropping out randomly
chosen network connections during the training phase) [34]. This all seems to be
the mainstream approach in recent years [35, 36, 37].

The network architecture was chosen experimentally. We tried several config-
urations without much deliberation and the fourth or the fifth try resulted in a
network that correctly recognized 99.74% of test images. The network had four
convolutional layers with 32, 64, 64, and 128 feature maps. The exact structure
of the network is shown in Table A.1 on page 102. Training took 21 minutes on
Nvidia GeForce GTX 980.

Figures 2.12–2.13 show the convolutional filters of the first layer and the fea-
ture maps for some example digits. As for the neocognitron, the first convolu-
tional layer detects simple features like oriented edges. The subsequent layers
detect more complex features (that are sometimes hard to explain intuitively).

Batch normalization

Later we trained a similar network with added batch normalization [38]. (It was
not yet known at the time of our first experiments.) This technique consists of
computing the mean, µ, and the standard deviation, σ, of pixel values in each
feature map and normalizing each pixel of each feature map:

y = x − µ

σ
a + b, (2.2)

where x is the original pixel value, y is the normalized output value, and a and b
are additional learnable parameters.

Batch normalization greatly accelerates convergence during training. At the
same time, batch normalization acts as a form of weight regularization. It allowed
us to train the network without dropout, further accelerating the training process.
The network’s performance slightly increased as well, and we achieved the 99.83%
recognition accuracy on the test set. Training took only 12 minutes on the same
Nvidia GeForce GTX 980.

The structure of the network using batch normalization is shown in Table A.2
on page 103. It is essentially the same as before (four convolutional layers with
32, 64, 64, and 128 feature maps). The only difference is the addition of batch
normalization modules after convolutional modules.
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(a) input image (b) layer 1 filters (in the same scale as the input
image)

(c) layer 1 outputs (in the same order as the filters above)

(d) layer 2 outputs

Figure 2.12: Layer 1 filters and feature maps of the 4-layer convolutional network
(digit 4).
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(a) input image (b) layer 1 filters (in the same scale as the input
image)

(c) layer 1 outputs (in the same order as the filters above)

(d) layer 2 outputs

Figure 2.13: Layer 1 filters and feature maps of the 4-layer convolutional network
(digit 5).
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2.2.4 Deep belief network
We also tested the deep belief network model to see how well it performs compared
to the neocognitron and to the convolutional neural network described in the
previous section. We used a slightly modified code from the deep learning tutorials
by the Machine learning laboratory, University of Montreal [39]. The code was
written in Python and based on Theano [40, 41]. As with the convolutional
neural network, choosing the right size of the network is important. We trained a
number of networks of different sizes to see how the size of the network influences
the recognition accuracy. The smallest network had two hidden layers with 500
units each, the largest one had three layers with 2000 units each.

For each of the networks we used the following training procedure. Each layer
was pretrained in an unsupervised manner as an RBM (Section 1.4.1 on page 29).
The pretrained layers were then assembled into a deterministic neural network
with the sigmoidal transfer function. After that, the network was fine-tuned in
a supervised way with the standard backpropagation method to minimize the
recognition error on the training set. The fine-tuning was continued until the
recognition accuracy on the validation set stopped to improve.

The results are summarized in Table 2.3.

Hidden units Training time, min Accuracy
500, 500 12.5 89.1%
500, 500, 1000 19.6 93.8%

1000, 1000, 1000 25.3 93.0%
1000, 1000, 2000 29.4 94.2%
2000, 2000, 2000 42.2 93.5%

Table 2.3: Training time (Nvidia GeForce GTX 980) and recognition accuracy of
DBNs trained on the ETL-1 dataset.

The best network that we were able to train correctly recognized 94.2% of test
images. The network had three hidden layers with 1000, 1000, and 2000 units,
respectively. Training took 29.4 minutes on Nvidia GeForce GTX 980.

Figure 2.14 shows the weight parameters of the first hidden layer of the DBN.
Each unit in the first hidden layer is connected to all input pixels, so the number
of weight parameters of each unit is the same as the number of pixels in the
input image (65 × 65). The set of the weight parameters of each hidden unit is
visualized as a square image of size 65 × 65 pixels, where each pixel represents
the weight of the connection to the corresponding input pixel.

Comparison with MNIST

Our best result of 94.2% is not very impressive. For comparison, Salakhutdinov
and Hinton reported 99.05% recognition accuracy with a DBN trained on MNIST
digits [42]. Additionally, the input weights shown in Figure 2.14 look very noisy
and it is hard to see their correspondence to the handwritten digits they were
trained on.

To make sure that our DBNs were implemented correctly and the worse result
did not occur because of a methodological error, we trained a number of similar
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Figure 2.14: Input weights of the first hidden layer of the DBN trained on the
ETL-1 dataset. Each square shows the weights of a single hidden unit. Only the
first 100 hidden units are shown.

DBNs on the MNIST digits, too. The networks were similar in their structure to
the ETL-1 networks listed in Table 2.3. The only difference was the number of
input connections of hidden units in the first hidden layer, 784 instead of 4225,
because MNIST images are of size 28 × 28 pixels versus 65 × 65 pixels in the
ETL-1 dataset.

The best network trained on the MNIST data showed 98.7% recognition accu-
racy on test images. This is comparable to the result achieved by Salakhutdinov
and Hinton. The network had three hidden layers with 1000 units each.

The input weights of the DBN trained on MNIST images are shown in Fig-
ure 2.16. They look much nicer than the weights of the DBN trained on larger
ETL-1 images (Figure 2.14) and seem to represent certain characteristic features
of handwritten digits (Figure 2.15).

(a) slanted lines (b) circular shapes

Figure 2.15: Example features of MNIST digits detected by the DBN.

In our opinion, the reason for the worse result on ETL-1 images is that they
have about five times more pixels than MNIST images, which means about five
times more weight parameters to optimize for the first hidden layer alone. For
1000 hidden units in the first hidden layer, the total number of parameters is
1000 · 65 · 65, i. e., 4.2 millions. Optimizing such a large number of parameters in
a fully connected network can be expected to be problematic.
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To see how the size of the input image affects the training results, we trained
a DBN on ETL-1 images resized to the size of MNIST images, from 65×65 pixels
down to 28 × 28 pixels. The network had the same structure as the best network
we had trained on the MNIST data. The resulting network indeed had much
nicer input weights (Figure 2.17), very similar to the weighs learned on MNIST.
Unfortunately, the nicer input weights did not lead to a better recognition accu-
racy. In fact, the recognition accuracy on smaller ETL-1 images even decreased
from 94.2% to 93.1%.
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Figure 2.16: Input weights of the first hidden layer of the DBNs trained on MNIST
images. Only the first 300 hidden units are shown.

Figure 2.17: Input weights of the first hidden layer of the DBNs trained on ETL-1
images resized to the MNIST size. Only the first 300 hidden units are shown.

50



Unsupervised pretraining is useful

We were interested in knowing whether unsupervised pretraining actually im-
proves the network’s performance, or if it can be omitted without making any
difference to the result. To answer that question, we repeated the training of our
best network (three hidden layers with 1000, 1000, and 2000 units) on the ETL-1
dataset, this time omitting the unsupervised pretraining phase and proceeding
straightly to the fine-tuning part. The neural network had exactly the same ar-
chitecture and the whole training process was the same, except for the omission
of unsupervised pretraining.

The resulting network correctly recognized only 90.6% of the test images. This
is substantially worse than the 94.2% accuracy achieved with pretraining, which
shows that unsupervised pretraining does improve the result.

We also repeated the same experiment with our best network trained on
MNIST. The network had three hidden layers with 1000 units each. We trained it
once again from scratch without any pretraining. The recognition accuracy had
dropped from 98.7% to 98.1%. The drop was not as dramatic as with the ETL-1
dataset, probably because the network had much less parameters and was thus
easier to optimize with supervised gradient descent.

The filters of the network trained on MNIST without unsupervised pretraining
are shown in Figure 2.18. Compared to the weights obtained with pretraining
shown in Figure 2.16, they are much more noisy and seem to contain much less
meaningful features.

Figure 2.18: Input weights of the first hidden layer of the neural network trained
on MNIST images without unsupervised pretraining. Only the first 300 hidden
units are shown.
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Bonus: autoencoder

We also trained a denoising autoencoder [43] on the ETL-1 data to compare
it with the deep belief network. The hidden layer of the autoencoder had 500
rectified linear units (ReLU) (2.1). The number of units is the same as in the first
hidden layer of the smallest DBN (see Table 2.3). The intensities of pixels in the
input images were normalized to the interval [−1, 1], and the output layer used
the tanh activation function whose range is also [−1, 1]. The training was done
with 30% dropout, which is roughly equivalent to training with 30% Bernoulli
noise.

The weights of the hidden units are shown in Figure 2.19. They are quite
similar to the weights of the DBN trained on the same data (see Figure 2.14).

Figure 2.19: Input weights of the first hidden layer of the autoencoder trained on
the ETL-1 dataset. Each square shows the weights of a single hidden unit. Only
the first 100 hidden units are shown.

2.2.5 Resistance to noise and distortions
To see how well the neocognitron, convolutional networks and DBNs cope with
noise and distortions, we tested them on several sets of noisy, scaled, shifted and
rotated images. Those distorted images were generated from the 1160 images of
the ETL-1 test set. All three models were tested on exactly the same data.

Salt-and-pepper noise

First, we added various amounts of salt-and-pepper noise to the images from the
test set with the random_noise(mode='s&p') function from scikit-image [28].
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Each pixel was replaced by either white or black with certain probability, so the
amount of noise is approximate and is not equal to the fraction of replaced pixels.
Example images with added salt-and-pepper noise are shown in Figure 2.20. The
recognition accuracy of the images with various amounts of noise is shown in
Figure 2.21 and in Table B.3 on page 113.

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

Figure 2.20: An example image from the ETL-1 dataset with various amounts of
salt-and-pepper noise.
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Figure 2.21: Recognition accuracy with different amounts of salt-and-pepper
noise. Full data is available in Table B.3 on page 113.

The neocognitron performed extremely well when compared to the other two
models. With a small amount of noise up to 0.1%, its recognition accuracy
had even slightly improved in comparison with the original clean images (see
Table B.3 on page 113). Such a high resilience can be be attributed to the use of
preprocessing filters in the neocognitron and the much larger number of neurons
and feature planes. The convolutional neural network and the deep belief network
showed much worse results, although the CNN performed slightly better than the
DBN.
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Gaussian noise

Gaussian noise was added with random_noise(mode='gaussian') function from
scikit-image [28]. A normally-distributed random value was added to each pixel.
The amount of noise is specified with the standard deviation (σ). The inten-
sities of pixels in each image were initially normalized to the interval [0, 1] and
renormalized to the same interval after adding noise, so with the increase of σ
the contrast decreased. Example images with added Gaussian noise are shown in
Figure 2.22. The recognition accuracy obtained for images with various amount
of noise is shown in Figure 2.23 and in Table B.4 on page 113.

0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1.0

Figure 2.22: An example image from the ETL-1 dataset with various amounts of
Gaussian noise.
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Figure 2.23: Recognition accuracy with different amounts of Gaussian noise. Full
data is available in Table B.4 on page 113.

As with salt-and-pepper noise, the recognition accuracy of the neocognitron
decreases much slower than for the other two models.
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Rotation

The images were rotated counter-clockwise by various angles. We used the
rotate() function from scikit-image [28] to rotate the images. Examples of
rotated images are shown in Figure 2.24. The recognition accuracy of rotated
images is shown in Figure B.5 and in Table B.5 on page 114.

0° 5° 10° 15° 30° 45° 60° 90° 120° 180°

Figure 2.24: An example image from the ETL-1 dataset rotated by various angles.
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Figure 2.25: Recognition accuracy of rotated images. Full data is available in
Table B.5 on page 114.

Neither of the tree models showed much tolerance to the rotation of images.
The neocognitron and the convolutional neural network were able to recognize
images rotated to small angles up to 10°, larger angles resulted in a sharp drop
of the recognition accuracy (Table B.5). The fully-connected deep belief network
performed even worse than that. Rotations as small as 3° resulted in a more than
1% accuracy drop.
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Translation

The images were shifted to the right by various numbers of pixels. Examples
of shifted images are shown in Figure 2.26. The recognition accuracy of rotated
images is shown in Figure B.6 and in Table B.5 on page 114.
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Figure 2.26: An example image shifted by various numbers of pixels.
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Figure 2.27: Recognition accuracy of shifted images. Full data is available in
Table B.6 on page 114.

The neocognitron was exceptionally robust and could tolerate the shifts up to
20 pixels without dropping the recognition accuracy by more than several percent.
The convolutional neural network showed some robustness to translations with
the threshold being around 7 pixels. Larges shifts resulted in a sharp drop of
the recognition accuracy. The fully-connected deep belief network showed no
translational invariance at all. The exceptional performance of the neocognitron
is probably caused by a larger pooling size and overlapping pooling areas of
adjacent cells in the “complex” layer.
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Scaling

The images were scaled to various sizes from 0.1 to 2.0 of the original. Small-
er images were padded with zeros to the original size, while large images were
cropped. We used the rescale(order=5) function from scikit-image [28] to scale
the images. Examples of scaled images are shown in Figure 2.28. The recognition
accuracy of rotated images is shown in Figure B.7 and Table B.7 on page 115.

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1.0

1.1 1.2 1.3 1.4 1.5 1.6 1.7 1.8 1.9 2.0

Figure 2.28: An example image from the ETL-1 scaled to various sizes.
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Figure 2.29: Recognition accuracy of scaled images. Full data is available in
Table B.7 on page 115.

Both the neocognitron and the convolutional neural network showed some
robustness to scaling, with the convolutional neural network performing slightly
better. Both models could handle scale changes of ±20% reasonably well. The
fully connected deep belief network showed less tolerance to scaling and could
not handle scale changes comprising more than ±10%.

57



2.2.6 Results and comparison
The recognition accuracy of handwritten digits from the ETL-1 dataset by the
three models is summarized in Table 2.4.

Model Accuracy
Convolutional neural network 99.8%
Neocognitron 97.2%
Deep belief network 94.2%

Table 2.4: Recognition accuracy of ETL-1 handwritten digits by various models
(best results shown first).

The convolutional neural network showed the best performance of all three
considered models. It was also the fastest one to train.

The neocognitron performed reasonably well, although not as well as the
convolutional network. On the other hand, it showed the best overall robustness
to random noise and distortions out of all three models.

Several important lessons can be learned from the neocognitron:

• Manual preprocessing can dramatically improve the results.

• Large pooling sizes and overlapping pooling windows can improve transla-
tional invariance.

• The neocognitron creates new feature maps as needed during learning. This
essentially solves the problem of choosing the optimal number of feature
maps in each layer of the network. Can a similar algorithm be applied to
convolutional neural networks?

The fully-connected deep belief network showed the worst performance at all,
proving the point that fully-connected networks are largely unusable for inputs
larger than 1000 pixels in total. On the other hand, the fully connected DBN
did work quite well for the smaller images from the MNIST dataset and managed
to learn quite reasonable input filters in an unsupervised way (see Figure 2.16).
Convolutional deep belief networks [44] could be the solution, combining the
strong points of both the classical convolutional neural networks and the deep
belief networks.
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3. Recognizing images with
convolutional networks
3.1 Recognizing images from CIFAR-10
In the previous chapter, we have successfully used a convolutional network to
recognize handwritten digits from MNIST and ETL-1 datasets. On the other
hand, images of handwritten digits have quite specific properties:

• all images are of exactly the same size;

• all digits are centered and occupy about 80% of the image area;

• all images are black and white with almost no semitones, black digits are
thus very easy to separate from the white background;

• there are only ten digits, thus only ten classes.

This all makes the recognition of digits surprisingly simple, if not almost
trivial. In this chapter we are therefore going to evaluate the performance of a
large convolutional network on a more difficult task: learning to recognize real-
world objects in photographs. We will use the CIFAR-10 dataset for that. The
CIFAR-10 dataset [45] consists of 60000 color images of size 32×32 pixels (50000
training images and 10000 test images). There are 10 image classes. Each class
is represented by 6000 images. The dataset was collected by Alex Krizevsky,
Vinod Nair, and Geoffrey Hinton. Example images from the CIFAR-10 dataset
are shown in Figure 3.1. This dataset is small enough that it is possible to train
a network in several hours, not days or weeks. At the same time, it is sufficiently
difficult to recognize to make an interesting problem. At the time of writing,
the best machine recognition accuracy lies around 95% [46, 47]. The human
performance is about 94% [48].

3.1.1 Brute force approach
Inspired by our success with the ETL-1 dataset, we tried to use the same approach
on CIFAR-10:

• Start with a simple convolutional network rectified linear activation func-
tions (2.1) [33] and max pooling (the pooling layer returns the largest value
from each input window).

• Train it with dropout [34] and batch normalization (2.2) [38].

• If the result is not satisfying, increase the number of layers and the number
of feature maps until a satisfying result is reached (recognition accuracy
above 95% would be a perfect result).
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Ship

Truck

Figure 3.1: Example images from the CIFAR-10 dataset.

Unfortunately, the brute force approach sketched above did not work as well
as expected. The best recognition accuracy we we able to reach was only 83.3%.
The corresponding network had five convolutional layers with 256 feature maps
each (see Table A.4 on page 105). Increasing the number of layers and the number
of feature maps further was obviously pointless and a more clever approach was
required.

3.1.2 Network in Network
One of the network architectures that have been successfully used on the CIFAR-
10 dataset is the so-called Network in Network model suggested by Min Lin
et al. [49]. The Network in Network approach basically consists of using additional
convolutional layers with 1 × 1 kernels after each “proper” convolutional layer.
A 1 × 1 convolutional layer computes its output feature maps as weighted sums
of the input feature maps. With some imagination this can be seen as a fully-
connected neural network operating on feature maps instead of single neurons
(a network inside a network). Another characteristic feature of the Network in
Network model is the lack of fully connected layers. Instead of that, the number
of feature maps in the last convolutional layer is made equal to the number of
classes. Each output feature map is then averaged to produce a single value.
The averaged values are fed directly into a softmax function to produce class
probabilities. The idea is that eliminating fully connected layers helps to reduce
overfitting, and the averaging layer acts as an additional regularizer.

We used a network similar to the one used by Min Lin et al. [49] with ad-
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ditional batch normalization layers, as suggested by Sergey Zagoruyko [50] (see
Section 2.2.3 on page 44). The network was implemented using Torch [31, 32].
The exact structure of the network is shown in Table A.5 on page 106. The input
images were converted to the YUV color space and the range of pixel intensities
was normalized. No other preprocessing was used.

The best recognition accuracy obtained with this network was 91.49%. The
mean recognition accuracy across 20 networks was 91.02% ± 0.20% (with a 95%
confidence interval). Recognition accuracies of all 20 networks are available in in
Table B.9 on page 117.

Figure 3.2 shows the convolutional filters learned by the first convolutional
layer of one of the networks. The filters seem to detect basic features, like color
spots, oriented color edges, or simple textures.

Figure 3.2: Level 1 convolutional filters learned on CIFAR-10 images.

Feature maps produced by the network for an example input image are shown
in Figure 3.3.

3.1.3 Inception network
The Inception architecture used by the GoogLeNet teem in in ILSVRC2014 com-
bines convolutions of different sizes within the same layer [37]. We attempted to
modify the architecture described in the previous section by replacing each of the
Network in Network modules with two or three inception modules. The exact
architecture is specified in Table A.7 on page 109. We trained three networks of
this structure. The the best of them correctly recognized 91.63% of test images,
which is an improvement over the Network in Network architecture.
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(a) input image (cat)

(b) output feature maps of the first NiN layer

(c) output feature maps of the second NiN layer

Figure 3.3: Feature maps produced by the first two convolutional layers of the
network for an example input image.
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3.2 Recognizing images from ImageNet
ImageNet [51, 52] is the largest publicly available dataset of labeled images at the
time of writing. The dataset currently contains about 14 millions of photographs
collected from Flickr and other public sources. There are over 20000 image cate-
gories. Unlike the CIFAR-10 dataset, the images in ImageNet are of various sizes
and the objects are not centered or size-normalized. Recognition of ImageNet
images is a hard problem that attracts much interest recently, and we wanted to
have a taste of it too.

Training a deep neural network on the full ImageNet dataset is currently al-
most infeasible, so smaller subsets of ImageNet are used. Our data was based
on the CLS-LOC dataset used for the ImageNet Large Scale Visual Recogni-
tion Challenge (ILSVRC) in 2012–2015 [53], which is a subset of ImageNet with
1,281,167 training images, 50,000 validation images, and 100,000 unlabeled test
images representing 1000 categories. Training and validation images are labeled
with one of 1000 object categories each. All images are provided in the JPEG for-
mat. The total size of the dataset is approximately 157 GB. For our experiments
we selected a smaller subset of the dataset containing images from 20 categories of
total 1000. The first 10 categories were fruits, vegetables, and mushrooms (Fig-
ure 3.4). The other 10 are various animals (Figure 3.5). The original dataset
contains 1300 training images and 50 validation images for each of these cate-
gories. There were no category labels for the test images in the original dataset,
so we used the last 100 training images from each category for testing instead.
This gave us a total of 24000 training images, 2000 test images and 1000 vali-
dation images. The total size of the smaller dataset is 3.5 GB. Even with such
a relatively small dataset, training of a single network took up to 18 hours on
Nvidia GeForce GTX 980.

3.2.1 The neural network
Our network model was based on the network originally developed by Alex
Krizhevsky for ILSVRC 2012 and often referred to as AlexNet [35]. Krizhevsky’s
network consists of a feature detecting part with five convolutional layers and a
classifier part with three fully connected layers. A rather novel feature of this
network is the use of overlapping windows in the pooling layers (3 × 3 windows
with a 2 pixel step). This supposedly increases the robustness of the network
to geometrical transformations and distortions of images. The feature detecting
part is actually made of two independent parallel subnetworks of exactly the same
structure, with five convolutional layers each. There are no interconnections be-
tween layers of different subnetworks. The reason for such design is to facilitate
training on a multi-GPU system. All convolutional layers use the rectified linear
activation (2.1) [33]:

The original Krizhevsky’s network was constructed with the aim to recognize
images from the full ILSVRC dataset with 1000 categories. It contains roughly
650,000 neurons and 60 million parameters. For our smaller dataset with 20
categories we used a smaller network based on AlexNet with the feature detecting
part reduced by half, using only one convolutional subnetwork instead of two. The
number of neurons in the fully connected layers has been reduced accordingly to
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(1) head cabbage

(2) cauliflower

(3) bell pepper

(4) mushroom

(5) strawberry

(6) orange

(7) lemon

(8) pineapple, ananas

(9) banana

(10) pomegranate

Figure 3.4: Example images from the ImageNet subset (categories 1–10).
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(11) cock

(12) ostrich, Struthio camelus

(13) bald eagle, American eagle, Haliaeetus leucocephalus

(14) bullfrog, Rana catesbeiana

(15) box turtle, box tortoise

(16) peacock

(17) snail

(18) crane

(19) tabby, tabby cat

(20) grasshopper, hopper

Figure 3.5: Example images from the ImageNet subset (categories 11–20).
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produce 20 output classes instead of 1000. The network was implemented using
Torch [31, 32]. The exact structure of our network is described in Table A.8 on
page 110.

3.2.2 Cropping and sampling
Images in ImageNet are of very different sizes, while the input window of the
network is only 224×224 pixels large. This means, the images cannot be fed into
the network directly and some additional sampling procedure is required.

The original procedure used by Krizhevsky was the following one:

• Resize all images to the size of 256 pixels across the shortest side, preserving
the aspect ratio.

• For training, sample a random 224×224 patch from each image during each
epoch. Mirror the sampled patch horizontally with probability 1/2.

• For testing, sample 10 patches of size 224 × 224 from each image: one from
the center and one from each corner, as well as the horizontally mirrored
versions of these five patches.
When classifying an image, the resulting class probabilities predicted by
the network are simply averaged across the 10 patches.

Besides converting the images to the size that can be processed by the network,
such procedure augments the training dataset by a factor of at least 2048 (2 ·
(256−224)2), although the sampled patches are, of course, highly interdependent.
Krizhevsky reported that this sampling scheme helped to alleviate overfitting and
allowed to use a large network.

In our experiments we used a slightly more aggressive sampling strategy,
which is a simplified version of the procedure used by the GoogLeNet team for
ILSVRC2014 [37]. Instead of using a single 256-pixel scale, we resized each image
to four different sizes, then sampled 224 × 224 patches from all of the four resized
images.

The exact sampling procedure was:

• Resize all images to sizes of 256, 288, 320, and 352 pixels across the shortest
side, preserving the aspect ratio.

• For training, randomly choose one of the four resized versions for each image
and sample a random 224 × 224 patch from it. Mirror the sampled patch
horizontally with probability 1/2.

• For testing, sample 10 patches of size 224×224 from each of the four resized
versions of each image, using Krizhevsky’s procedure. This gives a total of
40 sample patches per image. Predicted class probabilities are averaged
across the 40 patches for each image.

Our preliminary experiments showed that increasing the number of patches
from 10 to 40 increases the recognition accuracy by approximately 1%. This is
consistent to the results reported by the GoogLeNet team [37].
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Figure 3.6: Level 1 convolutional filters learned on ImageNet images.

(a) input image

(b) level 1 feature maps

(c) level 2 feature maps

Figure 3.7: Feature maps produced by the first two convolutional layers of the
network for an example input image (cat).
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(a) input image

(b) level 1 feature maps

(c) level 2 feature maps

Figure 3.8: Feature maps produced by the first two convolutional layers of the
network for an example input image (strawberry).
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3.2.3 Results
Learning with stochastic gradient descent is nondeterministic by its nature. Tech-
niques like dropout and random cropping add even more to this nondeterminism.
This makes the resulting network’s performance a random variable with a poten-
tially high variance. We trained 30 networks of identical architecture to study this
randomness in more detail. All networks were of exactly the same structure and
were trained with exactly the same procedure on the same data. The differences
in the resulting performance were caused only by the inherent nondeterminism of
the training algorithm. The training ran on two identical machines with Nvidia
GeForce GTX 980 GPUs and took about two weeks in total.

The mean recognition accuracy measured on test images was 84.65 ± 0.24%
(using a 95% confidence interval). Individual results ranged from 83.4% to 85.8%.
Averaging the predictions over the best 5 networks gave the 86.6% recognition
accuracy.

The distribution of the recognition accuracies of all 30 networks is summarized
in the box plot in Figure 3.9. Recognition accuracies of all networks are available
in Table B.10 (page 118).
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Figure 3.9: The distribution of recognition accuracies of 30 networks of identical
architecture.
The box shows the first and the third quartiles, the band inside the box shows
the median, the whiskers extend to the most extreme data points.
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4. Pruning convolutional
networks
4.1 Pruning convolutional networks with prin-

cipal component analysis
A quick glance at the filters of the convolutional network used to recognize hand-
written digits from the ETL-1 dataset reveals that many of the filters are very
similar to each other (Figure 4.1). This means that the corresponding feature
maps extract almost the same features and some of the 32 feature maps might
be redundant.

Figure 4.1: Convolutional filters from the first layer of an example network used
to recognize ETL-1 digits. The three highlighted filters detect similar diagonal
edges.

Some questions arise from this observation:

• Do we really need this many feature maps?

• Can we find the “right” number of feature maps systematically, not by trial
and error?

• Can we exploit the redundancy of feature maps to reduce the amount of
computation without losing precision?

The idea of exploiting the redundancy of feature maps has much in common
with image compression, the main purpose of which is finding and reducing the
redundancy in image data. The idea of reducing the number of feature maps is
also closely related to dimensionality reduction algorithms that aim for reducing
the amount of processed data without losing useful information. One such al-
gorithm particularly suitable for our needs is the so-called principal component
analysis (PCA).

4.1.1 Principal component analysis
The central idea of principal component analysis is exploiting the correlation
between feature values to reduce the dimensionality of a data set while retaining
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as much information as possible [54]. More specifically, we have a set of M
N -dimensional vectors x1, x2, . . . , xM as our input data. We assume that these
vectors are drawn from the N -variate Gaussian distribution with the covariance
matrix Σ and zero mean.

In practice, the covariance matrix Σ is usually unknown, so we use the em-
pirical sample covariance matrix S instead:

S = 1
M − 1

M∑
i=1

xixT
i . (4.1)

The scaling factor 1
M−1 is not important for further calculations and can be omit-

ted.
If the mean of the input data is nonzero, we also compute the sample mean

and subtract it from each vector before further processing. We can thus assume
that the input vectors are already mean-adjusted without the loss of generality.

Now, we find a linear transformation that maps the data to a new set of
vectors whose components are uncorrelated and ordered in such a way that the
first few of them capture the most variation present in all components of the
original vectors. These uncorrelated components of the transformed vectors are
called principal components. To find the transformation, we compute the matrix
of eigenvectors Q that diagonalizes the covariance matrix S,

S = QΛQ−1, (4.2)

where Λ is the diagonal matrix of eigenvalues of S and the columns of Q are
the eigenvectors. Additionally, we order the eigenvectors according to decreasing
eigenvalues.

The matrix of eigenvectors Q maps the original vectors xi to vectors of prin-
cipal components x′

i:

x′
i = Qxi. (4.3)

The inverse transformation from principal components x′
i to the original vec-

tors xi is given by the inverse matrix Q−1 (the matrix of eigenvectors is orthog-
onal, so Q−1 = QT):

xi = QTx′
i. (4.4)

The actual dimensionality reduction is achieved by using the first P eigenvec-
tors to reconstruct the original vectors, discarding the remaining N − P ones:

xi = Q̃T
P x′

i, (4.5)

where Q̃P is the matrix of eigenvectors Q truncated to the first P rows, containing
P eigenvectors with the largest eigenvalues.

4.1.2 Compressing images with PCA
The classical PCA algorithm works with vectors, or 1-dimensional arrays of values.
The compression results from exploiting the correlation between individual values
of the same vector. However, our goal is to compress images, therefore we have
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to exploit the correlation between image pixels instead. Images are 2-dimensional
arrays of values. To be able to use the PCA algorithm on images (2D arrays),
we thus need to transform them into vectors (1D arrays) that can be fed into the
PCA algorithm.

There are many ways to transform images into vectors. The exact transfor-
mation depends of what kind of correlation between pixel values we are going to
exploit. In our case we know there might be a strong correlation between the
pixels at the same positions in different filters and feature maps (Figure 2.12).
This means that different filters and feature maps are very similar to each other.
To use that observation, we form the input vectors for the PCA algorithm in such
a way that each vector to be processed now contains the values of all the pixels
at the same position from each considered image (Figure 4.3).

Before we proceed to details, we need to introduce some notation. We denote
the N input images as IMG1, IMG2, . . . , IMGN . Each image is a 2-dimensional
array of the height H and the width W pixels (Figure 4.2). We use square brackets
to access the values of individual pixels: IMGi[h, w] is the intensity of the pixel
in the hth row and the wth column of the ith image.

IMG

1

1

2

2

3

3

4

4

5

5

6

6

7

7

8

8

IMG[6, 7]

Figure 4.2: A 2-dimensional image IMG (H = 8, W = 8). The intensity of the
pixel in the 6th row and the 7th column is denoted as IMG[6, 7].

Now, we convert images IMG1, IMG2, . . . , IMGN , each with H × W pixels,
into the vectors x1,1, x1,2, . . . , xH,W , each with N components1:

xh,w = (IMG1[h, w], IMG2[h, w], . . . , IMGN [h, w])T . (4.6)
The correspondence between the N images and the H × W PCA input vectors is
illustrated by Figure 4.3. The components of the vector xh,w are the intensities

1Again, we assume that the expected value of each component is zero (i.e., the expected
mean of pixel intensities of each image is zero). If not, we could just compute the mean vector:

mean(x) = 1
H

1
W

H∑
h=1

W∑
w=1

xh,w

and subtract it from each vector. This is equivalent to computing the mean of pixel intensities
of each image:

mean(IMGi) = 1
H

1
W

H∑
h=1

W∑
w=1

IMGi[h, w]

and subtracting it from the corresponding image, IMGi, 1 ≤ i ≤ N .
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Figure 4.3: The components of an example PCA input vector, x6,7.

of pixels in the hth row and the wth column in each of the N images, so that we
could exploit the correlation between these pixels later on.

Now we compute the sample covariance matrix S of size N × N for the input
vectors xh,w (omitting the scale factor, which is not important):

S =
H∑

h=1

W∑
w=1

xh,wxT
h,w =

(
H∑

h=1

W∑
w=1

IMGi[h, w]IMGj[h, w]
)

(i,j)
. (4.7)

There is another way to look at the covariance matrix (4.7). Each element of
this matrix is a cross-correlation (denoted as ?) between two images:

S =
(

H∑
h=1

W∑
w=1

IMGi[h, w]IMGj[h, w]
)

(i,j)
= (IMGi ? IMGj)(i,j) . (4.8)

We could therefore obtain the same matrix by taking a “vector of images”
and computing its “outer product“, using cross-correlation operators (?) instead
of multiplications:

S =


IMG1
IMG2

...
IMGN

 ? (IMG1, IMG2, . . . , IMGN) = (IMGi ? IMGj)(i,j) . (4.9)

Finally, we compute the matrix of eigenvectors Q of the covariance matrix S,
ordered by decreasing eigenvalues:

S = QΛQ−1, (4.10)
where Λ is the diagonal matrix of eigenvalues of S and the columns of Q are the
eigenvectors.
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The matrix of eigenvectors Q gives the linear transformation that maps the
input vectors to the principal components IMG′

i, IMG′
2, . . . , IMG′

N :

IMG′
i =

N∑
p=1

Qi,pIMGp. (4.11)

The principal components are already ordered by their significance, because
the largest eigenvalues correspond to principal components that capture the most
variance in image pixels.

Reconstruction of the original images IMG from principal components IMG′

is performed with the inverse trasnformation similar to (4.11), using the inverse
matrix Q−1 = QT (Q is orthogonal):

IMGi =
N∑

q=1
QT

i,qIMG′
q. (4.12)

By using the ”vector of images“ notation, these equations can be rewritten in
a form similar to the original PCA transformation (4.3)–(4.4):

(
IMG′

1, IMG′
2, . . . , IMG′

N

)T
= Q (IMG1, IMG2, . . . , IMGN)T (4.13)

and

(IMG1, IMG2, . . . , IMGN)T = QT
(
IMG′

1, IMG′
2, . . . , IMG′

N

)T
. (4.14)

Dimensionality reduction is achieved by truncating the sums in Equation
(4.12) from N to P summands that correspond to the P most significant principal
components. This is equivalent to using the truncated matrix of eigenvectors Q̃P

in Equations (4.13)–(4.14).

Example: principal components of convolutional filters

If wee look at the principal components of convolutional filters, we see that only
the first few components contain meaningful information, while the remaining
ones contain mostly noise (Figure 4.4). This means that the initial observation
about the redundancy of filters was right.

Figure 4.4: Principal component of layer 1 convolutional filters of an example
network used to recognize ETL-1 digits.
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4.1.3 Applying PCA to convolutional modules
A typical convolutional layer in a convolutional neural network consists of several
computational modules that compute the convolutions of the input images, apply
the transfer function, and subsample the result (Figure 4.5):

1: Inputs

2: Convolved
inputs

3: Squashed
convolved inputs

4: Outputs

convolutions transfer
function

subsampling

Figure 4.5: A simple convolutional layer.

In this chapter we focus on the convolutional module (Figure 4.6):

1: Inputs

2: Convolved
inputs

convolutions

Figure 4.6: A convolutional module.

A convolutional module takes Nin input images and computes Nout convolved
output images for them. There are two ways to use PCA compression on a
convolutional module:

• Method A: apply PCA to the input images of the convolutional module.

• Method B: apply PCA to the output images of the convolutional module.

The first method uses PCA compression to reduce the number of input images
that go into the convolutional module. The convolutional module is modified so
that it computes the same outputs for PCA-compressed input images as before
for the original uncompressed input images.

The second method modifies the convolutional module to produce a small-
er number of PCA-compressed images instead of the original module’s outputs.
The original outputs are then reconstructed from PCA-compressed images with
inverse PCA.

Both methods have their advantages and disadvantages. They are explained
in detail in the next two sections.
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4.1.4 Method A: compressing convolution inputs
This method is very similar to the Principal Components Pruning algorithm pro-
posed by Levin et al. for fully-connected networks [55]. The pruning method
described in this chapter is basically the generalization of the Principal Compo-
nents Pruning algorithm to convolutional networks.

The method is based on applying PCA to the inputs of the convolutional
module inside a convolutional layer. Throughout this chapter, we will use a simple
layer architecture shown at Figure 4.5 as the example, but the exact structure of
the layer is not important.

We start by inserting the PCA transform module (1–1A) into the network
followed by the inverse PCA transform module (1A–1B) right before the convo-
lutional module (Figure 4.7). The PCA transform and the inverse PCA transform
cancel each other, so the layer produces the same output as before.

1: Inputs
1A: Principal
components

1B: Reconstructed
inputs

2: Convolved
inputs

3: Squashed
convolved inputs

4: Outputs

PCA inverse PCA convolutions transfer
function

subsampling

Figure 4.7: A convolutional layer with added PCA and inverse PCA transforma-
tions of the input planes.

To make the computation more efficient, we will combine the inverse PCA
(step 1A–1B) and the convolutions (step 1B–2) into a single step 1A–2 (Fig-
ure 4.8).

1: Inputs

1A: Principal
components

2: Convolved
inputs

3: Squashed
convolved inputs

4: Outputs

PCA modified
convolutions

transfer
function

subsampling

Figure 4.8: A convolutional layer with PCA compression of the input planes.

It is possible to combine the inverse PCA and the convolutions into a single
step because both transformations are linear with respect to their inputs. The
exact procedure will be described below.

The actual dimensionality reduction results from keeping the first P of the Nin
principal components and omitting the remaining ones. The number of principal
components (1A) in Figures 4.7–Figures 4.8 is smaller than the number of inputs
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to illustrate that. The convolution module in the resulting pruned layer has only
P remaining input feature maps instead of Nin, reducing the overall amount of
computation done by the module by the factor of P/Nin. Of course, an additional
PCA transformation must be performed first (step 1–1A), but this is effectively
equivalent to computing P linear combinations of Nin input feature maps and is
relatively cheap compared to computing the convolutions.

The whole pruning method consists of these steps:

1. Find the principal components of convolution inputs.

(a) Compute the mean values of image pixels, subtract the mean from
each image.

(b) Compute the covariance matrix using mean-adjusted images.
(c) Compute the eigenvalues and eigenvectors.

2. Add an additional module to the network to compute the principal compo-
nents of the convolution inputs.

3. Modify convolution weights to obtain the original output from principal
components.

4. Discard non-significant principal components and weights connected to them.

Now we are going to describe each step in more detail.

Step 1a. Removing the mean

The PCA algorithm relies on the assumption that the expected value of every
pixel is zero. To conform with this assumption, we compute the mean values and
subtract them from each image before we proceed to the next step.

Some additional notation is needed. We denote the inputs of the convolutional
module by INPUTi,t. The first index, i, is the index of the convolution input
image, 1 ≤ i ≤ N . The second index t is the number of the image in the training
set, 1 ≤ t ≤ T . Each INPUTi,t is a 2-dimensional array of pixel intensities. Same
as before, we use square brackets to refer to the intensities of individual pixels
(Figure 4.2). For example, INPUTi,t[h, w] is the intensity of the pixel in the hth
row and the wth column in the ith input of the convolutional module, for the tth
image from the training set.

Normally we would compute the mean for each training image separately, but
for efficiency of further computations we will use an approximation and compute
a single mean value for all training images through the whole training set:

mean(INPUTi) = 1
THW

T∑
t=1

H∑
h=1

W∑
w=1

INPUTi,t[h, w]. (4.15)

Then we subtract mean(INPUTi) from the pixels of each image INPUTi,t, 1 ≤
t ≤ T , to obtain mean-adjusted images INPUT0

i,t:

INPUT0
i,t[h, w] = INPUTi,t[h, w] − mean(INPUTi). (4.16)
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Step 1b. Computing the covariance matrix

Now we compute the sample covariance matrix S (omitting the scale factor). We
do it in a way similar to Equations (4.7) and (4.8), using the ”outer products“ of
”vectors of images“ with the cross-correlation operator (?) instead of multiplica-
tion. The main difference is that we are now dealing with a 2-dimensional set of
images (Nin convolution inputs for T images from the training set), so we take a
sum through all T training images:

S =
T∑

t=1


INPUT1,t

INPUT2,t
...

INPUTNin,t

 ? (INPUT1,t, INPUT2,t, . . . , INPUTNin,t) (4.17)

=
(

T∑
t=1

INPUTi,t ? INPUTj,t

)
(i,j)

(4.18)

=
(

T∑
t=1

H∑
h=1

W∑
w=1

INPUTi,t[h, w]INPUTj,t[h, w]
)

(i,j)
(1 ≤ i, j ≤ Nin) . (4.19)

The covariance matrix S is of size Nin × Nin.

Step 1c. Computing PCA coefficients

This step is easy. The coefficients of principal components are given by the
eigenvectors, Q, of the covariance matrix, S, in the same way as described in
Section 4.1.2.

The principal components of convolution outputs for image t are then com-
puted as linear combinations of the bias-adjusted inputs INPUT0

p,t with the co-
efficients given by the eigenvector matrix Q, in a way similar to Equations (4.11)
and (4.3):

INPUT′
i,t =

Nin∑
p=1

Qi,pINPUT0
p,t. (4.20)

The inverse transformation is similar to Equations (4.12) and (4.4):

INPUT0
i,t =

Nin∑
q=1

Q′
i,qINPUT′

q,t. (4.21)

Example principal components of the inputs of the second convolutional layer
of the network used to recognize ETL-1 digits are shown in Figure 4.9. Each
image in this figure is a linear combination of images with the coefficients given by
the components of the corresponding eigenvector. The principal components were
computed from the inputs of the convolutional module in the second convolutional
layer (which are the feature maps produced by the first convolutional layer of the
network).
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Figure 4.9: Principal components of layer 2 convolution inputs (layer 1 feature
maps) of the ETL-1 network computed for an example input image (digit 4).

Step 2. Adding the PCA module to the network

Now we insert an additional module (1–1A) into the network to apply the PCA
transformation to the inputs (1) of the convolutional module (Figure 4.8). This
module subtracts the means, mean(INPUTi), from the input images, INPUTi,t,
to obtain the mean-adjusted inputs, INPUT0

i,t (4.16), then computes the principal
components, INPUT′

i,t (4.20).
Implementation-wise, this can be achieved with a convolutional layer with

1 × 1 convolutional filters. The weight parameters are given by the eigenvector
matrix Q:

FILTERi,k[1, 1] = Qi,k. (4.22)

The biases are the negative means of convolution outputs projected to prin-
cipal components:

BIASk = −
Nin∑

i

Qi,k mean(INPUTi). (4.23)

The index k in these equations corresponds to the number of the input feature
map, the index j denotes the output feature map.

The use of a single mean value for all pixels allows us to mean-adjust the
inputs simply by using the appropriate bias value.

Step 3. Projecting convolution weights on principal components

In the previous step we have modified the network to compute the principal
components of convolutin inputs. Now we modify the convolutional module to
perform an additional inverse PCA transformation before computing the convo-
lutions besides doing its regular work. We do that by modifying the weights and
biases of the convolutions. We use the fact that inverse PCA is basically a linear
transformation (4.21) and convolutions are linear with respect to their arguments.
What we do here is combine these two linear operations into one.
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The weights of the convolutions in a convolutional layer are organized as a
set of 2-dimensional convolutional filters FILTERi,k. Each filter, FILTERi,k, is
a 2-dimensional matrix of convolutional weights. The index i denotes the input
feature map, and the index k denotes the output feature map. In the first layer of
the convolutional network, the input feature maps are usually the color channels
of the network’s input image (black and white images use a single color channel,
RBG images have three color channels, etc.). In deeper layers, the input feature
maps are the output feature maps of the previous convolutional layer.

The biases are simply a 1-dimensional set of scalar values BIASj, one for each
output feature map.

The input data for the convolutional layer is a set of 2-dimensional images
INPUTi,t. The index i is the number of the input feature map (a color channel
or an output channel of the previous layer). The index t is the number of the
image in the training set.

The output of the kth convolution for the tth image from the training set is
computed as:

OUTPUTk,t =
Nin∑
i=1

INPUTi,t ∗ FILTERi,k + BIASk. (4.24)

In this equation, the asterisk (∗) denotes the convolution operation. We compute
a convolution of each input feature map, INPUTi,t, with the corresponding con-
volutional filter, FILTERi,k for the tth image from the training set, sum up the
results and add the bias value, BIASk.

Our goal is, however, to compute the outputs from the principal components,
INPUT′

q,t, instead (4.20):

OUTPUTk,t =
Nin∑
i=1

[
INPUT0

i,t + mean(INPUTi)
]

∗ FILTERi,k + BIASk

=
Nin∑
i=1

Nin∑
q=1

Q′
i,qINPUT′

q,t + mean(INPUTi)
 ∗ FILTERi,k + BIASk. (4.25)

In Equation (4.25) we express the input, INPUTi,t, in terms of the mean-
adjusted input, INPUT0

j,t, and the mean, mean(INPUTi), according to Equa-
tion (4.16). Then we replace the mean-adjusted input with its PCA decomposi-
tion given by Equation (4.21).

After reordering the sums and considering the linearity of convolutions, we
have:

OUTPUTk,t =
Nin∑
q=1

INPUT′
q,t∗

Nin∑
i=1

Q′
i,qFILTERi,k

+
Nin∑
i=1

mean(INPUTi) ∗ FILTERi,k + BIASk. (4.26)
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Now we can rewrite this equation in a way similar to the original equation for
the kth convolution of the tth image (4.24):

OUTPUTk,t =
Nin∑
q=1

INPUT′
q,t ∗ FILTER′

q,k + BIAS′
k (4.27)

where

FILTER′
q,k =

Nin∑
k=1

Q′
i,qFILTERi,k (4.28)

and

BIAS′
k = BIASk +

Nin∑
i=1

mean(INPUTi) ∗ FILTERi,k. (4.29)

In other words, the whole process boils down to two simple steps:

1. Project convolution filters FILTERk,i onto inverse principal.

2. Adjust the biases to compensate for the mean-adjustment of the inputs.

The projected weights FILTER′
q,k and the adjusted biases BIAS′

k do not explic-
itly depend on the input image INPUT′

q,t and can be precomputed beforehand.
They are used instead of the original weights and biases of the convolutional
module to perform the inverse PCA transformation without any computational
overhead (step 1-1A in Figure 4.8).

Step 4. Discarding non-significant principal components

Finally, we will retain only the first P out of Nin principal components (1A in
Figure 4.8) computed by the inserted PCA transform module (1–1A) and discard
the remaining ones. To do so, we truncate the array of weight parameters of
the inserted 1 × 1 convolutional module (1–1A) and the ”proper“ convolutional
module (1A–2) to remove the connections to the discarded principal components.
The number of principal components (1A) in Figure 4.8 is displayed smaller than
the number of inputs to illustrate that.

Figure 4.10 shows the original convolution inputs of an example network and
the reconstruction of these inputs using just the first 24 out of the original 32
principal components shown in Figure 4.9.

Discussion

The main drawback of this method is that the pixels of convolution inputs tend
to have a highly non-normal distribution of intensities. This is because the convo-
lution inputs are usually the outputs of the previous convolutional layer squashed
by some nonlinear transfer function. While the convolutions usually produce out-
puts that are reasonably close to normal, the transfer function has a squashing
and thresholding effect that skews the distribution of pixel intensities away from
normality. The rectified linear transfer function (ReLU) used in our experiments
is particularly bad in this respect because it unsymmetrically clamps all negative
values to zero.
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(a) original feature maps

(b) reconstruction using 24 of the 32 principal components

Figure 4.10: PCA compression of layer 2 convolution inputs (layer 1 feature
maps).

The non-normality thus violates the assumption of PCA that the input vectors
are drawn from a multivariate normal distribution and results into worse com-
pression and more information loss. A look at the principal components shown in
figure Figure 4.9 reveals that even the last of them contain some meaningful in-
formation. This means that almost all principal components have to be retained
for reasonable reconstruction accuracy.

A possible way to work around the non-normality of compressed images and
improve the compression results is to apply the PCA compression to convolution
outputs instead of inputs. As said before, the outputs of convolutions usually
have a more symmetric and normal-like distribution of pixel intensities and are
more suitable for PCA compression. We discuss the compression of convolution
outputs in the next section.
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4.1.5 Method B: compressing convolution outputs
This method avoids the non-normality problem by applying PCA to convolution
outputs before applying the transfer function (Figure 4.11).

We insert the PCA (1–2A) and the inverse PCA (2A–2B) steps between the
convolutional module (1–2) and the transfer function (2B-3). This way we apply
PCA compression directly to the outputs of convolutional filters (2) whose pixel
values have not been squashed by the transfer function yet and their distribution
is closer to normal.

1: Inputs
2: Convolved

inputs

2A: Principal
components of

convolved inputs
2B: Reconstructed
convolved inputs

3: Squashed
convolved inputs

4: Outputs

convolutions PCA inverse PCA transfer
function

subsampling

Figure 4.11: A convolutional layer with added PCA and inverse PCA of convo-
lutions.

Then we modify the convolutional module (1–2) to compute the convolutions
(1–2) and do the PCA transformation (2–2A) as a single step 1–2A (Figure 4.12).
This combined operation can be implemented as convolutions with specially craft-
ed weights, thanks to the linearity of convolutions and the PCA transform.

1: Inputs

2A: Principal
components of

convolved inputs
2B: Reconstructed
convolved inputs

3: Squashed
convolved inputs

4: Outputs

modified
convolutions

inverse PCA transfer
function

subsampling

Figure 4.12: A convolutional layer with PCA-compression of convolutions.

The pruning thus consists of these steps:

1. Find the principal components of convolution outputs.

(a) Compute the mean values of image pixels, subtract the mean from
each image.

(b) Compute the covariance matrix using the mean-adjusted images.
(c) Compute the eigenvalues and eigenvectors.

2. Modify convolution weights to compute the principal components directly.
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3. Add an additional layer to reconstruct the original convolutions from the
principal components.

4. Discard non-significant principal components and weights connected to them.

Step 1. Computing the principal components of convolution outputs

The computation is essentially the same as for the principal components of con-
volution inputs, as described on pages 77–78, except that we work on convolution
outputs, OUTPUTi,t, instead of inputs.

We compute the mean of each output feature map:

mean(OUTPUTk) = 1
THW

T∑
t=1

H∑
h=1

W∑
w=1

OUTPUTk,t[h, w] (4.30)

and subtract it from the original outputs:

OUTPUT0
k,t[h, w] = OUTPUTk,t[h, w] − mean(OUTPUTk). (4.31)

Then we compute the covariance matrix, S:

S =
(

T∑
t=1

OUTPUTi,t ? OUTPUTj,t

)
(i,j)

(4.32)

and the matrix of its eigenvectors, Q.
The principal components of convolution inputs are computed as linear com-

binations of the original inputs with the coefficients given by the matrix of eigen-
vectors, similarly to Equation (4.20):

OUTPUT′
k,t =

Nout∑
p=1

Qk,pOUTPUT0
p,t. (4.33)

The inverse transformation is similar to Equation (4.21):

OUTPUT0
k,t =

Nout∑
q=1

Q′
k,qOUTPUT′

q,t. (4.34)

Example principal components of convolution outputs for a single input image
are shown in Figure 4.13. Each image in this figure is a linear combinations of
convolution outputs with the coefficients given by the components of the corre-
sponding eigenvector. Compared to Figure 4.9, this is a significant improvement.
Most of the meaningful information is now concentrated within the first few com-
ponents, while the remaining ones are practically empty and can be discarded
without considerable loss. This allows us to achieve better compression without
losing precision.
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Figure 4.13: Principal components of layer 1 convolution outputs.

Step 2. Projecting convolution weights on principal components

Now we modify the parameters of the convolutional module to make it perform
the PCA transformation for us. This is very similar to the algorithm described
in the previous section on page 79.

Again, we use the fact that PCA is a linear transformation (4.33) and convo-
lutions are linear with respect to their arguments. We combine these two linear
operations into one.

Same as before (see page 79), the output of the kth convolution for the tth
image from the training set is computed as:

OUTPUTk,t =
Nout∑
i=1

INPUTi,t ∗ FILTERi,k + BIASk. (4.35)

In this equation, the asterisk (∗) denotes the convolution operation. The index i
is the number of the input feature map, the index k is the number of the output
feature map, the index t is the number of the image in the training set.

Our goal is to compute the principal components instead (4.33):

OUTPUT′
p,t =

Nout∑
k=1

Qp,kOUTPUT0
k,t

=
Nout∑
k=1

Qp,k [OUTPUTk,t − mean(OUTPUTk)] . (4.36)

This equation expresses the principal components OUTPUT′
k,t in terms of

the original outputs OUTPUTk,t. What we need instead is to compute principal
components directly from inputs INPUTi,t, using convolution filters FILTERi,k

and biases BIASk. To do so, we replace OUTPUTk,t by the corresponding
expression (4.35):

OUTPUT′
p,t =

Nout∑
k=1

Qp,k

[
Nout∑
i=1

INPUTi,t ∗ FILTERi,k + BIASk − mean(OUTPUTk)
]

(4.37)
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After reordering the sums and considering the linearity of convolutions, we
have:

OUTPUT′
p,t =

Nout∑
i=1

INPUTi,t∗
Nout∑
k=1

Qp,kFILTERi,k

+
Nout∑
k=1

Qp,k [BIASk − mean(OUTPUTk)] (4.38)

Now we can rewrite this equation in a way similar to the original equation for
the ith convolution of the tth image (4.35):

OUTPUT′
p,t =

Nout∑
i=1

INPUTi,t ∗ FILTER′
i,p + BIAS′

p (4.39)

where

FILTER′
i,p =

Nout∑
k=1

Qp,kFILTERi,p (4.40)

and

BIAS′
p =

Nout∑
k=1

Qp,k [BIASk − mean(OUTPUTk)] . (4.41)

In other words, the whole process consists of two simple steps:

1. Project convolution filters FILTERi,k onto principal components.

2. Project mean-adjusted biases BIASk − mean(OUTPUTk) onto principal
components.

Using a single mean value for all image pixels (4.31) allowed us to incorpo-
rate the mean adjustment into bias parameters without the need to perform it
explicitly.

The projected weights FILTER′
k,i and biases BIAS′

i do not explicitly depend on
the input image INPUTk,t. They can be precomputed beforehand and then used
instead of the original weights and biases, performing the PCA transformation
without any computational overhead (step 1-2A in Figure 4.12).

Step 3. Reconstructing the original outputs from principal components

Now that we have modified our network to compute the principal components
OUTPUT′

p,t of convolution outputs, we need to reconstruct the original outputs
OUTPUTk,t from the computed principal components by performing the inverse
PCA transformation (step 2A–2B in Figure 4.12). We do that by inserting an
additional layer between the convolutions and the transfer function. This layer
performs the inverse PCA transformation to compute the original mean-adjusted
outputs OUTPUT0

k,t from principal components OUTPUT′
p,t (4.34), then adds

back mean(OUTPUTk) to the mean-adjusted outputs OUTPUT0
k,t to get back

the original outputs OUTPUTk,t (4.31).
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From an implementational standpont, this can be done by an additional con-
volutional layer with 1 × 1 convolution filters. The weight parameters are given
by the inverse eigenvector matrix Q−1 = QT:

FILTERi,k[1, 1] = Q′
i,k. (4.42)

The biases are simply the means of convolution outputs that we have com-
puted before:

BIASk = mean(OUTPUTk). (4.43)

The index i in Equations (4.43)–(4.42) corresponds to the number of the input
feature map, the index k denotes the output feature map.

Again, the use of a single mean value for all pixels is an advantage here, allow-
ing us to compute the original outputs OUTPUTk,t from mean-adjusted outputs
OUTPUT0

p,t simply by using the appropriate bias values in the convolutional
layer.

Step 4. Discarding non-significant principal components

This step is similar to the corresponding step of Method A (page 81). We retain
the first P most significant of Nout principal components (2A) and discard the
remaining ones. We also truncate the weight parameters of the convolutional
module (1–2A) and the PCA module (2A–2B) to remove connections that lead
to discarded principal components (Figure 4.12).

Example convolution outputs before and after pruning are shown in Fig-
ure 4.14. Images reconstructed based on only 8 out of 32 principal components
are almost indistinguishable from the original uncompressed images.

Discussion

The main drawback of this method is that with most implementations of convolu-
tional modules, reducing the number of outputs of the module does not reduce the
computational time as much as reducing the number of inputs does. This means
that even though the pruning method described in this section allows to dis-
card more principal components, the actual gain in terms of computational time
may be smaller than in Method A. For example, both Method A and Method B
were able to reduce the network used to recognize ETL-1 digits (Table A.2 on
page 103) approximately by half without compromising the recognition accuracy.
However, the speed gain from Method B was much smaller than from Method A
(see Table 4.1). The network pruned with Method B was even slightly slower
than the original unpruned network when run on GPU.
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(a) original convolutions

(b) reconstruction using 8 of the 32 principal components

Figure 4.14: PCA compression of layer 1 convolutions.

Unpruned Method A Method B
Intel Core i5, 2.90GHz, 1 thread 150 202 175
Intel Core i5, 2.90GHz, 4 threads 186 216 196
Nvidia GeForce GTX 980 1601 1947 1583

Table 4.1: Processing speed of the network used to recognize ETL-1 digits before
and after pruning (images per second).
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4.1.6 Choosing the number of principal components for
pruning

The aim of pruning neural networks is to reduce the network size while improving
the network’s performance at the same time. Crucial to that is to determine the
right amount of neurons to prune. Pruning too little has little effect. Pruning
too much causes too much damage to the network and the network’s performance
drops sharply instead of improving.

In simple cases it is possible to try pruning different numbers of neurons and
see what works best. In the case of a multi-layer network this means trying out
different combinations of the numbers of neurons (or feature maps) pruned in each
layer. For large networks such brute force approach is infeasible. For example,
the network used to recognize images from ImageNet (Section 3.2 on page 63) had
five convolutional layers with 48, 128, 192, 192, and 128 feature maps respectively.
Multiplying the numbers gives 28991029248 possible combinations. Testing them
all would be totally impractical.

Fortunately, the PCA pruning algorithm suggests a natural way of determin-
ing the right number of feature maps to retain by simply looking at the eigen-
values of covariance matrices for each level. Each of the eigenvectors is equal to
the variance associated with the corresponding principal component (the eigen-
vector). We can choose the total fraction of variance we want to retain—0.9,
for example. Then we choose the number of principal components so that the
sum of the corresponding eigenvalues would be at least 0.9 of the total sum of
eigenvalues.

For the network with five convolutional layers, we can use the same fraction
of total variance for all layers. We still need to determine the optimal fraction
somehow, but at least we are now dealing with a single parameter instead of five
different ones.

Retaining 90% of variance does not equal to retaining 90% accuracy, but both
these values seem to correspond one to the other Figure 4.15 shows the eigenvalues
for each of the five convolutional layers of the network used to recognize ImageNet
images. Figure 4.16 shows the recognition accuracy of the same network after
pruning each layer by retaining different numbers of principal components. Each
layer was pruned separately, with other layers being then intact. There is the
correspondence between the eigenvalues and the amount of the increase in the
recognition accuracy resulting by retaining the corresponding principal compo-
nent.
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Figure 4.15: Eigenvalues of covariance matrices of each layer’s feature maps.
The eigenvalues are ordered from the largest one to the smallest one and divided
by the largest eigenvalue in each layer to equalize the scale. The indices of the
eigenvalues are also scaled by the total number of eigenvalues (or feature maps)
in each layer.
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Figure 4.16: Recognition accuracy depending on the number of principal compo-
nents retained during pruning of each layer.
The numbers of principal components after pruning are scaled by the maximum
number of feature maps in each layer.
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4.2 Experiments and results

4.2.1 ETL-1 dataset
We pruned the network trained on the ETL-1 images by applying PCA compres-
sion to convolution inputs (Section 4.1.4 on page 76). The number of discarded
principal components was chosen so that they accounted for 10% of total variance
(Section 4.1.6 on page 89). This resulted in approximately two thirds of princi-
pal components being discarded, so the number of feature maps in the resulting
network was about three times smaller than before pruning. The pruned network
was then fine-tuned on the same training data. An example pruned network is
shown in Table A.3 on page 104.

To account for the nondeterminism of the training process, we trained and
pruned 30 networks of the same structure on the same data. The results are sum-
marized in the box plot in Figure 4.17. Recognition accuracies of all 30 networks
are available in Table B.8 on page 116.
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Figure 4.17: ETL-1: recognition accuracy before and after pruning. The box
shows the first and the third quartiles, the band inside the box shows the median,
the whiskers extend to the most extreme data points.

The mean recognition accuracy across the 30 networks was 99.61% ± 0.05%
before pruning and 99.62% ± 0.05% after pruning and fine-tuning (with a 95%
confidence interval). The mean difference between the recognition accuracy before
and after pruning was 0.01% ± 0.06%, so we conclude that pruning does not
significantly change the recognition accuracy.

We also trained each pruned network architecture with randomly reinitialized
weight parameters to see if pruning gives better results than training an equivalent
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network from scratch. Training from scratch resulted in a slightly worse mean
recognition accuracy of 99.20%±0.10%. The results of a paired t-test indicate that
the improvement from pruning and fine-tuning is significant when compared to
training a smaller network from scratch (t = 7.29, p = 4.9·10−8). The recognition
accuracies after training from scratch had also a larger random variance (the
estimated standard deviation of recognition accuracies was 0.14% after pruning
and fine-tuning and 0.27% after training from scratch. According to the F -test,
the increase of variance is significant (F = 0.28, p = 1 · 10−3).

4.2.2 CIFAR-10 dataset
We also pruned the network trained on the CIFAR-10 dataset. The original
network is described in Table A.5 on page 106. PCA compression was appied to
convolution inputs, as described in Section 4.1.4 on page 76.

We trained and pruned 20 networks of the same structure on the same data.
Each of the networks was pruned in two ways, discarding the least significant
principal components that explain 10% and 15% of the total variance. An example
pruned network is shown in Table A.6 on page 107. As with the ETL-1 dataset,
each network was fine-tuned on the same training data after pruning.

The results are summarized in the box plot in Figure 4.18. Recognition accu-
racies of all 20 networks are available in Table B.9 on page 117.
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Figure 4.18: CIFAR-10: recognition accuracy before and after pruning. The box
shows the first and the third quartiles, the band inside the box shows the median,
the whiskers extend to the most extreme data points that are no more than 1.5
times the interquartile range away from the box. Outliers are shown as small
circles.

92



The mean recognition accuracy across 20 unpruned networks was 91.02% ±
0.20% (with a 95% confidence interval). After the 10% pruning, the mean recog-
nition accuracy was 91.10% ± 0.19%, This is even slightly better than before
pruning, although the difference is smaller than the margin of error (the mean
difference of recognition accuracies before and after pruning was 0.08% ± 0.05%,
with a 95% confidence interval).

After the 15% pruning and the subsequent fine-tuning, the mean recognition
accuracy was 90.97% ± 0.21%, which is slightly worse than before pruning, but
the difference is also below the margin of error. The mean difference between the
recognition accuracy before and after pruning was −0.05% ± 0.07%.

4.2.3 ImageNet-20 dataset
We also tried to prune the networks trained on the ImageNet data (Section 3.2
on page 63) but even a slight pruning retaining 99% of the total variance resulted
in decreased recognition accuracy. After pruning 8 of the 30 networks it became
obvious that almost every single network showed worse recognition after pruning
and fine-tuning. The mean difference of recognition accuracies before and after
pruning was the mean recognition accuracy across 8 networks was −0.63%±0.37.
Recognition accuracies of all 30 are are available in Table B.10 on page 118.

The reason why PCA compression did not work for this network is probably
that there is simply no redundancy in the feature maps that can be exploited.
The network has a relatively small number of feature maps (48, 128, 192, 192,
and 128), which is roughly the same as the number of feature maps in one of
the networks used for the simple CIFAR-10 dataset (see Table A.5 on page 106).
Judging by the convolutional filters of the first layer (Figure 3.6) there is hardly
any redundancy at all.
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Conclusions
In this work we focused on the recognition of images with deep neural networks.
We investigated three different models of deep neural networks:

• the neocognitron,

• convolutional neural networks, and

• deep belief networks.

In our experiments involving the recognition of handwritten digits, convolu-
tional neural networks showed the best performance among the above-mentioned
three models. They also represent one of the most widely used models at the time
of writing this thesis and there exist numerous high quality software implementa-
tions of convolutional networks, such as Torch, CAFFE, Theano, cuda-convnet,
CuDNN, the recently released TensorFlow, and many others. Besides that, the
best results in recent ILSVRC competitions have been achieved with convolution-
al neural networks. For that reasons, we decided to focus on convolutional neural
networks in more detail later on.

First, we have successfully used convolutional networks to recognize images
from the CIFAR-10 dataset [45] and a subset of the ImageNet dataset [53]. In
addition, we have investigated modern neural network architectures, such as
the Network in Network architecture [49] or the Inception architecture used by
GoogLeNet in ILSVRC 2014 [37].

Finally, we investigated the problem of pruning convolutional networks. This
problem is closely related to the problem of finding the right number of feature
maps in each layer. We proposed a pruning algorithm based on principal com-
ponent analysis (PCA) and demonstrated its applicability on several different
networks trained on various datasets.

Further research
Data preprocessing

Preprocessing of input data can significantly improve the results, and our early
experiments with the neocognitron also proved that effect. We did not use any
complicated data preprocessing methods in this work because of time constraints.
It would be interesting to study the effect of various data preprocessing methods
such as contrast normalization or ZCA whitening [45].

Data augmentation

Augmenting the training data with distorted images is known to improve train-
ing results and reduce overfitting. Commonly used approaches include various
geometric transformations of images or color space transformations.
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Unsupervised pretraining with convolutional DBNs and autoencoders

In Section 2.2.4, we briefly experimented with a deep belief network that uses
unsupervised pretraining of hidden layers. We found that unsupervised pretrain-
ing can considerably improve the network’s performance. However, the DBN did
not perform as well as the convolutional neural network in our experiments. The
main reason for that is the fully-connected architecture of the DBN. The fully-
connected architecture results in a huge number of weight parameters and does
not scale well to large input images. A possible solution might be to use the
so-called convolutional deep belief networks [44]. Another possible approach is
using convolutional autoencoders [56].

Deeply-supervised networks

A recent technique that can help to overcome the problem of vanishing gradients
is the so-called deeply-supervised network model [57]. This model uses a special
extended method of supervised learning to improve training results. The method
consists of adding auxiliary classifiers to the network, besides the usual classifier
at the end of the convolutional network. The auxiliary classifiers predict class
probabilities based on the feature maps from intermediate convolutional layers.
When learning, the class probabilities are averaged across all classifiers and the
gradients of the loss function are propagated backwards from each classifier and
summed up. This makes the early convolutional layers more directly involved in
the predicted class probabilities and speeds up their training as a result. During
recall, the auxiliary classifications are discarded and the model operates like a
standard convolutional network. This method was used in GoogLeNet and is
reported to improve the results of training and enable the training of very deep
neural networks.

Improvements to the PCA pruning algorithm

Our method of choosing the number of principal components based on the per-
centage of the total variance (Section 4.1.6) may be imperfect, because it ignores
the fact that different layers may have different amounts of redundancy. Perhaps
using a better algorithm to estimate the number of principal components during
pruning can improve the pruning results and allow the pruning of more feature
maps without the loss of the recognition accuracy.

95



Bibliography
[1] D. H. Hubel and T. N. Wiesel. Receptive fields, binocular interaction and

functional architecture in the cat’s visual cortex. The Journal of physiology,
160(1):106, 1962.

[2] D. H. Hubel and T. N. Wiesel. Receptive fields and functional architecture
in two nonstriate visual areas (18 and 19) of the cat. J. neurophysiol, 28(2):
229–289, 1965.

[3] The Nobel Prize in Physiology or Medicine, 1981. URL: http://
nobelprize.org/nobel_prizes/medicine/laureates/1981/index.html.

[4] K. Fukushima. Neocognitron: A self-organizing neural network model for a
mechanism of pattern recognition unaffected by shift in position. Biological
cybernetics, 36(4):193–202, 1980.

[5] K. Fukushima. Neocognitron: A hierarchical neural network capable of visual
pattern recognition. Neural networks, 1(2):119–130, 1988.

[6] K. Fukushima. Artificial vision by multi-layered neural networks: Neocog-
nitron and its advances. Neural Networks, 37:103–119, 2013.

[7] K. Fukushima. Training multi-layered neural network neocognitron. Neural
Networks, 40:18–31, 2013.

[8] Y. LeCun, L. Bottou, Y. Bengio, and P. Haffner. Gradient-based learning
applied to document recognition. Proceedings of the IEEE, 86(11):2278–2324,
1998.

[9] D. E. Rumelhart, G. E. Hinton, and R. J. Williams. Learning inter-
nal representations by error propagation. In D. E. Rumelhart, J. L. Mc-
Clelland, and C. PDP Research Group, editors, Parallel Distributed Pro-
cessing: Explorations in the Microstructure of Cognition, Vol. 1, pages
318–362. MIT Press, Cambridge, MA, USA, 1986. ISBN 0-262-68053-X.
URL: http://dl.acm.org/citation.cfm?id=104279.104293.

[10] Y. LeCun, L. Bottou, G. Orr, and K. Muller. Efficient backprop. In G. Orr
and M. K., editors, Neural Networks: Tricks of the trade. Springer, 1998.

[11] Y. Z. Tsypkin and Z. J. Nikolic. Adaptation and learning in automatic
systems, volume 73. Academic Press New York, 1971.

[12] Y. Z. Tsypkin. Foundations of the theory of learning systems. Academic
Press, 1973.

[13] L. Bottou. Online algorithms and stochastic approximations. In D. Saad,
editor, Online Learning and Neural Networks. Cambridge University Press,
Cambridge, UK, 1998. URL: http://leon.bottou.org/papers/bottou-
98x. revised, oct 2012.

96

http://nobelprize.org/nobel_prizes/medicine/laureates/1981/index.html
http://nobelprize.org/nobel_prizes/medicine/laureates/1981/index.html
http://dl.acm.org/citation.cfm?id=104279.104293
http://leon.bottou.org/papers/bottou-98x
http://leon.bottou.org/papers/bottou-98x


[14] Y. LeCun, B. Boser, J. S. Denker, D. Henderson, R. E. Howard, W. Hub-
bard, and L. D. Jackel. Backpropagation applied to handwritten zip code
recognition. Neural computation, 1(4):541–551, 1989.

[15] Y. LeCun. A theoretical framework for back-propagation. In D. Touretzky,
G. Hinton, and T. Sejnowski, editors, Proceedings of the 1988 Connectionist
Models Summer School, pages 21–28, CMU, Pittsburgh, Pa, 1988. Morgan
Kaufmann.

[16] D. H. Ackley, G. E. Hinton, and T. J. Sejnowski. A learning algorithm for
Boltzmann machines. Cognitive science, 9(1):147–169, 1985.

[17] P. Smolensky. Information processing in dynamical systems: Foundations of
harmony theory. In D. E. Rumelhart, J. L. McClelland, P. R. Group, et al.,
editors, Parallel distributed processing: Explorations in the Microstructure
of Cognition, volume 1: Foundations, chapter 6, pages 192–281. MIT Press,
1986.

[18] G. E. Hinton. Training products of experts by minimizing contrastive diver-
gence. Neural computation, 14(8):1771–1800, 2002.

[19] A. Fischer and C. Igel. An introduction to restricted Boltzmann machines.
In Progress in Pattern Recognition, Image Analysis, Computer Vision, and
Applications, pages 14–36. Springer, 2012.

[20] N. Le Roux and Y. Bengio. Representational power of restricted Boltzmann
machines and deep belief networks. Neural computation, 20(6):1631–1649,
2008.

[21] G. E. Hinton, S. Osindero, and Y.-W. Teh. A fast learning algorithm for
deep belief nets. Neural computation, 18(7):1527–1554, 2006.

[22] Y. LeCun. Generalization and network design strategies. In R. Pfeifer,
Z. Schreter, F. Fogelman, and L. Steels, editors, Connectionism in Perspec-
tive, Zurich, Switzerland, 1989. Elsevier. an extended version was published
as a technical report of the University of Toronto.

[23] Y. Bengio, P. Simard, and P. Frasconi. Learning long-term dependencies
with gradient descent is difficult. Neural Networks, IEEE Transactions on,
5(2):157–166, 1994.

[24] Y. LeCun, C. Cortes, and C. J. C. Burges. MNIST handwritten digit
database, 1998. URL: http://yann.lecun.com/exdb/mnist/.

[25] K. Fukushima. Neocognitron for handwritten digit recognition: Program
in C language, 2002. URL: https://visiome.neuroinf.jp/modules/
xoonips/detail.php?item_id=375.

[26] K. Fukushima. Neocognitron for handwritten digit recognition. Neurocom-
puting, 51:161–180, 2003.

97

http://yann.lecun.com/exdb/mnist/
https://visiome.neuroinf.jp/modules/xoonips/detail.php?item_id=375
https://visiome.neuroinf.jp/modules/xoonips/detail.php?item_id=375


[27] National Institute of Advanced Industrial Science and Technology (AIST).
ETL character database, 1973–1984. URL: http://etlcdb.db.aist.go.
jp/.

[28] S. van der Walt, J. L. Schönberger, J. Nunez-Iglesias, F. Boulogne, J. D.
Warner, N. Yager, E. Gouillart, T. Yu, and the scikit-image contributors.
scikit-image: image processing in Python. PeerJ, 2:e453, 6 2014. ISSN 2167-
8359. doi: 10.7717/peerj.453. URL: http://dx.doi.org/10.7717/peerj.
453.

[29] M. Ranzato, C. Poultney, S. Chopra, and Y. LeCun. Efficient learning of
sparse representations with an energy-based model. In J. P. et al., editor,
Advances in Neural Information Processing Systems (NIPS 2006), volume 19.
MIT Press, 2006.

[30] D. C. Ciresan, U. Meier, J. Masci, L. Maria Gambardella, and J. Schmid-
huber. Flex ible, high performance convolutional neural networks for image
classification. In IJCAI Proceedings-International Joint Conference on Arti-
ficial Intelligence, volume 22, page 1237, 2011.

[31] R. Collobert, K. Kavukcuoglu, and C. Farabet. Torch7: A matlab-like envi-
ronment for machine learning. In BigLearn, NIPS Workshop, 2011.

[32] Torch: Scientific computing for LuaJIT, Accessed 03.04.2015. URL: http:
//torch.ch/.

[33] V. Nair and G. E. Hinton. Rectified linear units improve restricted Boltz-
mann machines. In Proceedings of the 27th International Conference on
Machine Learning (ICML-10), pages 807–814, 2010.

[34] N. Srivastava, G. Hinton, A. Krizhevsky, I. Sutskever, and R. Salakhutdinov.
Dropout: A simple way to prevent neural networks from overfitting. The
Journal of Machine Learning Research, 15(1):1929–1958, 2014.

[35] A. Krizhevsky, I. Sutskever, and G. E. Hinton. ImageNet classifica-
tion with deep convolutional neural networks. In F. Pereira, C. Burges,
L. Bottou, and K. Weinberger, editors, Advances in Neural Information
Processing Systems 25, pages 1097–1105. Curran Associates, Inc., 2012.
URL: http://papers.nips.cc/paper/4824-imagenet-classification-
with-deep-convolutional-neural-networks.pdf.

[36] P. Sermanet, D. Eigen, X. Zhang, M. Mathieu, R. Fergus, and Y. LeCun.
OverFeat: Integrated recognition, localization and detection using convolu-
tional networks. CoRR, abs/1312.6229, 2013. URL: http://arxiv.org/
abs/1312.6229.

[37] C. Szegedy, W. Liu, Y. Jia, P. Sermanet, S. Reed, D. Anguelov, D. Erhan,
V. Vanhoucke, and A. Rabinovich. Going deeper with convolutions. In
CVPR 2015, 2015. URL: http://arxiv.org/abs/1409.4842.

[38] S. Ioffe and C. Szegedy. Batch normalization: Accelerating deep network
training by reducing internal covariate shift. CoRR, abs/1502.03167, 2015.
URL: http://arxiv.org/abs/1502.03167.

98

http://etlcdb.db.aist.go.jp/
http://etlcdb.db.aist.go.jp/
http://dx.doi.org/10.7717/peerj.453
http://dx.doi.org/10.7717/peerj.453
http://torch.ch/
http://torch.ch/
http://papers.nips.cc/paper/4824-imagenet-classification-with-deep-convolutional-neural-networks.pdf
http://papers.nips.cc/paper/4824-imagenet-classification-with-deep-convolutional-neural-networks.pdf
http://arxiv.org/abs/1312.6229
http://arxiv.org/abs/1312.6229
http://arxiv.org/abs/1409.4842
http://arxiv.org/abs/1502.03167


[39] University of Montreal, Machine learning laboratory. Deep learning tutorials,
2010–2015. URL: http://deeplearning.net/tutorial/.

[40] F. Bastien, P. Lamblin, R. Pascanu, J. Bergstra, I. J. Goodfellow, A. Berg-
eron, N. Bouchard, and Y. Bengio. Theano: new features and speed im-
provements. Deep Learning and Unsupervised Feature Learning NIPS 2012
Workshop, 2012.

[41] J. Bergstra, O. Breuleux, F. Bastien, P. Lamblin, R. Pascanu, G. Desjardins,
J. Turian, D. Warde-Farley, and Y. Bengio. Theano: a CPU and GPU math
expression compiler. In Proceedings of the Python for Scientific Computing
Conference (SciPy), June 2010. Oral Presentation.

[42] R. Salakhutdinov and G. E. Hinton. Deep Boltzmann machines. In Inter-
national Conference on Artificial Intelligence and Statistics, pages 448–455,
2009.

[43] P. Vincent, H. Larochelle, Y. Bengio, and P.-A. Manzagol. Extracting and
composing robust features with denoising autoencoders. In Cohen et al. [58],
pages 1096–1103.

[44] H. Lee, R. Grosse, R. Ranganath, and A. Y. Ng. Unsupervised learning of
hierarchical representations with convolutional deep belief networks. Com-
munications of the ACM, 54(10):95–103, 2011.

[45] A. Krizhevsky. Learning multiple layers of features from tiny images. Tech-
nical report, University of Toronto, 2009.

[46] B. Graham. Spatially-sparse convolutional neural networks. CoRR,
abs/1409.6070, 2014. URL: http://arxiv.org/abs/1409.6070.

[47] CIFAR-10: Object recognition in images (Kaggle competition), 2014.
URL: https://www.kaggle.com/c/cifar-10/leaderboard/.

[48] A. Karpathy. Lessons learned from manually classifying CIFAR-
10, 2014. URL: https://karpathy.github.io/2011/04/27/manually-
classifying-cifar10/.

[49] M. Lin, Q. Chen, and S. Yan. Network in Network. CoRR, abs/1312.4400,
2013. URL: http://arxiv.org/abs/1312.4400.

[50] S. Zagoruyko. 92.45% on CIFAR-10 in Torch, 2015. URL: http://torch.
ch/blog/2015/07/30/cifar.html.

[51] J. Deng, W. Dong, R. Socher, L.-J. Li, K. Li, and L. Fei-Fei. ImageNet: A
Large-Scale Hierarchical Image Database. In CVPR09, 2009.

[52] Stanford Vision Lab, Stanford University, Princeton University. Imagenet,
2009–2015. URL: http://image-net.org/.

[53] O. Russakovsky, J. Deng, H. Su, J. Krause, S. Satheesh, S. Ma, Z. Huang,
A. Karpathy, A. Khosla, M. Bernstein, A. C. Berg, and L. Fei-Fei. ImageNet
Large Scale Visual Recognition Challenge. International Journal of Comput-
er Vision (IJCV), pages 1–42, April 2015. doi: 10.1007/s11263-015-0816-y.

99

http://deeplearning.net/tutorial/
http://arxiv.org/abs/1409.6070
https://www.kaggle.com/c/cifar-10/leaderboard/
https://karpathy.github.io/2011/04/27/manually-classifying-cifar10/
https://karpathy.github.io/2011/04/27/manually-classifying-cifar10/
http://arxiv.org/abs/1312.4400
http://torch.ch/blog/2015/07/30/cifar.html
http://torch.ch/blog/2015/07/30/cifar.html
http://image-net.org/


[54] I. Jolliffe. Principal component analysis. Springer-Verlag, 2002.

[55] A. U. Levin, T. K. Leen, and J. E. Moody. Fast pruning using principal
components. In Advances in neural information processing systems, pages
35–42. Morgan–Kaufmann, 1994.

[56] J. Masci, U. Meier, D. Ciresan, and J. Schmidhuber. Stacked convolution-
al auto-encoders for hierarchical feature extraction. In ICANN (1), pages
52–59, 2011.

[57] C.-Y. Lee, S. Xie, P. Gallagher, Z. Zhang, and Z. Tu. Deeply-Supervised
Nets. ArXiv e-prints, September 2014.

[58] W. W. Cohen, A. McCallum, and S. T. Roweis, editors. Proceedings of
the Twenty-fifth International Conference on Machine Learning (ICML’08),
2008. ACM.

100



Appendices

101



A. Specifications of neural
networks used in experiments
A.1 Networks used to recognize ETL-1 digits

Table A.1: The first network used to recognize ETL-1 digits, as described in
Section 2.2.3 on page 44.

Layer type Output size

• dropout with probability 0.2 1 @ 65 × 65
• 32 convolutions of size 7 × 7 32 @ 59 × 59
• rectified linear transfer function (ReLU) 32 @ 59 × 59
• 2 × 2 max pooling layer with a stride of 2 pixels 32 @ 29 × 29

• dropout with probability 0.5 32 @ 29 × 29
• 64 convolutions of size 7 × 7 64 @ 23 × 23
• rectified linear transfer function (ReLU) 64 @ 23 × 23
• 2 × 2 max pooling layer with a stride of 2 pixels 64 @ 11 × 11

• dropout with probability 0.5 64 @ 11 × 11
• 64 convolutions of size 5 × 5 64 @ 7 × 7
• rectified linear transfer function (ReLU) 64 @ 7 × 7
• 2 × 2 max pooling layer with a stride of 2 pixels 64 @ 3 × 3

• dropout with probability 0.5 64 @ 3 × 3
• 128 convolutions of size 3 × 3 128 @ 1 × 1
• rectified linear transfer function (ReLU) 128 @ 1 × 1
• 1 × 1 max pooling layer with a stride of 2 pixels 128 @ 1 × 1

• dropout with probability 0.5 128 @ 1 × 1
• fully connected layer with 64 neurons 64
• rectified linear transfer function (ReLU) 64

• fully connected layer with 10 neurons 10
• logarithmic softmax function 10
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Table A.2: The second network used to recognize ETL-1 digits, as described in
Section 2.2.3 on page 44. This network is similar to the first network described
in Table A.1 but uses batch normalization instead of dropout.

Layer type Output size

• 32 convolutions of size 7 × 7 32 @ 59 × 59
• spatial batch normalization 32 @ 59 × 59
• rectified linear transfer function (ReLU) 32 @ 59 × 59
• 2 × 2 max pooling layer with a stride of 2 pixels 32 @ 29 × 29

• 64 convolutions of size 7 × 7 64 @ 23 × 23
• spatial batch normalization 64 @ 23 × 23
• rectified linear transfer function (ReLU) 64 @ 23 × 23
• 2 × 2 max pooling layer with a stride of 2 pixels 64 @ 11 × 11

• 64 convolutions of size 5 × 5 64 @ 7 × 7
• spatial batch normalization 64 @ 7 × 7
• rectified linear transfer function (ReLU) 64 @ 7 × 7
• 2 × 2 max pooling layer with a stride of 2 pixels 64 @ 3 × 3

• 128 convolutions of size 3 × 3 128 @ 1 × 1
• spatial batch normalization 128 @ 1 × 1
• rectified linear transfer function (ReLU) 128 @ 1 × 1

• fully connected layer with 64 neurons 64
• batch normalization 64
• rectified linear transfer function (ReLU) 64

• fully connected layer with 10 neurons 10
• logarithmic softmax function 10
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Table A.3: The second network used to recognize ETL-1 digits, after pruning.
This network was obtained by pruning the network described in Table A.2. The
number of 1 × 1 times convolutions varied slightly between experiments.

Layer type Output size

• 32 convolutions of size 7 × 7 32 @ 59 × 59
• spatial batch normalization 32 @ 59 × 59
• rectified linear transfer function (ReLU) 32 @ 59 × 59
• 2 × 2 max pooling layer with a stride of 2 pixels 32 @ 29 × 29

• 12 convolutions of size 1 × 1 12 @ 29 × 29
• 64 convolutions of size 7 × 7 64 @ 23 × 23
• spatial batch normalization 64 @ 23 × 23
• rectified linear transfer function (ReLU) 64 @ 23 × 23
• 2 × 2 max pooling layer with a stride of 2 pixels 64 @ 11 × 11

• 23 convolutions of size 1 × 1 23 @ 11 × 11
• 64 convolutions of size 5 × 5 64 @ 7 × 7
• spatial batch normalization 64 @ 7 × 7
• rectified linear transfer function (ReLU) 64 @ 7 × 7
• 2 × 2 max pooling layer with a stride of 2 pixels 64 @ 3 × 3

• 22 convolutions of size 1 × 1 22 @ 3 × 3
• 128 convolutions of size 3 × 3 128 @ 1 × 1
• spatial batch normalization 128 @ 1 × 1
• rectified linear transfer function (ReLU) 128 @ 1 × 1

• fully connected layer with 64 neurons 64
• batch normalization 64
• rectified linear transfer function (ReLU) 64

• fully connected layer with 10 neurons 10
• logarithmic softmax function 10
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A.2 Networks used to recognize images from CIFAR-
10

Table A.4: The first network used to recognize CIFAR-10 handwritten digits
(brute force approach).

Layer type Output size

• dropout with probability 0.2 3 @ 32 × 32
• 256 convolutions of size 5 × 5 with 2-pixel padding 256 @ 32 × 32
• spatial batch normalization 256 @ 32 × 32
• rectified linear transfer function (ReLU) 256 @ 32 × 32
• 3 × 3 max pooling layer with a stride of 2 pixels 256 @ 15 × 15

• dropout with probability 0.2 256 @ 15 × 15
• 256 convolutions of size 5 × 5 with 1-pixel padding 256 @ 13 × 13
• spatial batch normalization 256 @ 13 × 13
• rectified linear transfer function (ReLU) 256 @ 13 × 13
• 2 × 2 max pooling layer 256 @ 12 × 12

• dropout with probability 0.5 256 @ 12 × 12
• 256 convolutions of size 4 × 4 256 @ 9 × 9
• spatial batch normalization 256 @ 9 × 9
• rectified linear transfer function (ReLU) 256 @ 9 × 9
• 2 × 2 max pooling layer 256 @ 8 × 8

• dropout with probability 0.5 256 @ 8 × 8
• 256 convolutions of size 4 × 4 256 @ 5 × 5
• spatial batch normalization 256 @ 5 × 5
• rectified linear transfer function (ReLU) 256 @ 5 × 5
• 2 × 2 max pooling layer 256 @ 4 × 4

• dropout with probability 0.5 256 @ 4 × 4
• 256 convolutions of size 3 × 3 256 @ 2 × 2
• spatial batch normalization 256 @ 2 × 2
• rectified linear transfer function (ReLU) 256 @ 2 × 2
• 2 × 2 max pooling layer with a stride of 2 pixels 256 @ 1 × 1

• fully connected layer with 256 neurons 256
• batch normalization 256

(continued on the next page)
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Table A.4 (continued from the previous page)

• rectified linear transfer function (ReLU) 256

• fully connected layer with 128 neurons 128
• batch normalization 128
• rectified linear transfer function (ReLU) 128

• fully connected layer with 10 neurons 10
• logarithmic softmax function 10

Table A.5: The second network used to recognize CIFAR-10 handwritten digits
(Network in Network).

Layer type Output size

• 192 convolutions of size 5 × 5 with 2-pixel padding 192 @ 32 × 32
• spatial batch normalization 192 @ 32 × 32
• rectified linear transfer function (ReLU) 192 @ 32 × 32
• 160 convolutions of size 1 × 1 160 @ 32 × 32
• spatial batch normalization 160 @ 32 × 32
• rectified linear transfer function (ReLU) 160 @ 32 × 32
• 96 convolutions of size 1 × 1 96 @ 32 × 32
• spatial batch normalization 96 @ 32 × 32
• rectified linear transfer function (ReLU) 96 @ 32 × 32
• 3 × 3 max pooling layer with a stride of 2 pixels 96 @ 16 × 16

• dropout with probability 0.5 96 @ 16 × 16
• 192 convolutions of size 5 × 5 with 2-pixel padding 192 @ 16 × 16
• spatial batch normalization 192 @ 16 × 16
• rectified linear transfer function (ReLU) 192 @ 16 × 16
• 192 convolutions of size 1 × 1 192 @ 16 × 16
• spatial batch normalization 192 @ 16 × 16
• rectified linear transfer function (ReLU) 192 @ 16 × 16
• 192 convolutions of size 1 × 1 192 @ 16 × 16
• spatial batch normalization 192 @ 16 × 16
• rectified linear transfer function (ReLU) 192 @ 16 × 16
• 3 × 3 average pooling layer with a stride of 2 pixels 192 @ 8 × 8

(continued on the next page)
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Table A.5 (continued from the previous page)

• dropout with probability 0.5 192 @ 8 × 8
• 192 convolutions of size 3 × 3 with 1-pixel padding 192 @ 8 × 8
• spatial batch normalization 192 @ 8 × 8
• rectified linear transfer function (ReLU) 192 @ 8 × 8
• 192 convolutions of size 1 × 1 192 @ 8 × 8
• spatial batch normalization 192 @ 8 × 8
• rectified linear transfer function (ReLU) 192 @ 8 × 8
• 10 convolutions of size 1 × 1 10 @ 8 × 8
• spatial batch normalization 10 @ 8 × 8
• rectified linear transfer function (ReLU) 10 @ 8 × 8
• 8 × 8 average pooling layer 10 @ 1 × 1
• logarithmic softmax function 10

Table A.6: The second network used to recognize CIFAR-10 handwritten digits,
after pruning.
This network was obtained by pruning the network described in Table A.5. The
number of 1 × 1 times convolutions varied slightly between experiments.

Layer type Output size

• 192 convolutions of size 5 × 5 with 2-pixel padding 192 @ 32 × 32
• spatial batch normalization 192 @ 32 × 32
• rectified linear transfer function (ReLU) 192 @ 32 × 32
• 160 convolutions of size 1 × 1 160 @ 32 × 32
• spatial batch normalization 160 @ 32 × 32
• rectified linear transfer function (ReLU) 160 @ 32 × 32
• 96 convolutions of size 1 × 1 96 @ 32 × 32
• spatial batch normalization 96 @ 32 × 32
• rectified linear transfer function (ReLU) 96 @ 32 × 32
• 3 × 3 max pooling layer with a stride of 2 pixels 96 @ 16 × 16

• dropout with probability 0.3 96 @ 16 × 16
• 44 convolutions of size 1 × 1 44 @ 16 × 16
• 192 convolutions of size 5 × 5 with 2-pixel padding 192 @ 16 × 16
• spatial batch normalization 192 @ 16 × 16

(continued on the next page)
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Table A.6 (continued from the previous page)

• rectified linear transfer function (ReLU) 192 @ 16 × 16
• 192 convolutions of size 1 × 1 192 @ 16 × 16
• spatial batch normalization 192 @ 16 × 16
• rectified linear transfer function (ReLU) 192 @ 16 × 16
• 192 convolutions of size 1 × 1 192 @ 16 × 16
• spatial batch normalization 192 @ 16 × 16
• rectified linear transfer function (ReLU) 192 @ 16 × 16
• 3 × 3 average pooling layer with a stride of 2 pixels 192 @ 8 × 8

• dropout with probability 0.3 192 @ 8 × 8
• 53 convolutions of size 1 × 1 53 @ 8 × 8
• 192 convolutions of size 3 × 3 with 1-pixel padding 192 @ 8 × 8
• spatial batch normalization 192 @ 8 × 8
• rectified linear transfer function (ReLU) 192 @ 8 × 8
• 192 convolutions of size 1 × 1 192 @ 8 × 8
• spatial batch normalization 192 @ 8 × 8
• rectified linear transfer function (ReLU) 192 @ 8 × 8
• 10 convolutions of size 1 × 1 10 @ 8 × 8
• spatial batch normalization 10 @ 8 × 8
• rectified linear transfer function (ReLU) 10 @ 8 × 8
• 8 × 8 average pooling layer 10 @ 1 × 1
• logarithmic softmax function 10
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Table A.7: The third network used to recognize CIFAR-10 handwritten digits
(Inception).

Layer type Output size

• Inception module:
– 32 convolutions of size 5 × 5 (16 input planes)
– 48 convolutions of size 3 × 3 (24 input planes)
– 16 max pooling planes, 3 × 3, step 1 (16 input planes)
– 16 convolutions of size 1 × 1

112 @ 32 × 32

• Inception module:
– 32 convolutions of size 5 × 5 (24 input planes)
– 64 convolutions of size 3 × 3 (48 input planes)
– 16 max pooling planes, 3 × 3, step 1 (16 input planes)
– 16 convolutions of size 1 × 1

128 @ 32 × 32

• 3 × 3 max pooling layer with a stride of 2 pixels 128 @ 16 × 16

• spatial dropout with probability 0.1 128 @ 16 × 16
• Inception module:

– 32 convolutions of size 5 × 5 (24 input planes)
– 64 convolutions of size 3 × 3 (48 input planes)
– 16 max pooling planes, 3 × 3, step 1 (16 input planes)
– 16 convolutions of size 1 × 1

128 @ 16 × 16

• Inception module:
– 32 convolutions of size 5 × 5 (24 input planes)
– 64 convolutions of size 3 × 3 (48 input planes)
– 16 max pooling planes, 3 × 3, step 1 (16 input planes)
– 16 convolutions of size 1 × 1

128 @ 16 × 16

• Inception module:
– 32 convolutions of size 5 × 5 (24 input planes)
– 64 convolutions of size 3 × 3 (48 input planes)
– 16 max pooling planes, 3 × 3, step 1 (16 input planes)
– 16 convolutions of size 1 × 1

128 @ 16 × 16

• 3 × 3 max pooling layer with a stride of 2 pixels 128 @ 8 × 8

• spatial dropout with probability 0.1 128 @ 8 × 8
• Inception module:

– 32 convolutions of size 5 × 5 (24 input planes)
– 64 convolutions of size 3 × 3 (48 input planes)
– 16 max pooling planes, 3 × 3, step 1 (16 input planes)
– 16 convolutions of size 1 × 1

128 @ 8 × 8

(continued on the next page)

109



Table A.7 (continued from the previous page)

• Inception module:
– 16 convolutions of size 5 × 5 (16 input planes)
– 16 convolutions of size 3 × 3 (16 input planes)
– 8 max pooling planes, 3 × 3, step 1 (8 input planes)
– 8 convolutions of size 1 × 1

48 @ 8 × 8

• 8 × 8 average pooling layer 48 @ 1 × 1

• dropout with probability 0.4 48 @ 1 × 1
• fully connected layer with 10 neurons 10
• batch normalization 10
• logarithmic softmax function 10

A.3 Networks used to recognize images from Im-
ageNet

Table A.8: Structure of the network used to recognize images from ImageNet.

Layer type Output size

• 48 convolutions of size 11 × 11 with a stride of 4 pixels
and 2-pixel padding

48 @ 55 × 55

• rectified linear transfer function (ReLU) 48 @ 55 × 55
• spatial cross-response normalization 48 @ 55 × 55
• 3 × 3 max pooling layer with a stride of 2 pixels 48 @ 27 × 27

• 128 convolutions of size 5 × 5 with 2-pixel padding 128 @ 27 × 27
• rectified linear transfer function (ReLU) 128 @ 27 × 27
• spatial cross-response normalization 128 @ 27 × 27
• 3 × 3 max pooling layer with a stride of 2 pixels 128 @ 13 × 13

• 192 convolutions of size 3 × 3 with 1-pixel padding 192 @ 13 × 13
• rectified linear transfer function (ReLU) 192 @ 13 × 13

• 192 convolutions of size 3 × 3 with 1-pixel padding 192 @ 13 × 13
• rectified linear transfer function (ReLU) 192 @ 13 × 13

• 128 convolutions of size 3 × 3 with 1-pixel padding 128 @ 13 × 13
• rectified linear transfer function (ReLU) 128 @ 13 × 13

(continued on the next page)
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Table A.8 (continued from the previous page)

• 3 × 3 max pooling layer with a stride of 2 pixels 128 @ 6 × 6

• dropout with probability 0.5 4608
• fully connected layer with 1024 neurons 1024
• threshold transfer function 1024

• dropout with probability 0.5 1024
• fully connected layer with 512 neurons 512
• threshold transfer function 512

• fully connected layer with 20 neurons 20
• logarithmic softmax function 20
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B. Experimental data
B.1 Recognition accuracy of MNIST images

Table B.1: Recognition accuracy and time required to train the neocognitron on
different numbers of samples.

training patterns training time, h accuracy
3,000 0.3 95.90
10,000 2.3 96.63
20,000 7.4 97.10
30,000 15.1 97.60
40,000 23.8 97.97
54,215 27.4 97.40

Table B.2: Neocognitron: recognition accuracy with different amounts of salt-
and-pepper noise.

Noise Accuracy
0% 97.97%
1% 97.90%
5% 97.67%
10% 97.07%
15% 96.60%
20% 95.57%
25% 93.53%
30% 90.83%
40% 79.07%
50% 57.57%
60% 34.67%
70% 17.87%
80% 9.93%
90% 6.73%
100% 4.53%
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B.2 Recognition accuracy of ETL-1 images

Table B.3: Recognition accuracy with added salt-and-pepper noise.

Noise Neocognitron CNN DBN
0% 97.16% 99.74% 94.22%
1% 96.98% 99.14% 93.97%
2% 97.76% 95.43% 94.14%
3% 97.93% 94.05% 94.22%
5% 97.59% 87.93% 91.98%

10% 97.59% 65.95% 73.19%
15% 97.07% 44.05% 30.43%
20% 96.29% 26.38% 12.59%
25% 95.95% 18.62% 10.26%
30% 92.84% 13.28% 10.09%
40% 84.14% 10.95% 10.00%
50% 68.71% 10.09% 10.00%
60% 49.57% 10.00% 10.00%
70% 34.31% 10.00% 10.00%
80% 20.95% 10.00% 10.00%
90% 15.26% 10.00% 10.00%

100% 12.84% 10.00% 9.91%

Table B.4: Recognition accuracy with added Gaussian noise.

Noise, σ Neocognitron CNN DBN
0.00 97.16% 99.74% 94.22%
0.01 92.50% 99.66% 87.59%
0.02 90.09% 98.97% 28.45%
0.03 90.09% 96.98% 10.34%
0.04 89.57% 87.93% 10.09%
0.05 88.71% 69.31% 10.00%
0.06 88.88% 45.95% 10.00%
0.07 87.93% 32.84% 10.00%
0.08 86.90% 24.48% 10.00%
0.09 86.81% 18.53% 10.00%
0.10 85.60% 14.83% 10.00%
0.20 80.26% 10.00% 10.00%
0.30 64.57% 10.00% 10.00%
0.40 45.52% 10.00% 10.00%
0.50 26.55% 10.00% 10.00%
0.70 16.12% 10.00% 10.00%
0.80 13.45% 10.00% 10.00%
0.90 10.69% 10.00% 10.00%
1.00 10.34% 10.00% 10.00%
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Table B.5: Recognition accuracy of rotated images.

Rotation Neocognitron CNN DBN
0° 97.16% 99.74% 94.22%
1° 97.50% 99.57% 94.14%
2° 97.93% 99.57% 93.79%
3° 97.93% 99.57% 93.19%
4° 97.84% 99.48% 93.02%
5° 97.93% 99.48% 92.50%

10° 97.07% 99.05% 90.09%
15° 93.19% 97.41% 83.71%
20° 85.69% 93.10% 76.55%
30° 67.07% 75.60% 52.16%
45° 32.16% 41.29% 26.12%
60° 14.40% 21.98% 15.26%
90° 9.48% 12.76% 13.19%

120° 12.50% 13.53% 10.69%
150° 30.60% 29.57% 19.91%
180° 36.29% 44.83% 28.53%

Table B.6: Recognition accuracy of shifted images.

Shift Neocognitron CNN DBN
0 px 97.16% 99.74% 94.22%
1 px 97.24% 99.57% 93.88%
2 px 96.90% 99.48% 91.72%
3 px 97.07% 99.40% 90.26%
4 px 96.90% 99.31% 86.29%
5 px 96.81% 99.05% 81.98%
7 px 96.72% 98.28% 68.71%

10 px 97.07% 91.81% 43.97%
15 px 97.07% 65.26% 13.97%
20 px 93.62% 28.28% 12.33%
25 px 72.93% 12.76% 14.91%
30 px 39.91% 10.17% 11.38%
35 px 17.76% 10.00% 10.00%
40 px 7.16% 10.00% 10.00%
45 px 4.57% 10.00% 10.00%
50 px 3.36% 10.00% 10.00%
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Table B.7: Recognition accuracy of scaled images.

Scale Neocognitron CNN DBN
0.10 0.69% 10.00% 10.00%
0.20 5.52% 10.34% 10.00%
0.30 19.22% 20.52% 10.00%
0.40 40.17% 47.84% 14.31%
0.50 63.62% 76.81% 35.69%
0.60 85.00% 92.93% 64.66%
0.70 93.53% 98.28% 83.02%
0.80 96.38% 99.48% 90.69%
0.90 97.59% 99.83% 92.84%
1.00 98.19% 99.66% 93.88%
1.10 98.02% 99.31% 92.76%
1.20 97.41% 98.53% 88.36%
1.30 94.91% 96.55% 83.10%
1.40 91.90% 93.88% 77.24%
1.50 87.07% 89.31% 64.57%
1.60 79.83% 84.40% 57.16%
1.70 73.02% 79.91% 49.57%
1.80 63.36% 74.91% 43.97%
1.90 53.62% 69.22% 35.95%
2.00 47.16% 63.62% 31.98%
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Table B.8: Recognition accuracies of 30 neural networks of the same architecture
trained on the ETL-1 dataset, before and after pruning.

Unpruned Pruned (10%) Pruned/retrained
1 99.83% 99.74% 99.14%
2 99.40% 99.74% 99.14%
3 99.74% 99.40% 98.88%
4 99.40% 99.48% 99.31%
5 99.57% 99.48% 99.57%
6 99.57% 99.74% 98.88%
7 99.57% 99.48% 98.88%
8 99.31% 99.31% 99.14%
9 99.57% 99.31% 99.31%

10 99.83% 99.74% 99.31%
11 99.66% 99.74% 98.62%
12 99.66% 99.74% 99.31%
13 99.40% 99.74% 99.48%
14 99.74% 99.57% 99.48%
15 99.57% 99.57% 99.40%
16 99.66% 99.48% 98.71%
17 99.74% 99.74% 98.97%
18 99.66% 99.74% 98.79%
19 99.66% 99.66% 99.14%
20 99.40% 99.66% 99.40%
21 99.66% 99.66% 99.57%
22 99.66% 99.66% 99.31%
23 99.40% 99.57% 99.57%
24 99.57% 99.66% 99.31%
25 99.83% 99.83% 99.14%
26 99.57% 99.48% 99.57%
27 99.74% 99.74% 98.97%
28 99.74% 99.74% 99.22%
29 99.74% 99.66% 99.14%
30 99.48% 99.48% 99.22%
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B.3 Recognition accuracy of CIFAR-10 images

Table B.9: Recognition accuracies of 20 networks of the same architecture trained
on images from the CIFAR-10 dataset, before and after pruning.

Unpruned Pruned (10%) Pruned (15%)
1 89.49% 89.65% 89.36%
2 91.37% 91.50% 91.39%
3 91.08% 91.39% 91.21%
4 91.06% 91.14% 91.08%
5 91.14% 91.25% 91.20%
6 91.16% 91.42% 91.29%
7 90.89% 90.92% 90.83%
8 90.71% 90.87% 90.66%
9 91.35% 91.32% 91.35%

10 90.88% 90.76% 90.74%
11 91.30% 91.21% 91.07%
12 90.91% 91.09% 91.14%
13 90.82% 90.92% 90.86%
14 91.21% 91.23% 91.10%
15 91.35% 91.46% 91.36%
16 91.49% 91.43% 91.33%
17 90.78% 90.89% 90.72%
18 90.73% 90.83% 90.58%
19 91.32% 91.21% 90.86%
20 91.34% 91.41% 91.24%
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B.4 Recognition accuracy of ImageNet images

Table B.10: Recognition accuracies of 30 network of the same architecture trained
on images from the ImageNet dataset, before and after pruning.

Unpruned Pruned
1 84.40%
2 85.80% 85.25%
3 84.90% 83.85%
4 84.15% 84.30%
5 84.60% 84.50%
6 85.05% 84.00%
7 85.70% 84.80%
8 84.95% 84.10%
9 83.85% 83.20%

10 84.30%
11 84.80%
12 84.90%
13 85.55%
14 85.45%
15 84.65%
16 84.20%
17 84.20%
18 85.20%
19 84.90%
20 83.65%
21 83.40%
22 85.65%
23 84.55%
24 85.20%
25 84.40%
26 84.60%
27 83.70%
28 84.75%
29 84.50%
30 83.50%
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