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podmı́nkami pro rozvrhováńı
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Introduction

Thesis motivation Scheduling is a decision-making problem that has impact
on many disciplines. It is primarily concerned with allocation of often limited re-
sources to activities in order to optimize one or more objectives. Resources include
a wide spectrum of entities, for example workers in factories, public transport
drivers, machines in an assembly plant, CPUs, etc. The activities also comprise a
large variety of possibilities: executions of a computer program, assembling a part
of a product and so on. There are also many potential objectives to optimize,
from minimizing the length of the schedule to minimizing the number of delayed
activities. Scheduling has become omnipresent, since its beginnings in the 20th

century. It is an extremely hard class of problems. Even for small projects, the
number of possible allocations of resources is too great to be fully inspected. It
is therefore clear that heuristics and approximations are needed.

One of the techniques applied on a scheduling problem is encoding it as a con-
straint satisfaction problem and then obtain a solution by running a constraint
solver. Constraint-based scheduling is also an extremely difficult class of prob-
lems. Often, there is also vast space to search. The outcome of the solution space
search is highly dependent on the order in which the solver chooses variables to
label. This thesis focuses on finding a good variable ordering for the constraint
solver which in turn produces a schedule as a solution.

Evolutionary algorithms belong to the class of popular heuristics for solving dif-
ficult optimization problems. This thesis focuses on combining the evolution-
ary algorithms and constraint programming as a means of solving the scheduling
problem. The main objective is to evolve the variable orderings for the constraint
solver. Both single and multi-objective evolutionary algorithms were tried. Sev-
eral new genetic operators and methods of population initialization are presented.
Multiple combinations of operators and initialization methods are experimentally
tested and the results discussed.

Goals

Constraint satisfaction and evolution is combined in our approach. The constraint
solver, which the evolution uses as a black box, optimizes the minimal makespan
criterion. We aim to improve the solutions obtained from the solver by evolving
the variable orderings. We strive not only to find good solutions, but to find as
many as possible. We set the following goals:

1. to propose a method for initialization of the population of the variable
orderings,

2. to propose appropriate genetic operators,

3. to attempt a multi-objective optimization in order to obtain higher number
of good solutions and to optimize by other criteria as well.
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Document Outline

This thesis is thematically divided into several chapters.

Preliminaries The first chapter includes a description of the project which this
thesis aims to enhance. It also brings forth an introduction to multi-agent sys-
tems, constraint programming and scheduling as they are all used in the project.

Related work Evolutionary algorithms are introduced in the second chap-
ter. Additionally, various approaches to evolutionary scheduling are described.
An overview of different representations as well as genetic operators is offered.

Problem analysis The third chapter is dedicated to the description of the
problem at hand. The importance of good inputs for the constrained solver is
emphasised and backed up experimentally. Finally, the size of the search space
is estimated.

Evolution The fourth chapter focuses on the evolutionary algorithms, in par-
ticular original methods of initialization and genetic operators invented for this
thesis.

Results The fifth chapter provides the results of our approach to combine evo-
lution and constraint programming to solve the scheduling problem. Genetic
operators and initialization methods are compared and results discussed.

Conclusion The thesis is summarised in the concluding chapter. Each of the
goals is evaluated and discussed individually.

Future work The last chapter offers improvements that are yet to be imple-
mented, should the project continue.
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1. Preliminaries

In this section, we shall take a look at the description of the project which this
thesis is trying to enhance. Next, multi-agent systems (MAS), constraint pro-
gramming (CP) and scheduling are briefly introduced. Finally, the role of this
thesis in the project is sketched.

1.1 Project Overview

This thesis is a part of the ARUM[2] project which is going to be described in this
section. The goal of the project is to create multiple schedules meeting various
criteria for an assembly line. It is achieved primarily by combining a multi-agent
system and constraint programming. This section was primarily based on an
internal document of CertiCon[12], one of the contributors to the ARUM project.

1.1.1 Use Case Description

The problem at hand is inspired by a real-life production line whose purpose is
to assemble planes. The line is divided into several units called workstations.
Work at each station should be scheduled. Every workstation has its manager
and workers possessing skills required by certain tasks.

Assembly line The Assembly line consists of workstations connected in series.
The workstations are occupied by plane sections in various states of completeness.
A plane section cannot be moved to the next workstation until all tasks are done
on the workstation in question. Whenever all stations complete their tasks, all
plane sections shift to the next station at the same time. The time this occurs is
called a cycle time.

Main goal The main goal of the whole project is to provide schedules that are
near-optimal in some criteria. One of those criteria is the ability to recalculate
the schedule in case some undesirable events occur. Others are more obvious, i.e.
the end time of the last task on given station.

Possible challenges There are many potential challenges that have to be tack-
led. Since the problem is inspired by a real-world problem, the schedules must
be flexible in anticipating certain events like delayed delivery of assembly parts,
machine malfunctions, workers unavailability etc. The assembly line is by nature
a dynamic environment and the necessity to recalculate the schedules on-the-fly
may arise. Also, in order to ensure flexibility and variety, several different sched-
ules have to be calculated. A responsible entity called the station manager will
decide which schedule is chosen. Another thing that makes the problem even
more challenging is the fact that the task assignment is not fixed to a particular
station, neither are the workers. It is the responsibility of the scheduler to allo-
cate or migrate them among stations. Furthermore, duration of the stations is
not fixed, it may be extended or shortened in the process of recalculation.
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Objectives The primary objective is to finish work on all stations in time.
The quality of a solution may be measured e.g. by the length of the schedule
(difference between the start time of the first task and the finish time of the last
task). Due to possible disturbances, measures must be taken to ensure robustness
of the schedules. When the primary objective is met, other objectives may be
taken into account.

Scheduler input The scheduler expects several necessary parameters as input.
First of all it needs a set of tasks to be scheduled with initial assignment to
stations. Available resources and stations configuration (start of shift, duration,
etc.) are also needed. The criterion to optimize also has to be specified for
the solver. Finally, a strategy how to approach tasks that are scheduled beyond
station’s time span has to be defined.

Problem solving is divided between a multi-agent system (MAS) and a con-
straint solver. Each station is scheduled by the solver. The agents provide com-
munication among the stations. They try to improve the global solution by
moving tasks between stations.

Decomposition Although the global schedule may be calculated, it is more
appropriate to decompose the solution to individual stations. This approach
has several advantages. This design fits the enterprise’s current solution. Each
station is supervised by a manager who chooses suitable schedule to follow from a
precalculated set of schedules. It also enables parallel computation of schedules,
provided that there are no dependencies among the stations. Another advantage
is the ability to resolve the disruptive events at station’s level, so it does not affect
the other stations.

Solving a station Each station is represented by an agent. The agent asks the
constraint solver for a schedule of the current station. The agent must provide a
criterion to optimize. There are three possible outcomes of running the solver: a
solution is found and all tasks are assigned within the station’s time boundaries.
A solution is found, yet some tasks are scheduled after the station’s end time.
In this case, agents take over and negotiate tasks among stations. In the third
case no solution is found. It may be due to unavailability of some resources or
other factors. Again, agents take over and try to fix the schedule by negotiating
between stations.

Work division As was mentioned before, the main workload is divided between
two parts: a MAS and a constraint solver. The multi-agent system has the
following functionality:

• Business strategies if task does not fit to the assigned station:

– STOP & FIX - the station’s duration is extended accordingly.

– Travelling work - the task is moved to another station.

• Moving workers among the stations.
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• Moving tasks among the stations.

The constraint solver, on the other hand, primarily focuses on finding solutions
to the scheduling problem. It supports the following:

• Temporal relations - i.e. tasks precedence. Task precedence determines a
relation among tasks. It dictates that, for example, task t1 cannot start
until task t2 is finished. Temporal relations are defined further in 1.4.6.

• Non-consumable resources - used to model e.g. the production space or
tools.

• Consumable resource (materials) - tasks that need certain consumable re-
source have to be scheduled after the delivery time of the materials.

• Human resources possessing certain skills. A human resource can be allo-
cated to only one task at a time.

• Station bound and station unbound tasks. The bound tasks cannot be
executed anywhere but the station they are bound to. These tasks have
generally higher priority and should therefore be preferred to others in case
the scheduler fails to schedule all tasks.

• Minimal change - when placing a task in a schedule, the constraint solver
prefers such values from its domain that differ as little as possible from the
same task in an already computed schedule.

1.1.2 Architecture

Scheduler The scheduler contains various agents using the JADE platform[13].
The agents need not run on a single machine, thus enabling parallelization. Fig-
ure 1.1 depicts the types of agents which are listed below:

• Scheduler agent - a top level agent, it deals with the communication between
the system and the outer world. It receives requests for schedules and
returns calculated schedules via an ontology service.

• Solution agent - its responsibility is to create a global schedule over all
stations. It is supplied with a promising schedule by the scheduler agent
for each station and then combines them to a single one.

• Station agent - represents station at a cycle time

• Main solver agent - an agent that keeps the old schedules as well as cal-
culates new ones. It can also assign the schedule computation to another
solver agent on another station

• Solver agent - runs the actual schedule computation. A part of this agent
is dealt with in this thesis.
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Figure 1.1: Architecture of the scheduler

1.1.3 KPI

A KPI (Key Performance Indicator)[14] is a mechanism to measure the quality
of a solution. In other words, a KPI is a criterion to optimize. It is up to the
user to define single or multiple KPIs. The scheduler expects a set of KPIs (or
a single one) as a part of its input. After schedules are computed, a responsible
entity (i.e. the station manager) chooses one schedule according to the selected
KPIs.

KPI division KPIs can be divided into local and global. Local KPI serves as
input for the constraint solver. Global KPI is used to measure the overall quality
of the assembly line performance (e.g. number of manufactured products per
month). Alternatively, the KPIs can be viewed as either the performance indica-
tors (e.g. the shortest possible schedule) or robustness indicator (e.g. schedule’s
ability to recover from disruptions).

The local KPIs are used to measure the quality of a solution on a single station.
List of potential KPIs follows.

• Makespan - the finish time of the last task on the station’s schedule

objective : minimize(max{ e(t) | t ∈ Tasks})

In this scenario, a free interval can come into existence between the schedule
finish time and the time the station has to finish. It can be used either to
reduce the cycle time of the station or to move tasks from other stations
to this free interval. When a solution with sufficiently good makespan is
found, the search for alternative schedules (e.g. focusing on robustness)
may commence.

• Tasks ASAP - every task should end as early as possible. This is done in
order to preserve some space at the finish time of the station.

objective : minimize(
∑

t∈Tasks

penalty(t))
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The penalty of a task is computed based on its distance from the station
start time. This KPI can be reversed if free interval is desired at the begin-
ning of the station. In such case, maximization instead of minimization is
used.

• Number of overlapping tasks - number of tasks per an arbitrary time inter-
val. It aims to schedule the same amount of tasks in each interval if possible.
This can lead to more flexible rescheduling - it can produce schedules sim-
ilar to the original which means less effort for the recalculation. This KPI
can also cause a more evenly distributed worker utilization.

• Minimal change KPI - in case a schedule is disrupted, new schedule needs
to be calculated. This KPI tries to ensure similarity (whenever possible)
between the old schedule and the new one. Examples: task count for each
station in the schedule, start times of all tasks at all stations and end times
of all tasks at all stations.

• Worker utilization - uniform utilization of workers is preferred. This aspect
can be effectively measured after a solution is found. It is influenced by the
variable ordering used by the constraint solver. It can also be optimized
when all tasks in the solver are placed and only the worker assignment to
tasks remains to be determined.

• Robustness to missing material - if there is uncertainty about delivery of
some material, a schedule that needs the material later may be preferable.

The global KPIs include maximization of the number of manufactured products
per time interval, utilization of workers, the fabrication cost of a single product
and so on.

1.1.4 Constraint Solver Description

The solver agents provide the station agent with feasible schedules respecting the
agent’s preferences. The solver agent has many parts, we shall state the most im-
portant ones. The open source Choco solver[15] was used as the constraint solver.
Java objects representing the scheduling essentials: tasks, workers, resources etc.
are also a part of the agent. Each task t is defined by three variables: start time
s(t), end time e(t) and duration p(t). Some tasks require resources. To prevent
assigning more resources than available, a cumulative constraint over all tasks
was added to the model. This constraint states that the number of tasks, using
a resource r, may not exceed the capacity of r at any time. The domains of CSP
variables consist solely from integer values in this project. Another necessary item
is the Choco3 model which is used to map java objects to Choco entities (vari-
ables, constraints). Finally, there is the variable ordering that specifies the order
in which the variables are labelled by the solver.

Solver workflow The process of calculating a schedule consists of the following
steps:
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1. Information about tasks, their resources demands and their dependencies is
received. This information is used to create the corresponding java objects.

2. A constraint model is constructed using the java objects.

3. The solver receives a variable ordering.

4. According to the chosen objective variable and the variable ordering, the
solver tries to find assignment for all the variables that satisfy all constraints
and to optimize the objective.

5. When a solution is found, the java objects are recreated from the constraint
model.

1.1.5 Dealing with Disruptions

The events that corrupt the currently executed schedule are dealt with by the
ontology service. As time progresses, the schedule is damaged further by the
undesired disruptive events. The need of rescheduling arises. The tasks that can
be executed or at least have a chance of being executed in the future, are fed
to the operational scheduler. New schedule is created as soon as possible and
applied to the work station.

Missing material If a task needs an unavailable material, it has to be moved
to the point when the material is expected to arrive. Naturally, every dependent
task has to be moved accordingly so that the schedule remains admissible.

Prolonged task duration If a task exceeds its scheduled duration, all depen-
dent tasks may have to be moved in order to satisfy the constraints on them.

1.2 Introduction to MAS

This section brings a brief overview of the multi-agent systems. Firstly, an agent
is defined, followed by MAS definition. Finally, agent communication is described.
A multi-agent system is a part of the project. There are several types of agents
and their responsibilities vary from handling requests for schedules to negotiating
tasks among the stations. For more thorough description, please refer to 1.1.2.

1.2.1 Agent Definition

There are many definitions as to what an agent is. In essence, an agent is a
computer system that perceives its environment and is capable of autonomous
actions affecting its environment. Other definitions are offered by Wooldridge[10]
or Russel and Norvig[9] and many more. The need of defining properties of an
intelligent agent arises. An intelligent agent should manifest reactivity, meaning
it should perceive the environment and be capable to react to its changes. It
should also be proactive, to be capable of performing actions leading to achieving
its goals. Lastly, an intelligent agent should exhibit a certain level of sociality,
which means it should be capable of communication with other agents. Creating
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a purely reactive or proactive agent is not difficult, however, finding balance
between the two may prove challenging.

An agent can exist in various types of environments. They are divided in-
to several categories. Fully observable environment is visible by the agent at
all times. On the other hand, an environment can also be partially observable.
Environment that can be changed solely by actions of an agent is called static,
otherwise it is said to be dynamic. The environment is referred to as discrete if
the number of percepts and actions performed by an agent are limited and contin-
uous otherwise. If each of agent’s actions has only one outcome, the environment
is deterministic. If an action can have several outcomes, then the environment is
non-deterministic.

1.2.2 MAS Definition

A multi-agent system is a system consisting of agents that interact with each
other. As Wooldridge[10] states: “To successfully interact, they will require the
ability to cooperate, coordinate, and negotiate with each other, much as people
do.”A MAS is more than a model for distributed computing, since agents are au-
tonomous and independent and the means of coordination are not set beforehand.
A MAS focuses mainly on these issues[10]:

• Which languages do agents use to communicate with one another?

• How can cooperation emerge in societies of self-interested agents?

• How can agents with self-interest reach an agreement?

• How can autonomous agents coordinate their actions to cooperatively reach
their goals?

These issues are addressed by other fields as well (economics, sociology), however
only in MAS the agents are computational, information processing entities.

1.2.3 Agent Communication

In the OOP approach, communication means invoking methods with parameters.
In contrast, agents cannot force other agents to do something in the same way.
Agents have to communicate in order to request some action or trade information
with other agents. It is achieved by sending messages. Once a message is received,
it is up to the recipient agent how to deal with the message, e.g. deny the request,
make a counter offer etc.

In the project, the communication among agents is handled primarily by on-
tology services. In 1993, Gruber provided the following definition of ontology[11].

Definition 1.1. “An ontology is a formal, explicit specification of a shared con-
ceptualization.”

Ontology in computer science is formal, declarative representation which con-
tains glossary (definitions of terms) and thesaurus (definitions of relations between
terms). Ontology is a dictionary that serves to maintain and pass on knowledge
concerning certain problems. Ontology allows abstraction away from the under-
lying data structures and implementation.
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1.3 Introduction to Scheduling

According to Pinedo[1]: “Scheduling is a decision-making process that is used
on a regular basis in many manufacturing and services industries. It deals with
the allocation of resources to tasks over given time periods and its goal is to
optimize one or more objectives.”

Scheduling problem We shall start by an informal description of a scheduling
problem. Each scheduling problem is defined by the following features: a set of
tasks (or actions) that need to be carried out, a set of resources (machines,
human resources, materials) and their availability in time, resource demands for
tasks, constraints (e.g. precedence between tasks) and one or more objective to
optimize. Some instances of the scheduling problem also define cost functions
(for example the cost of machine reconfiguration). The majority of scheduling
problems are NP-hard[17].

Every task is identified by several traits. We have already stated the resource
requirements. Another important feature is the start time s(t) ∈ [smin(t), smax(t)]
and the end time e(t) ∈ [emin(t), emax(t)]. There can also be an optional recom-
mended end time δ(t) which may be different from the deadline emax(t). Finally,
there is the duration p(t) which is typically a constant. Tasks may be divided in-
to non-preemptive and preemptive. A non-preemptive task cannot be interrupted
during the execution: p(t) = e(t)−s(t). On the other hand, it is possible to inter-
rupt a preemptive task and then resume its execution: p(t) =

∑
i pi ≤ e(t)−s(t).

Another important feature of a scheduling problem is the objective. The most
commonly used are the makespan C = max{ e(t) | t ∈ Tasks} and the late-
ness L = e(t)− emax(t).

1.3.1 Types of Scheduling Problems

There are several ways to classify scheduling problems. We will briefly describe
machine scheduling. It is further divided by complexity of jobs (explained below).

Machine scheduling Machine scheduling is concerned with allocating ma-
chines to given jobs. A job is a partially ordered set of tasks, the tasks in
different jobs are independent. Tasks of the same job must not overlap. The
resulting schedule consists of allocated machine for each task and the time inter-
val in which the machine is to carry out the task in question.

Single-stage machine scheduling In the case of the single-stage machine
scheduling, every job is a single task which can be processed on any machine.
There are several types of parallel machines:

• Identical - all of the machines are equivalent.

• Uniform - every machine has its speed coefficient. However, the ratio of
tasks execution time remains constant. For example, if task A takes twice
as long as task B on machine i, it also takes twice as long on machine j.
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• Unrelated - possibly variable execution times for all task combinations. For
example, task A is processed faster than task B on machine i, but slower
on machine j.

Multiple-stage machine scheduling In the multiple-stage machine schedul-
ing scenario a job consists of several tasks, each of which may require different
machine allocation. The most common problem types include:

• Flow-shop - all tasks have to be processed in one specific order. The ma-
chines are usually connected in series, hence the name. A typical example
is an assembly line.

• Open-shop - similar to flow-shop, but the tasks are not linearly ordered.

• Job-shop - more general case, tasks within the job are linearly ordered.
Different jobs may have different tasks with different orders.

Resource-constrained project scheduling problem A resource-constrained
project scheduling problem (RCPSP) contains tasks with known durations, re-
source demands and the precedence constraints. The objective is to assign start
time to each task, such that no precedence and resource constraints are violated.
More formal definition is given in Chapter 2. A scheduling problem of this type
is also tackled by this thesis.

1.4 Introduction to Constraint Programming

Constraint programming is a part of declarative or non-procedural program-
ming. Instead of following instructions sequentially as it is done in procedural
programming, constraint programming relies on declarative description of a prob-
lem and solving it by CP techniques (search, constraint propagation, etc.).

1.4.1 Constraint Satisfaction Problem

A constraint satisfaction problem is defined by a triple (X,D,C)[9], where X =
{X1, ..., Xn} is a finite set of variables, D = {D1, ..., Dn} is a set of the domains
of the variables and C = {C1, ..., Cm} is a set of constraints over variables. Each
variable Xi can be assigned the values from its nonempty domain Di. Every
constraint Cj ∈ C is a pair 〈Y,Rj〉, where Y ⊆ X such that |Y | = k and Rj

is a k-ary relation among the variables of Y . Constraints can be defined both
extensionally (by enumeration of compatible tuples) or by a formula. A popular
game Sudoku is one example of a CSP. Every cell’s domain has values {1, ..., 9}
with the constraints that the cells in the same row, column and 3 × 3 square
cannot share the same values.

Solving a CSP consists mainly of assigning values to variables. We say that
a solution to a CSP is feasible if every variable is assigned a value from its do-
main and all the constraints are satisfied. We call it optimal if it is feasible and
optimizes some objective function of the problem.
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1.4.2 Maintaining Consistency

When trying to solve a CSP problem, it is desirable to filter out the domains of
the variables in order to shrink the search space. We shall see how constraints can
be used to rule out from domains such values that would only lead to inconsistent
assignments. It is highly advisable as it may dramatically reduce traversing dead-
end search branches. All described consistency techniques[7] are performed on
graphs where nodes represent variables and edges connect variables that share a
constraint.

The simplest type of consistency is called node consistency. First of all, unary
constraints are converted into variables’ domains.

Definition 1.2. Node Consistency
The vertex representing variable X is node consistent if and only if every value
in the variable’s domain Dx satisfies all the unary constraints imposed on the
variable X.

CSP is node consistent if and only if all the vertices are node consistent.

Arc consistency Since all CSP problems may be converted into binary ones
(all constraints are binary), we will assume that we only deal with those.

Definition 1.3. Arc Consistency
The arc (Vi, Vj) is arc consistent if and only if for each value x from the domain
Di there is a value y in the domain Dj that the assignment Vi = x and Vj = y
satisfies all the binary constraints of (Vi, Vj)

CSP is arc consistent if and only if every arc (Vi, Vj) is arc consistent (in both
directions).

Arc-B consistency There are special cases of CSPs called numeric CSPs where
the domain of each variable is represented only as the smallest value lb(Vi) and
the largest value ub(Vi). The domain of the variable Vi is the whole interval
[lb(Vi), ub(Vi)]. This representation is very compact and can therefore be ap-
plied to problems where maintaining the whole set of values explicitly might be
impossible. Constraints are propagated by Arc-B Consistency[8] techniques.

Definition 1.4. Arc-B Consistency
The arc (Vi, Vj) is arc consistent if and only if for each of the bound values
x = lb(Vi) and x = ub(Vi) from the domain Di there exists a value y in the domain
Dj that the assignment Vi = x and Vj = y satisfies all the binary constraints of
(Vi, Vj)

Making CSP arc consistent There are many algorithms for arc consisten-
cy. We shall not describe them here, keen readers are encouraged to learn more
in other publications[7]. Basically, every arc in the graph needs to be revised. In
revision of arc (Vi, Vj), every value x from Di, that does not have at least one y
in Dj satisfying all the constraints on Vi and Vj , is removed from Di. It should
be noted that revising all the edges is not sufficient. It is due to the fact that
revising an edge may influence already revised edges.
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Other consistency techniques There are more consistency techniques, sev-
eral of which quite sophisticated. Each has some merits (strength, efficiency) and
some drawbacks (memory consumption). For the sake of completeness, let us
name some of them: directed arc consistency, path consistency, restricted path
consistency, k-consistency, strong k-consistency, neighbourhood inverse consisten-
cy, inverse consistency etc. These are described in detail by Dechter[7].

1.4.3 Solving CSP

CSP can be solved in two traditional manners. On one hand, there is search
which explores the whole space. Therefore, it either finds a solution or proves it
cannot be found. Obviously, it can work quite slowly and furthermore it continues
searching in directions that clearly cannot lead to finding a solution (a constraint
was violated). On the other hand, we have consistency techniques described
above. They are not complete, but they reduce the size of the search space and
are quite efficient. The best way to solve a CSP is to combine both approaches[9].
It is achieved by assigning values to variables via backtracking and consistency is
checked after each assignment.

Definition 1.5. Labelling
Assigning a value to a variable is called labelling.

Look-back The look-back technique ensures that the already labelled variables
are consistent with all the constraints. It looks back at the instantiated variables
and looks for a conflict and its source. Algorithms in this category are e.g.
backtracking or backjumping.

Constraint propagation Checking if labelled variables do not violate any con-
straints is useful, but it is also possible to propagate the constraints to variables
that have not been checked yet. It is called the constraint propagation. It enables
us to prevent failure of assignments in the future.

Forward-checking The forward-checking[3] technique checks the immedi-
ate neighbourhood of a variable. After a variable X is labelled with value from
DX , all variables Y that share a constraint with X are checked. Every value from
DY that is inconsistent with any constraint shared with X is removed from DY

for each Y . As soon as any domain of an unassigned variable becomes empty,
backtracking is in order.

Look-ahead As opposed to forward-checking, the partial look-ahead [4] per-
forms consistency checks on all of the future variables. The full look-ahead [5][6]
technique performs a full arc-consistency check. It is common to use even stronger
consistency algorithms and run them only once before starting the search.

1.4.4 Variable Ordering

An other key element in solving CSP is called variable ordering [4]. It is a guidance
how to choose the order of variables for labelling. It can have a significant impact
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on the constraint solver efficiency. There are two categories of variable orderings:
static and dynamic.

Static In the static case the order of variables is specified in advance and is
not changed later. The solver can assign a variable if all variables that precede
it in the order are already assigned. This technique is used in this thesis and the
order is obtained by means of evolutionary algorithms. We chose this approach,
because it enables us to efficiently encode the individuals as permutations.

Dynamic In the dynamic case the decision which variable is to be labelled next
is not fixed, but can be dependent on the current state of search (i.e. already
assigned variables, domain size). Dealing with the hard cases first is generally
considered a good idea, if the current assignment will lead to failure the sooner it
is found, the better. One of the most common principles is called fail-first. In this
case, a variable with the fewest values left in its domain is chosen for labelling. In
other words, the one most likely to fail. It might be counter-intuitive, because we
do not want the search to fail, but it is generally better to fail early if the failure
is inevitable. Another popular strategy is to choose the variable that participates
in most constraints.

Value ordering Determining the order in which values are assigned has the
same level of importance as the ordering of variables. One of the representatives
is called succeed-first. It prefers values that will less likely cause failure. Value
ordering will not be described further as it is not explored in this thesis.

1.4.5 Constraint Optimization

Up until now, we have dealt solely with satisfying constraints. However, there
may be many solutions and we might be interested in the optimal one.

Definition 1.6. Constraint Satisfaction Optimization Problem
CSOP is defined by a CSP and an objective function that maps solutions of the
CSP to real numbers. A solution of CSOP optimizes the objective function. In
order to be able to solve a CSOP, a mechanism for obtaining multiple solutions
is needed.

Now, we shall take a look at a search algorithm which can also be applied to
the constraint satisfaction optimization problem. It is called branch and bound.

Branch and bound The branch and bound method is used in search to ignore
the branches where there is no optimal solution. It uses a heuristic function h
that estimates values of the objective function f . Admissible heuristic function
for minimization must satisfy h(x) ≤ f(x). The more precise the approximation
of the objective function, the better. When traversing a search tree, the current
branch can be cut off if there is no solution in the subtree or the current best
solution cannot be improved by any solution in the subtree, meaning that the
bound is better than value of the heuristic function for the subtree. The bound
may be the objective value of the best solution so far, for example. In CSOP, the
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objective function is encoded in the constraints. The first solution is found as in
the regular CSP. Then a constraint f(x) < Bound that ensures the next solution
must be better than the current best is added. This process is repeated until no
more feasible solutions are found.

1.4.6 Constrained-Based Scheduling

Since scheduling is a static problem (all tasks, domains etc. are known), it can be
encoded as a CSP problem. Constrained-based scheduling explores how to solve
scheduling problems using CP. We will show how to model a scheduling problem
as a CSOP. We will consider a non-preemptive scheduling problem.

Encoding the problem There are three variables introduced for each task:
s(t), e(t), p(t) (see 1.3). Additionally, each task ti has a lower bound (release date
emin(t)) and upper bound (deadline emax(t)). Together they define a time window
in which the task has to execute. Linear constraints may be used to model the
temporal relations between tasks. There are several types of possible constraints:
task ti does not start later than task tj (s(ti) ≤ s(tj)), tj does not end before the
start of ti (s(ti) ≤ e(tj)), tj does not start before the end of ti (e(ti) ≤ s(tj)) and
tj does not end before ti (e(ti) ≤ e(tj)). These constraints are propagated using
arc-B consistency algorithms or some other techniques.

Resources Tasks may require some resources for their execution. These
requirements are modelled by resource constraints. The resources can be divided
into three categories: the unary resources which can be used only by one task
at a time, the cumulative which can be used by several tasks at once, provided
that their count does not exceed the resource capacity and finally the consumable
resource. A task may either consume or produce a consumable resource.

1.5 Role of this thesis

This thesis aims to provide multiple near-optimal solutions to a single worksta-
tion. The station is scheduled by the constraint solver, which also needs the order
of tasks (variable ordering) as input. The order is found by means of artificial
evolution. In this thesis, the constraint solver is only used as a black-box in or-
der to obtain schedules. Therefore, the focus is solely on the evolution and its
capability to find variable orderings leading to high-quality schedules. Details of
our approach are described in next chapters, mainly in Chapter 4.
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2. Related work

This chapter starts by describing evolutionary algorithms, genetic operators and
multi-objective evolution. Next, other work that addresses the scheduling prob-
lem using genetic algorithms or constraint programming is described. However,
no articles that engage the problem by combining both approaches in manner
similar to ours were found. Various representations of individuals and the genetic
operators that are frequently used may be found here.

2.1 Evolutionary Algorithms

Before we focus on methods often used to solve the scheduling problems by artifi-
cial evolution, we should describe what evolutionary algorithms (EA) are. Evolu-
tionary algorithms are an optimization method inspired by the concept of biolog-
ical evolution. A group of individuals, called a population, is evolved during the
process. The EA (See Algorithm 1) runs in a loop, the population in each itera-
tion is called a generation. An individual is typically a sequence of fixed number
of genes (e.g. array of bits). Individuals encode a (possibly infeasible) solution
to a given problem. The algorithm starts by generating the initial population of
individuals (typically randomly). In every iteration the population undergoes a
mating selection, crossover and mutation. The crossover and mutation operators
create new individuals. The whole population is evaluated using a fitness func-
tion. As a result, each individual is assigned a fitness value. The individuals’
fitness is used for environmental selection. The environmental selection will de-
termine which individuals survive and go to the next generation. The more fit the
individual is, the bigger chance it has to survive (survival of the fittest). However,
even the unfit may get to the next generation. The algorithm terminates when a
sufficiently fit individual is found or after a predefined number of iterations.

Algorithm 1 Evolutionary algorithm

1: P ← Initialize population
2: Evaluate(P)
3: while not termination do
4: P’ ← Crossover(P)
5: P’ ← Mutate(P’)
6: Evaluate(P’)
7: P ← Select(P ∪ P ′)
8: end while

History Evolutionary algorithms are a part of a field called evolutionary com-
puting. The beginnings of evolutionary computing date back to 1960s, when
three separate branches arose. Fogel presented evolutionary programming [46],
which evolves finite automata and aims to optimize their parameters. Rechen-
berg and Schwefel introduced evolution strategies [47][48], which primarily deal
with optimization problems with continuous search space. The most interesting
for us are the genetic algorithms invented by Holland[49]. The GA were inspired
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by Darwinian natural selection. The field was later broadened by Koza, who
introduced genetic programming [50]. Essentially, programs are evolved. As op-
posed to evolutionary programming, the GP evolves not only parameters, but
also the program’s structure.

Ever since its origins, this interesting field of nature-inspired computation has
been evolving rapidly. It has been a popular method for solving problems that
cannot be solved by conventional complete methods. The cost of applicability is
that EA do not guarantee optimal solutions.

The following paragraphs are dedicated to explaining some key terms of evolu-
tion, namely the initialization, evaluation, selection and genetic operators – cross-
over and mutation.

Initialization Initialization fills the population with newly created individuals.
The generation of individuals typically contains randomness. There is a whole
section dedicated to this subject in Chapter 4.

Evaluation Population is evaluated by evaluating each individual in turn. As
a result, every individual is usually assigned fitness – a measure of quality. Most
of the times, fitness is represented as a value, e.g. integer or double. However,
there are cases when defining an ordering on individuals is sufficient rather than
counting the exact fitness.

Selection There are two types of selection: environmental and mating. The
environmental selection (also called survivor selection or replacement) defines
how to select individuals that survive to next generations. There are several
approaches, e.g. selecting from both parent and offspring generations or select-
ing solely from the offspring generation. If survival of the best individuals from
parent generation is desired, it can be ensured by automatically copying them
to the offspring generation. This is called elitism. The mating selection chooses
individuals for reproduction. We will mention two of the most popular selection
operators, nevertheless there are more.

The roulette wheel selection, also known as fitness proportionate selection, se-
lects an individual with a chance proportionate to its fitness with respect to the
whole population’s fitness: pi = fi∑N

j=1 fj
, where pi is the probability of individual

i being chosen, fi its fitness and N the size of the population.

In the tournament selection, several individuals are picked randomly and play
tournament afterwards. The winner of the tournament survives and is selected.
In the deterministic version, the individual with the best fitness is the winner.
In the stochastic one, it wins with probability pi. Selection pressure is easily
controlled by modifying the tournament size and pi.

Crossover and mutation Crossover is a genetic operator that takes two or
more parents (obtained by the mating selection) and recombines them into one or
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more offspring. The recombination occurs with probability pC , otherwise the in-
dividuals are left unaltered. Crossover strives to conserve building blocks that are
shared by fit individuals. Mutation slightly alters an individual with probability
pM , otherwise it does nothing. Mutation’s role is the maintenance of diversi-
ty. Particular implementations of both crossover and mutation operators will be
described later.

2.1.1 Genetic Operators For Permutations

This section provides an overview of the genetic operators that were designed to
operate on permutations. The reason we focus on the permutation encoding is
that the individuals are encoded in the same way in this thesis. Not all of the
relevant operators are described here, some are added later in the section about
evolutionary scheduling along with their application to scheduling.

Crossover Operators

The following paragraphs are dedicated to description and examples of the cross-
over operators traditionally used to operate on permutations. All stated crossover
operators need two parents and produce two offspring. We will denote the parents
as p1 and p2 and the offspring as o1 and o2 in every method.

Partially mapped crossover The partially mapped crossover (PMX)[52] stri-
ves to keep the most possible elements at their original positions. The procedure
is described in Algorithm 2. We will show creation of only one offspring. The
process of making the other is symmetrical.

Algorithm 2 Partially mapped crossover

1: a, b ← random crossover points. Let us call the half closed interval [a, b) the
middle section

2: Copy the middle section from p1 to o1
3: Mark those values from the middle section of p2, that have not been copied

to o1
4: for each marked value V do
5: Denote the index of this value in p2 as i. Look at the value at index i in
p1

6: Find the same value in p2, let the index be j
7: if j is within the middle section then
8: goto 5: using this value
9: else
10: Copy V to o1 to position j
11: end if
12: end for
13: Copy the remaining elements from p2 to o1
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Example Let

a = 3, b = 7,

p1 = (1, 5, 6 | 2, 4, 9, 8 | 3, 7),

p2 = (3, 9, 2 | 7,5, 4, 8 | 1, 6).

The child o1 after copying the first section will be: o1 = (?, ?, ? | 2, 4, 9, 8 |?, ?).
The missing values from middle section are 7 and 5. First, we try to place
value 7: looking at the same index in p1, we search for location of value 2 in
p2. Since the index is outside the middle section, we may place value 7 there:
o1 = (?, ?,7 | 2, 4, 9, 8 |?, ?). We repeat the process for value 5. It leads to value
4 and because it is within the middle section, we continue to value 9. Its position
is p2 is free, so a place for value 5 was found: o1 = (?,5, 7 | 2, 4, 9, 8 |?, ?) The
rest is copied from p2. Result o1 = (3, 5, 7 | 2, 4, 9, 8 | 1,6).

Edge recombination crossover The edge recombination crossover [53] tries
to combine parent individuals in such a way that it creates as little new edges
(neighbouring genes) as possible in the offspring. The algorithm is described
below (Algorithm 3).

Algorithm 3 Edge recombination crossover

1: Neighbourhoods ← List of neighbours for each gene.
2: o1 = EMPTY
3: i = the first element from a random parent.
4: while o1 is not complete do
5: Append i to o1
6: Remove i from every neighbourhood ∈ Neighbourhoods
7: if Neighbourhood list for i is empty then
8: j ← random element not already in o1
9: else
10: j ← arbitrary neighbour of i that has fewest neighbours.
11: end if
12: i = j
13: end while

Example Let
p1 = (1, 5, 6, 0, 2, 4, 3),

p2 = (3, 2, 5, 4, 0, 1, 6).

Table 2.1 shows initial state of Neighbourhoods lists.

Let us assume that we take the first element from p1, that is 1 and append
it to the child. We remove value 1 from all the neighbourhood lists. Next, we
take a look at its neighbours (0, 3, 5, 6). We should pick the one that has the
fewest neighbours, but since all have the equal number, let us assume number 6
was picked. We repeat this procedure until we get o1 = (1, 6, 3, 4, 0, 2, 5).
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0: 1 2 4 6
1: 0 3 5 6
2: 0 3 4 5
3: 1 2 4 6
4: 0 2 3 5
5: 1 2 4 6
6: 0 1 3 5

Table 2.1: Initial neighbourhood lists

Cycle crossover The cycle crossover[54] aims to preserve the absolute order
of permutation elements. It has two phases. In the first one, a cycle between
parents p1 and p2 is found. In the second, offspring is created by copying the
cycle elements from p1 and the remaining elements from p2. Creating another
offspring may be achieved by switching parents in the second phase. Details may
be viewed in Algorithm 4.

Algorithm 4 Cycle crossover

1: p← random parent p1 or p2
2: x← random element from p
3: xi ← x
4: cycle← ∅
5: repeat
6: cycle← cycle ∪ {xi}
7: p← other parent
8: xi ← p[xi]
9: until xi = x
10: copy elements of cycle from p1 to o1 to the same positions
11: for each value v ∈ p2 \ cycle do
12: i← first free position of o1
13: o1[i]← v
14: end for

Example Let
p1 = (1, 5, 6, 0, 2, 4, 3),

p2 = (3, 2, 1, 5, 4, 6, 0).

Let us also assume that we start with value 1 in p1. At index 1 in p2 we find value
2. Returning to p1 at index 2 yields value 6 and finally, the cycle is completed
at p2 index 6. Cycle is therefore (1, 2, 6, 0). These values are copied to the first
offspring from p1 on the same positions: o1 = (1, ?,6,0,2, ?, ?). The individual
is filled with the remaining values from p2: o1 = (1,3, 6, 0, 2,5,4).

Mutation Operators

Swap mutation This operator cycles through all the elements of a permuta-
tion. Each gene is swapped with another random gene with probability pG (gene
mutation probability).
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2.1.2 Multi-Objective Optimization

Firstly, the origins of the multi-objective evolution are mentioned in this section.
Next, related definitions are listed. Afterwards, the Non-Dominated Sorting Ge-
netic Algorithm[57] is described. More precisely, its second version. Optimizing
more than one objective at once brings several difficulties. For instance, there
is generally no linear order between the individuals, making some individuals in-
comparable. This occurs, if individual i is better at one objective than individual
j and vice-versa at other objectives. More formally, for objectives k, l:

k 6= l : fk(i) < fk(j) ∧ fl(j) < fl(i) =⇒ i ⊀ j ∧ j ⊀ i,

where fk(i) means objective value for individual i in objective k. And i ≺ j
denotes that individual i is better than individual j. Without loss of generality,
let us assume that we want to minimize all the objectives. Comparing individuals
in the multi-objective case is generally done by the Pareto dominance.

Definition 2.1. Pareto dominance
Individual i dominates individual j (i ≺ j) if and only if for each objective k,
fk(i) ≤ fk(j) and there is at least one objective l, fl(i) 6= fl(j). Otherwise
(i ⊀ j ∧ j ⊀ i) individuals are said to be mutually non-dominated.

Definition 2.2. Pareto set
The set of all individuals that are dominated by no other individual in the popu-
lation is called the Pareto set.

Fitness Aggregation

The intuitive approach to multi-objective evolution is to aggregate all objectives
fi to a single f via weighted sum. This enables the use of classical single criterion
EA. There is a shortcoming of how to set the weights of the fitness functions.

Vector Evaluated GA

Another algorithm is called Vector evaluated genetic algorithm[56]. It was one of
the first attempts to address multi-objective evolution. Let N be the population
size and n the number of objectives. For each fi, the population is sorted by
fi and the best N

n
individuals are selected for genetic operations. The separate

optimization by the objective functions tends to converge to the extremes of the
individual objectives. Furthermore, it is difficult to maintain population diversity.

NSGA-II

The second version of the non-dominated sorting genetic algorithm (NSGA-II)[57]
uses a different approach to overcome the shortcomings of the previous methods.
Its idea is mainly based on sorting individuals by non-dominance and on a mech-
anism called crowding distance. Both key aspects are explained below. Another
advantage of this algorithm is the possibility to use elitism.
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Non-dominated sort During selection, the population is first sorted based on
non-dominance. Individuals are assigned to non-dominated Pareto fronts. The
first front contains only the non-dominated individuals. The individuals in the
second front are dominated only by the individuals in the first front etc. The
individuals are assigned a rank according to their front, for example the non-
dominated individuals get rank 1, the ones from the next front get rank 2, and
so on.

Crowding distance Another value is computed in addition to rank for every
individual. It is called the crowding distance. It is a measure of how close an
individual is to its neighbours. Its main purpose is to maintain diversity in the
population, in other words, to choose individuals that are more evenly spread
across the Pareto front. The crowding distance d(i) for individual i is computed
for each front separately. See Algorithm 5.

Algorithm 5 Crowding distance

1: n← number of individials in the current Pareto front.
2: for each individual i ∈ Pareto front do
3: d(i) = 0
4: end for
5: for each objective function f do
6: P ← sort population by f
7: end for

assign infinity to the best and the worst individuals:
8: d(0)←∞, d(n)←∞
9: for j = 1 to n− 1 do
10: d(P [j]) = d(P [j]) + f(P [j−1])−f(P [j+1])

f(P [0])−f(P [n])

11: end for

Environmental selection The environmental selection operator combines both
parent and offspring populations, thus allowing elitism. This way, the best in-
dividuals from the parent population are preserved and together with the best
individuals from the offspring population form a new generation. See Algorithm 6
for details.

Mating selection The individuals for mating are selected by using a binary
tournament selection. Individuals with lower ranks are deemed superior to others
and are selected first. In case the rank is equal for both individuals, the individual
with greater crowding distance is used, thus not damaging diversity.

2.2 Evolutionary Scheduling

Scheduling problems are known to belong to the NP-hard class, which makes
them too difficult to solve using complete methods. It is therefore logical to
find out whether evolutionary algorithms are a suitable method. In the next
section, we shall describe traditional ways to model scheduling problems as an
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Algorithm 6 Environmental selection

1: n← population size
2: Pi ← parent population in iteration i
3: Oi ← offspring population in iteration i
4: F ← fast-nondominated-sort(Pi ∪Oi)
5: Pi+1 ← ∅
6: for each Pareto front Fj ∈ F do
7: compute-crowding-distance(Fj)
8: Pi+1 ← Pi+1 ∪ Fj

9: if |Pi+1| ≥ n then
10: break
11: end if
12: end for
13: Pi+1 ← n best individuals from Pi+1

individual, how to define operators and research outcomes from various articles.
Typically, the problem is modelled as a permutation of actions. During the
population evaluation, schedules are often obtained by some heuristic decoding of
the individuals. We shall deal with the Resource-Constrained Project Scheduling
Problem, Single Machine Scheduling Problem and Job-Shop Scheduling Problem.

2.3 Approaches to Scheduling Problems

Choosing suitable representation is crucial for the evolutionary algorithms in or-
der to find a good solution. The question of encoding was thoroughly studied[19].
The results show, that even slightly different problems may require completely
different representations. The encoding may be something as simple as one-
dimensional binary array or as complicated as a sequence of neural networks or
cellular automatons. There are two categories of encoding: direct and indirect.
In scheduling, the direct methods work with schedules as individuals. This leads
to the need to design potentially complicated genetic operators. In the latter
method, individuals need a decoding procedure. The result of the decoding is
a schedule. Genetic operators may lead to infeasible or illegal individuals, so
measures must be taken to repair them.

2.3.1 Resource-Constrained Project Scheduling Problem

The resource-constrained project scheduling problem(RCPSP)[20] deals with as-
signing jobs or tasks to a set of resources with limited capacity trying to optimize
some predefined objectives (typically makespan). More formally[21], the RCP-
SP is defined as a combinatorial optimization problem, which aims to optimize
an objective function f : Y → R, where Y identifies a discrete space of feasi-
ble solutions. The resource-constraint scheduling problem is defined by a triplet
(J, p, E,R, B, b).

Jobs of the project are denoted as a set J = {j0, j1, ..., jn, jn+1}. Artificial jobs
j0 and jn+1 represent the schedule’s start and end, respectively. Job durations are
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represented by a vector p ∈ Nn+2, where pi is the duration of job ji. The artificial
jobs have a special value p0 = pn+1 = 0. Precedence constraints are defined
by a relation E, a pair (jk, jl) ∈ E means that job jk precedes job jl (jk ≺ jl).
Precedence is a transitive relation, therefore ji ≺ jk∧jk ≺ jl =⇒ ji ≺ jl. Bearing
that in mind, let us assume that j0 precedes all other jobs and jn+1 succeeds all
other jobs. There are q renewable resources formalized by set R = {R1, ..., Rq}.
Resource availabilities are represented by a vector B ∈ Nq, where Bk represents
availability of Rk. In case Bk = 1, the resource Rk is called unary and may be
used only by one job at a time. Jobs resources requirements are formalized by
matrix b ∈ N(n+2)×q, such that bik represents the amount of resource Rk required
by job ji per a unit of time. The solution to the RCPSP is a vector of job
starting times s = (s0, s1, ..., sn, sn+1) that do not violate precedence or resource
constraints:

sk − si ≥ pi ∀(ji, jk) ∈ E
n∑

i=1

bik ≤ Bk ∀Rk ∈ R,∀t ≥ 0

Priority list encoding In evolution, schedules may be represented as a priority
list of jobs[22]. The priority list of job indices b = (b0, b1, ..., bn, bn+1) might be
constructed from schedule’s starting times s, where sbi ≤ sbj for i < j. A schedule
is constructed from given priority list in the following way:

1. s0 = c0 = 0. cj stands for the completion time of job j. Let i = 1.

2. Let us assume that we already know the starting times of the first i − 1
jobs. Determine the starting time sbi . In case the resource constraints are
met:

sbi = max
0≤l≤i−1

{
{ cbl | jl ≺ ji} ∪ { sbl | jl ⊀ ji}

}
Otherwise, sbi is assigned the completion time of the first job when the
resource constraints are met.

3. Terminate if i = n, otherwise i = i+ 1, go to step 2.

Crossover The priority lists are permutations of jobs. There are many ways to
crossover permutations. However not all of them preserve precedence constrains.
We shall describe one of them[23]. Some more will be shown later. Given two
feasible priority lists b1 = (b11, ..., b

1
c , b

1
c+1, ..., b

1
n) and b2 = (b21, ..., b

2
c , b

2
c+1, ..., b

2
n), let

us choose a crossover point c at random. Offspring b1
′
= (b11, ..., b

1
c , b

2
k1
, ..., b2kn−c

) is
obtained by taking the first c symbols from the first parent and the rest from the
second parent preserving relative positions of elements. The elements b2k1 , ..., b

2
kn−c

are precisely those not contained in the sequence of the first c elements. The other
offspring is generated symmetrically. Note that the offspring are also feasible,
because the parents were also feasible and no precedence constraints could be
violated (relative order from parents was preserved).
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Mutation An example of mutation may be swapping two elements or setting
the value on index i to bk and then shifting the elements from the range (i, k)
one position to the right. This may produce infeasible offspring. We can either
reject or repair them.

Hybrid GA-CSP Rigi and Mohammadi approached the RCPSP problem by
combining GA and CSP[42]. They used binary representation of individuals.
It consists of n substrings, where n is the number of tasks. Each substring
l = (l1, ..., ln) encodes precedence of the given task. For example l3 = 1 means
that the task represented by l takes precedence over the third task. As a result of
the simple representation, simple one point crossover was used. Mutation incor-
porated local search: random substring s is chosen and all neighbours acquired
by flipping variables in s are evaluated. The best one is chosen as the result of the
mutation. Individuals might be illegal after application of the operators, hence
repair operations are needed. The constraint solver tries to resolve the poten-
tial conflicts created by the genetic operators. It uses a heuristic for minimizing
conflicts in the precedence constraints.

2.3.2 Single Machine Scheduling Problem

The single machine scheduling problem (SMSP)[24] is a class of problems that is
concerned with assigning a set of jobs on a single processor or machine.

Permutation Individuals are commonly represented as a permutation of jobs.
One example of crossover is the uniform order-based crossover, which generates
offspring of two parents in the following manner: It copies a random number of
genes of parent 1 to the same locations and then fills the rest from parent 2 (order
from the second parent is preserved). Mutation is usually gene swapping.

2.3.3 Job-Shop Scheduling Problem

In the general job-shop scheduling problem (JSSP)[24], there are j jobs and m
machines. Each job contains several tasks, which have to be carried out on a dif-
ferent machine with different processing times. Jobs have precedence constraints
as in the SMSP. Also the tasks have to be processed in a specific order. Schedule
for job ji is a sequence of pairs (m, t), where the i-th pair denotes that task i will
run on machine m and it takes t units of time. Schedule for the problem com-
prises the schedules for each job. Schedule is said to be feasible if no precedence
constraints are broken and each machine processes at most one task at a time.
Now, we will take a look at possible representations and genetic operators.

Chunks For j ×m problem, individuals may be encoded as a string of j ×m
chunks. A legal schedule is constructed in this way: chunk abc instructs to put
the first untackled task of a-th unfinished job and place it at the earliest time in
the schedule, then continue with the task of b-th job, c-th job and so on.
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Disjunctive graph We can describe the JSSP by a disjunctive graph G =
(V,C ∪ D), where V is a set of vertices representing tasks of the jobs. Two
special nodes are added to V : source (beginning of the schedule) and sink (end
of the schedule). C is a set of directed arcs representing precedence constraints
of the tasks. D is a set of undirected arcs representing pairs of tasks that must
be processed on the same machines. The job-shop scheduling problem might be
perceived as defining an ordering between all tasks that must be processed on the
same machine. This is done by turning all the undirected edges to directed ones
in the disjunctive graph representation. The resulting graph is called consistent
if it does not contain cycles.

Binary sequence Schedule might be obtained from the undirected graph de-
fined above by turning all undirected edges into directed ones. If all directed
edges of the graph are labelled 0 or 1, the schedule can be represented as a bi-
nary string. Conventional GA was proposed by Nakano and Yamada[25]. Its
advantages include the possibility to use common genetic operators (e.g. 1-point
crossover). However, illegal schedules may be created in this way. Schedules are
repaired by a harmonization algorithm[25], which has two parts. The first repairs
inconsistencies within each machine, the other repairs precedence constraints.

Set of permutations Another way to represent the JSSP is by permutations
of jobs on each machine. This set of permutations is called a job sequence ma-
trix. The subsequence exchange crossover (SXX) was proposed by Kobayashi,
Ono and Yamamura[26]. Let i0 and i1 be two individuals represented by job
sequence matrices. A pair of subsequences, one from i0 and the other from i1, is
called exchangeable if and only if they consist of the same set of jobs. The opera-
tor searches for such subsequences and creates new individuals by interchanging
them. Schedules may have to be repaired after the crossover.

Permutation with repetition Bierwirth[27] proposed representation by an
unpartitioned permutation with m-repetitions of jobs. Each job index appears
m times in the permutation, once for each of its task. Tasks in this permuta-
tion are linearly ordered. A new precedence preservative crossover (PPX) was
proposed[28]. Offspring is generated from its parents p0 and p1. The algorithm
starts by selecting a random parent, then it appends its first element to the off-
spring. This element is deleted from both parents. This is repeated until the
parents are empty. No new precedence edges are introduced here.

GT crossover The GT algorithm[29] for building schedules was modified into
the GT crossover[30]. It uses both parents as guides how to build the offspring
schedule. Let H be a binary matrix of size j ×m. Hir = 0 denotes that the i-th
task on machine r is determined by information from the first parent. Otherwise,
the second parent is used. Let us label these parents as p0 and p1. This crossover
produces only one offspring. In case another is needed, parents’ roles are switched
and the algorithm is run again. Note that schedules obtained by this method are
valid and thus need no repairing. The crossover consists of the following steps:
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1. Let D be a set of all the earliest tasks in a job sequence not yet scheduled
and Tjr be a task with the minimum earliest completion time ect in D:
Tjr = argmin{T ∈ D | ect(T )}.

2. Assume i − 1 operations have been scheduled on machine Mr. A conflict
set C[Mr, i] is defined as:

C[Mr, i] = {Tkr ∈ D | Tkr on Mr ∧ est(Tkr) < ect(Tjr)}

3. Select one of the parent schedules {p0, p1} according to the value of Hir as
p = pHir

. Select T ∈ C[Mr, i] that has been the earliest scheduled task in
C[Mr, i] in p.

4. Schedule T as the i-th task on Mr with its completion time equal to ect(T ).

The only difference from the original GT algorithm is in step 3, Thompson and
Giffler chose the task arbitrarily.

Priority rule based GA Priority rules[31] are a simple yet powerful heuristic
for solving the JSSP. These are used in the step 3 of the GT algorithm to choose
a task from the conflict set. Individuals in the priority rule based GA[32] are
represented as strings of length j ×m − 1. At position i, there is one of twelve
priority rules, how to choose a task in the i-th iteration of the algorithm.

Shifting bottleneck based GA In 1988 Adams et al.[33] proposed a powerful
heuristic for solving the JSSP called the shifting bottleneck. This method decom-
poses the JSSP into a set of SMSPs, one for each machine. The algorithm solves
the machines one by one. The machine with the maximal lateness is identified
as the bottleneck machine. Each time new machine is sequenced, all previously
sequenced machines might be resequenced. It terminates once all machines are
sequenced. The problem is represented by a disjunctive graph defined earlier in
this section. At the end, all edges are directed, hence a schedule can be built. See
Algorithm 7 for more details. The shifting bottleneck based genetic algorithm[32]
encodes individuals as permutations of machines. This permutation serves as a
machine selection mechanism for the bottleneck heuristic.

Genetic local search

Genetic algorithms can be greatly enhanced by applying local search methods.
Newly created individuals are not immediately accepted but are substituted by
a locally optimal individual. This technique is called Genetic Local Search[34].

Neighbourhood search crossover One of the first approaches to integrate
local search into a genetic algorithm was proposed by Reeves[35]. Individuals are
encoded as binary strings and the distance between individuals x and y denoted
d(x, y) is measured as Hamming distance between them. We say an individual
y is intermediate between x and z, denoted as x � y � z if and only if d(x, z) =
d(x, y) + d(y, z). The k-th order neighbourhood of x and z is defined as all the
intermediate individuals that have Hamming distance of k to either x or y:

Nk(x, y) = {y | x � y � z ∧ (d(x, y) = k ∨ d(y, z) = k)}
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Algorithm 7 Shifting bottleneck heuristic

1: M0 = ∅ (Scheduled machines)
2: Let M denote the set of all machines
3: Initialize disjunctive graph G
4: for each Mi ∈M \M0 do
5: Generate single machine schedule for Mi from G
6: Compute Lmax(i) (minimizing maximal lateness)
7: end for
8: Let Mk be the machine that maximizes Lmax(i) (bottleneck)
9: Schedule jobs on Mk according to the computed Lmax(i)
10: Direct the undirected edges between tasks on Mk according to the schedule.
11: M0 = M0 ∪ {Mk}
12: for each Mi ∈M0 \ {Mk} do
13: Make the edges between tasks Mi undirected
14: Generate single machine schedule for Mi

15: Reschedule jobs on Mi and direct the edges accordingly
16: end for
17: if M = M0 then
18: Stop
19: else
20: goto 4:
21: end if

The neighbourhood search crossover (NSX) inspects the neighbourhood of two
parent individuals and chooses the fittest as the offspring.

Multistep crossover fusion Based on the NSX, Yamada and Nakano cre-
ated a more general crossover. The outcome of their effort is called the Multi-Step
Crossover Fusion (MSXF)[36]. This crossover has several advantages compared
to its predecessor: it handles more general representations, uses stochastic local
search and does not rely on fixed neighbourhood condition, but rather biased
stochastic replacement. This crossover was successfully applied to the JSSP. For
a more detailed description, please refer to [37][38].

Parallel machine encoding Mesghouni et al. proposed an encoding called
parallel machine encoding [39]. It is a direct representation of feasible schedules.
An individual is represented by m lists, one for each machine. Every list contains
assignment operations on the given machine. Every item in the list Mk is a tuple
(i, j, ti,j,Mk

), where i is order of the task of job j and ti,j,Mk
is the processing

time of the task on machine k. Initial population cannot be obtained randomly
as it would result in infeasible schedules. Precise methods like constrained logic
programming[40] are used. Crossover[40] is achieved by selecting two parents p0,
p1 and one machine Mk randomly. List Mk is copied to the offspring from p0,
whereas p1 provides not yet present elements from all other machines. Finally,
the missing elements are inserted into the offspring. This crossover may violate
the precedence constraints. Mutation tries to move an element from one machine
to another, respecting the precedence constraints.
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Parallel jobs encoding Another direct encoding named parallel jobs encoding
was proposed by Mesghouni et. al.[41]. Since this representation respects the
precedence constraints, the crossover does not produce illegal schedules anymore.
Individuals are encoded as a set of lists, one for each job. A list for job j has k
elements, where k is the number of tasks in j. Element is a tuple (Mk, tMk

), where
Mk is the machine that processes the given task and tMk

is the processing time on
that machine. Two crossover operators are used, row and column crossover, both
produce feasible offspring. The row crossover selects both parents p0, p1 and a
job j (row) at random. The first offspring receives job j from p0, the remainder
is copied from p1. The second child is obtained by interchanging p0 and p1. The
column crossover chooses parents in the same manner as the row crossover. In
addition it selects task i (column) randomly. Task i of all jobs in the first child is
copied from p0, the rest from p1. The mutation operator was named the controlled
mutation operator and was designed to balance the machine loads. The operator
chooses a random individual and a task assigned to a machine with high load.
This task is moved to another machine, preferably to a machine with small load.

2.3.4 Dynamic Non-Deterministic Scheduling

Up until now, we have only considered problems, where all crucial information is
known in advance, for example release dates and due dates of tasks, machine’s
availability etc. Moreover, these traits remained fixed. This is called static
scheduling. In the real-life production, however, there is a more dynamic en-
vironment: release dates of tasks are unknown or may be changed, tasks may be
added or removed during the processing and so on. The risks of disruption events
like resource delays give rise to another criterion to optimize – resistance to these
events or effort needed for rescheduling.

Rescheduling When disruptive events occur, it is important to decide when to
reschedule. Scheduling of large problems is time-consuming, therefore reschedul-
ing from scratch should be avoided. Instead, information from already computed
schedules should be exploited. According to Madureira et. al.[43] there are two
types of disruptive events that trigger rescheduling: partial and total. The par-
tial events only change jobs or tasks attributes, such as release dates. The total
events might contain removal or addition of jobs or tasks. Rescheduling with GA
was attempted for the partial events by Fang et. al.[44]. The algorithm receives
changed processing times or release dates of some jobs, determines all affected
tasks through dependency analysis and runs the GA scheduling only on them.
This approach is more economical than full rescheduling. Dealing with the total
events is more complicated. Basically, there are two possibilities. The first possi-
bility is to restart the GA with random initial population. The second possibility
is more subtle: the initial population of the new GA run is seeded with trans-
formed population of the last GA run[45][44]. Let us assume that rescheduling is
required at time t, there are two repairing steps:

1. All tasks that have been started before t are removed from the individuals
throughout population

2. Tasks of the new jobs are inserted at random indices in all individuals
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After this transformation, the GA may be run again with faster convergence.
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3. Problem Analysis

In this chapter, we shall briefly examine the complexity of the task at hand. Most
notably, we shall try to count the number of possible inputs for the constraint
solver on an actual workstation. It might be interesting to know how small a
fraction of the search space we actually explore. The goal of this chapter is to
illustrate the significance of a “good” input for the constraint solver.

Sample workstation For measurements and experiments in this section we
used the workstation that is serialized to xml and can be found on the included
CD (./station/90.xml). This station contains exactly 857 tasks. The directed
acyclic graph depicting precedence of tasks is too large to fit on a page, therefore it
can only be found on the included CD (see Appendix A). The graph visualisation
serves only as an illustration of the complexity rather than providing accurate
information. It is due to the great number of edges between tasks which renders
the resulting image quite chaotic. Vertex numbering in the picture can be ignored,
it denotes the order of the given task represented by the vertex. This order serves
as the input for the constraint solver.

Workstation scheduling problem definition Formally, the scheduling prob-
lem for a workstation is an extension of a resource-constrained project schedul-
ing problem. Let a set of tasks be denoted as T = {t0, t1, ..., tn} with process-
ing times {p0, p1, ..., pn}, W = {w1, w2, ..., wk} renewable resources (workers),
Q = {q0, q1, ..., ql} worker qualifications. Each worker possesses a set of skills
S ⊆ Q. There is a partial order (≺) defined on T called precedence constraints.
Each task is also resource-constrained: let Rt,q = k mean that task t requires
k workers with skill q. The goal of the scheduling is to determine start and
end times for all tasks and to assign workers to them such that all resource and
precedence constraints are satisfied. Furthermore, one or more objectives are op-
timized (typically makespan). The introduction of skills creates a challenge for
modelling the corresponding CSP. However, the modelling is not a part of this
thesis. The RCPS problems are known to be NP-complete[17]. Not only that, it
is one of the most intractable combinatorial problems. It belongs to the strong
NP-hard class of problems.

3.1 Experiment

We ran a series of experiments to test the importance of the order of tasks. The
permutation of the order of tasks is used as the static variable ordering input for
the constraint solver. In each experiment, the constraint solver was run 1,000
times on orderings generated by different methods. If a solution is not found in a
given time limit, the solver is cut off and run again with the next input. We are
interested in the count of successful runs. Firstly, we tried random permutations
with various time limits. In the second experiment, permutations respecting
tasks precedence constraints were generated. These were obtained by generating
random topological orderings. Note that we are only interested in the number
of successful runs. The influence of input on the quality of solutions will be
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inspected in the next chapters. The experiments were performed on a machine
with an Intel Core i7-4790 3.60 GHz CPU, 16 GB RAM, Windows 7 64-bit, Java
8 and a SSD drive.

3.1.1 Random Permutations

In the first series of experiments, we tried setting the solver limit successively to 2,
20 and 200 seconds. Random permutations were used. None of the experiments
yielded any results within the specified time limits. It is not surprising, the search
space is enormous as we will demonstrate later on in this chapter and violation of
the precedence constraints among tasks is very likely with random permutations.
As we can see, using random permutations is quite hopeless. Obviously, the need
of exploiting the structure of the problem arises.

3.1.2 Random Topological Orderings

Random permutations often violate the precedence constraints. If the solver re-
ceives such variable ordering, it will attempt to schedule a dependent task before
its predecessor without considering the necessity to schedule the preceding task
before this one. There might be no way of scheduling the preceding task and
the search algorithm must backtrack. There can be a huge number of travers-
ing such useless branches in case of random permutations which makes them
poor candidates for variable ordering. The topological orderings have no such
disadvantage. The topological orderings were obtained from a directed graph of
precedence constraints among tasks. The order was created by traversing the
graph layer by layer. The vertices representing the tasks without any predeces-
sors belong to the first layer. The second layer is formed by the successors of the
vertices from the first layer. Thus, all vertices are assigned to layers. The order
is created by retrieving the respective tasks from the graph successively from the
first layer to the last. Random topology orderings are created by taking vertices
within each layer in a random order. This approach fared much better. In the 2
seconds configuration, all 1,000 solutions were found. This rendered the 20 and
200 seconds experiments redundant. The reason it was so successful is that by
generating random topological orderings we ensured the precedence constraints
to hold.

3.2 Counting Permutations

The previous experiments have shown that it is desirable to consider only per-
mutations that respect the precedence constraints of the respective tasks. Before
we proceed to counting the exact number of topological orderings, let us define
some terms.

Definition 3.1. Poset
Partially ordered set, or poset, is defined as an ordered pair P = (X,≤) where X
is called the ground set of P and ≤ is the partial order of P . We say an order is
partial if and only if it is reflexive, antisymmetric and transitive.
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We can see that the set of tasks with the binary relation of precedence falls
within the definition of a poset.

Definition 3.2. Linear Extensions
A linear extension of a partially ordered set P is a permutation of the elements
p1, p2, ..., pn of P such that

pi < pj =⇒ i ≤ j.

In other words, it is a permutation that respects the precedence defined by ≤.
This is exactly what we need – a topological ordering. It was shown that finding
the number of the linear extensions of a partially ordered set is #P-Complete[18].

The problem of counting the number of topological orderings may be de-
composed by counting the weakly connected components separately as they are
independent as there are no tasks from different components connected by an
edge.

Definition 3.3. Weakly Connected Component
A weakly connected component is a maximal subgraph of a directed graph, such
that for every pair of vertices u, v there is a directed path from u to v and an
undirected path from v to u.

The resulting count of topological orderings can be therefore written as follows:

k∏
i=1

ti ·
(n−∑

j<i

nj

ni

)
(3.1)

where k is the number of weakly connected components, ti the number of topolog-
ical orderings for component i, n the total number of vertices representing tasks,
ni number of vertices in the component i. The upper part of the binomial simply
stands for the number of free slots in the permutation. So the binomial represents
the number of ways to choose slots for vertices in the current weakly connected
component. The first component’s binomial is

(
n
n1

)
as there are not any occupied

slots. The second is
(
n−n1

n2

)
and so on. Each of the binomials is multiplied by

ti in order to obtain the number of orderings of the component with respect to
the whole permutation. Thus, all the slots are filled gradually and the number
of topological orderings is computed. Note that this formula can use the exact
values for the individual ti as well as estimates. Given that the components are
quite large and that the problem is #P-Complete, we shall use estimates instead
of the exact number of orderings.

3.2.1 Estimates

The number of topological orderings for the problem at hand is estimated in this
section. The computations are applied on the sample workstation described at
the beginning of this chapter.

Upper bound The upper bound of the count of topological orderings is obvi-
ously

n! = 857! ≈ 1.7 · 102143

This number is barely conceivable. However, we are more interested in the lower
bound.

35



Lower bound The lower bound is computed using dynamic programming. Let
G = (V,E) be a directed acyclic graph, where V is the set of vertices representing
the tasks and E the set of edges representing precedence of tasks. We compute
the number of ways to traverse the graph from the topologically first vertices to
the topologically last ones. The first step is to sort vertices to layers according to
topology. In the first layer, there are the vertices that have no incoming edges, in
the second one, there are the ones that have incoming edges from vertices from
the first layer, etc. Two vertices are added, one preceding all the vertices from
the first layer, the other succeeding all the vertices in the last layer. The number
of possible ways wi to each vertex Vi is computed in the following way: the first
vertex is assigned w1 = 1 and then for each layer and for each vertex Vi in the
layer:

wi =
∑

(Vj .Vi)∈E

wj

The lower bound is stored in the wi of the last vertex Vi. It is certainly lower
or equal than the exact count, because it represents the number of traversal of
the graph and not all ways generally contain all the vertices. Note that we could
divide the graph into subgraphs of weakly connected components, estimate the
topological orderings separately and then utilize the formula (3.1) to compute
the estimate for the whole graph. The lower bound was computed as e3278 ≈
4.1 · 101423.

Although substantially smaller, even the lower bound estimate is astronomical
which gives us the idea how vast the search space must be. It is clear that clever
generation of permutations is needed to guide the search in the right direction.
We describe our approach in the chapter about evolutionary algorithms.

Implementation notes The graph was divided into components as shown in
the formula (3.1). Furthermore, in order to avoid overflow and infinity values,
the result had to be computed as natural logarithm and then transformed to the
true estimate by some computational engine. Let bi denote the binomial from
formula (3.1), then the transformation might be written as:

log
k∏

i=1

(ti · bi) =
k∑

i=1

(log ti + log bi) = l

Therefore the result will be el. Using the logarithm reduction of the estimate for
weakly connected components ti and the binomial coefficients proved sufficient.
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4. Evolution

Evolution continually innovates,
but at each level it conserves the
elements that are recombined to
yield the innovations.

John Henry Holland

This chapter is dedicated to artificial evolution. While other researchers’ ap-
proaches were described in the second chapter, this one addresses the way we
tackled the problem. First, we take a look at out method of population initial-
ization and our innovative genetic operators. Next, possible issues with diversity
and balancing exploration with exploitation are discussed. Finally, we discuss
how to measure the quality of individuals through the course of the evolution.

4.1 Framework

For the single-objective evolution, a simple implementation of EA was used. This
implementation is also part of an EA course1. For the multi-objective one, the
open source jMetal[51] implementation of NSGA-II was used.

4.2 Representation

Individual evaluator has available information about the workstation’s tasks.
Their order is represented as a permutation of their indices. Therefore, we can
represent the individuals as permutations of n integers, where n is the number of
tasks.

Decoding Individual is decoded in the following manner. The constraint solver
is called with the order of tasks obtained from the individual. If it finds a solution,
each task is assigned a worker and starting time, hence a schedule is created. After
a solution is found, the search is stopped not to slow down the evolution. It is
then easy to calculate desired objective of the calculated schedule e.g. makespan
by iterating through all tasks and finding the completion time of the task that
finishes the last. The solver tries to optimize the makespan, other objectives are
only measured and used for evolution. Although the solver is cut off after finding
the first solution, it can still find the optimal one in our case. If harder problems
are presented, this issue could be resolved by running the solver again without
the cut-off restriction on the best individuals obtained from the evolution .

4.3 Initial Population

It was already shown in Chapter 3 that the search space is enormous. Task
precedence constraints and resource constraints should be respected. In this sec-

1https://github.com/martinpilat/evaTeaching/tree/master/src/evolution
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tion, we shall describe several ways to initialize a population. Task precedence
constraints and resource constraints should be respected when generating a popu-
lation. Performance of various techniques of initialization on a particular station
is measured using makespan as a metric. The makespan is measured in minutes.
The workstation is the same as in the experiments in chapter 3. The solver time
limit was set to 2 seconds. The optimal makespan for our problem is known to
be 3,899 minutes.

4.3.1 Deterministic Methods

The methods mentioned in this section were already part of the project before
the evolutionary approach was attempted. Since they are deterministic, they are
not suited for population initialization. They are mentioned not only for the sake
of completeness, but they are also the base of the successful stochastic methods,
and provide baseline for comparison.

Precedence This method starts by finding a set of tasks that have no prede-
cessor. The tasks are assigned numbers according to order in which they were
obtained. The first vertex is labelled with zero, the second with one and so on.
Next layer is formed by successors of the tasks from previous set. They are num-
bered in the same manner, except the starting number is the number of the last
vertex in the previous layer incremented by one. This procedure continues until
all tasks are labelled. The order in which tasks are assigned numbers in each lay-
er is fixed, therefore this technique always yields the same results. The resulting
makespan reached 5,889 minutes.

Dependent tasks count This approach determines the number of dependent
tasks for each task. A task tj is dependent on task ti, if there is a directed path
from ti to tj in the precedence graph. This is achieved by recursively obtaining
successor tasks and then counting them. The tasks are then sorted in descending
order by the number of dependent tasks. Note that the precedence is implicit in
this method. This simple heuristic improved makespan to 4,401 minutes.

Precedence and distance This algorithm finds the longest path (measured
in tasks’ duration) to dependent tasks for each task. Tasks are ordered by the
length of the path in descending order. This heuristic proved even more effective,
resulting in makespan of 4,009 minutes.

4.3.2 Stochastic Methods

As was already mentioned above, the population needs to be diverse, therefore
some randomness should be employed. One thousand individuals were generated
by each method and the one with the best makespan is reported as a measure of
performance.

Random Completely random initialization yielded no results at all at the given
time limit.
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Topological order iterator The more sophisticated methods use a topological
order iterator[16] to generate the topological orders of the precedence constraint
graph. It expects a directed acyclic graph and optionally a comparator of nodes.
The comparator is used by a priority queue of nodes. Whenever two or more
nodes are topologically equivalent, the comparator decides whichever node takes
precedence.

Random topology A natural extension of the precedence method is generating
random topological orderings of the precedence constraints graph. Whenever two
nodes are topologically equivalent, the tie is broken randomly, favouring one or
the other. The resulting makespan was 4,348 minutes.

Random topology with dependent tasks count This method also gener-
ates topological orderings, but in a case when a set of nodes can be assigned the
same number, a node with the most dependent tasks is chosen with probability p.
Otherwise, a random node from the set is chosen. The respective comparator is
described in Algoritm 8. This yielded the optimal makespan of 3,899 minutes. In
total, 2 individuals with the optimal makespan were found.

Algorithm 8 Comparator

1: function compare(Task t1, Task t2)
2: if random(0, 1) < p then
3: return compareByDependentTasksCount(t1, t2)
4: else
5: return t1 or t2 randomly
6: end if
7: end function
8: function compareByDependentTasksCount(Task t1, Task t2)
9: deps1 ← ∅
10: deps2 ← ∅
11: dependentTasksCount(t1, deps1)
12: dependentTasksCount(t2, deps2)
13: if |deps1| > |deps2| then
14: return t1
15: else
16: return t2
17: end if
18: end function
19: function dependentTasks(Task t, Collection dependentTasks)
20: for each Task dep in dependent(t) do
21: if dep /∈ dependentTasks then
22: dependentTasks← dependentTasks ∪ dep
23: dependentTasks(dep,dependentTasks)
24: end if
25: end for
26: end function
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Algorithm 9 Distance Comparator

1: function compareByDependentDistances(Task t1, Task t2)
2: if tasksDistances(t1) > tasksDistances(t2) then
3: return t1
4: else
5: return t2
6: end if
7: end function
8: function tasksDistances(Task t)
9: distances← ∅
10: for each Task dep in dependent(t) do
11: if dep /∈ distances then
12: distances.put(dep, duration(dep))
13: end if
14: tasksDistances(dep,distances)
15: end for
16: return max(distances) + duration(t)
17: end function
18: function tasksDistances(Task t, Map distances)
19: currentPathLength← distances.get(t)
20: for each Task dep in dependent(t) do
21: oldPathLength← distances.get(dep)
22: if oldPathLength < currentPathLength+ duration(dep) then
23: distances.put(dep, currentPathLength+ duration(dep))
24: tasksDistances(dep,distances)
25: end if
26: end for
27: end function
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Random topology with distance This approach uses the same way of gen-
erating (the Compare function from Algorithm 8), although the heuristic used
with probability p is different: it uses the distance metric from previous section.
Algorithm 9 describes how the distances are computed. This method resulted in
9 individuals with the optimal makespan of 3,899 minutes.

Diversity Care must be taken when choosing the parameter p in the last two
stochastic methods. The parameter should not be too high to avoid premature
convergence or loss of diversity. It should not be too low either, to exploit the
heuristic. The best results were achieved, if the parameter was set to values
between 0.8 and 0.9.

4.4 Fitness

Single-objective fitness Simple fitness was used in the single-objective case.
For each evaluated individual i we have its schedule and therefore its makespan
C(i). We subtract it from a constant (has to be larger than the total duration of
the station) and obtain fitness for individual i. For example:

f(i) = 10, 000− C(i)

This or similar operation was needed, because our EA maximizes the fitness and
the objective is to minimize the makespan.

Fitness scaling In case the fitness values differences are too large or too
small, the evolutionary algorithms may encounter problems. In case there are
large differences in fitness among the individuals in the population, the roulette
wheel selection tends to select only those individuals with large fitness and (al-
most) never selects those with lower values of fitness. This can lead to premature
convergence and significantly reduce the performance of the algorithm. This is
not desirable, mainly because the seemingly inferior individuals may hold some
useful building blocks, which would unfold by applying genetic operators. If, on
the other hand, the fitness values differences are too small, the competition is
too great and the fitness proportionate selection loses its merit. In our case, the
fitness values differences were small, so we used a scaling function g:

g : R→ R

g(x) = x2

f(i) = (10, 000− C(i))2

Multiple objectives In the single-objective algorithm makespan was used as
the fitness function. In the multi-objective variant we added the objective we
called tasks ASAP. This objective was described in the introductory chapter in
the paragraph about local KPIs. Basically, it creates pressure on the tasks to
start as early as possible. We want to minimize both objectives.
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4.5 Genetic Operators

This section contains genetic operators devised for this thesis. Apart from them
we used: cycle crossover, partially mapped crossover, edge recombination cross-
over, precedence preservative crossover and swap mutation. Those operators were
described in the second chapter.

4.5.1 Mutation Operators

Precedence preserving shift mutation The precedence preserving shift mu-
tation (PPSM) chooses a random element x. All positions lower than the index of
x are inspected. In order for an index to pass, moving x to its position must not
violate any precedence constraints. If there are any such indices, index i is chosen
from them randomly. Element x is moved there, causing all elements beginning
with the original element at position i and ending with the former predecessor
of x to shift one position to the right. Thus is the individual mutated without
breaking any precedence constraints. This procedure is repeated for predefined
number of times. The parameter is called precedence preserving shift mutation
trials.

Segment proportionate mutation In the segment proportionate mutation
(SPM), the individual is divided into k segments of equal length and one is chosen
randomly. The earlier segments have greater chance of being selected. After a
segment is chosen, a random element is selected from the segment. This element
is then swapped with a random element with greater index. This procedure
repeats n times, where n is the number of genes if probability conditions are met:
for each gene a random value must be smaller than the parameter called gene
mutation probability. If it is not smaller the individual remains unchanged. We
proposed this operator to exploit the fact that changes at the lower indices of the
individuals have greater impact on their fitness.

Complete mutation An operator called complete mutation was introduced in
order to boost diversity in the population. It creates a completely new individual
in the same manner as in the initial population. However, the probability of this
operator should be chosen with care. We do not want to overwrite potentially
superior individuals. Furthermore, high probability of this mutation would prob-
ably result in the lack of exploitation. Exploitation versus exploration principle
is mentioned later on in this chapter.

Topology mutation Although all of the presented mutation and crossover
operators provide legal permutations, the results often violate precedence con-
straints. This leads to a population that has only a fraction of individuals suc-
cessfully evaluated. The rest exceeds the solver’s time limit, which drastically
slows down the evolution. An even greater drawback is the impossibility to com-
pare unevaluated individuals. This had to be resolved. We introduced a new
operator called the topology mutation. New topological order is created using
the topological iterator described above (4.3.2). This time, the comparator is de-
fined by the linear order of the individual’s permutation. Thus, if there are two
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topologically equivalent tasks, the one with the earlier occurrence in the permuta-
tion is selected. This results in preserving as much information from the original
individual as possible without violating the precedence constraints. Although
replacing an infeasible individual with a repaired one can damage diversity, it
usually leads to better quality solutions and faster convergence.

4.5.2 Exploitation / Exploration Trade-Off

As with many AI techniques, finding the balance between exploitation and ex-
ploration is very important. Exploitation makes use of the current knowledge,
whereas exploration searches for new regions of the search space. If only ex-
ploitation is used, there is a great risk of getting stuck at local optima. It is also
a very rigid search. Employing only exploration, on the other hand, is basically a
random walk without exploiting the knowledge at hand. This trade-off should be
kept in mind, when setting the parameters of the genetic operators. More general
and detailed description of the trade-off may be found here[55].

4.5.3 Maintaining Diversity

Maintaining diversity in the population is crucial, loss of diversity may lead to
stucking at local optima. One good precaution is the fitness scaling, but by
itself it is not sufficient. Another, more obvious way, is the use of mutation
operators. However, several different individuals may be transformed to identical
ones after topology mutation is applied. New information may be brought to
the population by the complete mutation. Additional measure tries to apply the
genetic operators multiple times. If the produced individual is already in the
generation, it is discarded. This continues, until a unique individual is created or
the maximum number of repeats is reached. We call this number diversity trials.

4.6 Performance measures

The objective of evolution in our case is to provide several good individuals. The
individual archive serves that purpose. Every time an individual is evaluated, it
is added to the archive. After each generation of the EA, information is gathered
from the archive. First, the archive is sorted by the first criterion, then by second
criterion in case of a tie. As makespan is the most important measure, it is
the first criterion. After that, n best individuals are considered, where n is for
instance the population size. Afterwards, the best, average and worst values for
every objective are logged along with the count of individuals (may exceed n)
with the best objective values. These generation-wise logs are used to measure
the EA performance. The respective graphs will be displayed in the next chapter.
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5. Results

This chapter first describes the Mann-Whitney U test and its application to
compare evolution runs. Next, the performance of genetic operators, initialization
methods and evolutionary algorithms is measured.

All presented experiments were performed on the sample workstation men-
tioned in Chapter 3. This workstation with known optimal makespan of 3,899
minutes contains over 850 tasks. Although it would be optimal to perform the
experiments on multiple scheduling problems, time restrictions enabled us to use
only one workstation as input.

5.1 Mann-Whitney U test

Since the optimal solutions (in the terms of makespan) were often found in the
initialization process, it is valid to ask, if it is necessary to run the evolutionary
algorithm. The answer is positive, because a number of good-quality solutions
is demanded. Also, the evolution produces overall better individuals than the
initialization process. We will back up our claim by the Mann-Whitney U test[58].
Even if the test failed, usage of the evolution process might still be valid for
optimizing several criteria.

The Mann-Whitney U test is a non-parametric test that allows to test the
null hypothesis that the two samples come from the same population against the
alternative hypothesis that one population tends to have larger values than the
other. We use this to test, whether individuals taken from one evolutionary run
tend to have similar fitness to those initialized by the best method described in
the previous chapter. In other words, if the evolution is necessary. The outcome
of the Mann-Whitney test include the U statistic, whose distribution is known
under the null hypothesis. P-value is also part of the outcome. P-value is used to
determine whether to reject the null hypothesis or not. In case the p-value < α,
where α is the level of significance, we can reject the null hypothesis. Otherwise,
the differences between the samples cannot be significantly attributed to different
distributions.

Computation of U There are two common ways how to compute U, a di-
rect and an indirect method. The direct method is rather straightforward. All
elements from both samples are compared pairwise. A win is awarded 1 point,
a tie by 0.5 point. U for the first sample (denoted U1) is the sum of points for
wins and ties against elements from the other sample. U for the second sample is
computed symmetrically. Note that U1 +U2 = n1n2, where n1, n2 are the sample
sizes. The indirect method relies on ranks:

1. Sort all observations by size and assign a rank to every element in ascending
order starting by 1. Tied elements should have their ranks averaged to the
same value. E.g. sequence (4, 8, 8, 9) will be ranked as (1, 2.5, 2.5, 4).

2. Let R1 denote the sum of all ranks from the first sample.

44



3. U1 = R1 − n1(n1+1)
2

.

Again, computation of U2 is symmetrical.

Approximation of U For great sample sizes (n > 10), the distribution of
U can be approximated by the normal distribution. Therefore the standardized
score of U is:

z =
U − µU

σU

where µU is the mean of U and σU its standard deviation. Critical values of z
for various levels of significance are tabulated. Let n1, n2 be the sample sizes
as in the previous paragraph. Then the mean and standard deviation of U are
computed as follows:

µU =
n1n2

2

σU =

√
n1n2(n1 + n2 + 1)

12

Test assumptions

1. Samples are taken randomly from both populations.

2. All observations must be comparable.

3. Each measurement must correspond to a different individual (independence
within groups).

Hypothesis test We compare the following populations: the first was obtained
by running 10 independent multi-objective evolutions with population size of 100
and 30 generations. Archives from all runs were merged. In total, at most 30,000
individuals (archive contains only distinct individuals). The second population
was created using only the successful initialization method. This also yields at
most 30,000 individuals. To test the null hypothesis that states that the two
populations tend to have the same values, both groups were tested. The test
assumptions hold:

1. Samples are random.

2. All observations are comparable by the makespan objective values.

3. Only distinct individuals are added to the archives.

We were interested if the EA performs better than the initialization, so we
ran the one-tailed version of the test. The level of significance α parameter was
chosen as 0.01.

Results The resulting Z-score was 385.92 and p-value < 10−6. The Z-score
was much larger than the critical value at 0.01 significance level, thus lies well in
the rejection region. The p-value was smaller than α, so we can reject the null
hypothesis and accept the alternative hypothesis that the evolution produces
higher number of the optimal to suboptimal individuals.
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5.2 Experiments

This section is dedicated to the outcome of experiments and discussion of the
results. First, we compare crossover operators, while all other parameters will be
fixed. We compare mutation operators, evolutionary algorithms and initialization
methods in similar manner. The values of the fixed parameters were set based
on empirical knowledge or the outcome of previous comparisons. Apart from the
quality and quantity of found solutions, we bring another performance measure.
It is the average generation of the first occurrence of an optimal individual. The
index of the initial population is 0. If no optimal solution is found, the run is
assigned the number of the generations in total, e.g. in our experiments, there is
always 30 generations indexed from 0 to 29, the run without optimal solutions is
awarded 30.

Graph description Every experiment’s output was recorded in the form of a
graph. Each experiment consists of 10 independent runs of the EA. The x-axis
defines generations and the left y-axis the objective. For every generation, the
objective value of the best individual is recorded, as well as the count of the best
ones. The blue curve takes the average of the objective over all runs. The red
curve denoted, Q3 or the third quartile, represents the objective value achieved in
the top 25% runs and the green curve, denoted Q1 or the first quartile, represents
top 75% of the runs. The dotted lines represent the count of best individuals and
they relate to the right y-axis. Colours of the lines have the same semantics as
the solid lines. In case of a makespan graph, there is a horizontal dashed line
which stands for the optimal makespan.

5.2.1 Crossover Comparison

Crossover operators are compared in this section. Only the traditional crossover
operators (2.1.1) were employed. All parameters for every crossover operator are
fixed. The fixed values were chosen based on empirical knowledge. We arranged
the results from the operator with the worst results to the one with the best.
We used our proposed segment proportionate mutation (4.5.1) to test each of the
traditional operators.

Parameters

• Initialization: random topology with distance, probability 0.8

• Crossover: probability 0.8, 10 diversity trials

• Segment proportionate mutation: probability 0.3, gene mutation probabil-
ity 0.01, 20 segments

• Topology mutation: probability 1.0

• Population size: 100

• Generations: 30

• Algorithm: NSGA-II
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Edge recombination crossover

The edge recombination crossover proved to have poor performance on our prob-
lem. Although it reached the optimal makespan in the majority of runs, the
number of individuals with the best makespan was very low. Figure 5.1 depicts
the makespan and Figure 5.2 shows a graph of the tasks ASAP objective. The
curves bring evidence that the separate evolutionary runs were very different
from each other. Furthermore, the average generation which reached the optimal
individual was 17.4.
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Figure 5.1: Edge recombination crossover - makespan
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Figure 5.2: Edge recombination crossover - tasks ASAP
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Partially mapped crossover

The partially mapped crossover fared much better. It reached the optimal make-
span in all runs and the number of optimal individuals was much higher (Fig-
ure 5.3). Additionally, the optimal individual was found on average in generation
1.8. Also, the progress of the tasks ASAP objective was much smoother (Fig-
ure 5.6) and it reached significantly better values than the edge recombination
crossover.
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Figure 5.3: Partially mapped crossover - makespan

0 5 10 15 20 25 30

Generation

580

585

590

595

600

605

Ta
sk
 p
e
n
a
lt
y

average

Q1

Q3

Figure 5.4: Partially mapped crossover - tasks ASAP
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Precedence preservative crossover

The precedence preservative crossover reached similar results as the partially
mapped crossover. Nevertheless, the PPX generated more makespan-optimal
individuals and reached overall better tasks ASAP values. This operator seems
to have the fastest convergence, the optimum was found on average in generation
0.9. Furthermore, the tasks ASAP curve was smoother and very similar in all
runs. See Figure 5.5 and 5.6 for details.
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Figure 5.5: Precedence preservative crossover - makespan
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Figure 5.6: Precedence preservative crossover - tasks ASAP
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Cycle crossover

The cycle crossover proved to be the most effective. The tasks ASAP objective
had similar results as the precedence preservative crossover (Figure 5.8). However,
the number of optimal individuals was higher and more importantly there were
lesser differences among individual runs (Figure 5.7). Optimal schedules were
reached on average in generation 1.4. We can see that there were only small
differences among individual runs, which cannot be said about the PPX. On the
other hand, the PPX does not need any repairing mechanism. If the parents are
feasible, so are the offspring.
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Figure 5.7: Cycle crossover - makespan
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Figure 5.8: Cycle crossover - tasks ASAP
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5.2.2 Mutation Comparison

Mutation operators are tested in this section. Again, all parameters except for
the mutation are fixed. Based on the crossover experiments, the cycle crossover
is used in the mutation tests. It is clear that different mutation operators’ perfor-
mance may vary with different crossover operators, however, it is time-consuming
to test all combinations.

Parameters

• Initialization: random topology with distance, probability 0.8

• Cycle crossover: probability 0.8, 10 diversity trials

• Topology mutation: probability 1.0

• Population size: 100

• Generations: 30

• Algorithm: NSGA-II

Segment proportionate mutation

The segment proportionate mutation (4.5.1) was run with parameters identical
to the experiments in the previous section. We have already seen the results in
Figure 5.7 and 5.8.

Swap mutation

Next, the simple swap mutation (2.1.1) was tried. The parameter mutation prob-
ability was set to 0.3, gene mutation probability to 0.01 and diversity trials to 10.
The results were similar to the experiments with the segment proportionate mu-
tation. We compared the number of makespan-optimal individuals for each run
for both operators using the Mann-Whitney U test at 0.05 level of significance.
The resulting p-value was very high (0.79), therefore we cannot reject the null
hypothesis which states that both mutation operators produce similar number
of makespan-optimal individuals. However, the experiment with this mutation
seems to converge slower (generation 2.6) than the proposed SPM (4.5.1) (gener-
ation 1.4). Figures 5.9 and 5.10 depict the results for the swap mutation experi-
ment.

Precedence preserving shift mutation

The precedence preserving shift mutation (4.5.1) was tested next. The parameter
mutation probability was set to 0.3, precedence preserving shift mutation trials
to 10 and diversity trials to 10. See Figure 5.11 and Figure 5.12 for results.
Although the average and the absolute maximum numbers of makespan-optimal
individuals were higher than in the previous methods, the differences amongst
individual runs were not statistically significant according to the The Mann-
Whitney U test at the level of significance of 0.05. This method also proved to
be quicker (generation 1.4) than the traditional swap mutation (2.1.1).
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Figure 5.9: Swap mutation - makespan

No mutation

Finally, evolution was tested with no mutation at all (except for the necessary
topology mutation of course). All other parameters remained the same. Fig-
ures 5.13 and 5.14 show the results. We can see that the number of individuals
with the optimal makespan was even higher than in the previous experiments.
Also, it was very quick, the optimal solution was on average found after 1.7 gener-
ations. The Mann-Whitney U test comparing the number of optimal individuals
hinted that using no mutation is significantly better than using the segment pro-
portionate mutation. However, comparisons with the other mutation operators
remained inconclusive.

5.2.3 Algorithm Comparison

The experiments described in the previous section suggest that the cycle crossover
applied to our problem performs the best without any mutation at all. Howev-
er, the differences to other mutation operators proved statistically insignificant.
Therefore using mutation operators should not be dismissed. Up until now, we
ran experiments using the NSGA-II. In this section, we used the best parameter
settings from previous experiments and apply it on the single objective evolu-
tionary algorithm. Since there was no significant difference between using the
precedence preserving shift mutation and no mutation, we decided to use the
PPSM (4.5.1), mainly because it improves the chances of escaping from potential
local optima.
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Figure 5.10: Swap mutation - tasks ASAP

Single-objective EA

Single-objective evolutionary algorithm is tested in this section. The parameters
are the same as in the previous section. The mutation operator is the precedence
preserving shift mutation. Its parameters were set to the same values as in the
section about testing mutation operators. Figure 5.15 depicts the experiment
with the regular single-objective EA. The optimal solution was on average found
after 3.7 generations. Next, evolutionary algorithm with fitness scaling was tried.
The results are shown in Figure 5.16. As we can see, the experiment without
scaling reached the optimal solutions in all runs. On the other hand, the number
of the optimal individuals was quite low in all of them. The version with scaling
produced much higher number of optimal individuals in some runs, but a few
runs did not reach the optimum at all. This results in worse convergence statistics
(generation 6.4).

It is obvious from the presented experiments that the NSGA-II substantially
outperforms the single-objective algorithm. Not only in the number of optimal
individuals, but also in the second objective and the rate of convergence. It is
probably due to the selection mechanism and the fact that the single objective
EA deems the individuals with the same makespan as equals, whereas NSGA II
can compare them using the tasks ASAP objective.

5.2.4 Initialization Comparison

In this section, initialization methods are tested. We used the NSGA-II again.
The cycle crossover and precedence preserving shift mutation were used with the
same parameters as before. Three methods of initialization are tested: random
topology with distance, deterministic precedence and distance and finally random
topology.

Random topology with distance

In the previous sections, the initialization was fixed to random topology with
distance with probability 0.8. Results are for example in Figure 5.11. Setting
the initialization probability to higher values was tried, while other parameters
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Figure 5.11: Precedence preserving shift mutation - makespan

remained the same (cycle crossover and precedence preserving shift mutation).
The results are shown in Figures 5.17 and 5.18. We can see that it works very
well, the number of individuals with the optimal makespan increased. Also, the
convergence was faster (generation 0.67). The tasks ASAP objective achieved
similar values to those with the previous initialization settings.

Precedence and distance

In this section, the operators’ ability to recover from homogenous population
is tested. The initial population consists solely from the individuals generated
by the deterministic precedence and distance initialization method. All other
parameters remain fixed. Figure 5.19 shows that despite the lack of diversity,
the optimal individuals were reached very quickly in all runs (generation 6.2).
Furthermore, a large number of optimal individuals was generated. However, the
tasks ASAP objective was negatively influenced (Figure 5.20) by a small measure.

Random topology

In the last series of experiments, the initial population was generated using ran-
dom topology initialization method. The successful parameters from previous
tests were used again. The optimal makespan was found almost every time at
the beginning of the evolution in the previous experiments. This is not the case.
Figure 5.21 shows that the makespan was well above the optimum value in this
experiment. This result suggests that more exploration of the search space is
needed. Therefore, other mutation operators were tried with elevated probabil-
ities. The swap mutation with the parameter mutation probability set to 0.8,
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Figure 5.12: Precedence preserving shift mutation - tasks ASAP

gene mutation probability to 0.01 and diversity trials to 10 proved to be the most
effective. Figure 5.22 shows that some runs reached the optimal makespan. Ad-
ditionally, all of the other runs got very close to the optimum. Optimal solutions
were on average reached after 24.8 generations.

5.3 Topology Mutation

In this section, we shall elaborate on the importance of the proposed topolo-
gy mutation. In all of the previous experiments, the topology mutation (4.5.1)
served as a repair mechanism of the infeasible individuals. The topology muta-
tion was applied after all the other specified operators, thus preventing existence
of infeasible individuals in the population. We ran another series of experiments
without this operator to demonstrate its significance.

In the first experiment, we ran the NSGA-II with the cycle crossover (2.1.1)
and PPSM (4.5.1). All parameters were the same as with the majority of exper-
iments in this chapter. See 5.2.2 for details. The only difference was turning off
the topology mutation. See Figure 5.23 and 5.24 for results. The optimal solu-
tion was found on average in generation 12.6. The corresponding experiment with
the topology mutation found it much sooner - in generation 1.4. It is clear from
comparing with Figure 5.11 and 5.12 that the setting with topology mutation
outperforms the other one in all measures.

In the second experiment, we changed the PPSM for the swap mutation. We
expected a deterioration in results, because the proposed PPSM operator does
not create infeasibility if applied on a feasible individual. Figure 5.25 shows the
experiment outcome. We can see that a substantial number of runs did not reach
the optimum. The average generation of occurrence of the optimal individual was
16.

In the last experiment, the single-objective evolutionary algorithm without
the topology was tested. The fitness of the best individual remained the same
throughout the evolution in almost every run. In other words, if the optimal
solution was not found in the initial population, it would almost never be found.
The algorithm apparently did not recover from the large number of infeasible
individuals in the population. The reason the NSGA-II did, is probably due to
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Figure 5.13: No mutation - makespan

elitism which preserved the feasible individuals.
Naturally, the execution time of all the evolutionary runs without the topology

mutation substantially increased. It is due to a large number of constraint solver
timeouts.

5.4 Running the Experiments

The experiments can be reproduced by running the binaries located on the in-
cluded CD. The manual how to set up and run an experiment may be found in
the Appendix A.

5.5 Summary

We have shown results of several experiments. Optimal or suboptimal solutions
were reached even with the random topology initialization. Still, the initializa-
tion with heuristics (4.3.2) is useful - it finds the good solutions more quickly and
furthermore it finds them in a great number. The heuristic was so successful that
the optimal solutions were often found in the initial population. The well-known
cycle crossover (2.1.1) alone proved the most effective along with our proposed
precedence preserving shift mutation (4.5.1), especially in producing number of
distinct individuals with optimal makespan. This combination of genetic opera-
tors was also able to find the optimal solutions when the population was initialized
homogenously. We have also shown that when initialized by the random topology,
the best mutation operator is the popular swap mutation (2.1.1). The proposed
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Figure 5.14: No mutation - tasks ASAP

topology mutation (4.5.1) used as a repair mechanism was also tested. It proved to
have a significant boost on performance of the evolutionary algorithm. Not only
does the evolution find the optimal solutions sooner, if this operator is applied,
it also finds greater number of superior individuals. Furthermore, the second
objective also benefits from utilization of the topology mutation. Comparing the
evolutionary algorithm showed that the simple single-objective evolutionary al-
gorithm was outperformed by the NSGA-II in all experiments. Another outcome
of the experiments in the both proposed mutation operators (SPM and PPSM)
(4.5.1) seem to converge faster than the traditional swap mutation (2.1.1).
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Figure 5.15: Single-objective EA - makespan
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Figure 5.16: Single-objective EA with fitness scaling - makespan
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Figure 5.17: Random topology with distance, probability 0.9 - makespan
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Figure 5.18: Random topology with distance, probability 0.9 - tasks ASAP
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Figure 5.19: Homogenous initialization - makespan
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Figure 5.20: Homogenous initialization - tasks ASAP
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Figure 5.21: Random topology - makespan
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Figure 5.22: Random topology with swap mutation - makespan
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Figure 5.23: No topology mutation with PPSM - makespan
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Figure 5.24: No topology mutation with PPSM - makespan
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Figure 5.25: No topology mutation with swap mutation - makespan
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Conclusion

The scheduling problem was tackled by a combination of evolutionary algorithms
and constraint programming in this thesis. We used a novel approach of evolving
the variable orderings for the constraint solver. We shall briefly summarize the
achieved results.

Initialization methods Multiple methods of initialization were proposed and
tested. We showed that the precedence constraints graph has to be analysed in
order to produce suitable initial population. Our proposed method of initial-
ization (random topology with distance) leads swiftly to optimal solutions in the
early generations.

Genetic operators Several new genetic operators were proposed. The most
successful ones were the topology mutation and precedence preserving shift muta-
tion. The topology mutation was used in each generation to repair individuals in
each generation, preserving as much original information as possible. It played
a major role in the performance of the evolutionary algorithm. The PPSM is
a regular mutation operator that shifts genes of the individuals in such a way,
than no precedence constraints are broken. The PPSM works particularly well
with the cycle crossover. The segment proportionate mutation operator was also
proposed. It swaps genes of the individual, focusing primarily on the segments
at the beginning of the individual. Both operators were successful in finding
great numbers of solutions with optimal makespan. Additionally, both operators
lead to faster convergence in our experiments than the traditional swap muta-
tion. Furthermore, the proposed genetic operators were able to find the optimal
solutions even if inferior initialization methods were used. In the first scenario,
random permutations respecting the precedence constraints were used. In the
second, we used a homogenous population of individuals with reasonably good
makespan. We were successful in both experiments.

Multi-objective optimization We used the NSGA-II for multi-objective evo-
lution. As opposed to the makespan criterion, we optimized another objective
which tries to schedule each task to start as early as possible. We were successful
in applying the NSGA-II to our problem. It was possible to reach good results in
both objectives. Several experiments were performed. In the initialization exper-
iments, for example, there was a visible decline in both objectives if the proposed
initialization method was not used.
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Future Work

There are several ways which can improve the project presented in this thesis.

Additional Objectives

One of the possible improvements is to add additional objectives to test the
NSGA-II capabilities to deal with more criteria. Furthermore, it would likely
produce overall better individuals. No more than one or two objectives should be
added. The contrary could lead to drastic decrease in the Pareto dominance[59]
and the evolution would rely primarily on the crowding distance. One of the
candidates for addition is the resource (worker) utilization.

Rescheduling

A real-life production is a very dynamic and non-deterministic environment. It is
desirable to make the evolution adapt to these changes. It could be implemented
as follows: EA provides an archive of individuals for a single station. This sta-
tion is then subjected to disruptive events corresponding to the disruptive events
statistical models. Several best individuals (according to different objectives) are
chosen for the disrupted station. They need to change their genome in order to
match the new station’s tasks. Indices of tasks that are no longer part of the
station are removed from the individual. New tasks indices (if any) are inserted
at random positions to the individual. To create a valid individual, the topology
mutation should be applied. This way new population is created and the evolu-
tion might be run again. If the time is limited or the disruptive events are but
a few, it is also possible to simply evaluate a number of transformed individuals
and use their resulting schedules.

Schedules Filtering

Another potential improvement is to implement a mechanism that filters vast
archives of evaluated individuals and chooses only several representatives. This
mechanism should prove useful since many schedules may differ by only a slight
shift of a single task. One of the possible ways is to use the critical chain. The
critical chain is a set of tasks that results in longest path to project completion.
The resources used in critical chain are called critical resources. The idea of
filtering is to select only one schedule for each distinct critical resources assign-
ment to critical tasks. The filtered individuals might be used e.g. as rescheduling
candidates.
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• VEGA - Vector Evaluated Genetic Algorithm

73



A. Appendix

A compact disk is a part of this thesis. It contains source codes, executable files,
etc. The source code comprises only the sources written specifically for this thesis.
For legal reasons, the code needed for the project was compiled to the executable
files.

Contents

• graph - folder containing image of the precedence constraints graph of the
sample workstation

• src - evolution related source codes

• station - folder containing problem (workstation) definition

• EvolutionParameters.properties - parameters of the evolution

• MOEA.jar - executable file that invokes the multi-objective evolution run.
The corresponding main class NSGAIIArumRunner.java is located in the
evolution package.

• SOEA.jar - executable file that invokes the single-objective evolution run.
The corresponding main class SOEA.java is located in the scheduler pack-
age.

• SOEAScaled.jar - executable file that invokes the single-objective evolution.
Fitness scaling is used in this version.

• thesis.pdf - electronic version of the text of this thesis

• readme.pdf - a brief document describing the location of the interesting
source codes (mainly the genetic operators and initialization methods)

Running the evolution To run the evolution, several condition have to be
met:

• Java 8 has to be installed.

• All contents should be copied to a location, where the current user has write
permissions.

• The evolution consumes much memory, therefore java should be invoked
with the following parameters: java -d64 -Xms8g -Xmx8g.

There is a property file associated with the evolution
EvolutionParameters.properties, most of the properties are self-explanatory. In
order to use a genetic operator in the evolution, its parameter
operator probability should be set to a positive number less or equal 1. All those
with 0 probability are ignored. The boolean use human resources determines
whether the constraint solver considers resource constraints or solely precedence
constraints. The property output dir specifies, where the individual archives and
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fitness logs are saved. The archive will contain permutations and their filenames
have the following semantics: makespan asap hashcode.txt. The initialization
parameter serves to determine the initialization method. There are to options:
random and hybrid. The random stands for the random topology and hybrid for
the initialization method referred to in this text as the random topology with
distance. The following steps have to completed to run the evolution:

1. Copy the contents to a desired location with write permission

2. Change the current directory to the location

3. Execute i.e. java -d64 -Xms8g -Xmx8g -jar MOEA.jar

optional parameter specifying the parameters might be used. If not, the
default properties will be used.

Apart from individuals archive, fitness log is created for each evolutionary run.
For each generation, there is one line. Let n be the population size, then the
columns semantics is the following: the best makespan in the archive’s top n
individuals, count of individuals with the best makespan, the average and the
worst among the best n individuals. The tasks ASAP objective is described by
the other four columns.
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