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Introduction
Strong static typing in programming languages allows the compiler to discover
errors in programs, which would otherwise crash the application later during
run-time or manifest themselves in its misbehaviour, preventing easy automatic
diagnosis. On the other hand, it sometimes makes it necessary to add certain
constructs to make the code pass through the type checker, even though the
intent and correctness may be apparent without them. In this work, we will look
into the use of monads [14] in functional languages, specifically Haskell [15].

Monads are a concept originating in category theory, witch is useful in purely
functional languages in order to work with, beside other things, side effects, non-
deterministic evaluation or stateful computation. Programming with monads
proved to be so useful that in Haskell, special syntax was created in order to
make their use even more convenient—so called do-notation.

Nonetheless, if one wants to combine these “effectful” computations with
“pure” operations, it is still needed to apply appropriate operators to lift either
the functions or its parameters. This may be a simple call on a proper place, but
also may entail code somewhat cluttered with lifting operators to the detriment
of readability. Infix operators, when lifted, can also no longer be used in infix
position, but only on the left side like ordinary functions.

This work aims to explore ways, which would allow the compiler to automat-
ically deduce inclusion of appropriate operators.
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1. Basic type system
Before looking at the problem in more detail, we shall first describe the framework
within which we are to work. We shall use a slightly extended version of the
standard Hindley–Milner type system: we will add type constructors in order
to be able to work with monads. When α is a set of type variables, ι a set of
primitive types, δ a set of type constructors (type functions) with assigned arities,
the syntax of monotypes τ and polytypes (type-schemes) σ is given by:

τ ::= α | ι | δτ . . . τ | ατ . . . τ
σ ::= τ | ∀α.σ

Where the elements of δ are meant to be applied to number of types according
to their arity; furthermore, δ is supposed to contain an element → with arity 2,
traditionally representing function type.

Expressions of the language itself are then, assuming a set Id of identifiers x,
given by1:

e ::= x | ee′ | λx.e | let x = e in e′

For inferring the type, we have the following deduction rules, as given in [8],
where they are shown to be sound with respect to semantics described in [11],
although we will be only concerned with conforming to them syntactically. Γ is
a context containing assumptions about types of identifiers in the form x : σ (at
most one for each x), Γx stands for context with assumption about x removed
from Γ, if there is any.

e : σ ∈ Γ

Γ ` e : σ

Γ ` e : σ σ v σ′

Γ ` e : σ′

Γ ` e : σ α /∈ free(Γ)

Γ ` ∀α.σ
Γ ` e1 : τ ′ → τ Γ ` e2 : τ ′

Γ ` e1e2 : τ

Γx ∪ {x : τ ′} ` e : τ

Γ ` (λx.e) : τ ′ → τ

Γ ` e : σ Γx ∪ {x : σ} ` e′ : τ
Γ ` (let x = e in e′) : τ

Further in [8] is described algorithm W to infer type for given expression.
We will present slightly modified version, where the desired type is given as a
parameter and the only result is appropriate substitution, if one exists.

1Although focusing on Haskell and using its names for several functions, we will keep the
usual mathematical notation for the language itself, which mainly means using dot for lambda
abstraction and single colon for denoting types.
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W (Γ, e, τ) = S where:

(i) If e is an identifier x and there is an assumption x : ∀α1 . . . αn.τ
′ in Γ, then

S = U(τ, {αi 7→ βi}ni=1τ
′), where βi are new variables.

(ii) If e is e1e2, then let S1 = W (Γ, e1, α → τ) and S = W (S1Γ, e2, S1α)S1,
where α is fresh variable.

(iii) If e is λx.e1, then let S1 = U(τ, α→ β) and S = W (S1(Γ∪{x : α}), e1, S1β)S1,
where α and β are fresh variables.

(iv) If e is of the form let x = e1 in e2, then define S1 = W (Γ, e1, α) and
S = W (S1(Γ ∪ {x : α}), e2, S1τ)S1, where α is fresh variable.

If none of the listed cases can be used, or any recursive call to W or U fails, the
algorithm as a whole fails. Type inference without any assumptions about the
resulting type can then be performed by supplying a fresh free variable α as the
third parameter and looking up the resulting substitution Sα.

Then is this algorithm shown to be sound with respect to the deduction rules
listed above, meaning that if W (Γ, e, τ) succeeds with result S, then there is
a derivation of SΓ ` e : Sτ .

To make the description complete, we need some unification algorithm U , for
example as given by Robinson [12].

U(τ1, τ2) = S where:

(i) If τ1, τ2 ∈ ι or τ1, τ2 ∈ δ and τ1 = τ2, then S = ∅.

(ii) If τ1 = d1τ
1
1 . . . τ

n
1 and τ2 = d2τ

1
2 . . . τ

n
2 where d1, d2 ∈ δ with arity n or type

variables, then let S0 = U(d1, d2), Si = U(Si−1τ
i
1, Si−1τ

i
2) and S = Sn.

(iii) If τ1 and τ2 are type variables and τ1 = τ2, then S = ∅.

(iv) If τ1 is a type variable and does not occur in τ2, then S = {τ1 7→ τ2}.

(v) If τ2 is a type variable and does not occur in τ1, then S = {τ2 7→ τ1}.

Again, when none of the rules can be used, or any of the recursive calls
fails, the whole algorithm fails. Note that the need for occurs check can be
solved more efficiently [9], but for simplicity and since the types actually used in
programs do not form very deep structures, and hence efficiency of unification is
not as important as in logical programming languages, we shall work with this
formulation.
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2. The problem
As stated in the introduction, we want for a given expression, which could not
pass through type checker, provide, if possible, one amended with some monadic
operators, such that the type for the amended expression can be inferred. To do
that, we first need some monad to work with, so lets suppose that the set δ of
type constructors contains an element M with arity 1 and we have the following
constants, names of which are taken from the standard Haskell library [15]:

return : ∀α. α→ Mα
>>= : ∀αβ. (α→ Mβ)→ (Mα→ Mβ)

The first one is in the context of category theory typically called η, but since
we are interested in the applications in programming, we shall keep this name.
The second one is an operator, called “bind”, meant to be used in infix position.
There are certain laws that should hold for a monad, they are not particularly
important for our work, but for completeness are stated here:

return a >>= f = f a

m >>= return = m

(m >>= f) >>= g = m >>= (λx. f x >>= g)

Another function, called µ in category theory, where it is typically basic
monadic operation along with η and functor mapping, will be also useful and
can be defined from those above:

join : ∀αβ. M(Mα)→ Mα
join = λx >>= id

Where id is the identity function.

Now, we should clarify what the aforementioned lifting operators are supposed
to be. Those are functions which alter the type of expression by adding or remov-
ing applications of M (possibly in parameters in the case of function types), but
do not add any monadic effects (which is basically enforced by it being generic
over any monad).

The simplest one is the function return defined above—it takes pure value and
turns it into monadic one, which can than be used whenever such is required and
we do not need any special effects provided by given monad. Another case is
when we already have a monadic value, but want to use a function operating on
pure values; for example, let us consider the following values, where Int is a type
of integers:

x : M Int
inc : Int→ Int
puls : Int→ Int→ Int

We cannot apply inc directly to x, but instead we need to lift it by appropriate
operator, so that it performs the increment on all the elements of list, the carried
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state or whatever it is supposed to for given monad. For this purpose, there are
various functions in the standard Haskell library, like:

liftM : ∀αβ. (α→ β)→ M α→ M β

liftM2 : ∀αβγ. (α→ β → γ)→ M α→ M β → M γ

Then we can use the following expressions:

y = liftM inc x
z = liftM2 plus x y

And both y and z would have typeM Int. There are further operators for functions
with more parameters named unsurprisingly liftM3, liftM4, . . . Instead of these,
it is also possible to use so-called applicative style with different operators as
described in Chapter 6, which inserts calls between the parameters instead of
placing the lifting function at the beginning, and avoids the need to have a distinct
lifting function for each number of parameters. Even then, it is not possible to
lift infix operators without forcing them to prefix position.

When only some of the parameters we want to supply to the function are
monadic, we also need to lift the rest by return; further care is needed in the case
of nested functions. All these calls add to the complexity of the code without
really providing much of a semantical value.

Thus, we want to extend the algorithm W so that beside the substitution for
the type, it also returns the expression amended with lifting operators, if a type
can not be found for the expression without them.

2.1 Limitations
Before actually tackling the problem at hand, we shall have a look at what is ac-
tually possible to achieve. There are many monads which may appear in a Haskell
program, like lists, Maybe, State, etc. However, if we consider their simultaneous
use, the result of automatically lifting an expression becomes ambiguous. Con-
sider the following code snippet, using the type Int and monads Maybe and []
from Haskell:

f : Int → Int → Int
g : Int → Maybe Int
h : Int → [Int]
x = f (g 1) (h 2)

What should be the type of x? There are generally two ways to add lifting
operators:

• x = liftM (liftM2 f (g 1)) (h (return 2))

• x = liftM2 (liftM2 f) (g (return 1)) (return (h 2))

The first possibility results in x having type [Maybe Int], and the second
one gives it type Maybe [Int]. Either choice is pretty much arbitrary. For this
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reason, we shall consider lifting of only single given monad at a time and the one
constructor M assumed at the beginning of this chapter is thus sufficient for that
purpose.

Another restriction is more philosophical in nature. Haskell is a pure func-
tional language providing referential transparency, specifically the fact that the
order of evaluation does not affect the computed result and so is not specified.

Then in the case of commutative operators it is valid without changing the
result to exchange the order of parameters—expression x+y is always equivalent
with y + x (or at least as long as + is commutative). This, however, ceases to
be true with automatic lifting of arbitrary monad, because than each evaluation
can cause certain side effects and hence their order does matter.

To keep the original reasoning valid, we could restrict the automatic lifting
only to commutative monads. If M is commutative monad, than for any expres-
sions x : Mτ1, y : Mτ2 and f : τ1 → τ2 → τ are

x >>= (λx′. y >>= (λy′. f x′ y′))

and
y >>= (λy′. x >>= (λx′. f x′ y′))

equivalent.
Examples of such monads from Haskell standard library includeMaybe or func-

tion type (→ a) for some type a. Instance of the second one are also behaviours
or signals from functional reactive programming techniques, when modelled as
functions from time domain or something semantically equivalent [6].

Nevertheless, this decision can be made by the user of the language and pro-
posed extension and does not have other implications for us.

2.2 Lambdas and lets
So far, we have only considered lifting with regard to function application on
some argument. Since it does not make much sense to consider lifting individual
variables in and of themselves, there are two remaining syntactical forms: lambda
abstractions and let expression.

In let expression as defined here, the type may be arbitrary and does not
require any lifting at this point, but the bound variable may be lifted when needed
as supplied to functions in scope of the let. For other languages, the variable
bounding may be accompanied by explicit type signature, which could create the
possibility to perform some lifting if the given type would not match the inferred
one by an application of M. This is a matter of appropriate number of calls to
return or join on syntactically distinct position, which is not very cumbersome.

If need be, however, all the algorithm presented here to deal with lifting of
function application can be quite easily modified to deal with this type of lifting,
as it is in principle simpler. The case of lambda abstraction is very similar, as it
itself can be type-checked whenever its body can be.
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3. Straightforward approach
First, we will describe two rather straightforward methods trying to deal with
given problem. Albeit with considerable shortcomings, they will be useful to
illustrate certain concepts used later.

3.1 Backtrack
Probably the most obvious method for finding required lifting operators is to use
a backtracking algorithm. When, in the course of performing type inference, are
we dealing with function application, we can try three possible continuations—try
to add an application of M to the type of argument, to the function, or neither;
formally:

W ′
B(Γ, e, τ) = (S, e′) where:

(i) If e is an identifier x and there is an assumption x : ∀α1 . . . αn.τ
′ in Γ then

S = U(τ, {αi 7→ βi}ni=1τ
′), where βi are new variables, and e′ = e.

(ii) If e is e1e2 then let α and τ ′ be a fresh type variables and:

(a) (S1, e
′
1) = W ′

B(Γ, e1, α → τ), (S2, e
′
2) = W ′

B(S1Γ, e2, S1α), S = S2S1

and e′ = e′1e
′
2.

(b) If either of those recursive calls or the algorithm later fails, try as-
signing (S1, e

′
1) = W ′

B(Γ, e1,Mα → τ), (S2, e
′
2) = W ′

B(S1Γ, e2, S1α),
S = S2S1 and e′ = e′1(return e

′
2).

(c) And if the algorithm still fails, try unification S0 = U(τ,Mτ ′), then
(S1, e

′
1) = W ′

B(S0Γ, e1, S0(α→ τ ′)), (S2, e
′
2) = W ′

B(S1S0Γ, e2, S1S0Mα),
S = S2S1S0 and e′ = (liftM e′1)e

′
2

(iii) If e is λx.e1 then get unification S1 = U(τ, α → β) and then by recursive
call let (S2, e

′
1) = W ′

B(S1(Γ ∪ {x : α}), e1, S1β), where α and β are fresh
variables, S = S2S1 and e′ = λx.e′1.

(iv) If e is of the form let x = e1 in e2 then define (S1, e
′
1) = W ′

B(Γ, e1, α)
and (S, e′2) = W ′

B(S1(Γ ∪ {x : α}), e2, τ)S1, where α is fresh variable, and
e′ = let x = e′1 in e

′
2

The only interesting change compared to algorithm W is in the second step;
the other steps differ only in additionally returning the reconstructed expression.
It can be easily seen that the modifications in step (ii) produce, if the algorithm
succeeds, an expression that can be type-checked and a substitution proving so.

In the case (ii)a, no additional operators are added and the returned substi-
tution is the same as in the algorithm W , so it remains correct.

For (ii)b, we can make the following derivation, presuming that, by induction,
S1Γ ` e′1 : S1(M α → τ) and S2S1Γ ` e′2 : S2S1α. We can first specialize the
function part:

S1Γ ` e′1 : S1(M α→ τ)

S2S1Γ ` e′1 : S2S1(M α→ τ)

S2S1Γ ` e′1 : S2S1(M α)→ S2S1τ
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Then we can deduce the appropriate type of the argument (note that since M is
not a type variable S2S1(M α) = M(S2S1α):

return : ∀α. α→ M α ∈ S2S1Γ

S2S1Γ ` return : S2S1α→ M(S2S1α)
S2S1Γ ` e′2 : S2S1α

S2S1Γ ` return e′2 : S2S1(M α)

And finally get the result we want to derive:

S2S1Γ ` e′1 : S2S1(M α)→ S2S1τ S2S1Γ ` return e′2 : S2S1(M α)

S2S1Γ ` e′1(return e′2) : S2S1τ = Sτ

Similarly for the case (ii)c with the assumptions S1S0Γ ` e′1 : S1S0(α → τ ′),
S2S1S0Γ ` e′2 : S2S1S0(Mα) and that S0 (and thus S) unifies τ with M τ ′:

SΓ ` liftM : ∀βγ.(β → γ)→ (Mβ → Mγ)

SΓ ` liftM : (Sα→ Sτ ′)→ (M(Sα)→ M(Sτ ′))

S1S0Γ ` e′1 : S1S0(α→ τ ′)

SΓ ` e′1 : Sα→ Sτ ′

SΓ ` liftM e′1 : M (Sα)→ M (Sτ ′)

And:

SΓ ` liftM e′1 : M (Sα)→ M (Sτ ′)

SΓ ` liftM e′1 : S(Mα)→ Sτ

S2S1S0Γ ` e′2 : S2S1S0(M α)

SΓ ` e′2 : S(M α)

SΓ ` (liftM e′1)e
′
2 : Sτ

The additional application of M in the resulting type appearing in this deriva-
tion may not be necessary when one is already there. For such a case we may
add the following rule, which would be tried before (ii)c:

(c’) And if the algorithm still fails, try the unification S0 = U(τ,Mτ ′), then re-
cursively (S1, e

′
1) = W (S0Γ, e1, S0(α→ τ)), (S2, e

′
2) = W (S1S0Γ, e2, S1S0Mα),

S = S2S1S0 and e′ = e′2 >>= e′1

The difference between this and the rule (ii)c is in the type of the result of
e1, here, it is τ instead of τ ′. Therefore this will ensure that τ starts with an
application of M, but it does not put there one more. Thus we can modify the
expression to use bind instead of liftM, again deducing the correct type:

SΓ ` (>>=) : ∀βγ. M β → (β → M γ)→ M γ

SΓ ` (>>=) : M (Sα)→ (Sα→ M (Sτ ′))→ M (Sτ ′)

SΓ ` e′2 : S(M α)

SΓ ` e′2 : M (Sα)

SΓ ` (>>=) e′2 : (Sα→ M (Sτ ′))→ M (Sτ ′)

And:

SΓ ` (>>=) e′2 : (Sα→ M (Sτ ′))→ M (Sτ ′)

SΓ ` (>>=) e′2 : (Sα→ Sτ)→ Sτ

S1S0Γ ` e′1 : S1S0(α→ τ)

SΓ ` e′1 : Sα→ Sτ

SΓ ` ((>>=) e′2)e
′
1 : Sτ

The most obvious problem of this method is inefficiency—the whole algorithm
has exponential time complexity. Although it may be possible to use it for some
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small independent (with respect to type) functions, it is definitely not suitable as
general extension to type-checking algorithm.

Another deficiency is that this algorithm may not actually find possible lifting,
even though one exists. This is because it considers adding only one more level of
the monad in given application and therefore this program would not type check:

f : M (M Int)→ M Int
x : Int
y = f x

Even though it can be made to work with the last line transformed into:

y = f (return (return x))

Moreover, adding an identity function can make a difference with respect
to the result of type checking, because the following would be accepted by the
backtracking algorithm:

y = f (id x)

since it can turn it into

y = f (return (id (return x)))

This can not be resolved by simply extending the backtrack, because just
adding attempts with more applications of m would not terminate when no so-
lution can be found. It is even the case that without allowing more added opera-
tors for single application or restricting the cases, for which the automatic lifting
works, we probably can not do much better.

The problem of automatic lifting, where we are only allowed to add one return
or liftM per function application is NP-complete. It is, by the algorithm W ′

B, in
NP and is NP-hard by following reduction of one-in-three SAT (boolean satisfi-
ability problem, where exactly 1 of the 3 literals in each clause is required to be
true), which is itself NP-complete [7].

For each boolean variable v we create two variables in lambda calculus, say
l and l′— one representing positive, the other negative literal of v—and assign
them the expression λx. id x, forcing them to have either type ∀α.α → α or
∀α.α→ M α. Then we need to force l to have one of these types and l′ the other,
the choice corresponding to the valuation of v.

Since the composition of l and l′ ads all the additional applications of M pro-
vided by those two, we can force them to have at most one by typing one instance
of expression l (l′ 0) as M Int and at least one by typing another occurrence as
M (M (M Int)). Exactly one true literal can then by forced by typing application
of composition of corresponding functions on a number with M4—one for each
application and one for the true literal.
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To illustrate, given an instance of 1-in-3-SAT with variables v1, . . . , vn and
first clause being v1 ∧ ¬v2 ∧ v3, we have the following expression:

let l1 = λx. id x
l′1 = λx. id x
ll1 = l′1(l10) : M Int
lu1 = l′1(l10) : M (M (M Int))
l2 = λx. id x
l′2 = λx. id x
ll2 = l′2(l20) : M Int
lu2 = l′2(l20) : M (M (M Int))
. . .

in (l1(l
′
2(l30)), ...) : (M (M (M (M Int))), ...)

Now, whenever the SAT problem has a solution, we can transform this ex-
pression to one which can be typed by W : if vi is true then li = λx. id (return x)
and l′i = λx. id x, or vice versa if vi is false. Conversely, we can get a solution of
the SAT from the lifted expression.

For simplicity, explicit typing of expressions is used here, even though it is
not defined in our syntax as given in Chapter 1; they can be, however, replaced
using suitable assumptions in context Γ. Note that, as stated at the beginning,
this proof assumes adding only return and liftM and not >>= as in rule (c’) of W ′

B.
If that were allowed as well, somewhat different construction would be needed.

3.2 Extended unification
When we do not want to backtrack, we can try to decide, which of the possible
additions are suitable for given function application once, when we are processing
it, by inspecting the differences between expected and actual types of an argument
to given function. For this, we will need special unification, which would tolerate
differences in the top-level applications of M and also return the information
about them.

We can extend standard unification in a simple manner: As long as as both
types start with an application ofM, remove it from both and apply the algorithm
recursively. When we want to unify two types that can not be matched on their
top-level and one of those types can be unified with application of M, we count
consecutive applications of M or free variables (then unified with M) from that
type, remove them and proceed with standard unification, otherwise use the
standard unification directly.

Formally U∗(τ1, τ2) = (S, n), where:

(i) If τ1 is ατ ′1 and τ2 is βτ ′2, where at least one of α and β is M and the other
is either M or type variable, then let S0 = U(α, β), (S1, n) = U∗(τ ′1, τ

′
2) and

S = S1S0.

(ii) If τ1 is ατ ′1, where α is either M or type variable, and τ2 is neither Mτ ′2,
nor βτ ′2 for some type τ ′2 and a type variable β, then let S0 = U(α,M),
(S1, n

′) = U∗(τ ′1, τ2), S = S1S0 and n = n+ 1.
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(iii) If τ2 is βτ ′2, where β is either M or type variable, and τ1 is neither Mτ ′1,
nor βτ ′1 for some type τ ′1 and a type variable β, then let S0 = U(β,M),
(S1, n

′) = U∗(τ1, τ
′
2), S = S1S0 and n = n− 1.

(iv) Otherwise, let S = U(τ1, τ2) and n = 0.

It is easy to see, by induction on the sum of lengths of τ1 and τ2, that whenever
U(τ1, τ2) succeeds with S, then U∗(τ1, τ2) succeeds with (S, 0), and also whenever
U∗(τ1, τ2) succeeds with (S, n), then:

• If n = 0, then U(τ1, τ2) succeeds with S.

• If n > 0, then U(τ1,Mn τ2) succeeds with S.

• If n < 0, then U(M−n τ1, τ2) succeeds with S.

The only interesting modification of the inference algorithm will again be for
the case of function application, i.e. the second step, otherwise is the algorithm
same as W ′

B.

W ′
U(Γ, e, τ) = (S, e′), where:

(ii) If e is e1e2, then let (S1, e
′
1) = W (Γ, e1, α → τ ′), (S2, e

′
2) = W (S1Γ, e2, β),

where α, β and τ ′ are new variables, (V, n) = U∗(α, β), S ′ = V S2S1 and:

(a) If n = 0, then e′ = e′1e
′
2 and S = U(τ, τ ′)S ′.

(b) If n > 0, then e′ = e′1(return
n e2) and S = U(τ, τ ′)S ′.

(c) If n < 0, then e′ = liftM e1 (join−n−1e2) and S = U(τ,M τ ′)S ′.

Where the exponent in functions indicate its iteration.

The inference of type of function application goes like in the standard algo-
rithm with two exceptions. First, we supply different fresh type variables to e1
and e2, so the recursive calls of type inference succeed regardless of the possibility
of actually matching these two. The second difference is that after those recur-
sive calls, we try to unify the expressions given to variables α and β, but allow
them to differ by initial applications of M; the expression would then be modified
according to that difference and τ unified directly with τ ′ when we do not need
to use liftM (that is if β does not start with more applications of M that α) or
with M τ ′ otherwise.

Verification of correctness is similar to that for backtracking algorithm, we
only need to take care of possibly more iterations of the lifting operators. In
either case, we know that S1Γ ` e′1 : S1(α → τ ′) and S2S1Γ ` e′2 : S2S1β. The
case where n = 0 is the same as in the original algorithm W , so we do not need
to check that.

When n > 0, we know that S unifies τ and τ ′ and that V (and thus S) unifies
α and Mnβ. Note, that by induction returnn has type ∀α. α→ Mn α, thus:

SΓ ` returnn : ∀α. α→ Mn α

SΓ ` return : Sβ → S(Mn β)

S2S1Γ ` e′2 : S2S1β

SΓ ` e′2 : Sβ

SΓ ` returnn e′2 : S(Mn β)

12



And together with e′1:

S1Γ ` e′1 : S1(α→ τ ′)

SΓ ` e′1 : Sα→ Sτ

SΓ ` returnn e′2 : S(Mn β)

SΓ ` returnn e′2 : Sα

SΓ ` e′1(returnn e′2) : Sτ

For the case of n < 0, note that joinm has type ∀α. Mm+1 α → M α. Given
the assumptions that S unifies τ with M τ ′ and also M|n|α with β, we have:

SΓ ` liftM : ∀βγ.(β → γ)→ (Mβ → Mγ)

SΓ ` liftM : (Sα→ Sτ ′)→ (M(Sα)→ M(Sτ ′))

S1Γ ` e′1 : S1(α→ τ ′)

SΓ ` e′1 : Sα→ Sτ ′

SΓ ` liftM e′1 : M (Sα)→ M (Sτ ′)

SΓ ` join|n|−1 : ∀α. M|n| α→ M α

SΓ ` join|n|−1 : M|n| (Sα)→ M (Sα)

S2S1Γ ` e′2 : S2S1β

SΓ ` e′2 : S(M|n| α)

SΓ ` join|n|−1 e′2 : M (Sα)

and:

SΓ ` liftM e′1 : M (Sα)→ M (Sτ ′) SΓ ` join|n|−1 e′2 : M (Sα)

SΓ ` liftM e′1 (join|n|−1 e′2) : M (Sτ ′) = S(Mτ ′) = Sτ

The algorithm can again be extended to use bind instead of liftM in certain
cases. Specifically, if τ or Sτ ′ is of the form M τ ′′, it is not necessary to add any
additional M. This would work in those cases, when the application of M can be
inferred soon enough, but not always.

The concrete modification and accompanying derivation is quite straightfor-
ward and not particularly interesting, so is not given here in detail.

The extended unification algorithm U∗, however, may still not find unification,
when there are free variables in a position of type application, even though one
exists. For example:

U∗(α (D Int),D Int) (3.1)

where α is a free type variable and D some specific type constructor distinct from
M. The algorithm will fail, even though the unification can be achieved by adding
an application of M to the right side and unifying α with M.

Those cases can be solved by trying all meaningful counts of M applied to
either side and then trying standard unification. Here, meaningful count is at
most the number of type function application present on the other side, id est
when we want to unify the types in (3.1), we would try none or one application
of M to the left side and up to two applications of M to the right side. It does
not make sense to try applying any amounts of M to both sides at the same
time, so time complexity of this approach is quadratic in the size of the types (for
each application present we perform one standard unification). Even though this
would find possible extended unification in all cases, it would need to try all the
possibilities for each lambda application present.
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The algorithm W ′
U has other problems, however. Even though it works well

when the types of function and its argument are monotonic, it may not find
solution in the presence of polymorphic types. Given the monad M and another
type constructor D:

f : ∀α.α→ D α→ α

x : Int
y : D (M Int)
z = f x y

The type inferred for (f x) would be D Int→ Int, because at this point, there
is no indication of need to perform any lifting. This means, though, that it can
not be further applied to y, because it has incompatible type, which can not be
made to comply by lifting at this level. Nevertheless, with proper placement of
return, it is possible to make this code type-check:

z = f (return x) y

Another complication are functions with multiple parameters, specifically in
the case, that we need to lift the function. The thing is that it wraps the whole
type of result into M, using the f from previous example:

liftM f : ∀α.M α→ M (D α→ α)

(liftM f) (return x) : M (D Int→ Int)

Result being, that it can not be directly applied further. This could be over-
come with some extra rules allowing application of functions with such types, but
we will not examine it here. We shall instead deal with this problem later in the
next chapter.
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4. Extending the type system
In order to postpone the decision about where to put available lifting operators,
we shall extend the type system with certain “placeholder” values, which would
not be directly used by the programmer, but only internally during type inference.
These would represent type constructors possibly added by lifting operators and,
when forced to some value during unification, would tell us where and how many
lifting operators we need to add.

4.1 Lifting parameters
For now, we shall ignore the necessary lifting of resulting type when the operator
liftM is used; thus effectively assume we have, for our monad M, the following
operations:

return : ∀α. α→ M α

liftM′ : ∀αβ. (α→ β)→ (M α→ β)

Now we only need to determine for each function application by how many iter-
ations of M the types of the argument and the function differ.

Specifically, we shall add a type function ιeD where D ∈ δ is some unary type
constructor and e an integer-valued expression. Such an expression represents an
application of D iterated e times with negative e meaning removal of correspond-
ing number of applications of D from its argument. For example, given a type I
and type constructor D:

• ι2D I and D (D I) can be unified,

• ιeD (D I) and D (D I) can be unified only if e = 1,

• ιeD (D (D I)) and I can be unified only if e = −2.

For the purposes of our algorithm, the expression in ι will be of the form
n+

∑
i nixi where n and ni are integers and xi integer-valued variables.

We want to allow the types of parameter and that of the function to differ
by certain amount of applications of a given monad M and then to lift either
the argument or the function, when the required amount is known. For that,
we will add new syntactical form l(x, e1, e2) which will be expanded when the
type inference is complete. As the function application is the only form which we
mean to alter by automatic lifting, the algorithmW ′

T1 will be same asW ′
B, except

in that it will use unification algorithm UT , an extension of U gradually defined
below, and will again differ in the second step concerning lambda application:

W ′
T1(Γ, e, τ) = (S, e′) where:

(ii) If e is e1e2 then let (S1, e
′
1) = W (Γ, e1, ι

a
Mα→ τ), (S2, e

′
2) = W (S1Γ, e2, S1α),

S = S2S1 and e′ = l(a, e′1, e
′
2), where α is a new type variable and a fresh

integer variable.
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After the type resolution is finished, we look at the value assigned to a. If it is
positive, we need to add that many calls of return to the argument, changing the
expression to e1(returnae2), where the exponent indicates the number of iterations.
If it is negative, the expression will change to (liftM′−ae1)e2. If zero, nothing
needs to be done. Formally, after the type resolution is complete and we have a
function A assigning values to the integer variables introduced during that, and
the modified expression e′, we get the final expression from L1(A, e

′).

L1(A, e) = e′, where

(i) If e is an identifier x then e′ = x.

(ii) If e is e1e2 then e′ = L1(A, e1)L1(A, e2).

(iii) If e is λx.e1 then e′ = λx.L1(A, e1)

(iv) If e is let x = e1 in e2 then e′ = let x = L1(A, e1) in L1(A, e2).

(v) If e is l(a, e1, e2) and A(a) = 0 then e′ = L1(A, e1)L1(A, e2).

(vi) If e is l(a, e1, e2) and A(a) > 0 then e′ = L1(A, e1)(returnA(a)L1(A, e2)).

(vii) If e is l(a, e1, e2) and A(a) < 0 then e′ = (liftM′−A(a)L1(A, e1))L1(A, e2).

Further, we need to modify the unification algorithm to account for the new
expressions. We will start with two simplifications of individual type expressions,
which will modify just one argument of the unification algorithm. We shall extend
U(τ1, τ2) to UT (τ1, τ2) first by:

(vi) If τ1 is ιeM (M τ ′), then S = UT (ιe+1
M τ ′, τ2).

(vii) If τ1 is ιeM (ιfM τ ′), then S = UT (ιe+f
M τ ′, τ2).

And of course, we add symmetric rules modifying the second parameter.

Significant change for the unification is that its output will be not only sub-
stitution of variables found in type expressions but also equations, which need to
be satisfied for the unification to be valid. As such, the algorithm UT will, aside
from the substitution S, return also a set of equations E. For the rules presented
so far, it means either returning an empty set or the union of sets from recur-
sive calls if there are any. It is of course necessary to amend the type inference
algorithm to also gather the equations, either directly from UT or from recursive
calls, possibly combining them with union. These modifications are trivial and
thus are not spelled out here explicitly for already described rules, but will be
used in those to follow.

These equations will make a linear diophantine system, which can be solved
afterwards—results of this solution will then determine, whether it is possible
to form an expression with legal type using the lifting operators and which of
those are needed. The solution can be found by some specialized algorithm, as
described for example in [1], or, since the resulting equations would not be much
interconnected through variables, by simple gaussian elimination.

16



The unification rules for ιM inspecting both parameters are:

(viii) If τ1 is ιeM τ ′1 and τ2 is M τ ′2, then (S,E) = UT (ιe−1M τ ′1, τ
′
2).

(ix) If τ1 is ιeM τ ′1 and τ2 is ιfM τ ′2, then (S,E) = UT (ιe−fM τ ′1, τ
′
2).

(x) If τ1 is ιeM τ ′1 and neither τ ′1 nor τ2 can be unified with M τ ′′, where τ ′′ in
new variable, then (S,E ′) = UT (τ ′1, τ2) and E = E ′ ∪ {e = 0}.

The rule (ix) puts the uses of ι on one side of the equation; here, the left side
is chosen, but that is not significant (it could actually be moved from one side to
the other with flipped sign). The other two rules have a symmetric form, which
is not explicitly given.

The check whether τ2 can be unified with M τ ′2 in (x) can be done in constant
time, so does not increase the time complexity of the whole algorithm.

This would cover all possible cases, if it were not for the last form of types
defined in Chapter 1—type variables in position of type function application.
Elaborating more on rule (x), the type α I can be unified with M β, but we can
not do that, because α may be needed to become something other than M.

In order to proceed and still guarantee that we do not change any expression
that does not need lifting, we drop the condition “τ2 can not be unified with
M τ ′2”, but must restore all the applications of M “eaten” by ιM , because otherwise
we could miss an unification, which would be possible without any lifting, thus
getting the rule:

(xi) If τ1 is ιn+
∑

niai
M τ ′1 and either τ ′1 or τ2 is of the form α τ ′′, where α is type

variable and τ ′′ a monotype, then

(a) if n ≥ 0, then (S,E ′) = UT (Mnτ ′1, τ2)

(b) if n < 0, then (S,E ′) = UT (τ ′1,M
−nτ2)

and E = E ′ ∪ {
∑
niai = 0}.

Since it is quite common to have one level of type application with type
variable, we may add some special rules, which can be applied, when it is clear if
we can perform the unification with M τ ′2 mentioned above, like:

(xii) If τ1 is ιeM τ ′1, where τ ′1 is not a type function application, and τ2 is ατ ′2,
where α is type variable, then S0 = {α 7→ M}, (S1, E) = UT (S0ι

e−1
M , S0τ

′
2)

and S = S1S0.

This rule has to be tried before the previous one, but it still of course does not
cover all the cases we may encounter. In practice, we can evaluate the equations
incrementally and thus avoid some unnecessary defaulting by the rule (xi), but
that is rather an implementation detail.
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4.2 Lifting the resulting type
The function liftM′ presumed to be available in the previous section is not actually
at our disposal. Instead, we will have do with the following, with which we already
worked in the previous chapter.

liftM : ∀αβ. (α→ β)→ (M α→ M β)

>>= : ∀αβ. (α→ M β)→ (M α→ M β)

The second one is actually a special case of liftM′, but can only be used if the
resulting type already contains M.

In the case we need to add an application of our monad to the type of function,
which does not have it in the type of its result, we need to allow for the possibility
of additional M appearing there. But at the stage, when we are dealing with
the relevant lambda application, we may not have all the information to decide
whether it is necessary. In order to not have to that decision now, we will, like
in the case of parameters, extend the type system by additional construct, φa

M,
denoting additional application of M if the variable a is negative and there is not
an application of M already, and being an identity otherwise.

We will define algorithm W ′
T2, which will be same as W ′

T1 from previous
section, with the difference in the second rule. W ′

T1(Γ, e, τ) = (S, e′) where:

(ii) If e is e1e2 then define the type τf = ιaMα → τ ′ for S0 = UT (τ, φa
Mτ
′),

(S1, e
′
1) = W (S0Γ, e1, S0τf ), (S2, e

′
2) = W (S1S0Γ, e2, S1S0α), S = S2S1S0

and e′ = l(a, τf , e
′
1, e
′
2), where α and τ ′ are new type variables and a fresh

integer variable.

Then it is needed to further extend UT :

(xiii) If τ1 is φa
M (M τ ′1), then (S,E) = UT (M τ ′1, τ2).

(xiv) If τ1 is φa
M τ ′1 and τ2 is M τ ′2, then (S,E) = UT (τ ′1, τ2).

(xv) If τ1 is φa
M τ ′1 and no other rule (including those defined later below) can

be used, then (S,E ′) = UT (τ ′1, τ2) and E = E ′ ∪ {a ≥ 0}.

All these three rules symmetric counterparts. Similarly to the rule for ιM
and type variables in a position of type function, the rule (xv) can cause us to
fail to find possible lifting by unnecessary restricting a, but it still preserves the
possibility of finding type for unlifted expression, if there is any.

Note also the additional parameter in the intermediate l(a, τ, e′1, e
′
2). This

is needed, because only after the whole inference and with final substitution SF

are we able to decide, which lifting operator is appropriate for given lambda
application.

And so we also have to extend the algorithm L1 to L2, which will get the final
substitution as additional parameter. For simplicity of notation, we will consider
that performing the final substitution SF also replaces occurrences of ιaM and φa

M

with appropriate amount of applications of M according to the final valuation of
the integer variables.
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In the first six cases is L2 same as L1, instead of the last one, we have the
following rules; L2(A, SF , e) = e′, where:

(vii) If e is l(a, τ, e1, e2), A(a) < 0 and SF τ is of the form τ1 → M τ2, then
e′ = (liftM L2(A, SF , e1)) (join−A(a)−1 L2(A, SF , e2)).

(viii) If e is l(a, τ, e1, e2), A(a) < 0 and SF τ is not of the form τ1 → M τ2, then
e′ = (join−A(a)−1 L2(A, SF , e2)) >>= (liftM L2(A, SF , e1)).

Since we are already dealing with negative iterations, we can also use a variant,
denoted ∗φa

M, which would remove, instead of add, an application of M, which we
will simply convert to the previous case by the rule for UT (τ1, τ2):

(xvi) If τ1 is ∗φa
Mτ
′
1, then (S,E) = UT (τ ′1, φ

a
Mτ2).

Note that formally ∗φa
M is not defined as a construct possibly removing appli-

cations of M (since it can not determine, whether such action is appropriate), but
only as something, which transferred to the other parameter of unification forms
φa
M . Then we can make the rule (ii) for W ′

T2 somewhat more elegant:

(ii’) If e is e1e2 then define the type τf = ιaMα→ ∗φa
Mτ for (S1, e

′
1) = W (Γ, e1, τf ),

(S2, e
′
2) = W (S1Γ, e2, S1α), S = S2S1 and e′ = l(a, e′1, e

′
2, τf ), where α is a

new type variable and a fresh integer variable.

4.3 Multi-parameter functions
Automatically adding lifting operators in the case of single-parameter functions
may be somewhat useful, but the biggest benefit would come from dealing with
functions with multiple parameters, so the programmer would not have to insert
calls to functions like liftM2, liftM3, etc, which make inelegant especially the use
of infix operators.

For this purpose, we shall further amend the rules for φM to allow it to “tra-
verse” over function types. With the help of ∗φM, we extend UT (τ1, τ2) by:

(xvi) If τ1 is φa
M (τ ′1 → τ ′′1 ), then (S,E) = UT (τ ′1 → φa

M τ ′′1 , τ2).

(xvii) If τ1 is φa
M τ ′1 and τ2 is τ ′2 → τ ′′2 , then (S,E) = UT (τ ′1, τ

′
2 → ∗φa

M τ ′′2 ).

And again are there symmetric variants.

If we need to lift the parameter of a function, it does not have any effect on the
type of result. When, however, are we required to apply lifting operator to the
function, it may wrap the resulting type in application ofM, which is problematic,
when that result is again a function type and we would like to perform further
application.

To resolve this case, consider the definitions:

fliftn,m = λf x y1 . . . yn. (joinm x) >>= (λx′. f x′ y1 . . . yn)

flift′n,m = λf x y1 . . . yn. (joinm x) >>= (λx′. return (f x′ y1 . . . yn))
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As we presume to have Γ containing assumptions about join and >>= from
Chapter 2, we can get by induction Γ ` joini : ∀α. Mi+1α → M α. Then fix the
values n,m ∈ N and let Γ′ = Γ∪{x : Mm+1 α, yi : βi for 1 ≤ i ≤ n}, where α and
all βi are type variables, which do not occur free in Γ.

Γ′ ` joinm : Mm+1 α→ M α Γ′ ` x : Mm+1 α

Γ′ ` joinm x : M α

Γ′ ` (>>=) : ∀αβ. M α→ (α→ M β)→ M β

Γ′ ` (>>=) : M α→ (α→ M β)→ M β
Γ′ ` joinm x : M α

Γ′ ` (>>=)(joinm x) : (α→ M γ)→ M γ
(4.1)

Then for fliftn,m we take a variable γ not free in Γ and define

Γf = Γ′ ∪ {f : α→ β1 → . . .→ βn → M γ}

and thus can derive:

Γf
x′ ∪ {x′ : α} ` f : α→ β1 → . . .→ βn → M γ

Γf
x′ ∪ {x′ : α} ` x′ : α Γf

x′ ∪ {x′ : α} ` yi : βi

Γf
x′ ∪ {x′ : α} ` f x′ y1 . . . yn : M γ

Γf ` λx′. f x y1 . . . yn : α→ M γ
(4.2)

By combining the results of 4.1 and 4.2, we get

Γf ` (joinm x) >>= (λx′. f x′ y1 . . . yn) : M γ

Using lambda abstraction:

Γ ∪ {f : (α→ β1 → . . .→ βn → M γ)} `
λx y1 . . . yn. (joinm x) >>= (λx′. f x′ y1 . . . yn) :

(Mm+1 α→ β1 → . . .→ βn → M γ)

And:

Γ ` λx y1 . . . yn. (joinm x) >>= (λx′. f x′ y1 . . . yn) :

(α→ β1 → . . .→ βn → M γ)→ (Mm+1 α→ β1 → . . .→ βn → M γ)

Since α, all βi and γ are not free in, we can generalize to polymorphic type:

Γ ` fliftn,m : ∀αβ1 . . . βnγ. (α→ β1 → . . .→ βn → M γ)→
→ (Mm+1 α→ β1 → . . .→ βn → M γ)

When we instead of Γf use

Γf ′
= Γ′ ∪ {f : α→ β1 → . . .→ βn → γ}

we can by similar procedure derive

Γf ′ ` λx′. return (f x y1 . . . yn) : α→ M γ
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and get also the type for flift′m,n:

Γ ` flift′n,m : ∀αβ1 . . . βnγ. (α→ β1 → . . .→ βn → γ)→
→ (Mm+1 α→ β1 → . . .→ βn → M γ)

These function allow us to lift functions with multiple parameters without
blocking next application, for example in:

plus : Int→ Int→ Int
x : M (M Int)
y : Int
y : M Int
z = flift′1,1 plus x y

Thus equipped, we can define one final version of the replacing algorithm,
L3(A, SF , e) returning e′, which will be same as L2 except for the last two cases,
those become:

(vii) If e is l(a, τ, e1, e2), A(a) < 0 and SF τ is of the form τ1 → τ2 → . . .→ M τn,
then e′ = fliftn−2,A(a)−1 e1 e2 (note that n is at least 2).

(viii) If e is l(a, τ, e1, e2), A(a) < 0 and SF τ is of form τ1 → τ2 → . . .→ τn, where
τn is neither function type nor application ofM, then e′ = flift′n−2,A(a)−1 e1 e2.

These rules now allow us to lift functions with arbitrary number of parameters,
without preventing their further applications on other parameters.

4.4 Grounding and inequalities
Apart from equations generated by unification rules involving ιM , we also have
some inequalities from φM . These are, however, not the only ones. During the
unification of ιM we gather linear expression, which may sometimes be negative.
In such cases, the type is only legal, if below are enough applications of M, which
can be removed. For that reason, we must also gather inequalities ensuring these
conditions.

The straightforward way to do that is to have UT return yet another value,
this time consisting of pairs of linear expressions and types, to which the corre-
sponding ιM are applied. Elements to this set are added, when we perform some
arithmetical operations with ιM . When we have the final substitution, but before
solving the equations, we can replace all the gathered types with their final forms,
count top applications of M and add appropriate inequalities to the collected set.

For example, if during type inference, we have a type ιeMα and it is later
deduced that α = M (M Int), we get the inequality e+ 2 ≥ 0.

When the equations we got uniquely determine each variable, we need only
to check if all the inequalities hold as well, but this is usually not the case. There
are certain algorithms for solving linear diophantine systems [2] but not fast ones
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for general case, as that is NP-complete problem [3]. Fortunately, our situation
is also rather special.

We shall first resolve all the equations we have and denote the assignment
of the definite values as A. Then suppose that not all the variables have been
assigned concrete value, but there exists an assignment, an extension of A, which
honours all the inequalities (and thus we can add lifting operators to gain typeable
expression). Then consider taking one of those free variables v and suppose that
it is minimal in ordering by syntactical point, where it was introduced; i.e. in the
expression l(v, e1, e2) of intermediate result, for all the subexpressions l(v′, e′1, e′2)
of e1 and e2, the value of v′ is known.

Then consider all the inequalities, which have as the only free variable v; these
will give us some minimum and maximum bounds l ≤ h. For the value of v, we
shall choose the integer i from 〈l, h〉 with the least absolute value. Since all the
integer variables in e1 and e2 are assigned in A, we know that for L(A, e1) and
L(A, e2) legal types can be given, and also for L(A∪{v = i}, l(v, e1, e2)), because
otherwise, there would be an inequality v ≥ i′ for some i′ > i or v ≤ i′ for some
i′ < i that we would have to consider when picking i.

Let then B be some complete valuation which satisfies all the equations and
inequalities in E; we want to find extension A′ of A defining values for all variables
with A′(v) = i and still respecting E. When B(v) = i, than A′ = B and we are
done. If i < 0, it is because there was an inequality v ≤ i′ for some i′ < 0, so
B(v) must be negative as well, and hence we did not introduce an application of
M to the type of result of l(v, e1, e2), which would be impossible to deal with.

So the only difference is the amount of applications of M added to or re-
moved from the type of e2. Whenever this type would appear isolated from
other instances of ιM, it would generate an equation or inequality containing
only v and thus is respected by choice of i. Whenever v appears in the out-
ermost ιM of some type of expression pertaining to variable w, we can define
A′(w) = B(w) + A′(v) − B(v), if it is in the type of the argument, or A′(w) =
B(w) + B(v) − A′(v) if it is in the type of the function. And when for all the
remaining variables u we define A′(u) = B(u), we get another valid assignment
of variables.

4.5 Correctness
The whole algorithm, which we can call W ′

T , as it is presented in this chapter,
consist of three stages; for given expression e:

1. Let (SF , e
′, E) = W ′

T2(Γ, e, α), where Γ contains bindings for predefined
identifiers and α is a new type variable.

2. Solve linear equations from E and perform grounding on remaining variables
as described in section 4.4, getting assignment of variables A.

3. Return e′′ = L3(A, SF , e
′) as final amended expression and SFα as resulting

type.
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To prove correctness of this procedure, we need to check two things: that
there is a derivation of SFΓ ` e′′ : SFα and that if no lifting is necessary, that is,
when the original algorithm W (Γ, e, α) succeeds, then e′′ = e.

First, however, we require two properties for the substitution algorithm UT :

• Whenever UT (τ1, τ2) succeeds with (S,E), for any valuation of variables
compatible with system E are τ1 and τ2 legal types and, after replacing
occurrences of ιM and φM according to the valuation, can be unified by the
standard algorithm U .

• Whenever U(τ1, τ2) succeeds with S, algorithm UT (τ1, τ2) succeeds with
(S,E), where E is compatible with setting all the variable occurring there
to 0.

To prove this by induction we will go through all the rules gradually added
to UT so far (some of them amended to return E as well this time):

(i) If τ1, τ2 ∈ ι or τ1, τ2 ∈ δ and τ1 = τ2, then S = ∅ and E = ∅.

(ii) If τ1 = d1τ
1
1 . . . τ

n
1 and τ2 = d2τ

1
2 . . . τ

n
2 where d1, d2 ∈ δ with arity n or type

variables, then let (S0, E0) = UT (d1, d2), (Si, Ei) = UT (Si−1τ
i
1, Si−1τ

i
2) and

S = Sn, E =
⋃n

i=0Ei.

(iii) If τ1 and τ2 are type variables and τ1 = τ2, then S = ∅ and E = ∅.

(iv) If τ1 is a type variable and does not occur in τ2, then S = {τ1 7→ τ2} and
E = ∅.

(v) If τ2 is a type variable and does not occur in τ1, then S = {τ2 7→ τ1} and
E = ∅.

These are all rules from the standard algorithm and hence both conditions hold
trivially.

(vi) If τ1 is ιeM (M τ ′), then (S,E) = UT (ιe+1
M τ ′, τ2).

(vii) If τ1 is ιeM (ιfM τ ′), then (S,E) = UT (ιe+f
M τ ′, τ2).

(viii) If τ1 is ιeM τ ′1 and τ2 is M τ ′2, then (S,E) = UT (ιe−1M τ ′1, τ
′
2).

(ix) If τ1 is ιeM τ ′1 and τ2 is ιfM τ ′2, then (S,E) = UT (ιe−fM τ ′1, τ
′
2).

Once we have a valuation of the variables, ιeM is simply equivalent with Me, so
it is again clear that the required conditions are preserved; we only need to take
care that the types are still legal after subtractions as described in section 4.4.

(x) If τ1 is ιeM τ ′1 and neither τ ′1 nor τ2 can be unified with M τ ′′, where τ ′′ in
new variable, then (S,E ′) = UT (τ ′1, τ2) and E = E ′ ∪ {e = 0}.

If the algorithm succeeds, than for any evaluation compatible with e = 0 will ιeMτ ′1
be replaced with τ ′1 and thus can be unified by U per the induction assumption.
Also, whenever the τ1 and τ2 can be unified by U , emust be of the form 0+

∑
i niai

and thus equation e = 0 is compatible with valuation assigning 0 to all variables.
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(xi) If τ1 is ιn+
∑

niai
M τ ′1 and either τ ′1 or τ2 is of the form α τ ′′, where α is type

variable and τ ′′ a monotype, then

(a) if n ≥ 0, then (S,E ′) = UT (Mnτ ′1, τ2)

(b) if n < 0, then (S,E ′) = UT (τ ′1,M
−nτ2)

and E = E ′ ∪ {
∑
niai = 0}.

By removing the absolute part of the linear expression, we ensure that the equa-
tion is compatible with assigning 0 to all variables; and since that value arises
from former applications of M on one or the other side of unification, we also by
this step restore it to the form that would be checked by standard unification
algorithm.

(xii) If τ1 is ιeM τ ′1, where τ ′1 is not a type function application, and τ2 is ατ ′2,
where α is type variable, then S0 = {α 7→ M}, (S1, E) = UT (S0ι

e−1
M , S0τ

′
2)

and S = S1S0.

In this case, there is no other possibility than instantiating α to M.

(xiii) If τ1 is φa
M (M τ ′1), then (S,E) = UT (M τ ′1, τ2).

(xiv) If τ1 is φa
M τ ′1 and τ2 is M τ ′2, then (S,E) = UT (τ ′1, τ2).

(xv) If τ1 is φa
M τ ′1 and no other rule (including those defined later below) can

be used, then (S,E ′) = UT (τ ′1, τ2) and E = E ′ ∪ {a ≥ 0}.

When all variables, and therefore a, are 0, or when a is nonnegative, these rules
does not change the expressions at all. For negative a, these types are matched
by appropriate call of flift′.

(xvi) If τ1 is ∗φa
Mτ
′
1, then (S,E) = UT (τ ′1, φ

a
Mτ2).

This one holds by definition of ∗φa
M .

(xvi) If τ1 is φa
M (τ ′1 → τ ′′1 ), then (S,E) = UT (τ ′1 → φa

M τ ′′1 , τ2).

(xvii) If τ1 is φa
M τ ′1 and τ2 is τ ′2 → τ ′′2 , then (S,E) = UT (τ ′1, τ

′
2 → ∗φa

M τ ′′2 ).

For nonnegative a, these again represent no change at all; otherwise they just
traverse φa

M over function application, which is then matched by appropriate call
of flift, when the number of parameters traversed is known.

During the course of W ′
T2, we add to the types additional constructs of the

form ιaM and φa
M , but when a type for given expression can be inferred without

additional operators, calls to UT always return equations and inequalities, which
are compatible with assign 0 to all variables. And when such assignment is
possible, it is always chosen by the rules in section 4.4 and as is clear form
inspection of L3, no operators are in that case added, hence e′′ = e.

Now it remains to show that the returned expression has indeed the type
given by substitution SF . The only interesting step of W ′

T2 is the one concerning
lambda application—the other are same as in W and thus there is nothing more
to prove. The final form of that rule was:
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(ii’) If e is e1e2 then define the type τf = ιaMα→ ∗φa
Mτ for (S1, e

′
1) = W (Γ, e1, τf ),

(S2, e
′
2) = W (S1Γ, e2, S1α), S = S2S1 and e′ = l(a, e′1, e

′
2, τf ), where α is a

new type variable and a fresh integer variable.

The relevant replacements done by L3 are:

(v) If e is l(a, e1, e2) and A(a) = 0 then e′ = L1(A, e1)L1(A, e2).

(vi) If e is l(a, e1, e2) and A(a) > 0 then e′ = L1(A, e1)(returnA(a)L1(A, e2)).

(vii) If e is l(a, τf , e1, e2), A(a) < 0 and SF τf is τ1 → τ2 → . . . → M τn, then
e′ = fliftn−2,−A(a)−1 e1 e2 (note that n is at least 2).

(viii) If e is l(a, τf , e1, e2), A(a) < 0 and SF τf is τ1 → τ2 → . . .→ τn, where τn is
neither function type nor application of M, then e′ = flift′n−2,−A(a)−1 e1 e2.

The case (v) of L3 results in unchanged expression and thus is same as in
algorithm W and does not need any other verification.

Modification in (vi) is pretty much the same as the rule (ii)b in W ′
U , and the

derivation is thus similar:

SΓ ` returnA(a) : ∀α. α→ MA(a) α

SΓ ` return : Sα→ S(MA(a) α)

S2S1Γ ` e′2 : S2S1α

SΓ ` e′2 : Sα

SΓ ` returnA(a) e′2 : S(MA(a) α)

And together with e′1:

S1Γ ` e′1 : S1(ι
a
Mα→ ∗φa

Mτ)

SΓ ` e′1 : S(MA(a) α)→ Sτ
SΓ ` returnA(a) e′2 : S(MA(a) α)

SΓ ` e′1(returnA(a) e′2) : Sτ

In cases (vii) and (viii), we make the modifications only at the end with the
knowlinge of the final substitution SF . Due to negative A(a), we know that
SFα = M−A(a) τ1. Thus for (vii) we have:

SFΓ ` e1 : SF τf = τ1 → τ2 → . . .→ M τn

SFΓ ` fliftn−2,−A(a)−1 e1 : SFα→ τ2 → . . .→ M τn
SFΓ ` e2 : SFα

SFΓ ` fliftn−2,−A(a)−1 e1e2 : τ2 → . . .→ M τn

We also know that:

SF (ιaMα→ ∗φa
Mτ) = τ1 → τ2 → . . .→ M τn

SF (∗φa
Mτ) = τ2 → . . .→ M τn

∗φ
A(a)
M (SF τ) = τ2 → . . .→ M τn

SF τ = φ
A(a)
M (τ2 → . . .→ M τn)

SF τ = τ2 → . . .→ φ
A(a)
M (M τn)

SF τ = τ2 → . . .→ M τn

And thus the derived result is the one we want. Analogous derivation can be
performed for the case (viii).
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5. Type classes
Type classes are an extension to Hindley–Milter type system used to provide
ad-hoc polymorphism [13]. For polymorphic types, they allow to add additional
constraints on the quantified type variables, with syntax borrowed from Haskell:

f : ∀α. P(α)⇒ α→ α→ α

This means that f acts only on those types α, for which P(α), holds, that is,
those which are in the type class P.

These present certain complications with regard to automatic lifting. First
is that the predicates arising from the use of type classes are resolved during
type checking and for that specific type must be known. This means, that it
would be needed to default all involved integer variables as well, even though
some constrains for them could come up later.

Other thing is that functions lake f above are polymorphic, but not all types
are eligible to be instantiated in the place of α. Consider simple addition:

+ : Num(α)⇒ α→ α→ α

when we have an expression x : Maybe Int and want to evaluate

x+ x

Our algorithm would instantiate α to be M Int, since we do not have reason to
perform any lifting. But in standard Haskell library Int is a member of type class
Num, whereas Maybe Int is not, so this code could be made to work with appro-
priate lifting. Nevertheless, we can not do that anyway, because Num instance
for Maybe Int may very well be defined by the programmer.

Such an instance could even be defined by employing automatic lifting. In
fact, we could from an stance of C(α) derive an instance of C(Mα), whenever all
the types of results of member functions of Cα are α and all the parameters are
either α or do not contain α at all, as is the case for Num and other numerical
classes, by straightforward application of lifting operators.
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6. Applicative functors
Applicative functors are other abstraction, which can be used in functional lan-
guages and is implemented in Haskell [10]. They are somewhat weaker than
monads, specifically for a unary type constructor F to be an applicative func-
tor, there must be defined following operators (names again borrowed from the
standard Haskell library [15] and the paper cited above):

fmap : ∀αβ. (α→ β)→ F α→ F β
pure : ∀α. α→ F α
~ : ∀αβ. F (α→ β)→ F α→ F β

Satisfying the following rules:

pure id u = u

pure (λf g. f ◦ g) ~ u~ v ~ w = u~ (v ~ w)

pure f ~ pure x = pure (f x)

u~ pure x = pure (λf. f x) ~ u

Each monad is also an applicative functor, as it can be easily checked that
given a monad as defined in Chapter 2, the following definitions satisfy all the
requirements stated above:

fmap = λfx. x >>= return ◦ f
pure = return
~ = λfx. f >>= (λf ′. x >>= λx′. return (f ′ x′))

The opposite is not true, not every applicative functor is a monad, yet even so
it proved to be useful concept. Most notably it is sufficient to replace the liftMn
function in the following manner:

liftM1 f x1 = fmap f x1
liftM(n+ 1) f x1 . . . xn+1 = (liftMn f x1 . . . xn) ~ xn+1

The actual usage is then illustrated in the following code:

x : M Int
f : Int → Int → Int → Int
y = fmap f x ~ x ~ x

Where y can be inferred to have type M Int.

Using these combinators, we can replace some of the lifting operators used
throughout this work. The function return used for lifting parameters is equivalent
with pure.
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For lifting of functions, we in the end used functions fliftn,m and flift′n,m. The
latter one has straightforward implementation for applicative functors for the case
when m = 0:

flift′n,0 = λf x y1 . . . yn. fmap f ~ x~ pure y1 ~ . . .~ pure yn

On the other hand it can not be defined for m > 0, because we can not
perform the equivalent of join and thus reduce the number of applications of F,
which all have to be applied to the result as well. It is also impossible to define
any variant of fliftm,n, because we do not have bind (and indeed, any of these
functions would allow us to define bind and get full blown monad).

This means that any lifting required for the parameter also results in increasing
the number of applications of F in the result. This may be sufficient for some
applications, but using the monadic abstraction allows us to be more versatile.
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7. Implementation
An implementation of the algorithm W ′

T described here is provided to illustrate,
how it can be integrated with actual Haskell compiler. For this purpose was
chosen the Utrecht Haskell Compiler [16], as it is designed as a framework for
experimentation with language variants and extensions [5]. Unfortunately, not
all interactions with its language features are yet sorted out, so the code may
require additional type signatures, especially when some predicates need to be
resolved during type inference.

This compiler is suitable as it is partially written using attribute grammars,
which provide extensible approach for traversing the syntax tree of a program.
This most notably allows adding new values to be computed with only local
modifications; the required number of passes over the structure is then automati-
cally determined. This is useful, because all the parameters and results gradually
added to individual algorithms may be declared and used only in relevant parts,
and do not need to clutter other code.

The actual process of compiling the code is divided to several distinct phases [4],
which is suitable for us, because we do not need to add additional pass in order to
perform the substitutions of L3, but can instead incorporate these modifications
to the functions converting the intermediate program from essential haskell after
type checking to core.

As a sample implementation, the lifting is performed only for one fixed monad,
in particular Maybe. Practical implementation would require a system to choose,
which monad that would be; either for the whole program by some compiler
switch, or per file or section of a file using some kind of language pragma.

Other type improvements would be required as well. Because the delayed
decisions of possible unifications (sometimes to the very end of type-checking
phase), make it considerably harder to produce useful error messages; this is not
currently handled in suitable way.
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Conclusion
In this theses, we tried to devise methods, which would allow the compiler to
perform automatic lifting of operations in monadic context. For this purpose,
several algorithms were considered, where the final one reduces the problem to
finding a solution of a system of linear diophantine equations. During the process,
some inequalities, which are required to hold, are produced as well, but due to a
structure of the problem do not result in additional algorithmic complexity and
can be satisfied in the process as long as we can solve the equations incrementally.

The algorithm may not find possible lifting in every case, particularly in some
of the situations, when there are identifiers with types containing type variables in
a position of type function. Nevertheless, the algorithm is proven correct in that
when it returns a solution, the type for the modified expression can be derived
using the standard deduction rules; also, when no lifting is necessary, the original
expression is always preserved.

Sample implementation of the described algorithm is provided alongside this
thesis by extending the Utrecht Haskell Compiler. This is, however, not a fi-
nal implementation suitable for practical use, but rather an experimental one
intended to evaluate issues, which can come up from interaction with other lan-
guage features. In future, it would require resolving all those issues, extending
the versatility of options and also some reasonable system to report errors.
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