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Abstract

This thesis serves as an introduction and overview of the broad and closely related fields of

mechanism design, contract theory, and information economics. Each chapter is intended to

provide a self-contained guide to the particular area of application – examples include adverse

selection, moral hazard, and auctions. The reader should benefit from the thesis in two ways:

by understanding the general notions of the revelation principle, incentive compatibility,

and individual rationality from the mechanism design theory as well as by examining the

particular information asymmetry models in the individual areas.
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Klasifikace JEL C72, D44, D82, D86

Klslova dizajn mechanizmov, informačné asymetrie, teória
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Chapter 1

Introduction

What is a mechanism? We think of mechanisms as rules of interaction between agents in

possession of private information about their types. They interact by reporting their types

in a strategic way and thus the mechanism is a game from their perspective. The role of

the mechanism designer is to design the rules of this interaction so that its outcome meets

the designer’s goals, taking into account the information asymmetries. There is probably no

better way to think about mechanism design than in terms of it being the “engineering” side

of economic theory (Maskin, 2008).

The revelation principle plays a crucial role in this theory. Since it allows us to focus

on incentive compatible and individually rational mechanisms only, invoking the revelation

principle decreases the scope of the design problems we are facing. The principle can seem

confusing at first and this is part of the reason why we decided to present the most intuitive

application we could find first – screening – and postpone the full general methodology to

the chapter on auctions. These two chapters especially are intimately related and we made

the best effort to make the presentation of them as unified as possible.

Several of our chapters are more abstract in nature while others are more specific. For

instance, the bilateral trading shows an important “negative” result in the area and we

did not see any other way to present it than in the complete way. On the other hand,

both the moral hazard and common-value auctions parts are developed by starting with an

example which we then try to generalize as much as possible. We believe this approach aids

understanding and it is also relatively easy to build upon theoretically.

While we drew the specific findings from a wide range of sources in the literature, we

believe that this thesis adds a more unified presentation of the underlying principles of

seemingly unrelated fields. We also provide a relatively comprehensive demonstration of the

mathematical tools and solution concepts used in these areas and we hope it can be beneficial

for further theoretical or applied research.

The rest of the thesis is organized in the following way: Chapter 2 begins with screening

models, Chapter 3 presents bilateral trading, Chapter 4 continues with an example of moral

hazard, Chapter 5 contains comprehensive theory of single-unit auctions while Chapter 6

deals with multi-unit auctions, Chapter 7 introduces social choice, and Chapter 8 concludes.



Chapter 2

Screening

In this chapter, our main aim will be to develop and analyze models of information asymme-

tries in the context of sale of goods. A seller (he) will face a single buyer (she) with privately

held information about her type. The seller will propose a set of contracts specifying quantity

of the good to deliver and “per-batch” price while the buyer will be free to choose any or

none of the contracts. The main question of interest will be the design of the set of contracts

in a way that maximizes seller’s expected revenue.

Other names for problems of this kind besides “screening” include “adverse selection” or

“self-selection”. We follow mostly Bolton & Dewatripont (2005) throughout the chapter.

This chapter will also serve the purpose of basic exposition to the idea behind direct

mechanisms and revelation principle. In short, we will provide the seller with enough infor-

mation about the structure of the buyer’s utility function to allow him to construct contracts

directly tailored to the buyer’s types, resulting in buyer revealing her type to the seller

through picking the appropriate contract from the set. More formally, seller will devise

contracts guaranteeing individual rationality, that is non-negative utility for the buyer, and

incentive compatibility, by which we mean that the buyer of a certain type will not be tempted

to pick a contract intended for some other type.

We will assume a specific format of the buyer’s utility which will depend on quantity of

the good purchased q, transfer T , and her type θ:

upq, T, θq � θvpqq � T,

where function vpqq satisfies vp0q � 0, v1pqq ¡ 0, and v2pqq   0 for all quantities q. Impor-

tantly, the seller will be aware of all the aspects of this utility function with the exception of

buyer’s type θ, distribution of which will be common knowledge. Moreover, buyer’s reserva-

tion utility, i.e. the minimum amount of utility that would induce her to participate in the

transaction, is zero.

The seller’s (“per transaction”) payoff on the other hand will depend on the quantity,

tranfer, and per-unit costs c:

ppq, T, cq � T � cq.

Since he will be facing uncertainty with respect to the type of the buyer he will meet, we

need to specify his attitudes towards risk - he will be risk neutral.
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2.1 Two-types case

In this part, we will confine the set of types to just two elements, high and low type. Formally,

θ � tθL, θHu and 0   θL   θH . Considering the specific form of buyer’s utility function from

above, we can see that the maximum willingness to pay for any positive quantity is higher

for the high type. The probability that the buyer is of low type will be denoted βL, βH for

the high type, βL � βH � 1.

Full-information solution

How would the seller solve this problem if he could differentiate between the two types of

buyers? In this case, the problem can be formulated in the following way:

max
q,T

T � cq, subject to:

θivpqq � T ¥ 0,

where i is referring to either the low type or the high type (the seller would thus need to solve

2 separate problems of the same kind – one for each type). The constraint in this problem

can be called a “participation” constraint, as it guarantees buyer’s willingness to engage in

the trade. Notice that in this case, the seller can easily extract all the surplus from the buyer

by simply increasing the transfer price T given any quantity q until the constraint becomes

binding. We can also see that the seller would offer only one contract to either type of the

buyer, as he has no need to accommodate the uncertainty about types.

Since we know that the participation constraint must be binding at optimum, we can

substitute for T in the objective function and find the optimum by differentiating w.r.t. q

and setting the expression equal to zero: θiv
1pq̃iq � c � 0.1 A little contemplation will reveal

that q̃L   q̃H , because the function v has decreasing slope. The optimal transfer price T can

be deduced from the participation constraint: T̃i � θivpq̃iq. The solution pq̃i, T̃iq is called the

“first-best” solution, as we arrived at it by disregarding information asymmetries.

Private-information solution

The general case with information asymmetries could seem daunting at first but it becomes

manageable with the revelation principle. Applying the revelation principle and the idea of

making contracts for individual types, the seller needs to specify only two contracts in the set

which we will denote as: tpqL, TLq, pqH , THqu - the first contract being intended for the low

type and the second for the high type. Notice that the seller doesn’t need to (and in general

shouldn’t) specify a price for any quantity purchased because the buyer of any type would

only decide for one contract anyway and the seller has enough information to, in principle,

make the purchasing decision for her.

1The q̃i satisfying this equation might not in general exist for 2 reasons: because we didn’t specify the
size of the v1p0q and because we didn’t specify the limit of this derivative when q goes to infinity (as is the
case in the Inada conditions for instance). In the first case, no trade can take place, whereas in the second
case, the buyer would be willing to buy an infinite amount.
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The optimization problem that the seller needs to solve thus becomes:

max
qL,qH ,TL,TH

βLpTL � cqLq � βHpTH � cqHq, subject to:

θLvpqLq � TL ¥ θLvpqHq � TH (ICL)

θHvpqHq � TH ¥ θHvpqLq � TL (ICH)

θLvpqLq � TL ¥ 0 (IRL)

θHvpqHq � TH ¥ 0, (IRH)

where the first two constraints (pICLq and pICHq) guarantee incentive compatibility for

the low and the high type respectively while the last two constraints (pIRLq and pIRHq)
guarantee individual rationality, or participation, for both types.

The difference between the first-best solution and the last problem (sometimes aptly

described as “second-best”) lies in the need to distinguish the types using the incentive

compatibility constraints. The return to the state with information asymmetries therefore

forces extra constraints to identify the buyer’s type and will in general lead to inferior outcome

for the uninformed party - the seller. The impact on the buyer will depend on her type.

Before solving this problem, notice that the so-called pooling contract, by which we mean

a single contract specifying one quantity q and price T offered to both types, is included in

the second-best problem as a special case. Indeed, setting qL � qH � q and TL � TH � T

leads to the following problem:

max
q,T

T � cq, subject to:

θLvpqq � T ¥ 0 (IRL)

θHvpqq � T ¥ 0, (IRH)

which is the pooling contract problem. Since pIRLq implies pIRHq in this case, the solution

would be identical to optimal first-best contract for the low type.

The pooling contract is usually not optimal. The optimizing contract for the second-

best problem (the second-best solution) could be found by using the Karush-Kuhn-Tucker

conditions but the high number of variables and constraints would make it relatively difficult.

Instead, we will provide a more intuitive and easier solution. First, since the following chain

of inequalities holds:

θHvpqHq � TH
pICH q

¥ θHvpqLq � TL ¥ θLvpqLq � TL
pIRLq

¥ 0,

the pIRHq constraint is implied by the pICHq and pIRLq constraints and thus we do not

need to consider it. Second, we disregard the pICLq condition and observe that it is satisfied

at the optimum of the reduced problem. This is guaranteed because the utility function of
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the informed party satisfies Spence-Mirrlees single-crossing condition, which we will define

later, and because the solution will turn out to be monotonic in type (the optimal quantity

for the high type qH will be greater than that for the low type). On a deeper level, it is the

low type of the buyer that would not find it profitable to deviate to the high type contract

in the full information first-best case, if it were possible.

The problem thus becomes:

max
qL,qH ,TL,TH

βLpTL � cqLq � βHpTH � cqHq, subject to:

θHvpqHq � TH ¥ θHvpqLq � TL (ICH)

θLvpqLq � TL ¥ 0. (IRL)

Both constraints will be binding - first one can be made binding by increasing TH and the

second by increasing TL, similarly to the first-best case. We then get that the optimal solution

will maximize

βLpθLvpqLq � cqLq � βHpθHvpqHq � θHvpqLq � TL � cqHq

over non-negative quantities qL and qH . Setting the gradient equal to zero we get that

θHv
1pq�Hq � c like in the first-best case and the optimal quantity for the high type remains

unchanged in the second-best. For the low type however, we get that

θLv
1pq�Lq �

c

1�
�
βH
βL

θH�θL
θL

	 .
The r.h.s. of the last expression is either positive or negative - if it is positive, the equation

might not hold due to lack of regularity constraint on v1; if it is negative, the equation would

not hold since v1pqq ¡ 0 for all q. In both of these cases however, it would be easy to see

that q�L � 0 and T�
L � 0 (the so-called shutdown contract), if the first-best solution exists.

But if the equation can be solved (r.h.s. is positive and not too large), the optimal quantity

q�L will be lower than in the first-best case as the r.h.s. is larger than c from the first-best:

q�L   q̃L.

Since the individual rationality constraint of the low type is binding at the optimum,

lower type buyer earns zero surplus - just like in the first-best case. What about the surplus

of the high type? If it is optimal for the seller to shutdown the low type, then the (binding)

pICHq condition would result in high type earning zero surplus. But if q�L ¡ 0, then by an

already familiar argument

θHvpqHq � TH
pICH q

¥ θHvpqLq � TL ¡ θLvpqLq � TL
pIRLq

¥ 0

and the surplus earned by the high type will be strictly positive. The high type is thus in

this case able to extract informational rent.
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To check the omitted pICLq condition, notice that

θHvpq�Hq � T�
H � θHvpq�Lq � T�

L (pICHq binding)

θHvpq�Hq � θHvpq�Lq � T�
H � T�

L

θLpvpq�Hq � vpq�Lqq   T�
H � T�

L (θL   θH and q�H ¡ q�L)

θLvpq�Hq � T�
H   θLvpq�Lq � T�

L (ICL)

and the incentive compatibility for the low type is guaranteed even strictly. As mentioned

earlier, q�H ¡ q�L is important for the preservation of the condition.

2.2 Spence-Mirrlees single-crossing condition

We begin this section with a general formal definition.

Definition 2.1. We say that buyer’s utility function satisfies Spence-Mirrlees single-crossing

condition if: B
Bθ

�
� Bu{Bq
Bu{BT

�
¡ 0,

for all admissible q, T , and θ.

The term in brackets gives the slope of indifference curves (or contour lines) of the buyer’s

utility function given some value of θ in the pq, T q plane. Therefore, the condition requires

this slope to increase in the buyer’s type. Roughly speaking, the condition guarantees that

along any indifference curve of some type in pq, T q plane, indifference curves of some higher

type will all have higher slopes – an indifference curve of one type and an indifference curve

of some other type will “cross” only once.

Since we focused our previous analysis on binary type-space, corresponding difference

condition can be written as�
� Bu{Bq
Bu{BT

���
θ�θH

� Bu{Bq
Bu{BT

���
θ�θL

�
¡ 0.

We can see without much difficulties that indeed θHv
1pqq � θLv

1pqq ¡ 0 and our two-type

utility function satisfies single-crossing.

2.3 Continuum of types case

In this section, we will generalize the type-space of the buyer. How should the seller proceed

if he is faced with a set of buyer’s types that are distributed according to a continuous

distribution?

We will denote the distribution function of types as F with density f defined on support

rθ, θs, θ ¡ 0, fpθq ¡ 0. The seller will again need to specify a contract for every type - this

requires setting the quantity and price as functions of type: pqpθq, T pθqq.
Following in the way that corresponds to the two-type revelation method, the seller solves
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the following problem:

max
qpθq,T pθq

» θ
θ

rT pθq � cqpθqsfpθqdθ, subject to:

θvpqpθqq � T pθq ¥ θvpqpθ1qq � T pθ1q, for all θ, θ1 P rθ, θs (ICθ)

θvpqpθqq � T pθq ¥ 0 for all θ P rθ, θs. (IRθ)

The solution to this problem is relatively complicated but similar techniques will be useful

in the following chapters as well.

Notice first that much like in the binary case, pIRθq for θ ¡ θ are redundant given that

pIRθq and incentive compatibility constraints of all other types with respect to the lowest

type hold:

θvpqpθqq � T pθq
pICθq¥ θvpqpθqq � T pθq ¥ θvpqpθqq � T pθq

pIRθq¥ 0,

Next, we will make use of the envelope theorem to simplify our objective function (or func-

tional) and afterwards we will introduce equivalent (but more manageable) constraints to

the set of all incentive compatibility constraints. From now on we will restrict our attention

to sets of contracts with differentiable functions q and T only.2

2.3.1 Simplifying the functional

In order to be able to optimize w.r.t. one function only, we need to devise a way to omit

the function T pθq from the functional to be optimized. A trick that we use here but also

in later chapter on auctions involves the envelope theorem, but is easy to see even without

invoking the theorem explicitly. We know that by information asymmetries, the buyer is free

to choose any contract from the set of contracts prepared by the seller, regardless of her own

type. This means that she, in particular, could choose to pretend to be a different type in

order to maximize her utility. But by incentive compatibility conditions, it has to be the

case that reporting precisely her own type would maximize her utility. Formally:

W pθq � upp, T, θq � θvpqpθqq � T pθq � max
θ1

θvpqpθ1qq � T pθ1q.

But this means, by first order condition or the envelope theorem, that

W 1pθq � vpqpθqq � θv1pqpθqqq1pθq � T 1pθqlooooooooooooomooooooooooooon
�0

� vpqpθqq.

The last expression holds for all types and thus we can integrate in the following fashion:

W pθq �
» θ
θ

vpqpxqqdx�W pθq,

where we take the utility of the lowest type to be zero. This would make the rationality

2In later part we will see that differentiability almost everywhere will be enough.
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constraint of the lowest type binding but since it can be done by increasing her payment, it

can only improve seller’s situation.3

This means that we can determine the transfer function T precisely by other parameters,

given incentive compatibility:

T pθq � θvpqpθqq �
» θ
θ

vpqpxqqdx (2.1)

and we can also simplify the objective:

» θ
θ

rT pθq � cqpθqsfpθqdθ �
» θ
θ

�
θvpqpθqq �

» θ
θ

vpqpxqqdx� cqpθq
�
fpθqdθ

After integration by parts of the inside integral term and a relatively simple rearrangement,

we find out that the seller’s objective becomes:

max
qpθq

» θ
θ

�
θvpqpθqq � vpqpθqq

hpθq � cqpθq
�
fpθqdθ,

where we used

hpθq � fpθq
1� F pθq ,

i.e. the hazard rate of the distribution F .

2.3.2 Monotonicity and local incentive compatibility

As it turns out, even after simplifying the objective, the problem still requires further work

on the constraints. We begin with two definitions and then state the equivalence between

the two new constraints and the set of all incentive compatibility constraints formally as a

lemma.

Definition 2.2. We say that the seller’s quantity function satisfies monotonicity if:

q1pθq ¥ 0, (Mon)

for all admissible θ.

Definition 2.3. We say that the seller’s quantity function qpθq and transfer function T pθq
satisfy local incentive compatibility if:

θv1pqpθqqq1pθq � T 1pθq, (`IC)

for all admissible θ.

Lemma 2.1. Let the functions q and T be differentiable for all θ P pθ, θq. Then the conditions

pICθq are satisfied for all admissible θ if and only if the functions q and T satisfy monotonicity

and local incentive compatibility.

3This statement would hold without reservations in case of completely general functions but since we are
restricted to differentiable ones, the situation could get more complicated. Fortunately however, positive
surplus of the lowest type would not affect the function q as can be seen momentarily.



2. Screening 9

Proof. We demonstrate the workings of this lemma in three steps. Firstly, notice that by

first order condition, incentive compatibility constraints imply local incentive compatibility

since if

θ P argmax
θ1

θvpqpθ1qq � T pθ1q, for all θ, θ1 P rθ, θs

then

θv1pqpθ1qqq1pθ1q � T 1pθ1q
���
θ1�θ

� 0 (FOC)

θv1pqpθqqq1pθq � T 1pθq � 0, for all θ.

This can also be seen by differentiating Equation 2.1.

Moreover, if we differentiate the last equality w.r.t. θ and compare the expression to the

second order condition of incentive compatibility constraints, we arrive at monotonicity:

θv2pqpθqqq1pθq2 � θv1pqpθqqq2pθq � T 2pθq ¤ 0 (SOC)

v1pqpθqqq1pθq � θv2pqpθqqq1pθq2 � θv1pqpθqqq2pθq � T 2pθq � 0

and therefore v1pqpθqqq1pθq ¥ 0 and since by definition v1pqq ¡ 0, we get that q1pθq ¥ 0.

In the last step, we show the reverse implication. Consider again the l.h.s. of pFOCq:
θv1pqpθ1qqq1pθ1q � T 1pθ1q. By p`ICq we get that

θv1pqpθ1qqq1pθ1q � T 1pθ1q � θv1pqpθ1qqq1pθ1q � θ1v1pqpθ1qqq1pθ1q

and by monotonicity is pθ � θ1qv1pqpθ1qqq1pθ1q (weakly) positive for θ ¡ θ1 and (weakly)

negative for θ   θ1. This shows that pICθq are satisfied for all admissible θ.

Applying the lemma, the seller needs to solve the following problem:

max
qpθq

» θ
θ

�
θvpqpθqq � vpqpθqq

hpθq � cqpθq
�
fpθqdθ, subject to: (2.2)

θvpqpθqq � T pθq ¥ 0 (IRθ)

θv1pqpθqqq1pθq � T 1pθq (`IC)

q1pθq ¥ 0 (Mon)

As it turn out, assuming increasing hazard rate of the distribution will allow us to (tem-

porarily) disregard the monotonicity constraint as well.

2.3.3 Increasing hazard rate case

As mentioned earlier, increasing hazard rate assumption is sufficient to guarantee that the

solution to Problem 2.2 will be monotone even without taking the monotonicity into consid-

eration directly. To see this, we solve the problem and observe the result.



2. Screening 10

Lemma 2.2. The solution to Problem 2.2 disregarding pMonq is given by the equation

�
θ � 1

hpθq
�
v1pq�pθqq � c

if the solution exists.

Proof. Formally, we need to invoke the Euler equation from the calculus of variations. But

since our functional does not depend on q1, Euler equation for our problem comes down to

taking the partial derivative of the integrand w.r.t. q and setting it equal to zero:

�
θv1pq�pθqq � v1pq�pθqq

hpθq � c

�
fpθq � 0.

Since fpθq � 0, we rearrange and get the required result.

Implicit differentiation of the solution w.r.t. θ shows that the solution is indeed increasing

in θ given increasing hazard rate hpθq. Namely:

�
1� h1pθq

hpθq2
�
v1pq�pθqq �

�
θ � 1

hpθq
�
v2pq�pθqqdq

�

dθ
� 0

and

dq�

dθ
� �

�
1� h1pθq

hpθq2

�
v1pq�pθqq�

θ � 1
hpθq

�
v2pq�pθqq

¡ 0,

where the last inequality follows from increasing hazard rate (h1 ¡ 0), concave v, and the

fact that
�
θ � 1

hpθq

�
¡ 0 which is a necessary requirement for a solution (and is in line with

reasoning we provided in the binary case).

Interestingly, increasing hazard rate therefore guarantees strictly increasing solution func-

tion q�. Since this means that the function is injective, we can see that in equilibrium the

types will separate - that is, different types will select contracts with different quantities.

This aspect is not guaranteed in the general case.

2.3.4 Complete case - bunching

If the distribution of types does not have increasing hazard rate, the solution we developed

in the previous part is not guaranteed to satisfy the monotonicity constraint. In particular,

it could be the case that the discovered function q� would be increasing everywhere except

in some interval pθ̂1, θ̂2q where it would be decreasing, thereby violating the monotonicity

condition. How different would in that case be the optimal solution that does not violate

monotonicity?

The answer turns out to be “not much.” In fact, whenever the optimal function increases,

it has the same value as the “incorrect” solution q� found by disregarding monotonicity. It

then follows that everywhere else the optimal quantity function needs to be constrant. In

other words, all the types for which the optimal quantity stays constant are ”bunched”

together and we loose the property of separation of the types (the technique for finding the

“bunched” interval is sometimes called “ironing” since it flattens out the quantity function).
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In order to solve the complete problem with the monotonicity constraint, we need to use

tools from optimal control theory, specifically the Pontryagin’s maximum principle. We will

only sketch the solution here but Mirrlees (1971) provides very careful treatment. Rewriting

the problem:

max
qpθq

» θ
θ

F pθ, qpθq, upθqqdθ � max
qpθq

» θ
θ

�
θvpqpθqq � vpqpθqq

hpθq � cqpθq
�
fpθqdθ, subject to:

q1pθq � upθq
upθq ¥ 0,

where upθq is the control variable. The Hamiltonian for this problem is

Hpθ, qpθq, upθq, λpθqq � F pθ, qpθq, upθqq � λpθqupθq.

The optimal solution q̄pθq, ūpθq needs to satisfy the following conditions:

1 ūpθq needs to maximize H for every θ,

2 � BH
Bq � λ1pθq,

3 λpθq � λpθq � 0, i.e. the transversality condition.

Combining condition 3 and the integral of condition 2 we get that

λpθq � λpθq � λpθq � �
» θ
θ

�
θv1pq̄�pθqq � v1pq̄�pθqq

hpθq � c

�
fpθqdθ (2.3)

Now since F pθ, qpθq, upθqq does not depend on u, the condition 1 leads to the following

implications:

1 whenever λpθq   0, then ūpθq � 0 and

2 whenever ūpθq ¡ 0, then λpθq � 0.

Notice therefore that wherever implication 2 holds, by Equation 2.3 we end up with

q� � q̄ along that particular interval. Let’s say however that the original solution q� was

decreasing between pθ̂1, θ̂2q. Therefore the monotonicity condition needs to bind in some

interval that covers pθ̂1, θ̂2q, call it pθ1, θ2q. How can we find θ1 and θ2? Since q1pθq � 0

there, q�pθ1q � q�pθ2q. Moreover, since λpθq is defined in terms of the integral 2.3, it

needs to be continuous and thus λpθ1q � λpθ2q � 0. These conditions should be enough to

determine the “bunching” interval pθ1, θ2q, that is the interval along which the types of the

buyer will not be distinguishable to the seller.

2.4 Interpretations and conclusion

We tried to present a complete description of the ideas behind screening models. On the

two-types case we demonstrated the basic intuition which includes the considerations that
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the seller does not need to worry about participation of the high type or about incentive

compatibility of the low type. On the other hand however, information asymmetries require

the seller to consider the incentives of the high type, as it might be lucrative for her to pretend

to be the low type. The low type earns zero surplus (her participation constraint binds) and

her consumption will be generally lower than in the simplified full-information case. The

high type does earn positive informational rent as her individual rationality constraint is not

binding, unless the seller “shuts down” the low type, in which case even the high type does

not get informational rent. Her consumption however remains unchanged in comparison to

the full-information case.

These conclusions transfer to the general continuous case but their derivation is more com-

plicated. Firstly, we needed to use the envelope theorem to simplify the objective, then we

introduced monotonicity and local incentive compatibility (derivation of which is closely con-

nected to the simplification of the objective) in order to get a more manageable constraints.

With these improvements, Euler equation sufficed for solution with increasing hazard rate,

while the general case required optimal control approach. We saw in the complete case that

it need not be the case that types separate in equilibrium.

In comparison to the presentation by Bolton & Dewatripont (2005), our approach stressed

the use of mathematical tools and solution concepts, hoping it would enhance our abilities

to extend the methodology and solve similar problems in other areas.



Chapter 3

Bilateral trading

We will build on the theory developed in the preceding chapter on screening by extending

the private information to the seller as well as the buyer. This time however, the sale will

only involve one indivisible object. We remain in the risk-neutral setting, both the seller and

the buyer will be risk-neutral. We assume that the valuations of the seller and the buyer

follow independent distributions with densities f1pv1q and f2pv2q that are strictly positive in

v1 P rv1, v1s and v2 P rv2, v2s respectively. We restrict our interests to the situation where

v1   v2   v1   v2, as this is the most interesting one. We stress that subscript 1 generally

refers to the seller and subscript 2 to the buyer.

We base our discussion on Bolton & Dewatripont (2005) and Myerson & Satterthwaite

(1983), which are both standard references. In fact, with the results from the preceding

chapter, we do not need to simplify things a lot.

So what parameters are decisive for the construction of a selling mechanism? Much like

in the later chapter on auctions, the decisive parameters are with what probability should

the trade take place and how much should the parties pay and receive, both given reported

values. These two parameters are called the allocation rule and the payment rule, denoted

txpv̂1, v̂2q, P pv̂1, v̂2qu where we use hats to stress that we are talking about reported values.

By the revelation principle we again, as in the previous chapter, focus on incentive compatible

and individually rational mechanisms.

Ideally, we would like to be able to construct the payment rule P in such a way that both

agents would be interested in participation, they would be reporting their values truthfully,

and the trade would occur whenever it would be economically sensible (that is for v1 ¤ v2).

The last requirement describes efficient trading since under such a rule the object always ends

up with whichever party values it more. We will however prove that all of these requirements

are mutually exclusive, that is under our assumptions no efficient revelation mechanism exists.

This is the main point of Myerson & Satterthwaite (1983).

3.1 Set-up

Set-up of the problem is now rather straightforward: Agents’ expected revenue (of the seller)

and payment (of the buyer) conditional on their own valuations are by the definition of the
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payment rule and due to independence assumption given by:

P̄1pv1q �
» v2
v2

P pv1, v2qf2pv2qdv2 and P̄2pv2q �
» v1
v1

P pv1, v2qf1pv1qdv1

expected trade probabilities of the agents (again conditional on agents’ own valuations) are

given by:

x̄1pv1q �
» v2
v2

xpv1, v2qf2pv2qdv2 and x̄2pv2q �
» v1
v1

xpv1, v2qf1pv1qdv1

and agent utilities under risk-neutrality are then:

u1pv1q � P̄1pv1q � v1x̄1pv1q and u2pv2q � v2x̄2pv2q � P̄2pv2q

Incentive compatibility and individual rationality constraints are thus given by the fol-

lowing expressions:

P̄1pv1q � v1x̄1pv1q ¥ P̄1pv̂1q � v1x̄1pv̂1q, for all v1, v̂1 P rv1, v1s (IC1)

P̄1pv1q � v1x̄1pv1q ¥ 0, for all v1 P rv1, v1s (IR1)

v2x̄2pv2q � P̄2pv2q ¥ v2x̄2pv̂2q � P̄2pv̂2q, for all v2, v̂2 P rv2, v2s (IC2)

v2x̄2pv2q � P̄2pv2q ¥ 0, for all v2 P rv2, v2s (IR2)

We proceed in a similar way as in the previous chapter to simplify the constraints. Firstly,

if pIC1q and pIC2q hold, then we only need the individual rationality constraints of low types,

that is type v2 for the buyer but v1 for the seller (we call the high valuation seller low type

since having high valuation hurts his net profits). All other individual rationality constraints

are then implied in the same way as in the screening chapter.

How do we simplify the pICq constraints? For the seller, that is agent 1, we compare

incentive compatibility between types v1 and v̂1. We know by incentive compatibility that

they both need to be disincentivized to misreport the other type’s value. By considering the

expression for the difference in their utilities:

u1pv1q � u1pv̂1q � P̄1pv1q � v1x̄1pv1q � P̄1pv̂1q � v̂1x̄1pv̂1q

we can discover the following bounds of the difference1:

pv̂1 � v1qx̄1pv1q
pICv̂1q¥ u1pv1q � u1pv̂1q

pICv1q¥ pv̂1 � v1qx̄1pv̂1q

But this implies for almost all v1 that

u11pv1q � �x̄1pv1q
1pICv̂1q refers to v̂1 not misreporting v1 and pICv1q refers to the opposite – type v1 not misreporting

type v̂1.
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and by integrating

u1pv1q � u1pv1q �
» v1
v1

x̄1pz1qdz1

A similar argument for agent 2 would show that

u2pv2q � u2pv2q �
» v2
v2

x̄2pz2qdz2

This method is in principle very similar to the procedure we used in the screening chapter.

3.2 General solution

The plan is to show that individual rationality constraints of both parties cannot be satisfied

given other assumptions. This amounts to showing that u1pv1q�u2pv2q   0 since this would

violate at least one of the individual rationality constraints of the low types. We will therefore

try to obtain an expression for this sum. We will proceed carefully for the agent 1 and merely

report the results of agent 2 for clarity.

Notice that from the definition of agent 1 (the seller) utility and the last result we can

find another expression for interim expected revenue of the seller:

P̄1pv1q � v1x̄1pv1q � u1pv1q � v1x̄1pv1q � u1pv1q �
» v1
v1

x̄1pz1qdz1

If we take the expectation of this expression with respect to v1, that is express ex-ante

expected revenue (expected revenue before he finds out the realization of his own valuation),

we get that

» v1
v1

P̄1pv1qf1pv1qdv1 �
» v1
v1

v1x̄1pv1qf1pv1qdv1 � u1pv1q�

�
» v1
v1

» v1
v1

x̄1pz1qdz1f1pv1qdv1

where the last expression is, by integration by parts, equal to2

» v1
v1

» v1
v1

x̄1pz1qdz1f1pv1qdv1 �

�
�» v1

v1

x̄1pz1qdz1F1pv1q
�v1
v1

�
» v1
v1

x̄1pv1qF1pv1qdv1

�
» v1
v1

x̄1pv1qF1pv1qdv1

This ex-ante expected revenue (since we are talking about the seller) has to be equal to the

equivalent expression for ex-ante expected payment by the buyer. Therefore, if we were to

perform the equivalent analysis for the buyer and then equated the expressions, we would be

2This step contains a subtle mistake in Bolton & Dewatripont (2005).
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able to find a formula for the sum of low type utilities:

u1pv1q � u2pv2q �

�

» v2

v2

» v1

v1

"�
v2�

1� F2pv2q

f2pv2q

�
�

�
v1 �

F1pv1q

f1pv1q

�*
xpv1, v2qf1pv1qf2pv2qdv1dv2

(3.1)

where we have also substituted for the x̄1 and x̄2 according to the definitions. We left out

formal analysis of the buyer but we believe that, since the problem is symmetric, the reader

should not have troubles following our reasoning.

3.3 Efficient trading mechanism

We worked with completely general mechanisms up to now and yet Equation 3.1 pins down

the sum of the low types’ utilities up to the allocation function xpv1, v2q. The most important

question therefore becomes what will be the sign of this expression after we substitute the

efficient allocation function, that is after we take xpv1, v2q � 1 for v1 ¤ v2 and zero otherwise.

We compute:

u1pv1q � u2pv2q �

�
» v2
v2

» mintv2,v1u
v1

"�
v2� 1� F2pv2q

f2pv2q
�
�
�
v1 � F1pv1q

f1pv1q
�*

f1pv1qf2pv2qdv1dv2

�
» v2
v2

rv2f2pv2q � F2pv2q � 1s
» mintv2,v1u
v1

f1pv1qdv1dv2�

�
» v2
v2

» mintv2,v1u
v1

rv1f1pv1q � F1pv1qsdv1f2pv2qdv2

�
» v2
v2

rv2f2pv2q � F2pv2q � 1sF1pv2qdv2�

�
» v2
v2

mintv2F1pv2q, v1uf2pv2qdv2

where the very last expression follows by integration by parts from

» mintv2,v1u
v1

rv1f1pv1q � F1pv1qsdv1 � rv1F1pv1qsmintv2,v1uv1

Continuing further:

u1pv1q � u2pv2q �

� �
» v2
v2

r1� F2pv2qsF1pv2qdv2 �
» v2
v1

pv2 � v1qf2pv2qdv2

� �
» v2
v2

r1� F2pv2qsF1pv2qdv2 �
» v2
v1

pF2pv2q � 1qdv2

� �
» v1
v2

r1� F2pv2qsF1pv2qdv2   0

This is a famous result in the general mechanism design theory. The fact that the pre-
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ceding expression is necessarily strictly negative establishes the inability to construct the

efficient trading scheme (or mechanism) that would be individually rational and that would

satisfy the remaining conditions too.

This result is frequently contrasted with d’Aspremont & Gérard-Varet (1979). In their

model, bilateral trading is implementable but the condition is that agents are deciding about

their participation before getting to know the realization of their own valuation – this leads

to ex-ante individual rationality constraints. In this chapter, we used individual rationality

constraints for each type (interim individual rationality).

Unfortunately, the assumption of ex-ante individual rationality does not seem particularly

plausible and so the extensions of the impossibility result typically explore other possibilities.

One of the possibilities seems to be the relaxation of the requirement on the allocation

function to always result in efficient exchange. A so-called second-best option would be to

implement an allocation function that would result in trade if and only if the difference in

reported values would exceed a certain (strictly positive) threshold.



Chapter 4

Moral hazard

In this part, we present an example of the workings of moral hazard models. Unlike in the

screening section, where the informed party possessed the information about her preferences,

informed party in moral hazard models has secret information about her actions. Typically,

moral hazard is frequently mentioned in relation to insurance contracts that should try to

prevent potential negligence on the part of the informed party, that is the customer, resulting

from the very fact of closing the insurance contract. Other examples could include modeling

effort of workers. The important aspect is that the hidden action, be it negligence or effort,

though not directly observable by the uninformed party, does manifest itself indirectly by

altering the probability distribution over some set of outcomes (probability of the insurance

event or probability of low production). Also, we call the informed party agent (she), while

the uninformed party is called principal (he).

The setting of the example we present comes from Hedlund (2014). We later extend

the example in carefully chosen fashion to present more general ideas behind moral hazard

models.

The stylized example is as follows: The agent can either exert effort in the size of 3 unit

or exert no effort at all, we write e � t0, 3u. Exerting effort would cost her 9 units (we can

imagine a quadratic cost function in general) while no effort costs her nothing. There will be

three possible outcomes, all directly affecting principal’s revenue: S � t0, 1000, 2500u, that

is the principal receives either 0, 1000, or 2500 units in revenue. We said that effort on the

part of the agent influences the probability distribution over outcomes and we have a specific

distribution for each of the effort levels in this example:

P pS � 0|e � 0q � 0.4

P pS � 1000|e � 0q � 0.4

P pS � 2500|e � 0q � 0.2

while

P pS � 0|e � 3q � 0.2

P pS � 1000|e � 3q � 0.4

P pS � 2500|e � 3q � 0.4

As we can see, exerting effort shifts some probability mass away from a less lucrative

outcome to a more lucrative one. As we will see later however, the problem is that the

principal is not able to reward the good behavior directly, by observing the effort, but only

indirectly through higher probability of positive outcome. This means that the only tool at

principal’s disposal is a set of three possible payments to the agent that are conditioned on

the outcome only, we denote them t � tt0, t1, t2u for 0, 1000, and 2500. The utility of the
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agent from either one of these transfers will be in the form uptq � ?
t. Moreover, we will use

the concept of reservation utility, introduced in the screening section, to make things more

interesting. The reservation utility is therefore not zero but rather equal to 21.

Since we deal with uncertain outcomes, we will assume that the agent has von Neumann-

Morgenstern utility function over risky assets. The principal is risk neutral.

We begin the solution with a benchmark case of full-information, where we relax the

information asymmetries problems in order to see whether private information affects the

efficiency of the outcome. Afterwards, we solve the model with the principal’s inability to

distinguish effort. In both of these cases, we will ask ourselves how can the principal induce

either one of the effort levels, i.e. what contract (the set of three conditional payments)

should he specify to make the agent behave in the desired way.

4.1 Full-information case

Let’s say that the principal decides to implement zero effort level in the full-information case.

In this case, the only thing he needs to worry about is agent’s participation. Formally, our

principal needs to solve:

min
t0,t1,t2

0.4t0 � 0.4t1 � 0.2t2, subject to:

0.4
?
t0 � 0.4

?
t1 � 0.2

?
t2 ¥ 21

where the number 21 represents the reservation utility and probabilities correspond to no

effort. The constraint needs to bind in optimum and using the method of Lagrange multipliers

we get that t0 � t1 � t2 � 212 � 441. Principal’s expected surplus is then simply 0.4 � 0 �
0.4 � 1000� 0.2 � 2500� 441 � 459.

What about implementing the effort of 3? Principal can observe the effort and therefore

participation constraint is the only one relevant. We get:

min
t0,t1,t2

0.2t0 � 0.4t1 � 0.4t2, subject to:

0.2p?t0 � 9q � 0.4p?t1 � 9q � 0.4p?t2 � 9q ¥ 21

and the solution is correspondingly t0 � t1 � t2 � 302 � 900 with principal’s expected

surplus equal to 0.2 � 0� 0.4 � 1000� 0.4 � 2500� 900 � 500.

We can see that absent information asymmetries, the principal would offer the higher

contract (the one paying 900) as it provides him higher expected surplus through guaranteeing

better probability distribution across outcomes. The agent on the other hand is indifferent

between no effort with low pay and high effort with high pay.

4.2 Private information case

How does the problem change if we return to the original problem? If the principal considers

implementing no effort outcome, it turns out that his decision problem remains unchanged.

The reason is that the agent can’t gain anything by deviating to the effort case since it
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would be costly for her. Moreover, she is not motivated to do that by the principal in any

way. Therefore the full-information conclusion is preserved in the general case with private

information and zero effort level: t0 � t1 � t2 � 441 and principal’s payoff is 459.

With the effort level of 3, we already know that principal can expect a revenue of 1400.

Now however, the task of inducing the agent to exert the effort is subject not only to ratio-

nality constraint but also to incentive compatibility constraint – the high effort agent needs

to be compensated for the extra effort because unlike in the full-information case she is able

to reduce her effort and potentially improve her expected payoff. Thus, the principal needs

to consider the following optimization problem:

min
t0,t1,t2

0.2t0 � 0.4t1 � 0.4t2, subject to:

0.2p?t0 � 9q � 0.4p?t1 � 9q � 0.4p?t2 � 9q ¥ 21 (IR)

0.2p?t0 � 9q � 0.4p?t1 � 9q � 0.4p?t2 � 9q ¥ 0.4
?
t0 � 0.4

?
t1 � 0.2

?
t2 (IC)

The idea behind the pICq constraint is straightforward: if the principal wants the agent to

exert effort, then he needs to create the contract that will reward such behavior with higher

expected utility in case of effort.

Let’s simplify the inequalities first:

0.2
?
t0 � 0.4

?
t1 � 0.4

?
t2 ¥ 30 (IR)

�0.2
?
t0 � 0.2

?
t2 ¥ 9 (IC)

and now, since it is not easy to see whether the constraints bind at optimum, we apply the

Karush-Kuhn-Tucker conditions. We write down the Lagrangian for simplicity:

Lpt0, t1, t2;λ1, λ2q � 0.2t0 � 0.4t1 � 0.4t2�λ1p30� 0.2
?
t0 � 0.4

?
t1 � 0.4

?
t2q�

�λ2p9� 0.2
?
t0 � 0.2

?
t2q

Setting up the problem in standard way, we can first notice from complementary slackness

conditions that the constraints indeed have to bind at optimum. With this observation,

the actual solution is not complicated and the result is that the optimal contract is t �
t0, 900, 2025u. Notice that in this case, the agent has much greater stake in the outcome of

the project - she would be payed zero if the realization of S turns out to be 0 but she pockets

2025 if S � 2500. This result should come as no surprise - by taking part in the outcomes,

the agent is actively supported to exert effort.

Unfortunately, we can notice a problem if we compare the principal’s profits from the two

effort levels. The reason is that inducing higher effort increases the costs to the principal (in

comparison to the full-information case) to the level that it is not profitable to strive for the

effort anymore. In fact, we can see that the profit in higher effort case of 1400� 0.4 � 900�
0.4 �2025 � 230 is smaller that 459 from the no effort case. Information asymmetry therefore

prevented the principal from implementing the more efficient option, that is the effort level

of 3.
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4.3 Non-monotone transfers case

We use this part to move the example in a slightly different direction. We mentioned in the

previous part that increasing transfers are intuitive in case that principal wants the agent

to exert effort (what we mean by increasing transfers is that the transfer corresponding to a

larger outcome is larger). In this part however, we show that it is not always the case.

Why would a parameter like “increasing transfers” be theoretically interesting? Bolton &

Dewatripont (2005) mentions that guaranteeing increasing transfers is a desirable property

perhaps because often in the real world, the agent could “sabotage” the operation if she

found herself in an outcome where the transfer decreased in comparison to some other smaller

outcome. By the sabotage we mean that the agent could decrease the level of outcome. Of

course, we do not offer this option (or move) to the agent in our example but it is still worthy

of consideration.

To see the issue, consider again the same problem but alter the probability matrix in the

following way:

P pS � 0|e � 0q � 0.4

P pS � 1000|e � 0q � 0.4

P pS � 2500|e � 0q � 0.2

while

P pS � 0|e � 3q � 0.4

P pS � 1000|e � 3q � 0.2

P pS � 2500|e � 3q � 0.4

Notice that the only change happened in the effort case where we shifted some probability

mass from the middle outcome to the lowest outcome. How would the optimal contract

implementing the effort of 3 change? As indicated before, indeed, after performing the

optimization equivalent to that in the last part, we find out that t � t900, 0, 2025u, which is

not monotone in outcome.

4.4 Conditions of monotone transfers

Was the preceding example just a mere coincidence or can we derive a more general theory

from it? Apparently, non-monotonicity needs to be caused by (at least) the structure of the

probability distribution since that was the only aspect of the problem we altered. A curious

reader could perhaps consider the first-order stochastic dominance to be decisive but, alas, the

distribution of the outcomes given effort first-order stochastically dominates the distribution

without effort in both of our cases. We present a formal definition for completeness.

Definition 4.1. We say that a distribution given by the cumulative distribution function F pxq
first-order stochastically dominates distribution given by Gpxq if F pxq ¤ Gpxq for all x in the

union of the supports of the two distributions and F pxq   Gpxq in at least some interval.

As it turns out, a statistical property that differentiates the two cases is likelihood ratio.

In fact, in the first case, the 2 distributions have monotone likelihood ratio whereas in the

second case, this is not the case. Consider a formal definition first.

Definition 4.2. We say that two distributions with densities (or probability mass functions in
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discrete case) fpxq and gpxq have monotone likelihood ratio if for any x1 ¡ x0:

fpx1q
gpx1q ¤

fpx0q
gpx0q

.

Our first distribution can be taken as the one conditioned on e � 0 whereas the other

one is conditioned on e � 3. If we take the ratio in the first case, for x � 0 we have 2, then

1 (for x � 1000), and lastly 1/2, so the ratio is monotone. In the second case however, the

ratios are 1,2, and 1/2, so it is not monotone.

Why does the monotone likelihood ratio property (sometimes abbreviated to MLRP)

guarantee increasing transfers in the effort case? We can see it if we perform the optimization

yet again but this time with general parameters for probabilities. We skip some algebraic

manipulations since we are not dealing with the most general case but rather only a particular

example.

It follows that after we compute the gradient of the Lagrangian w.r.t. decision variables

and simplify, we receive the following system of equations:

2
?
t0 � λ1 � λ2 � P pS � 0|e � 0q

P pS � 0|e � 3qλ2

2
?
t1 � λ1 � λ2 � P pS � 1000|e � 0q

P pS � 1000|e � 3qλ2

2
?
t2 � λ1 � λ2 � P pS � 2500|e � 0q

P pS � 2500|e � 3qλ2

And now it is easy to see the role of monotone likelihood ratio. In fact, when λi ¡ 0

for i P t1, 2u, which requires a slightly more careful examination, the decreasing likelihood

ratio from the first case (2,1,and 1/2) precisely corresponds to increasing transfers that we

discovered when we first solved the problem.

The statement that the preceding argument could be vastly generalized will probably

not come across as a great surprise. In addition, even the method of the proof by Lagrange

multipliers would be preserved. Interested reader can consult Holmstrom (1979) for the

actual general derivation of the result or Milgrom (1981) for more interpretative perspective.

4.5 Conclusion

We used the presented example to illustrate several basic notions and extensions of moral

hazard models. We provided its full-information solution and a solution taking into consid-

eration information asymmetries. The results showed that moral hazard problems can lead

to changes in implemented policies and by extension affect the efficiency of the interactions.

Afterwards, we slightly altered the distribution of outcomes given effort and discovered that

the “intuitive” increasing transfers do not always need to be optimal. We applied the results

of Holmstrom (1979) by presenting a sufficient condition for increasing transfers in the high

effort case, namely, the monotone likelihood ratio property.
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The findings in this chapter could be generalized in many ways, for instance by increasing

the set of effort levels or the set of outcomes. In fact, it is possible to perform the analysis

even in continuous case, much like we did in the preceding chapters on screening or bilateral

trading. It would also be possible to restrict the attention from general optimal contracts

to only linear contracts, where the transfers increase linearly in outcome, and talk about

conditions of optimality of such contracts.



Chapter 5

Auctions

This chapter tackles probably the broadest area of all the other chapters – auctions. They

come in great variety. To provide a simple overview, auctions could be distinguished along

several dimensions:

� single-unit auctions that are concerned with sales of a single item or multi-unit auctions

used for selling more items simultaneously,

� private-value auctions in which bidders know their own valuations or (pure) common-

value auctions in which the value of the item is the same for all the agents but they

are imperfectly informed about this value, and

� many forms of auction formats in each of these categories, such as first-price auction,

auctions with reserve prices, all-pay auctions, etc.

We provide a careful analysis of the single-unit private-values case, comparing the bidding

strategies in various auction formats as well as revenues they raise to the seller. Afterwards,

we describe introductory notions of common-value auctions and we postpone basic treatment

of multi-unit auctions to the following chapter. All of this chapter therefore deals with single-

unit auctions, unless stated otherwise.

When we think about information asymmetries in auctions, it is the seller (he) that is

the uninformed party. In fact, from the perspective of the seller, auction should facilitate

some form of price discovery. We will assume throughout that the seller is risk neutral and

has zero valuation for the item (or items).

The precise form of information structure of the bidders (she) will depend on the partic-

ular context – it doesn’t add much to consider a very general information structure up-front.

Bidders will be however also risk neutral and with zero reservation utility, just like in the

screening chapter. The set of all bidders is denoted I � t1, . . . , Nu and the number of bidders

N is simply exogenous. Due to the broadness of the area, we begin with a more abstract ex-

position and description of some specific auction formats first, before turning to more formal

analysis.

There is a close connection between auctions and screening. The difference is that in

screening, the seller faced only one buyer but had more information about the buyer’s utility

function over quantity of the good sold.
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5.1 Overview and development

We begin by describing some common forms of auctions.

5.1.1 Common forms of auctions

As motivating examples consider 4 common types of auctions: first-price sealed bid, second-

price sealed bid, Dutch, and finally English auction.

The first 2 types mentioned can be described as having a closed format, since, as their

names suggest, the bidding process takes place as a simultaneous game with bids, so to speak,

submitted in envelopes and announced at once. The 2 auctions have a common method for

choosing the bidder to whom the item will be allocated – the winner is the bidder submitting

the highest bid. They differ however in terms of payment specification – the winner in the

first-price auction pays the bid she submitted while the winner in the second-price pays the

second highest bid submitted in the auction by some other bidder. The second-price sealed

bid auction is sometimes called the Vickrey auction.

The Dutch auction works differently. It begins with a declaration of a very high price

that no bidder would presumably be willing to pay and then continues with (in theory)

smooth decrease in the price until someone decides to buy the item for stated price and at

that time the auctions stops. For this reason, the Dutch auction is sometimes also called

the descending-price auction. There is a very close link between the Dutch auction and the

first-price sealed bid auction; as a matter of fact, the two auctions are strategically equivalent

for any valuation function. The reason is that despite having an open format, a bidder has

no way to benefit from the information she obtains by perceiving other bidders, so “although

(...) described as a dynamic game, each bidder’s problem is essentially static” (Klemperer,

1999). This means that in the Dutch auction, each bidder has to prepare a certain price

at which she will indicate the interest in the purchase and this problem is thus practically

identical to the problem facing a bidder in the corresponding first-price sealed bid auction.

The English auction proceeds in a way that is opposite to that of the Dutch auction -

auction price starts at zero and continues rising, hence ascending-price auction. As the price

rises, interested buyers are leaving the competition until there is only one buyer left and the

one gets to buy the item for the price at which the last buyer left. In practice typically, we do

not have an automatic continuous price increase with bidders declaring loss of interest but

rather we see bidders that actively express their interests in the item for a given price either

declared by some auctioneer or by themselves. Such formats can lead to analytically more

complicated situations and behavior (such as jump-bidding) and we will therefore contain

ourselves to the theoretical model of ascending-price.

Similar considerations as in the descending-price auction can lead us to conclusion that

English auction and second-price sealed bid auction are equivalent in the case of only 2

buyers. The reason is that any potentially useful signal to other player, such as leaving the

race, results in ending the auction and thus can’t benefit the other candidate. Moreover, with

private-values and any number of buyers, the auctions are also equivalent because bidders are

indifferent about valuations of other bidders and also about information their departure from

auction might reveal. Notice that in general however, our descriptions allow for a difference

in case of common-values, as these may depend on other players’ private information.
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Also note that procurement is just an auction in which bidders offer to sell an item or

a service for a payment from the seller and in principle compete to offer the service for the

lowest price. We could say that procurement is strategically identical to an auction, it is

basically just a reversed auction.

5.1.2 Historical development

Economists’ interests in auction theory date back at least to the pioneering paper published

by Vickrey (1961). In it, Vickrey both noted the optimal bidding behavior in second-price

auctions (which presumably is the reason for the alternative name) in the private-values case

and established that the seller can expect the same revenue in both first and second-price

sealed bid auctions. This result was generalized to include any auction formats that award

the item to the highest bidder and ultimately led to discovery that all auctions with the same

way of awarding the items have the same expected revenue by Myerson (1978).

In particular, auctions that differ in the way they award the item can lead to different

expected revenues but those that do not differ in the allocation provide the same expected

revenue. As an example, first-price auction and first-price auction with a reserve price differ

in allocation method because the item remains unallocated if the highest bid is below the

reserve price, and thus can differ in expected revenues. This is the point of the celebrated

revenue equivalence theorem and we provide more careful analysis in the following parts.

This fairly general result can make study of various other forms of auctions easier, for

instance an all-pay auction, in which every bidder must pay the bid submitted but the item

goes to the highest bidder. The bids are in general much lower in this kind of auction,

but, by the revenue equivalence theorem, the expected revenue going to the seller would be

the same as in, for instance, the first-price auction. This particular format of the auction

is not typically used by sellers but its theoretical importance comes from the possibility of

comparing other economic phenomena, such as lobbying, to be in principle similar to an

all-pay auction given that the players have to make an up-front investment without any

guarantee of victory.

Among other challenges involved in the formal study of auctions are the problems of win-

ner’s curse, asymmetric bidders (that is bidders whose values aren’t identically distributed),

risk aversion of the bidders or the seller and many other (consult Klemperer (1999) for addi-

tional details). We present winner’s curse in the common-values part, work with asymmetric

bidders in the investigation of optimal auctions (i.e. auctions that maximize expected revenue

of the seller), and shortly consider risk-aversion when discussing bidding strategies.

Mechanism design comes into play in the framework of auctions with the aforementioned

seminal paper of Myerson (1978) that, besides revenue equivalence, investigates the topic of

optimal auctions. Moreover, the paper also talks about a very simple notion of the revelation

principle which establishes an equivalence between results in mechanisms that lead to same

outcomes with bidders announcing their true valuations instead of bidding. We met with the

revelation principle already so the basic idea should sound familiar.

In recent years, much of the attention in the theory of auctions was devoted to the study of

multi-unit auctions – that is auctions in which the seller offers more than one item on sale and

the bidders are in general interested in more than one item each. The analytical complications

in this case result form the possibility that prices of various units can be dependent variables
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and therefore the bidders might have to submit bids that would be conditional on receiving

other units. Such auction formats typically appear in sales of broadband spectra or other

areas (Nisan et al., 2007). We provide a basic introduction to multi-unit auctions in the

following chapter.

5.2 Private-value auctions

In this section, we derive some equilibria of first-price and second-price auctions under the

assumption that bidders’ values follow independent symmetric private-values model. We

present the definition first:

Definition 5.1. Independent symmetric private-values model is a model with the following

properties:

1. Valuations of any two bidders vi and vj are independent random variables for i � j.

2. Valuations are identically distributed and the distribution is known to the bidders and

to the seller.

3. Valuation of bidder i, vi, is known to the bidder i at the time of the auction (known

private-values) and it is her private information.

Notice that we consider values to be random variables and the realizations of these random

variables give the bidders their valuations. We will use this simple model to derive basic

equilibria of various auction formats in following sections.

Furthermore, we specify the distribution of the valuations of the bidders as such that has

positive density f on an interval p0, 1q with cumulative distribution function denoted by F ,

so the valuations are independent and identically distributed random variables.

5.2.1 First-price case

Firstly, we will derive symmetric Nash equilibrium for the first-price auction. This means

that we will specify a bidding function bI : p0, 1q Ñ R� that any one bidder would not

have an incentive to deviate from (superscript I stands for first-price, we use it when the

context about which auction we talk about might be unclear). We can restrict the bids to

non-negative values since the valuations are non-negative and the seller knows this as well.

Notice that it needs to be the case that bp0q � 0, since zero-valuation bidder would risk

earning negative payoff if she submitted any higher bid. Therefore individual rationality of

the lowest type is guaranteed. We will further assume that b is differentiable function and

that it is also increasing in the valuation, b1pvq ¡ 0 for all v P p0, 1q.
Let’s consider a particular bidder with some valuation v. Her decision problem is to

either play according to the equilibrium strategy (which we are in the process of specifying)

or to deviate to some other report, conditional on all other bidders playing the equilibrium

strategy. Notice however that it does not make sense for her to report anything strictly

greater than bp1q, since already value of bp1q would guarantee her victory and allow her to

pay less thus improving her payoff. Therefore, any deviation from bpvq can only be to a bid

of some other type, denoted by r in p0, 1q, that is to bprq.
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What is the probability that the bidder 1 (we take the first bidder for simplicity) wins

if she submits bid bprq and every other bidder follows the equilibrium strategy? Since we

assumed increasing bidding function, this probability is the same as the probability that r is

the largest realization of valuations of the remaining bidders. The probability of this event

is just

P

�
max

jPt2,...,Nu
vj ¤ r



� F prqN�1

due to independence of valuations and because the event that maximum of some random vari-

ables is smaller than a threshold is the same as requiring that all of them are simultaneously

smaller.

Since the bidders are risk neutral, any bidder i will try to maximize expected surplus

vi � bpriq over ri. Incentive compatibility of bidding strategy b in the first-price auction has

therefore the following form for every bidder i:

F pviqN�1pvi � bpviqq ¥ F priqN�1pvi � bpriqq, for all vi, ri P p0, 1q (IC)

where ri is some alternative valuations the bidder could pretend to have. If the bidder does

not win, she ends up with zero surplus (no item and no payment) and we did not write that

option in the (IC) constraint. We perform the same trick as in the screening chapter – we

take the derivative of the r.h.s. w.r.t. ri and set it equal to zero at ri � vi, since it is precisely

vi that needs to maximize the r.h.s. We drop the subscript i since we deal with symmetric

equilibria.

Therefore:

�pN � 1qF prqN�2fprqpv � bprqq � F prqN�1b1prq�
r�v

� 0

and after substituting for r:

pN � 1qF pvqN�2fpvqv � F pvqN�1b1pvq � pN � 1qF pvqN�2fpvqbpvq

This is a differential equation of bpvq but fortunately, the solution is not complicated – a

simple method of separation of variables is enough once we notice that the r.h.s. is equal to:

F pvqN�1b1pvq � pN � 1qF pvqN�2fpvqbpvq � �
F pvqN�1bpvq�1

This means that the solution of the differential equation is simply:

F pvqN�1bpvq � pN � 1q
» v
0

F pxqN�2fpxqxdx

since F p0q � 0. The equilibrium strategy of the first-price auction is therefore:

bIpvq � N � 1

F pvqN�1

» v
0

F pxqN�2fpxqxdx, for any v P p0, 1q

For example, let’s take just 2 bidders and distribution of valuations uniform between zero

and one. The formula tells us that the optimum bidding strategy is simply bpvq � v{2. So

the bidders would bid half of their valuations in the symmetric equilibrium. We say that
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bidders “shade” their bids, since they do not report the full price at which they would still

purchase the item.

What if we keep the uniform valuation but increase the number of bidders? By the

formula, optimal bidding function changes to bpvq � N�1
N v, so we see that severeness of

shading decreases in the number of auction participants.

For completeness, we should mention that it would be appropriate to check whether we

really found the maximum of the (IC) r.h.s. by taking the second derivative. Moreover,

notice that the discovered bidding function is equal to the expected value of the maximum

of N � 1 remaining values truncated at v from above. We explain truncation more closely in

the common-values part. Formally, by taking the bidder 1 to be representative, the following

expression holds:

bIpvq � ErY1|Y1   vs, where Y1 � max
jPt2,...,Nu

vj

5.2.2 Second-price case and expected payments

Situation in the second-price sealed bid auction is significantly easier. The reason is that by

changing her bid, the bidder alters the probability of winning but the actual payment remains

unaffected (it is given by somebody else’s bid). Thus a simple argument by contradiction is

sufficient to establish that a bidder i maximizing expected surplus would bid

bIIpviq � vi

where the superscript II is for second-price. This means that bidders should bid truthfully.

The argument for any bidder is as follows: bidding more than her valuation could make a

difference only if the original truthful bid wasn’t the highest, in which case she could end

up paying more than what the item is worth to her. On the other hand, bidding less than

vi could run the risk of not winning the item for a price lower than vi and is thus also

suboptimal.

This conclusion is preserved even if we set a reserve price and we make slight use of it in

the analysis of optimal auctions later on.

Despite completely different equilibrium strategies, expected payment m of bidders with

valuation v in the two auctions is actually equal! Since the expected payment in the first-

price auction is just the bid multiplied by probability of the bid being the highest (so that it

is also paid), we have that

ErmIpvqs � F pvqN�1 � bIpvq � pN � 1q �
» v
0

xFN�2pxqfpxqdx,

where we used the fact that bidding function is increasing to get the probability. For the

second-price auction, first bidder’s expected payment is also probability of winning but this

time multiplied by the expected highest remaining bid or value (since the bids are equal to

valuations):

ErmIIpvqs � F pvqN�1ErY1|Y1   vs, where Y1 � max
jPt2,...,Nu

vj

where we again took bidder 1 to be representative for simplicity. But we have already
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discovered the expression for this expectation in the preceding part and this allows us to

conclude that

ErmIIpvqs � ErmIpvqs

Since expected payments of the bidders in the two auctions are equal, revenues for the seller

will be the same as well (expected revenue is just N times the expected payment of any

participant). The following section proves that revenues will be the same in a larger class of

auctions.

5.3 Revenue equivalence theorem

Next, we present a version of the revenue equivalence principle as a theorem. It is very

similar to the preceding discussion, the difference is that we keep a general expression for

expected payment rather than using a particular form the way we did earlier.

Proposition 5.1 (Revenue equivalence theorem). Let the valuation function of bidders follow the

independent symmetric private-values model and assume the bidders are risk-neutral (maxi-

mizing expected surplus). Further assume that there exists an equilibrium in which all bidders

bid according to a bidding function b that is increasing. Then any auction in which

(i) a bidder with the highest bid is awarded the object

(ii) and a bidder with valuation zero expects zero surplus

yields the same expected revenue for the seller.

Proof. In general, expected surplus of a bidder with valuation v following equilibrium strategy

b will in this case be F pvqN�1v�Ermpvqs, where we used the assumption that b is increasing

(probability of winning depends on value) and that the highest bidder gets the object. Since

bidding bpvq is optimal for maximizing expected surplus, the expression F prqN�1v�Ermprqs
needs to be maximized at r � v (incentive compatibility).

By writing out the first order condition, we must have that

�
pN � 1qF prqN�2fprqv � d

dr
pErmprqsq

�
r�v

� 0

But now by simply integrating both sides from 0 to v, we get that

Ermpvqs � Ermp0qs � pN � 1q �
» v
0

xF pxqN�2fpxqdx

and since Ermp0qs � 0 due to the assumption of zero surplus of the low type, we are left

with the expected payment of a bidder with valuation v equal to:

Ermpvqs � pN � 1q �
» v
0

xFN�2pxqfpxqdx.

In optimum, expected payments of bidders only depend on the underlying probability distri-

bution and number of participants but not on a specific auction format. Thus if the expected
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payments are the same, the same can be said about the expected revenue and this concludes

the proof.

Notice that we arrived at the same expression for expected payment as in the case of

first- and second-price auctions. The revenue equivalence theorem is an interesting result

– it shows that under fairly general conditions, a seller trying to maximize his revenue is

indifferent between a relatively general class of auctions. In particular, the seller is indifferent

between all of the types mentioned in the section about common auction forms and any other

auction format that always awards the item to the highest bidder.

The revenue equivalence theorem breaks down under more general characterizations. For

instance, risk aversion on the side of the bidders, although not affecting the bidding strategy

in the second-price auction, can induce the bidders to bid higher in the first-price auction.

The reason is that a risk averse bidder could give up some of the expected surplus in order

to increase her chances of winning, pushing down the uncertainty about the outcome. In

fact, behavioral experiments routinely show risk-averse behavior of participants in first-price

auctions.

What if it is the seller that is risk-averse? We have shown that the expectations of

revenues are the same in both first- and second-price auctions but we did not talk about

the actual distribution of the payments from the winner. In fact, the distribution of the

prices in the first-price auction is the bid of the highest valuation bidder, whereas in the

second-price auction it is the second-highest order statistics of valuations. Krishna (2009)

shows that in fact, the distribution of the winning prices from the second-price auction is

a mean-preserving spread of the revenue from the first-price auction and thus a risk-averse

seller would prefer the first-price auction to its second-price equivalent.

An example of an auction not falling in the category of auctions allocating the item to the

highest bidder (such auctions are sometimes called standard auctions) could be an auction

with a reserve price (since it does not allocate the item if the highest bidder is below the

reserve price). Another example could be an auction that would allocate the item according

to a probability distribution over agents – probability of agent i getting the object given all

the bids could for instance be defined in the following way:

Pipb1, . . . , bN q � bi°N
j�1 bj

In the next part, we show that all such auctions form their own revenue classes.

5.4 Mechanism design of auctions

In this section, we will consider a more general approach to auctions. As we noted in our

short review, much of this section is contained in the pioneering work of Myerson (1978). We

begin by presenting the theory and notation of general mechanism design methodology and

then continue with showing the revelation principle, incentive compatibility and individual

rationality, and conclude with exploration of general revenue equivalence. Some of these

concepts were already used in other chapters (in particular in the screening chapter) and so

they should not sound foreign.
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A mechanism is characterized by its allocation function and its payment function. In

general, allocation function specifies the probability distribution of winning the item given

bids of the bidders; in particular, it could state that the highest bidder will receive the item

for sure, as was the case in first- and second-price sealed bid auctions. Payment function on

the other hand maps bids of the participants to their payments – in the case of first- and

second-price sealed bid auctions, only the winner had to pay anything; in case of an all-pay

auction, every bidder pays her own bid. We will denote the allocation function by π and the

payment function by µ.

Definition 5.2 (Allocation function). The allocation function π takes as inputs the reports of

agents and returns the probability of winning for each of them, we write that the probability

of agent i winning given bids pb1, . . . , bN q is πipb1, . . . , bN q.

Definition 5.3 (Payment function). The payment function µ takes as inputs the reports of

agents and returns the payment of each of them (positive number represents agents paying

to the seller), we write that the payment of agent i given bids pb1, . . . , bN q is µipb1, . . . , bN q.

A given mechanism is incentive compatible if a bidder’s best response to other bidders

declaring their true valuation is to declare the true valuation as well. “Truth-telling is the

optimal strategy” (Nisan et al., 2007) in incentive compatible mechanisms.

A mechanism will be considered individually rational if expected surplus from partici-

pating in the mechanism will be at least as large as surplus from not participating, that is

greater or equal to zero, if we take the reservation utility to be zero. It is only reasonable that

we would like to see our auctions to be individually rational since, after all, the participation

is not mandatory.

Further, we define direct mechanism in the following simple way:

Definition 5.4 (Direct mechanism). We say that a mechanism in which a bidder is asked to

report her value as opposed to submitting a bid is a direct mechanism.

We give a formal statement of the revelation principle following Krishna (2009) and

Myerson (1978) and although the notation might seem confusing, the idea is really simple

and we offer an example right after the proof.

Lemma 5.1 (Revelation principle). Given any auction mechanism and an equilibrium in that

mechanism, there exists a direct mechanism in which

(i) it is an equilibrium for each bidder to report their value truthfully and

(ii) the outcomes are the same as in the the original mechanism.

Proof. It suffices to realize that all we need to specify in the direct mechanism are allocation

and payment functions that take into consideration the bidding behavior in the original

auction. Thus instead of using π and µ, the designer can use πpbiq and µpbiq, where bi is the

bidding strategy of bidder i in the original mechanism – this way, a bidder should “bid” the

true valuation in the optimum.

It can be instructive to consider the case of first-price auction as an example. We already

derived optimal bidding function of the bidders in this case and thus the allocation function



5. Auctions 33

could remain the same – allocate the good to the bidder declaring the highest valuation since

the bidding strategy is increasing. Mechanism designer should however change the payment

function from just pay your bid to paying what the bidding function would imply given the

report. This way, at least one equilibrium of the new mechanism would be for bidders to

simply declare their valuations.

To make it even clearer, consider the 2 bidder, uniform p0, 1q case, first-price auction. In

this auction, it was optimal to bid half of the valuation. Therefore, in the first-price “pay

half of your bid” auction, it would be optimal to report just v. Milgrom (1979) provides even

more general treatment.

5.4.1 Generalized revenue equivalence

Practically all the ideas we are about to present in this small section are already covered in

the continuous screening part. We just need to devise the same framework for them.

Let’s now define function qipriq as the expected probability that bidder i will receive the

item given that she bids amount ri and all other bidders report their values truthfully –

we need to work with expected probability because valuations of other bidders are random

variables. Similarly, define Tipriq as the expected payment again of bidder i conditional on her

bidding the amount ri and all other bidders reporting their values truthfully. It is possible to

state these functions in more precise terms by using our definitions of the allocation and the

payment functions but we postpone it for simplicity to later section. To reiterate, function qi

depends on the allocation function and Ti depends on the payment function of any particular

mechanism.

Now, thanks to the revelation principle we can restrict our attention to direct (revelation)

mechanisms. This allows us to formulate incentive compatibility and individual rationality

conditions in the following way:

Wipviq � qipviqvi � Tipviq ¥ qipriqvi � Tipriq for all vi, ri P p0, 1q (IC)

qipviqvi � Tipviq ¥ 0 for all vi P p0, 1q (IR)

where the interval p0, 1q comes from the original domain of values, W is the surplus function,

and the conditions need to hold for all agents i. Just like in the screening chapter, pICq
conditions and (IR) condition of the 0 valuation type imply all other pIRq conditions. Just

like in the screening chapter, the pICq conditions are equivalent to q1pviq ¥ 0 (monotonicity)

and q1pviqvi � T 1
i pviq (local IC).

Can we also get some results about the expected revenue for the seller? In almost the

same fashion as in the screening chapter, we utilize the envelope theorem to find out that

W 1
i pviq � qipviq � q1ipviqvi � T 1

i pviqlooooooooomooooooooon
�0

� qipviq

and therefore

Wipviq �Wip0q �
» vi
0

qipxiqdxi
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After substituting for the Wi we get that:

Tipviq � Tip0q � qipviqvi �
» vi
0

qipxiqdxi (5.1)

and we can see that expected payment depends only on the expected probability of winning

(and the payment of the zero valuation type) which in turn depends on the allocation function

only. We have therefore shown that mechanisms with the same allocation rule and same

payment to the low type result in the same expected payments of all types and thus in the

same revenue for the seller.

This also means that payment function is already determined by the allocation function.

Indeed, if we consider two auctions that have the same allocation rule (such as first- and

second-price auctions with the same reserve price), we have to arrive at the same expected

payment. This also leads us to a conclusion that if we wanted to maximize revenue, we

would have to look for different types of allocation functions as opposed to inventing different

payment functions (such as in the all-pay auction).

5.5 Reserve price and optimal auctions under increasing haz-

ard rate

So far we described some basic principles of mechanism design in auctions and showed a

slightly modified proof of the revenue equivalence theorem in the context of general mecha-

nisms. Now we would like to extend the study to derive auctions that will maximize expected

revenue for the seller. As we saw in the generalized revenue equivalence, we have a reason

to believe that payment function won’t make any difference to the revenue. As we will see,

the optimality will be related to setting suitable reserve price but also to allocating the item

based on virtual valuation (we define this concept momentarily).

We still have the set of bidders I � t1, . . . , Nu but now we will assume that vi � Fipviq
with density fi strictly positive on the support Xi � r0, vis. fpvq � f1pv1q � . . . � fN pvN q
is the joint density under the assumption of independence of valuations. X � �N

i�1Xi is

the Cartesian product of the supports. We use �i subscript to denote any corresponding

expression with the agent i’s term left out: X�i �
�

j�iXj , f�ipv�iq � f1pv1q�. . .�fi�1pvi�1q�
fi�1pvi�1q � . . . � fN pvN q, etc.

We also assume that distribution of every bidder’s valuation has increasing hazard rate.

The definition:

Definition 5.5 (Hazard rate). For a distribution Fi with density fi we define the hazard rate

hi in the following way:

hipviq � fipviq
1� Fipviq

Next, we define virtual valuation:

Definition 5.6 (Virtual valuation). For a distribution Fi with density fi we define the virtual
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valuation ψi in the following way:

ψipviq � vi � 1� Fipviq
fipviq � vi � 1

hipviq

where hipviq is the hazard rate.

It can be easily observed that if a distribution has increasing hazard rate, then its virtual

valuation is also increasing.

We return to the functions qi and Ti defined as expected probability of winning and

expected payment (both conditional on some valuation vi) respectively. We can now provide

more careful expressions:

qipviq �
»
X�i

πipvi, v�iqf�ipv�iqdv�i

and

Tipviq �
»
X�i

µipvi, v�iqf�ipv�iqdv�i

We are dealing with conditional expectations but since the valuations are independent, the

expressions are not too complicated – we are merely integrating the allocation and payment

functions over densities of other bidders (recall that πipvq is the allocation function and µipvq
is the payment function for bidder i).

The seller trying to maximize expected revenue needs to solve:

max
π,µ

Ņ

i�1

E rTipviqs , subject to:

q1ipviq ¥ 0, for all vi P r0, vis (Mon)

q1pviqvi � T 1
i pviq, for all vi P r0, vis (`IC)

Tip0q ¤ 0 (IR0)

by designing appropriate mechanism, that is by finding suitable functions π and µ. The three

constraints of monotonicity, local incentive compatibility, and low type individual rationality

are equivalent to global incentive compatibility and global individual rationality (see previous

section or chapter on screening). They need to hold for all i. The seller is maximizing the sum

of ex ante expected payments of all agents – that is the unconditional expectations. Lastly,

we are not losing generality by considering only direct mechanisms due to the revelation

principle.

5.5.1 Simplifying the objective

We need to simply the objective first. Notice:

E rTipviqs �

» vi

0

Tipviqfipviqdvi �

» vi

0

�
Tip0q � qipviqvi �

» vi

0

qipxiqdxi



fipviqdvi
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and further

� Tip0q �
» vi
0

qipviqvifipviqdvi �
» vi
0

» vi
0

qipxiqdxifipviqdvi

We can already see that the (IR) constrains of all types need to bind at the optimum and

thus we take Tip0q � 0 as this is the best the seller can do.

We now integrate the last term in the last expression by parts in order to simplify it:

» vi
0

» vi
0

qipxiqdxifipviqdvi �
�» vi

0

qipxiqdxiFipviq
�vi
0

�
» vi
0

qipviqFipviqdvi

�
» vi
0

p1� Fipviqqqipviqdvi

This allows us to state:

E rTipviqs �
» vi
0

�
vi � 1� Fipviq

fipviq


qipviqfipviqdvi �

» vi
0

ψpviqqipviqfipviqdvi

Now comes an important step. We can finally substitute for qi by its definition and get the

N-dimensional integral over all types:

» vi
0

ψpviqqipviqfipviqdvi �
»
X

ψipviqπipvqfpvqdv

We can also finally see in what way is the mechanism influencing the revenue – unsurprisingly

it is through the allocation function.

We can further notice that

Ņ

i�1

E rTipviqs �
Ņ

i�1

»
X

ψipviqπipvqfpvqdv �
»
X

Ņ

i�1

ψipviqπipvqfpvqdv

and the seller’s problem becomes1:

max
π,µ

»
X

Ņ

i�1

ψipviqπipvqfpvqdv, subject to:

q1ipviq ¥ 0, for all vi P r0, vis (Mon)

q1pviqvi � T 1
i pviq, for all vi P r0, vis (`IC)

1The exchange of the order of summation and integration poses no serious issues since the number of
bidders is finite. We might have also stated other requirements more explicitly, such as the requirement that°N

i�1 πi P r0, 1s but we do not believe it would ease the exposition.
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5.5.2 Presenting the solution

We present the optimal allocation function2:

π�i pvq � 1 if ψipviq � max
j�1,...,N

ψjpvjq ¥ 0

� 0 otherwise

Notice that under the assumption of increasing hazard rate, this solution satisfies the mono-

tonicity constraint for every bidder. This has to be the case because increasing valuation of

some bidder i increases her virtual valuation (by assumption) and this can not decrease her

π�i – thereby qi can not decrease in her valuation either.

The reason why π� needs to be the solution to the problem is because it gives the

maximum weight to the largest expression inside the sum. The allocation function acts like

weight and putting all the weight on the highest number is optimal as long as the number is

positive.

In order to provide more interpretations, the solution in effect declares a potentially

different reserve price for every bidder. The reason is that to even have a chance at winning,

every bidder’s reported value needs to correspond to positive virtual valuation. This means

that the solution to

ψipr�i q � 0

gives the individual reserve price r�i for every bidder.

5.5.3 Conclusion

The optimal auction is no longer necessarily efficient, as it allocates based on the highest

virtual valuation ψipviq and not the highest actual valuation vi. Also, the item might remain

unallocated if no bidder passes the reserve price – since the seller has zero valuation, this can

also be considered a source of inefficiency as well.

And what about the payment function? Well, we saw in the mechanism design revenue

equivalence that the payment function is not decisive for the revenue. Still, we should make

sure that at least one payment function corresponding to the optimal allocation function

exists. This function needs to be such that it results in an equilibrium in which all agents

report their values truthfully. Unfortunately, we cannot rely on our results from the second-

price auction format simply because the allocation function has changed from allocating to

the highest (actual) valuation bidder to the highest virtual valuation bidder (in addition to

establishing reserve prices).

Finding the payment function would therefore require some further analysis similar to the

one we used when finding an expression for the expected payment function Ti in Equation

5.1. The result is that only the winning bidder pays anything (the rest of the bidders do not

pay) and she pays the amount that would make her virtual valuation equal to the maximum

of the virtual valuations of the remaining reported valuations. If we denote the payment of

2We do not complicate the statement by considering ties as they happen with probability 0. Strictly
speaking, a tie in maximum virtual valuation would according to our slightly simplified solution allocate with
probability of one to two bidders – an apparently incorrect allocation.



5. Auctions 38

the winner as v�i , this corresponds to:

ψipv�i q � max
j�i

ψjpvjq

The bottom line is this: any auction in which the item is awarded to the bidder with the

highest virtual valuation provided that the valuation is above her individual reserve price

maximizes expected revenue for the seller (given increasing hazard rate and all the other

assumptions we made throughout).

Returning back to the symmetric case, the bidder with the highest virtual valuation is

necessarily the bidder with the highest actual valuation (given increasing hazard rate). Also,

there is just one reserve price. This means that virtual valuation is not decisive for allocation

between the bidders anymore and so one source of inefficiency is alleviated. In addition, the

second-price payment function is again enough for a truthful revelation mechanism (given

that the second price is higher than the reserve price) and any auction with the suitable

reserve price maximizes seller’s revenue.

5.6 Common-value auctions

It is certainly not a surprising thought that some auction situations could be better modeled

within the pure common-value framework than our original independent private-values one.

Indeed, situations in which bidders have only imprecise estimates of the value of the item

to them (oil wells) or situations where bidders might be interested in the resale value of the

item (antiquities for instance) might fall into this category. To make things more concrete,

we illustrate the problem on a very simple example and present its solution afterwards. The

statement of the example comes from Brunner (2014).

Consider a model with 3 risk neutral bidders, their privately known signals xi, i P t1, 2, 3u,
are drawn from the continuous uniform distribution in the r0, 1s interval. The valuation of

the auctioned item, the same for every bidder as we are currently modeling pure common-

value auctions, is for simplicity given by V � x1�x2�x3. It would be possible and perhaps

more realistic to consider an average instead of sum for the common value but the main

principles would remain the same in either case.

5.6.1 First-price auction

What would be the correct way to bid in this auction, if it were conducted as a first-price

sealed bid auction? For simplicity, we perform the analysis from the perspective of bidder

one. Moreover, we assume that the correct bidding function bpx1q needs to be increasing in

the private signal. This assumption simplifies our analysis significantly because it leads to

natural separation of types. This means that we can now compute the distribution of the

highest remaining bid relatively easily. Namely, the probability that bidder one will “outbid”

the remaining two bidders has to be equal to the probability of his signal being the highest.

But this probability, thanks to the simple distribution chosen, is x21.

Furthermore, we need to find out what value can the bidder 1 expect given that his signal

(and bid) is the highest. Formally, we deal with expectation of truncated random variable.
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Following Greene (2008), we can write that

ErV |x1 ¡ maxtx2, x3us � x1 � Erx2|x1 ¡ x2s � Erx� 3|x1 ¡ x3s

We use the truncation to show that

Erx2|x1 ¡ x2s �
» x1

0

x2
fpx2q
F px1qdx2 �

1

x1

» x1

0

x2dx2 � x1
2

and therefore ErV |x1 ¡ maxtx2, x3us � 2x1. This can already seem counter-intuitive: for

instance, expecting x1 � 1, that is the unconditional expected value, would result in expec-

tations that would be systematically too high.

We proceed in standard revelation principle way. For the bidding function b to be incentive

compatible, it needs to be the case that

x21px1�Erx2 � x3|x1 ¡ maxtx2, x3us � bpx1qq ¥
¥ r21px1 � Erx2 � x3|r1 ¡ maxtx2, x3us � bpr1qq, for all x1, r1 P r0, 1s (IC)

which translates to

x21p2x1 � bpx1qq ¥ r21px1 � r1 � bpr1qq, for all x1, r1 P r0, 1s

It is important to point out that winning with an alternative bid, r1 in our case, changes

also the expectation about the value of the item to x1 � r1. As we have done before (in the

chapter about continuous screening, for instance), the r.h.s. is maximized at r1 � x1. This

means that its derivative w.r.t. r1 must be equal to zero at this point. This reasoning leads

us to the following expression:

�
2r1px1 � r1 � bpr1qq � p1� b1pr1qqr21

�
r1�x1

� 0

which implies the following differential equation:

�b1px1qx1 � 2bpx1q � 5x1 � 0

The solution of the differential equation is bpx1q � C
x1
2
� 5x1

3 , where C is some constant. In

order to establish the value of this constant, we should realize that any positive value would

result in a bidding function decreasing in an interval close to zero, whereas a negative one

would result in negative bids3. This leaves us with C � 0 as the only option and the bidding

function in form:

bpx1q � 5x1
3

We should also inspect whether this bidding function is individually rational, that is whether

using it doesn’t lead to negative expected value for some types. As can be seen however, just

like in many previous sections, given incentive compatibility we only need to worry about the

low type participation. And low type (zero valuation type) bids zero and thus her expected

3We didn’t explicitly forbid negative bids in this part but it stands to reason that the seller would not
agree to such practices.
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value is not negative and we have indeed found an equilibrium.

In order to arrive at the solution of the differential equation, we followed Sydsæter et al.

(2008), page 209 that shows that a general solution of a differential equation in the form

b1pxq � fpxqbpxq � gpxq, where bpxq is the unknown function and f and g are some (known)

functions of x, is given by

bpxq � e�
³
fpxqdx

�
C �

»
e
³
fpxqdxgpxqdx



.

Winner’s curse

What strategy would a bidder disregarding conditioning in the expected value come up

with? The r.h.s. of the pICq condition would be simply: r21px1 � 1 � bpr1qq. Performing

the same analysis as before and solving the resulting differential equation, she would decide

to bid according to bpx1q � 2x1{3 � 1. But such a strategy would result in overbidding for

all signals up to 1! By incorrect calculation of the expected valuation, the bidder would

systematically overbid. This is one possible way to manifest the winner’s curse.

So the winner’s curse is a concept trying to explain why a winner in an auction could

sometimes win by actually overbidding. Naturally, even with optimal bidding strategy a

bidder, especially a risk-neutral one, can overbid in a common-value auction, but it should

not happen on a scale that would systematically hurt bidder’s surplus. In fact, Kagel et al.

(1995) provide empirical experiments demonstrating winner’s curse, especially in situations

where the value estimation can be complicated – for instance if the number of participants is

large or if the bidders should take extra public information into account. In such situations,

it is indeed a realistic possibility that the highest bidding participant decides for the high

bid based on unfortunately high private signal, disregarding its impact on her conditional

expected valuation. Levin et al. (1996) contain more general and slightly more theoretical

treatment of common-value auctions.

5.6.2 Second-price auction

In this subsection, we change the main aspect of the example - it is no longer a first-price

auction but rather a second-price one. The only difference will therefore lie in the payment of

the bidder. Much like in the previous case, we would like to devise an increasing equilibrium

bidding strategy.

We use truncated expected value again, this time to compute the expected payment

contingent on winning. For simplicity, we denote Y1 � maxtx2, x3u. We get that

ErbpY1q|Y1   x1s � 1

F 2px1q �
» x1

0

bpyq2F pyqfpyqdy

where 2F pyqfpyq is the density of the maximum of the two remaining signals. Just like in

the previous part, the expression that is to be maximized w.r.t. the reported value r1 is

F 2pr1q
�
x1 � r1 � 1

F 2pr1q �
» r1
0

bpyq2F pyqfpyqdy
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We substitute for the distribution function and the density function and find out that

�
2r1x1 � 3r21 � 2bpr1qr1

�
r1�x1

� 0

and this expression can be readily simplified to the equilibrium bidding strategy

bpx1q � 5x1
2

We see that the bidding strategy in this second-price pure common-value auction is steeper

than it was in the first-price auction. The derivation was actually a bit easier as we did not

end up with any differential equation this time but merely with a simple algebraic expression.

Just like in the first-price case, we compare the correct solution to the näıve idea of using

bpx1q � x1�1, where the 1 comes from unconditional expectation of the sum of the remaining

signals4. With the rest of the players playing according to the equilibrium strategy, would

the bidder 1 following this näıve strategy always overbid, as it was the case in the first-price

auction? Interestingly, the answer is no – the bidder would actually underbid for high enough

private signal. This is a curious difference between first- and second-price pure common-value

auctions.

A natural follow-up question would be to try to find a more general formula for the

bidding strategies. We present the formulas in the following section first, then use them

to show that our calculations were indeed correct and at the end provide a proof for the

second-price case.

5.6.3 More general theory

We follow the ideas of Milgrom & Weber (1982) in presenting the general theory. Moreover,

chapter 6 of Krishna (2009) contains this theory as well. We believe however, that our

approach can be substantially easier to understand.

Proposition 5.2. The equilibrium bidding strategy in the first-price pure common-value auction

is given by the following expression:

bpxq �
» x
0

ErV |X1 � y, Y1 � ysdLpy|xq

where

Lpy|xq � exp

�» y
x

gptq
Gptqdt




The function G1 � g is the density function of Y1, i.e. the highest value of N � 1 remaining

signals and the term dLpy|xq refers to the y variable.

Now we demonstrate this formula on our problem. We have that gpxq � 2F pxqfpxq and

therefore the function

Lpy|xq � exp

�» y
x

2fptq
F ptq dt



� exp

�» y
x

2

t
dt



�
�y
x

	2

4The expression turns out to be both the (incorrect) expected valuation and the (incorrect) bidding
function.
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What is the value of ErV |X1 � y, Y1 � ys? Well, the expression requires a little amount of

pondering because we condition on the maximum being equal to a variable y. This translates

to saying that

ErV |X1 � y, Y1 � ys � y � ErX2 �X3|maxtX2, X3u � ys � y � y � y{2 � 5y{2

The first equality comes merely from the X1 random variable value, the second equality is

the crucial one. Now however, we have that the bidding function has the following form

bpxq � 1

x2
�
» x
0

5y

2
2ydy � 5x

3

which is exactly the result we had previously. The proof of the formula is somewhat com-

plicated but uses similar features as the one presented (differential equation solution for

instance) and that is why we decided not to reproduce it here. We proceed with the general

formula for the second-price common value auction.

Proposition 5.3. An equilibrium bidding strategy in second-price pure common-value auction

is given by

bpxq � ErV |X1 � x, Y1 � xs

As we have already computed the expression in the proposition statement for the purposes

of first-price auction, we know that we did indeed arrive at the correct solution before. We

state a formal proof next.

Proof. Optimal bidding strategy needs to be incentive compatible. This means that

x P argmax
z

Gpzq
�
ErV |X1 � x, Y1 ¤ zs � 1

Gpzq
» z
0

bpyqgpyqdy



so that bidding according to the true value x is (weakly) better than misreporting it to

some other value z. But now, notice that it is possible to rewrite the first expression in the

parentheses as

ErV |X1 � x, Y1 ¤ zs � 1

Gpzq �
» z
0

ErV |X1 � x, Y1 � ysgpyqdy

And since the Gpzq cancels out, the differentiation w.r.t. z leads to a truly easy condition:

rErV |X1 � x, Y1 � zsgpzq � bpzqgpzqsz�x � 0

where the qpzq cancels out as well and we are left with the proposition statement.

For completeness, the strategy is also individually rational.

This bidding strategy is a generalization of the earlier result of truthful bidding in private

value second-price auctions. In fact, assuming private values in the optimal bidding strategy

formula gives us the earlier result from private values case instantly.



Chapter 6

Vickrey-Clarke-Groves mechanism

In this very short chapter, we will present a well-known mechanism suitable for allocating

multiple items to the bidders – the Vickrey-Clarke-Groves (VCG) mechanism. The VCG

mechanism is in some sense a generalization of the second-price auction and it works in a

similar way. In particular, it is a weakly dominant strategy for the participants to report

their true valuations, much like in the second-price auction. The VCG mechanism is of

significant theoretical importance but some of its shortcomings prevent it from being widely

used in practice for multi-unit auctions. The chapter builds on Jackson (2000) for the basic

theory.

We let I � t1, . . . , Nu be the set of agents, K � t1, . . . , ku be the set of items, and

G � t1, . . . ,mu be the set of possible outcomes. Any outcome in G is an assignment of all

the items to the agents in some way and G lists all of these ways. For instance, with 2 agents

and 2 items, an outcome could be agent 2 receiving both of the items. It is not our purpose

to compute the number of elements in G but it is quite apparent that the size of the set

grows rapidly in the number of agents and items.

We will assume that the agents have valuations over the outcomes but that the valuation

depends only on the items they are actually assigned. We write that an agent i P I values

outcome g P G by an amount vipgq and if the agent i is assigned the the same items in

outcomes g1 and g2 then vipg1q � vipg2q. This means that any agent knows her value for

any of the 2k possible ways in which she can be awarded some subset of the items. The

valuation function vi : G Ñ R can attain both positive and negative values in general. We

define utility function of the agent i given that she is allocated outcome g and pays pi in the

following way: uipg, piq � vipgq � pi. Moreover, we assume that the agents are risk-neutral.

We define an efficient outcome next. In simple terms, the efficient outcome (or allocation)

is such that it maximizes the sum of agents’ valuations of the outcome.

Definition 6.1 (Efficient outcome). An outcome g� P G that maximizes
°N
i�1 vipgq is called an

efficient outcome: g� P argmaxgPG
°N
i�1 vipgq.

Naturally, agents can be asked to report their valuations (or valuation functions) truth-

fully but this information is ultimately private. Therefore any reported value needs to be

considered a bid. We denote the bidding functions of the agents in the following simple way:

b � pb1, . . . , bN q. For any agent i and any outcome g P G, the bidding function bipgq gives
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the agent’s bid for the outcome – a number in R�. Bidding functions can just like valuation

functions depend on own items only.

We also define the following expressions for notational simplicity: v � pv1, . . . , vN q, v�i �
pv1, . . . , vi�1, vi�1, . . . , vN q. Therefore, v � pv�i, viq. So the set v�i is the set of the valuation

functions of all the agents except agent i. We say that the agents behave truthfully if they

bid their valuations, that is if b � v.

Next we provide a slightly informal definition of the decision function. The idea of the

decision function is really quite simple: the agents submit their bidding functions and the

decision function chooses the outcome given the bidding function.

Definition 6.2 (Decision function). A decision function q assigns some outcome g from G to a

set of the bidding functions b of the agents: qpbq � g.

So for the 2 agents 2 items case, the decision function takes the reported bidding functions

of both of the agents (which are just reported bids for receiving no items, one of them, the

other one, and both) and then decides how are the items going to be allocated, that is what

will be the outcome.

We define the payment function in a similar way. The payment function says how much

should an agent pay given all the reported bids.

Definition 6.3 (Payment function). A payment function for agent i pipbq assigns some payment

to a set of bidding functions b of the agents. If the value is negative, agent i receives the

transfer. We sometimes use a vector notation p � pp1, . . . , pN q.

We define incentive compatibility next. The notion surfaces on many occasions through-

out the thesis and it is always the same idea dressed differently. In this context it is a

requirement that every agent maximizes his utility by reporting his true valuation as his bid

given that other agents do the same. Formally:

Definition 6.4 (Incentive compatibility). Decision function q and payment function p define an

incentive compatible mechanism if the following condition holds for every agent i: vipqpvqq�
pipvq ¥ vipqpbi, v�iqq � pipbi, v�iq, where bi is some alternative bidding function agent i

could report. In other words, bi � vi is optimal for every agent in an incentive compatible

mechanism.

We say that truthful revelation of agent i’s valuation is a (weakly) dominant strategy in

every incentive compatible mechanism.

Next, we define a class of mechanisms called Groves mechanisms. We say it is a “class”

simply because it has a free parameter.

Definition 6.5 (Groves mechanisms). A mechanism given by the decision function q and pay-

ment function p is called Groves mechanism if it satisfies:

1. qpbq P argmaxgPG
°N
i�1 bipgq and

2. for every agent i, pipbq � hipb�iq�
°
j�i bjpqpbqq, where hi is an arbitrary function that

doesn’t depend on bi but only on the bidding functions of the remaining agents and

returns a value in R.
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We show the importance of Groves mechanisms in the next lemma. But before presenting

it, we will try to make the definition a bit clearer by providing an example of a particular

mechanism in this class. It is the VCG mechanism.

Definition 6.6 (Vickrey-Clark-Groves mechanism). Vickrey-Clark-Groves (VCG) mechanism is

a Groves mechanism with

hipb�iq �
¸
j�i

bjpḡq, where ḡ P argmax
gPG

¸
j�i

bjpgq.

When we are thinking about the definition of VCG mechanism, it might seem easier if

we notice it is equivalent to just taking hipb�iq � maxgPG
°
j�i bjpgq but we tried to stress

in our definition that the new allocation ḡ used in order to compute the payment function is

the same as in Groves mechanism but excludes agent i.

Example 6.1. Consider a VCG auction between 3 bidders for two items, items A and B.

Let’s say that agents report bids presented in Table 6.1. We provide payments calculated

according to VCG rules as well.

Table 6.1: Bids and payments in the VCG auction

Agent H A B A&B VCG payment
1 0 100 0 110 140-100=40
2 0 30 70 140 200-200=0
3 0 20 100 130 170-100=70

We see that agents in our hypothetical example submitted bids for which vipAq�vipBq  
vipA&Bq. So what is the efficient outcome or allocation? It could be either giving both items

to a single bidder, which would result in reported surplus of at most 140, or allocating them

separately, giving maximum surplus of 200. Therefore, the efficient outcome is to give item

A to agent 1 and item B to agent 3.

How did we arrive at the payments? For agent 1, if she didn’t participate, agent 2 would

be allocated both items at surplus of 140. When she is participating, the other agents have

surplus of 100 (agent 3 receiving item B) and therefore we have payment of 40. Agent 2

doesn’t get any item. This means the outcome wouldn’t change if we did not take her into

account and she therefore ends up with a payment of zero. For agent 3, if she did not

participate, the efficient outcome would be to give item A to agent 1 and item B to agent 2

for a total surplus of 170, and when she does participate, the other agents enjoy the reported

surplus of 100 (agent 1 getting item A) and therefore she is asked to pay 70.

After seeing the example of a very simple VCG auction, it could seem like a daunting

task to bid in such an auction as the payment and allocation rules seem rather complicated.

But as it turns out, theoretical bidding in VCG mechanism is surprisingly simple. In fact,

all Groves mechanisms are incentive compatible and therefore bidders should simply report

their true valuations, taking bi � vi for every agent i. We prove this result in the following

lemma.

Lemma 6.1. Groves mechanisms are incentive compatible and efficient.
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Proof. We want to show that agents in any Groves mechanism (VCG mechanism for instance)

with decision function q and payment function p have the incentives to report their valuations

truthfully. By reporting bi, agent i’s utility in any Groves mechanism becomes: vipqpbqq �
pipbq � vipqpbqq � hipb�iq �

°
j�i bjpqpbqq.

Since hipb�iq can’t be affected by agent i’s choice of bi by definition, the best outcome

agent i can hope for is such outcome that maximizes the following expression:

argmax
gPG

pvipgq �
¸
j�i

bjpgqq

But notice that Groves mechanisms select outcomes by maximizing the sum of reported

bidding function: argmaxgPG
°N
i�1 bipgq. Therefore, by setting bi � vi, by the definition of

the Groves decision function, the mechanism will select precisely the outcome that maximizes

agent’s utility. In other words, reporting her value truthfully is the best the agent can do.

Since we worked with arbitrary bidder, we can conclude that the mechanism is incentive

compatible.

Since Groves mechanisms choose the outcome that maximizes sum of bids and bidders

submit bids equal to their valuations, Groves mechanisms also maximize social surplus and

are therefore efficient.

We presented positive aspects of Groves mechanisms but it is also appropriate to mention

some of their limitations. For instance, we didn’t talk about seller’s revenues at all and we

could make a case that Groves mechanisms do not fare particularly well in that respect. Also,

VCG mechanism is susceptible to collusion, the revenues are not necessarily increasing in the

number of bidders (Cramton et al., 2006). In addition, Yokoo et al. (2003) shows that VCG

mechanism can be vulnerable to bidders entering the mechanism under more pseudonyms

and acting strategically thereafter.

In addition, the mechanisms we mentioned might be placing unrealistic requirements on

the rationality of the bidders, especially relative to their valuation functions – it could be

hard to value all the combinations of all the items if their number would be large. Moreover,

the sheer number of bids can be very high as well. In fact, Cramton et al. (2006) can be

recommended as a good guide to advanced topics of combinatorial auctions.



Chapter 7

Introduction to social choice

theory

In this chapter, we provide a basic overview of social choice theory. Abstractly speaking, the

theory we will aim to develop focuses on constructing rules for aggregating preferences across

agents and some set of choices they face. We will see that there are serious limitations to

the properties we might want the rules to possess. In other words, reasonable demands on

the aggregating mechanism can be mutually exclusive. What differentiates this part of the

text from other parts is that we do not allow monetary transactions and thus do not need to

assume utility functions but merely preference orderings over the set of choices.

We use three main sources for the chapter: Jehle & Reny (2011), Mas-Colell et al. (1995),

and Shoham & Leyton-Brown (2008). They each approach the topic slightly differently and

we tried to synthesize them in the most approachable way.

Let I � t1, . . . , nu be the set of agents and G � t1, . . . ,mu be a set of (distinct) outcomes.

We use symbols ¡ and © without subscript to represent comparisons between 2 outcomes.

We continue with several quick definition. Preferences are complete if, for all x, y P G, x © y

or y © x. Preferences are strict if, for all x, y P G, either x © y or y © x but not both, that

is we exclude the possibility of indifference. Preferences are transitive if, for all x, y, z P G,

x © y and y © z implies x © z. Finally, preferences are acyclic if, for all x1, . . . , xm P G,

x1 ¡ x2, . . . , xm�1 ¡ xm implies x1 © xm.

We will use r to represent a preference ordering that is complete and transitive. We

further denote as s a rational preference ordering of the outcomes in G that will be strict

and transitive. R will denote a set of all possible preference orderings r, while S will denote

a set of all possible rational preference orderings s. We have that S � R. We will use ri or

©i (si or ¡i) to represent a (strict) preference ordering of a particular agent i from I and for

the set of preference orderings of all agents in I we have pr1, . . . , rnq � p©1, . . . ,©nq P Rn.

Additionally, when we write x ©i y (or x ¡i y), what we mean is that outcome x is weakly

(or strictly) preferred to outcome y by agent i.
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7.1 Social welfare functions

We begin this part with formal definitions. Firstly, a social welfare function is the formal

name for the “aggregating mechanism” we mentioned in the introduction - it takes the

reported preferences and computes the aggregate preference ordering.

Definition 7.1 (Social welfare function). A social welfare function F : Rn Ñ R assigns some

preference ordering r to a set of preference orderings of the agents.

Definition 7.1 implies that we will require the output of any social welfare function to

also satisfy completeness and transitivity. It would be possible to arrive at slightly different

theoretical conclusions by relaxing the transitivity requirement to, for instance, acyclicity or

quasitransitivity. Also note that we are not restricting the domain of social welfare functions

in any way which means that agents are free to report any preference ordering. Later, we

will restrict this condition by considering only agents with single-peaked preferences.

We continue with defining properties of social welfare functions.

Definition 7.2 (Pareto efficiency). Let x and y be distinct outcomes from G and let p©1, . . . ,©n

q be a set of preference orderings of the agents. We say that a social welfare function F

satisfies Pareto efficiency condition if x ¡i y for all i P I implies that x ¡ y in the preference

ordering assigned by F p©1, . . . ,©nq.

The definition is self-explanatory but perhaps note that writing “x ¡ y in the preference

ordering assigned by F p©1, . . . ,©nq” could also be written as “xF p©1, . . . ,©nqy and not the

opposite”.

Definition 7.3 (Independence of irrelevant alternatives). Let x and y be distinct outcomes from

G and let p©1, . . . ,©nq and p©1

1, . . . ,©
1

nq be 2 sets of preference orderings of the agents. We

say that a social welfare function F satisfies independence of irrelevant alternatives (IIA)

condition if

x ©i y ô x ©
1

i y and y ©i xô y ©
1

i x

for all i P I implies that assigned preference orderings between x and y are the same for

F p©1, . . . ,©nq and F p©1

1, . . . ,©
1

nq.

This condition means that whenever we have 2 sets of preference orderings of the agents

and preferences of all agents w.r.t. some 2 outcomes x and y are unchanged then we would

like the social welfare functional to result in the same ordering of these two outcomes for both

sets of preferences. In other words, only direct relative changes of preferences of 2 outcomes

can impact the resulting preference ordering.

We now define a standard voting rule. Most importantly, the set of choices has only 2

elements for standard voting rules.

Definition 7.4 (Standard voting rule). Let m � 2 and let p©1, . . . ,©nq be a set of preference

orderings of the agents, x and y be outcomes from G. We say that a social welfare function

F defines a standard voting rule if it is:

1. anonymous: F p©1, . . . ,©nq � F p©k1 , . . . ,©knq where tkiun1 is a permutation of I,
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2. neutral: reversing the preference ordering between the 2 outcomes for all agents reverses

the preference ordering assigned by F p©1, . . . ,©nq, and

3. responsive: if x © y by F p©1, . . . ,©nq and at least one agent i improves1 his or her

preference for x then x ¡ y by F p©1, . . . ,©
1

i, . . . ,©nq.

It turns out that there is a close connection between standard voting rules and majority

voting. Majority voting, if we consider it through the perspective of social welfare function

and for only two outcomes, just returns the most common strict preference between the

two outcomes. In case of a tie, it returns indifference. The connection is explained in the

following May’s theorem.

Proposition 7.1 (May’s theorem). Let m � 2, p©1, . . . ,©nq be a set of preference orderings of

the agents, and x and y be outcomes from G. Then a social welfare function F defines a

standard voting rule if and only if it is majority voting rule.

Proof. It can be easily seen that majority voting satisfies the 3 conditions of the standard

voting rule. To prove the reversed implication, notice first that anonymity of F implies it can

only depend on total number of the 3 possible preferences over x and y. Namely, set nx �
#ti : x ¡ y by agent iu, ny � #ti : y ¡ x by agent iu, and nind � #ti : x � y by agent iu,
nx � ny � nind � n.

Since F is neutral, if nx � ny then x � y by F p©1, . . . ,©nq. To see this, assume x ¡ y by

F p©1, . . . ,©nq. Let p©1

1, . . . ,©
1

nq represent reversed preferences and let n
1

x and n
1

y represent

number of agents that prefer x and y under reversed preferences. By neutrality, y ¡ x by

F p©1

1, . . . ,©
1

nq but nx � ny � n
1

x � n
1

y which contradicts anonymity.

Because F is also responsive, if nx ¡ ny then x ¡ y by F p©1, . . . ,©nq. This follows from

constructing any preference ordering set (denoted with double prime) for which ny � n
2

y � n
2

x

and applying responsiveness of F .

We see that F has to assign the preference between x and y in the exactly same way as

majority voting rule.

We now move away from the relatively simple case of two outcomes to a more complicated

situation of three or more outcomes. We will see that in this case, every social welfare function

satisfying Pareto efficiency and independence of irrelevant alternatives can lead to a situation

in which one agent can dictate the aggregate ranking (i.e. it is a dictatorship). It should be

stressed that this result needs unconstrained preferences and transitive orderings in the social

welfare function which is in accordance with the definition. The theorem is frequently stated

in a way that dictatorship is a necessary outcome (for instance by Jehle & Reny (2011)) but

we prove merely that there are preferences of other agents for which there is a dictator. The

theorem makes it all clear.

Proposition 7.2 (Arrow’s impossibility theorem). Let m ¥ 3 and let a social welfare function

F satisfy the Pareto efficiency and independence of irrelevant alternatives conditions. Then

there is an agent i and a set of rational preference orderings of agents p¡1, . . . ,¡i�1,¡i�1

, . . . ,¡nq for which ¡i� F p¡1, . . . ,¡nq. The agent i is called the dictator or the pivotal

voter.

1From x   y to x © y or from x � y to x ¡ y.
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Proof. We will try to construct the set of rational preference orderings of all but i-th agents

in such a way that the agent i’s rational preference ordering will fully determine social welfare

function outcome.

Step 1: Consider arbitrary outcome c and make it the least preferred outcome for all

agents. Then, by Pareto efficiency, c is the least preferred outcome of F as well. Now move c

from the bottom of agents’ preferences to the top sequentially agent by agent until c moves

to the top of outcome of F . Call the agent whose move of c caused the change in F agent

i. Surprisingly, we have just found the set of rational preference orderings of all but the i-th

agent p¡1, . . . ,¡i�1,¡i�1, . . . ,¡nq we were looking for.

Importantly, when agent i shifts c from the bottom of his ranking to the top, c not only

moves to the top of F but moves to the top from the very bottom. If c weren’t at the very

bottom before, it would lead to a contradiction. To see this, consider by contradiction that

c in in the middle of ranking of F and select some other two outcomes such that α ¡ c ¡ β

by F . Now change the preferences of all the agents in a way that β ¡ α by all agents. Now

by Pareto efficiency this should be the ranking of F but by transitivity, this means that

relative ranking of α, c, and β had to change which contradicts independence or irrelevant

alternatives.

The situation is depicted in the following tables. The initial situation:

¡1 . . . ¡n F
...

...
...

...

c c c c
And the situation after locating the agent i.

¡1 . . . ¡i ¡i�1 . . . ¡n F

c . . . c
...

. . .
... c

...
. . .

... c . . . c
...

Now, agent i is the pivotal voter and the preferences of other agents are also given.

For simplicity, schematically order agent i’s rational preference ordering ¡i from the most

preferred to the least preferred outcome as pa1, . . . , am1 , c, b1, . . . , bm2q, m1 �m2 � 1 � m,

m1,m2 ¥ 0. We want to show that for any preference ordering he might have the following

holds: pa1, . . . , am1 , c, b1, . . . , bm2q � F p¡1, . . . ,¡nq.
Step 2: We want to show that ai ¡ bj by F for any applicable i, j. We do this by first

showing that ai ¡ c by F , then c ¡ bj by F , and then the result follows from transitivity of F .

So why does it need to be the case that ai ¡ c by F? It actually follows from (IIA) directly.

When c was at the bottom of i’s ranking, it was at the bottom of F too and therefore worse

than ai. But their relative position didn’t change and therefore the outcome of F mustn’t

change either.

Step 3: We can now see that c is m1 � 1-th best outcome by F .

Step 4 : There is still one last aspect we need to consider and that is that F would

rank the outcomes as some permutation of as, followed by c and then a permutation of bs.

This, however, is impossible. The reason is that the preceding steps hold regardless of m1.

Therefore, if the agent leaves only bm2
less desirable than c, then certainly c ¡ bm2

by F .

But then keeping both bm2�1 and bm2
less desirable in the original order preserves their

individual ranking in F by (IIA). This establishes the result.
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The inverse implication holds as well, as it is easily seen that dictatorship needs to satisfy

independence of irrelevant alternatives and Pareto efficiency.

7.2 Social choice functions

In this part, we focus on methods that aggregate preferences but rather than returning the

ranking of all outcomes as in the social welfare functions case, we will be interested in the

top outcome only. The name we use for such rules is “social choice function”. More formal

definition follows.

Definition 7.5 (Social choice function). A social choice function f : Rn Ñ G assigns some

outcome from G to a set of preference orderings of the agents.

Similarly to the definition of social welfare function, the definition of social choice function

does not restrict the domain in any way. We proceed with defining possible properties of

social choice functions.

Definition 7.6. Let x be an outcomes from G and let p©1, . . . ,©nq be a set of preference

orderings of the agents. A social choice function f is:

� Pareto efficient if x ¡ y by every agent for every y P G, x � y implies that fp©1

, . . . ,©nq � x,

� monotonic if fp©1, . . . ,©nq � x and x ¡
1

i y for every agent i and every y � x such

that x ©i y implies fp©1

1, . . . ,©
1

nq � x,

� strategy-proof if fp©1, . . . , . . . ,©nq ©i fp©1, . . . ,©i�1,©
1

i,©i�1, . . . ,©nq for every agent

i, every alternative report ©
1

i, and every set of rational preference orderings of all agents

p©1, . . . ,©nq,

� onto if for any x P G there is some set of preference orderings of the agents p©1, . . . ,©nq
such that fp©1, . . . ,©nq � x, and

� dictatorial if there is an agent i such that fp©1, . . . ,©nq always returns agent i’s top

choice.

Importantly, in the definition of monotonic social choice function, we do not restrict the

alternative preference ordering in any way except that in needs to make x strictly better

than all at least weakly worse alternatives y. In particular, it says nothing about x being

possibly better than some other options that were previously better.

The definition of strategy-proofness also warrants further explanation. What we mean

by it is that every agent should be happier with the outcome assigned by f when telling the

truth than if he would report false preferences, regardless of what other agents report. This

property is in some sense analogous to the requirement of “incentive compatibility” we will

use in later chapters.

Now we establish a quick but important relationship between these parameters of social

choice functions.
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Lemma 7.1. Every strategy-proof social choice function f that is onto is Pareto efficient and

monotonic.

Proof. We begin by showing that strategy-proof social choice function f needs to be mono-

tonic. Let’s take any set of preference orderings p©1, . . . ,©nq, set x � fp©1, . . . ,©nq, and

for every agent and every distinct outcome y create the alternative preference ordering

p©1

1, . . . ,©
1

nq in which the outcome x is strongly preferred to y if it was weakly preferred

before (this is just from the definition of monotonicity). We want that fp©1

1, . . . ,©
1

nq � x.

We show it by induction over agents. When the first agent changes his preferences and

reports them truthfully, the outcome assigned by f mustn’t change. To see it, if it assigned

something the agent likes better than x, he would have had an incentive to misreport the

new preferences before. If it assigned something he likes less, he would have an incentive

to misreport back to the original preferences and get at least x back. A slight nuance is

the possibility of it assigning some outcome the agent happens to like just as much as x

but is distinct from x, call it z. We however disregard this possibility on the basis that by

indifference between x and z, the agent would be changing his preferences over z and y as

well and we didn’t explicitly allow for other changes in the preference ordering.

Now that we see that changing preferences of the first agent doesn’t change the outcome,

we can proceed in the same way to the second agent until the n-th agent and this result is

established.

To see the Pareto efficiency, just notice that if, let’s say, x is the most preferred choice of

every agent, then because f is onto there exists a set of preferences such that f returns x.

But by monotonicity, f needs to keep returning x if we move it to the top. This concludes

the proof.

We present the main result of the theory of social choice functions next, this time without

proof as it is very similar to the proof of Arrow’s impossibility theorem and can be easily

found in Reny (2001).

Proposition 7.3 (Gibbard-Satterthwaite theorem). Let m ¥ 3 and let a social choice function

f be Pareto efficient and monotonic. Then there exists an agent i and a set of preference

orderings of agents p¡1, . . . ,¡i�1,¡i�1, . . . ,¡nq for which x � fp¡1, . . . ,¡nq, where x is

agent i’s top choice, i.e. f is dictatorial.

We can see that requiring f to be strategy-proof therefore leads to the need for mono-

tonicity and Pareto efficiency. This however, if the set of outcomes has at least three elements

further shrinks the set of available mechanisms to the dictatorial one. This is an important

negative result. One way to go around it is by restricting the set of available preferences of

the agents. A convenient way to do that is by allowing only single-peaked preferences. This

is done in the next section.

7.3 Single-peaked preferences

We begin with the definition. This time, we will need the set of outcomes to be ordered in

some way, typically this could be left to right for political outcomes, or cheap to expensive

for public projects, etc.
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Definition 7.7 (Single-peaked preferences). Let G be an ordered set of m distinct outcomes.

A preference ordering r of all the outcomes in G is single-peaked if there exists a unique

outcome x P G such that

if xi   xj ¤ x then xj ¡ xi and

if x ¤ xj   xi then xj ¡ xi, for any xi, xj P G.

The definition means that the outcome x is the most preferred outcome by r and that

the closer some other outcome is to x the more preferred it becomes. For instance, let’s have

three outcomes a, b, and c ordered in this way: a   b   c. Then single-peaked (rational)

preferences are the following four: a ¡ b ¡ c, a ¡ c ¡ b, c ¡ a ¡ b, and c ¡ b ¡ a. The two

inadmissible ones are: b ¡ a ¡ c, and b ¡ c ¡ a.

We will show by an example that our method of proving Arrow’s impossibility theorem

doesn’t work in case of single-peaked preferences of the agents. In fact, it can be shown that

for odd number of agents with single-peaked preferences (subject to some mild symmetry

conditions), pairwise majority voting2 is both Pareto efficient and independent of irrelevant

alternatives and yet it does not allow for a presence of the dictator. Moreover, pairwise

majority voting is guaranteed to assign a complete and transitive preference ordering for

single-peaked preferences.

Example 7.1 (Arrow’s impossibility theorem and single-peaked preferences). Let G � pa, b, cq,
a   b   c, F be a social welfare function that is Pareto efficient and independent of irrelevant

alternatives and restrict the preferences of agents p¡1, . . . ,¡nq to single-peaked preferences.

By Pareto efficiency, locate agent i by setting preferences of agents 1 to i to c ¡ b ¡ a and

preferences of agents i � 1 to n to either a ¡ b ¡ c or b ¡ a ¡ c (these are the only choices

given that we restricted the agents to having only single-peaked preferences), such that agent

i is pivotal for c.

Now, if agent i has any preference ordering from the following set: pb ¡ c ¡ a, c ¡

b ¡ a, b ¡ a ¡ cq, then ¡i� F p¡1, . . . ,¡nq (the argumentation about the first preference

ordering is the same as in step 2 of the Arrow’s impossibility theorem proof, the second and

third follow from the first by independence of irrelevant alternatives between outcomes a and

b). If, however, a ¡i b ¡i c, then a ¡ b ¡ c � F p¡1, . . . ,¡nq or b ¡ a ¡ c � F p¡1, . . . ,¡nq.
The reason is that agent i is not allowed to ”threaten” a ¡i c ¡i b as this preference ordering

is not single-peaked! Therefore, agent i is not a dictator.

Example 7.2 (Pairwise majority voting and single-peaked preferences). In this example, we

present a simple “degenerate” case of single-peaked preferences that leads to a dictator in

pairwise majority voting. Let n be odd, i � n�1
2 , agents’ preferences up to i be c ¡ b ¡ a,

and let agents’ preferences from i� 1 be a ¡ b ¡ c. Then agent i is, apparently, the dictator.

7.4 Conclusion

We presented main aspects of the social choice theory by utilizing proofs and examples. We

also showed that designing strategy-proof social choice functions can be complicated.

2Pairwise majority voting is a social welfare function that assigns the preference ordering by majority
voting on all pairs of outcomes.
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Conclusion

Questions of optimality were at the heart of many chapters included in this thesis – what is the

best way a seller could sell his product to a customer of uncertain type, could we construct an

efficient trading mechanism between two privately informed parties, how should a principal

motivate an agent to exert effort, or finally, what could be an optimal auction. In each of

these examples, we tried to model the strategic interactions as a game between self-interested

participants but rather than focusing on how to solve an instance of the game we looked at

what the game itself should look like.

What are the parameters by which we could evaluate our design? In some of our chap-

ters, such as in screening or auctions, we adopted the perspective of the seller’s revenue

maximization. In other chapters, on bilateral trading or the Vickrey-Clark-Groves mech-

anism for instance, we were stressing the aspect of efficiency, or optimal allocation of the

items. Lastly, truthful behavior of the mechanism participants was the main aspect of the

last chapter on social choice.

A simple concept that allowed us to focus on incentive compatible and individually ratio-

nal mechanisms is the revelation principle. Stated informally, the principle reminds us that

we can turn any equilibrium strategy of players in some game to a truthful revelation strategy

in a correspondingly adjusted game. We used this simple idea for instance in the bilateral

trading part – since we could not find any efficient and truthful revelation mechanism (that

is incentive compatible and individually rational one) we knew that no efficient mechanism

can exist since the revelation principle would otherwise apply.

The chapter on screening contains careful treatment of the incentive compatibility and

individual rationality constraints which is used throughout the text. In particular, we show

how, under the incentive compatibility constraints of all types, we only need to worry about

low type’s participation as the individual rationality constraints of all other types are then

implied. Moreover, we prove an equivalence between all incentive compatibility constraints

and local incentive compatibility together with monotonicity constraints, which provides us

with a more manageable set of constrains.

The chapter on auctions uses these results to present the theory of optimal auctions.

It also gives us an opportunity to show some more general ideas in the mechanism design

theory – in particular the allocation function, the payment function, and their connection.

Besides these, the chapter also provides several examples of finding equilibrium bidding
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strategies through incentive compatibility – an approach particularly useful in the common-

value auctions.

Our aim was to provide a synthesis of theoretical achievements in the mechanism design

theory and its applications in diverse models of information asymmetries. We believe that

knowledge of these areas can be useful in further research in theoretical microeconomics as

well as in more applied areas.
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