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I would like to thank to Jaroslav Křivánek for his numerous advices, his patience and enormous amount of time he has kindly devoted to supervision of my
work. I also express my sincere thanks to Wenzel Jakob for providing his Mitsuba
renderer.
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Introduction
The goal of this thesis is to develop a more robust algorithm computing the global
illumination in the given scene based on the existing well-known photon mapping
algorithm. In this context by term robust we mean an algorithm which can yield
sufficiently accurate results for a wide range of given input scene settings which
include various types of materials, geometry and camera-lights settings.
Global Illumination (GI) is one of the components which are essential for producing realistic looking images. Other components needed to achieve realism, among
others, are physically based models of materials, complex geometry models or
physically plausible light sources. GI consists of two parts. One part is the direct
illumination of the scene which is caused by light pencils which are scattered only
once along their path from a light source to camera. The second part is so called
indirect lighting which is presented in the scene due to multiple scatter of light
pencils before they reach the camera.
It is the indirect part of GI which is computationally demanding. For this reason
in production environments other algorithms are often used (e.g. REYES [1] and
ray tracing [2]) which do not compute GI but only the direct part. Nevertheless,
producing realistic images by these methods makes enormous time demands on
people who prepare the scenes. They try to simulate GI by placing additional
light sources into the scene so that they fake the indirect light component. Development of robust algorithms computing the GI in reasonable time could be
potentially interesting to these environments.
Another area where such robust algorithms computing GI are vital is predictive
rendering [3]. In addition for purposes of predictive rendering these algorithms
must compute the GI as accurately as possible. The predictive images might be
used in various areas of industry and in the architecture.
There is a wide range of algorithms used for computing GI. One family of methods
compute the pixel values of an image by following the light paths in the scene.
The simplest algorithms from this family such as path-tracing (PT) and lighttracing follow the light paths from a camera and from light sources, respectively.
For these simple algorithms it is difficult to hit the camera or a light source and
thus the computation of the light distribution in the scene is quite slow. More
sophisticated are bidirectional methods which these days become more popular for
their faster performance. They follow the light paths both from a light source and
from the camera and connect them afterwards and so it exploits the advantages
of the light-tracing and the path-tracing approaches.
Photon mapping algorithm belongs to the family of bidirectional methods for
computing GI. For this algorithm the optimal strategy for connecting light paths
is not known yet and so called final gather heuristic is used instead [4]. The
heuristic is the weakest part of the algorithm in relation to the robustness. Given
the particular version of the heuristic a scene for which the method will struggle
can be constructed easily. These scenes are no pathological cases, indeed, they
are quite common.
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In this work we aim to replace the heuristic in photon mapping algorithm by
adaptive approach to light path connection. The second goal is to apply that approach to recently introduced progressive photon mapping methods [5] [6] which
allows us to achieve much higher accuracy in the resulting images on these days
computers. The resulting method should suit even the predictive rendering needs.

Work Structure
In chapter 1 we define the context in which this work is set and we review the GI
algorithms which are referenced in the following text. Namely these are:
• Path-Tracing (PT),
• Bidirectional Path-Tracing (BDPT),
• Photon Mapping (PM),
• Progressive Photon Mapping (PPM),
• Stochastic Progressive Photon Mapping (SPPM).
We also provide a description of some terms used in next chapters.
In chapter 2 first we thoroughly describe the problem we aim to solve and afterwards we specify the goals of the work.
Chapter 3 explains our solution of the problem. First we provide a high-level
description of our approach. Then in sections 3.1 and 3.1 we set the theoretical background for a new robust version of Photon Mapping algorithm capable
of adaptive light path connection. We call the algorithm Bidirectional Photon
Mapping (BDPM). In section 3.3 we give an overview of the BDPM algorithm
with all necessary details. Finally, in section 3.4 we apply our method to progressive photon mapping approaches to get the robust algorithm for computing GI
which is not restricted by physical memory and which yields more accurate results
than BDPM. We call the algorithm Progressive Bidirectional Photon Mapping
(PBDPM).
In chapter 4 we present our results.
Finally, chapter 5 gives a suggestions of future work.
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1. Global Illumination
Algorithms
In this chapter we define most of the terms used in the rest of this work. We also
define the family of GI algorithms related to our work and we provide their brief
description to the reader. We do not present anything new so a reader familiar
with stated terms and reviewed algorithms in this chapter might proceed directly
to the chapter 2.
First, in section 1.1 we describe the Rendering Equation which constitute the
theoretical basis for all GI algorithms and we briefly introduce the basics of a
stochastic approach to its solution which is essential to all algorithms used in this
work.
In section 1.2 we explain the meaning of terms biased, unbiased and consistency
which describe important properties of GI algorithms.
Following section review the multiple importance sampling technique of solving
the integration problem which is essential to some GI algorithms including our
method introduced in this work.
In sections 1.4 to 1.8 we describe the GI algorithms (PT, BDPT, PM, PPM,
SPPM) that are essential for this work. The special care is devoted to PT as the
algorithm is the essential part of our new method introduced in chapter 3.
Finally, in section 1.9 we explain the advantages of using PM methods over PT
and BDPT and thus why it is worth looking for their improvement.

1.1

The Rendering Equation and Monte Carlo

Rendering Equation. There is a wide range of algorithms used for computing the GI. Each of them approximates the solution of the rendering equation
introduced by Kajiya [7]:
Z
(1.1)
L(x, ωo ) = Le (x, ωo ) + fr (x, ωo , ωi )L(x, ωi )knx · ωi k dωi
Ω

where L is the equilibrium radiance function, Le is the source radiance function,
x is a point on the scene surface, ωo is the outgoing direction from the point
x, ωi is the incident direction, fr is the Bidirectional Reflectance Distribution
Function (BRDF) describing the properties of a material in the point x and nx is
the surface normal in the point x. Reflected radiance in the point x towards the
direction ωo is computed as the integration over the hemisphere of directions Ω.
Radiance. The rendering equation describes light propagation through the scene
by the radiometric quantity called radiance
L=

d2 Φ
cos ΘdAdω

[watts · steradian−1 · m−2 ]
4

(1.2)

which is defined as a flux Φ arriving (or leaving) from a certain point on a surface
per (unit) solid angle dω and per (unit) projected area cos ΘdA into the direction
of the flux. Angle Θ is the angle between the flux direction and the normal of a
surface.
It takes some time before the light is distributed in the scene so that the radiance
function defined by rendering equation (1.1) remains constant for fixed point and
fixed direction. The term equilibrium radiance function expresses the fact that
we neglect the time dimension and we assume that the light is spread instantly
across the scene. We are interested in radiance values of light rays arriving at
the image plane because the radiance has some important properties [8] for image
generation and thus it carries the information about the color of perceived objects.
Monte Carlo Integration. Monte Carlo integration is a mathematical technique which allows us to stochastically evaluate even complex integrals which
are difficult or even impossible to solve analytically. The method uses stochastic sampling of the integrand over the whole integration domain and despite the
randomness involved in the process it converges to the precise solution of the
integral.
If we consider the function f (x) defined over the domain x ∈ ha, bi we would like
to evaluate the integral in form of
Z b
I=
f (x) dx.
a

The Monte Carlo estimator for this sample integral is typically defined as follows:
Iest

N
1 X f (xi )
.
=
N i=1 p(xi )

(1.3)

Random variable Iest is a weighted combination of N samples xi of the integration
domain which are all drawn from the same random variable with a probability
distribution p(x). Under these conditions it is straightforward to prove that the
expected value of the estimator is
E[Iest ] = I.
In this work we discuss only those algorithms which approximate the solution of
the rendering equation or some other integration equation derived from the equation (1.1) by applying Monte Carlo techniques. We do not consider the algorithms
which try to approximate the solution of the rendering equation deterministically
for instance by using finite-element methods. Details about such algorithms can
be found in [8, 9].

1.2

Bias and Consistency

Properties of Monte Carlo algorithms can be characterized by terms
5

• bias and
• consistency.
Bias. We say that the algorithm is unbiased when the expected value of the
estimator used in the algorithm is equal to the estimated integral, i.e. in case of
the rendering equation the expected value is equal to the true radiance values.
Otherwise, we say that the algorithm is biased. The bias of the estimator Iest is
defined as
B[Iest ] = E[Iest ] − I.
A nice property of unbiased algorithms is that the only error contained in the
image is due to variance which usually exhibits itself as a high-frequency noise
and it contains no other artifacts.
Consistency. An algorithm is consistent if the bias vanishes as the number of
samples N approaches the infinity. That is if
lim B[Iest ] = 0.

N →∞

The reason for using biased algorithms in practice is that the total error of an
estimator defined as a sum of the bias and the standard deviation of the estimator
might be smaller than in unbiased algorithms after the same rendering time. The
consistency is the important property which ensures that even biased algorithms
head towards the correct solution as the number of taken samples goes to infinity.

1.3

Multiple Importance Sampling

Multiple importance sampling (MIS) is a technique introduced by Veach [10]
which allows us to combine more estimators which all estimate the same value. By
means of MIS we can get robust multiple sample estimators for various integration
problems.
Importance sampling. It can be proved [8] that the estimator Iest has a minimum variance when the integrand f (x) is sampled according to a probability
p(x) = R b
a

f (x)

.

(1.4)

f (x) dx

In other words the probability density function (PDF) p(x) is proportional to the
integrand f (x). It is obvious that in practice we cannot construct such a PDF
Rb
because we would have to know the value a f (x) dx. But it is exactly the value
we want to estimate. On the other hand the formula (1.4) suggests that sampling
from probability densities which have a similar shape as the integrand will result
in the estimators with smaller variance. In other words when constructing the
estimator we should keep in mind that the higher contribution the sample xi
yields to the estimator the more probable should be obtaining that sample and
vice versa.
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Multiple Importance Sampling. In practice it is usually not possible to
apply importance sampling to the whole integrand f (x). For example consider
the rendering equation (1.1). We can use importance sampling for the BRDF
term fr which is usually simple enough so that a close-to-optimal PDF p(x) can
be determined analytically. We can use the importance sampling technique for
the cosine term for which p(x) = knxπ·ωi k or even sometimes it is possible to apply
importance sampling to incoming radiance L(x, ωi ) function (e.g. L(ωi ) defined by
an environment map). Unfortunately, it is difficult to use importance sampling to
the product of aforementioned three terms because in practice this usually results
into the quite complex function the shape of which is not trivial to determine.
In this scenario it is advantageous to construct more different estimators of the
same integral and combine them together. The estimators will differ only in the
probability with which the samples are drawn. Thus each PDF corresponds to a
different strategy of generating the samples over the same domain. Each strategy
respects different parts of the whole integrand. In the example above considering
evaluation of reflected radiance we can construct three different estimators. One
respecting the cosine term, one respecting the BRDF and one with respect to the
incoming radiance L(x, ωi ).
Generally, n estimators corresponding to n different strategies are combined as
follows:
ni
n
X
f (Xi,j )
1 X
wi (Xi,j )
,
(1.5)
I=
ni j=1
pi (Xi,j )
i=1
where strategy i generates ni samples Xi,j with PDF pi and wi is the weight
function associated with strategy i. The resulting estimator (1.5) is unbiased if:

f (x) 6= 0

n
X

⇒

wi (x) = 1

(1.6)

i=1

and
pi (x) = 0

⇒

wi (x) = 0.

Veach [10] suggests few alternatives of choosing weight functions wi about which
he proves that they are close to the optimum. One of them is the balance heuristic
defined as
ni pi (x)
wi (x) = Pn
.
(1.7)
j=1 nj pj (x)

1.4

Path-Tracing

Path-tracing is an unbiased algorithm which computes pixel values by tracing the
paths from camera to light sources. It belongs among so called “image-based”
algorithms since if we change the position of the camera the algorithm has to start
the computation from scratch. No information is stored in the object space. Paths
are generated stochastically so that there is non-zero probability of sampling any
light path of any finite length.
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Path construction. Construction of a single path begins with sampling a point
x0 on the camera lens. Then the direction ωo of the ray r(x0 , ω0 ) with origin in the
x0 is determined according to the particular camera properties and a point x1 is
found by casting the ray r(x0 , ω0 ). The currently constructed path will contribute
to the pixel j which is intersected by the ray r(x0 , ω0 ). In the point x1 we sample
a new direction ω1 from the one-dimensional BRDF fr (x1 , ω0 , ω). Again a point
x2 is found by casting the ray r(x1 , ω1 ). We construct the path recursively until
some criterium for path termination is met. Example of constructed path is in
figure 1.1.

Figure 1.1: Light path of length 4 constructed from the camera hitting an area
light source. xi are vertices of the light path and r(x, ω) are rays oriented from a
point x to a direction ω.
Sampling the directions. There are various techniques for sampling a new
direction from BRDF during path construction. We give an overview of those
most commonly used. More details can be found in [8].
1. There can be an analytical formula for inverse cumulative distribution function (CDF) of a PDF which is quite good for importance sampling the particular BRDF. Then for sampling a new direction we can take advantage of
CDF properties and generate the sample between 0 and 1. To find a new
direction we can directly evaluate the inverse CDF.
2. We can use rejection sampling technique in case that we do not know the
suitable CDF but we want to use advantages of importance sampling approach. Still, this technique can be very time consuming and in practice
mostly it is not necessary to sample from the PDF which is perfectly proportional to the BRDF.
3. We can always use so called “blind” sampling according to an arbitrary
PDF. This means that we do not adjust a new direction sampling according
to the BRDF at all. Usually, PDF matching cosine shape is used so that
the importance sampling approach is used at least for the cosine term in
the equation (1.1).
Pixel measurement. The goal of the GI algorithms is to evaluate the pixel
measurement Ij associated with a pixel j. The measurement has a form of
ZZ
Ij =
Wej (x0 , ω0 )L(x0 , ω0 )knx0 · ω0 k dω0 dA,
(1.8)
A×Ω
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where Wej (x0 , ω0 ) is the source importance [11] quantity associated with a pixel
j. The importance is the adjoint quantity to the radiance and in our measurement Wej (x0 , ω0 ) simply defines the response of our virtual sensor to the radiance
arriving at a point x0 from a direction ω0 . Usually, the Wej is defined by values
of anti-alias filter used for image reconstruction. We model sensor as a part of
the scene and thus we integrate over a set A denoting all surfaces in the scene.
Path contribution. When a currently found point xn in the constructed path
lies on a light-source the contribution of the path is added to the pixel j associated
with the path. The contribution C n of a path x0 , . . . , xn of length n is evaluated
according to the formula
C n = T n Le (xn , −ωn−1 )

(1.9)

where Le is the radiance source function and T n is the throughput of the current
path
T 1 = Wej (x0 , ω0 )
n

T =

Wej (x0 , ω0 )

(1.10)
n−1
Y
i=1

fr (xi , ωi−1 , ωi )knxi · ωi k
,
p(ωi )

(1.11)

where p(ω) is the PDF of sampling the direction ω with respect to solid angle
measure. For simplicity this equation takes into account only the pinhole camera
model. For real cameras we also need to incorporate the probability of sampling
the point x0 on the camera lens.
Explicit light source sampling. The algorithm outlined so far is capable of
rendering scenes which contain at least one area light source. The smaller the
light source the less probable it is to generate a path which actually hits the light
source and thus there is the higher variance of the estimator. In the limit such
algorithm is not able to deal with point light sources which, despite the fact that
they are not physically plausible, are commonly used in computer graphics. This
can be addressed by explicitly sampling the points on light source.
Instead of computing the path contribution when we randomly hit a light source
in the intersection xn we will end each path by explicit generation of the last
segment by connecting the point xn−1 with point xn which is generated by explicit
light source sampling. There has to be performed an additional visibility test to
find out whether there is not an obstacle between the points xn−1 and xn . The
contribution of the path has to be corrected by the factor
knxn · −ωn−1 k
kxn − xn−1 k2
to compensate for choosing the direction by sampling a point on a surface rather
than sampling a direction from a hemisphere. We also have to replace the probability p(ωn−1 ) in throughput (1.11) by the probability p(xn ) of sampling the point
xn on the particular light source. Deeper explanation set on theoretical basis can
be found in [8].
Each of the two techniques (i.e. generating paths without explicit light source
sampling and with explicit light source sampling) is better at computing the same
9

light transport and each of them is better at computing the different parts of the
light transport [10]. For example the explicit light source sampling suffers from
high variance when it is applied on the glossy material and large area light source.
On the other hand, the BRDF sampling works the best for diffuse surfaces and
small light sources. In order to get a robust algorithm the multiple importance
sampling technique is usually used to combine both strategies into one algorithm
so that the combined estimator had a low variance for a wide range of scene
properties. Figure 1.2 demonstrates results of using both BRDF strategy and
explicit light source sampling strategy in combination with materials of various
degree of glossiness and light sources of different size.

a) BRDF sampling

b) Explicit light source sampling

Figure 1.2: The images compare two different strategies for sampling glossy highlights from area light sources. Light sources differ in size and color but they emit
the same power. The shiny plates vary in degree of glossiness which control the
reflection sharpness. The image a) uses sampling according to BRDF while image
b) sample the light sources explicitly. (Image courtesy of Erich Veach [10].)
Path termination. Paths can be terminated by restricting the maximum length
of the generated paths. This can introduce severe bias into the resulting image
because some significant parts of the light transport can be ignored. Another
option is to set a threshold concerning the current throughput (1.11) of the path.
If the throughput falls under the set threshold the path is terminated. Still, this
introduces bias into the resulting image. Nevertheless, it is a finer approach.
To conserve the non-zero probability of generating the path of arbitrary length
and thus not to introduce bias into the resulting image there is an option of
using the Russian Roulette technique to terminate the path with adaptively set
probability qi . In the case of path survival we use probability p(ωi )(1 − qi ) in the
path throughput computation (1.11). The estimator is still unbiased and the only
drawback of using the Russian Roulette is the increased variance of the estimator
which can be influenced by the way of choosing the termination probability.
Coherence with rendering equation Path-tracing can be perceived as a
variant of stochastic ray-tracing (sometimes referred to as the distribution ray10

tracing) introduced by Kajiya [7] when there is taken only one sample to estimate
the indirect lighting at each recursion level by Monte Carlo quadrature. This is
illustrated in figure 1.3. Distribution ray-tracing algorithm is the example of direct application of Monte Carlo integration to rendering equation (1.1) and the
same holds true for path-tracing as a special case of distribution ray-tracing.

Figure 1.3: Path-tracing is the special case of distribution ray-tracing when there
is taken only one sample at each recursion level to estimate the incident radiance
in current path vertex. The red dashed arrows suggest branching of recursion in
distribution ray-tracer while the green arrows depicts the path sampled in pathtracer.

1.5

Bidirectional Path-tracing

Bidirectional Path-Tracing (BDPT) introduced by Lafortune [12] is another example of a popular unbiased algorithm. Unlike the Path-Tracing the algorithm
traces the light paths not only from camera but also from light sources and
connect them afterwards. Veach [10] introduced an adaptive approach towards
connecting the light paths in BDPT using MIS technique as the optimal strategy.
In that way the algorithm became more robust.
Path construction. The algorithm stochastically generates a set of camera subpath vertices by tracing a path from camera as in Path-Tracing. In addition, a set
of light sub-path vertices is generated by tracing a path from a light source. Then
every camera vertex is connected to every light vertex instantly by generating the
path segment between them so that the whole light transport path is constructed.
This process is outlined in figure 1.4.
Path contribution. A visibility test for every connecting segment is performed
to find out whether the constructed path contributes to the pixel measurement
Ij . If it does the contribution of a path is computed in the same manner as in
Path-Tracing algorithm. The contribution is then multiplied by the appropriate
MIS-based weight function. Such a MIS weighting is important so that no light
transport is included more than once in the computed pixel value Ij . It follows
from the nature of the path construction in BDPT that the overall contribution
of paths with altogether n vertices to a pixel value Ij will be computed n+2 times
and these paths differ in the number of vertices from the camera and from a light
source. Thus n + 2 various strategies for computing the same light transport of
length n are combined.
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Figure 1.4: Example of light path generation in BDPT. Vertices x0 , x1 , x2 were
generated by tracing the green sub-path from camera while vertices y0 , y1 , y2 were
generated by tracing the red sub-path from a light source. Dashed blue lines are
path segments connecting each camera sub-path vertex with each light sub-path
vertex. This procedure effectively creates light paths of various length coming
from various strategies.
MIS ensures that the resulting combination is still unbiased and since each strategy is better at computing different part of the overall light transport the algorithm can effectively handle wider range of various input scenes.

1.6

Photon Mapping

The original photon mapping (PM) algorithm [4] consists of two passes. In the
first pass, little quanta of energy called photons are emitted from the light sources
and traced through the scene. When the photon hits a surface we store the
information about the hit into a data structure called photon map. At the end of
the first pass the information stored in the photon map approximates the overall
global illumination of the scene.
In the second pass we cast camera rays into the scene through the image plane
to compute the pixel values and whenever a primary ray hits a surface we can
either compute the reflected radiance by means of distribution ray-tracing, i.e.
estimating the integral over the hemisphere by casting secondary rays, or we can
exploit the information in the photon map and estimate the outgoing radiance
value. According to the formula
N
1 X
fr (x, ωo , ωp )Φp (xp , ωp )
L(x, ωo ) ≈ 2
πr p=1

(1.12)

where we estimate the outgoing radiance from x in the direction ωo , the radiance
estimate procedure can be interpreted as expanding the sphere around the point
x until we catch N photons within the disk of radius r [4]. Each photon coming
from the direction ωp found within the disk contributes by its energy Φp multiplied
by the BRDF fr evaluated right at the point x. This interpolation step introduces
bias into the image which exhibits itself as a low-frequency noise observed as a
blurriness in the image.
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Light path connection heuristic. Jensen [4] suggested the heuristic telling
us when (in terms of recursion depth) to connect paths traced from camera with
paths (photons) traced from light sources. This heuristic also utilizes technique
called “final gathering” or “final gather”. This approach is also used in radiosity algorithms [8] to get finer overall result and possibly to incorporate effects
such as reflections and refractions. In Photon Mapping the final gather is also
used to get finer overall result and to suppress visible artifacts coming from the
approximation of the illumination by photon map. The final gather in Jensen’s
heuristic is implemented as one level of distribution ray-tracing on glossy surfaces
and multiple bounces of camera rays over series of specular surfaces. Throughout
the work we will refer to the light path connection heuristic reviewed in the next
two paragraphs as to the final gather heuristic even though rigorously, the final
gather technique is just a part of that heuristic.
First thing to mention which is important for the final gather heuristic is the usage
of a special photon map just for the photons which went through one or more
specular refractions or reflections just after their emission and hit a diffuse surface
afterwards. These photons are called caustic photons and the map is referred to
as caustic photon map. During the final gather the caustic photon map is queried
separately so that the caustics look sharper and their high-frequency details are
captured.
As the distribution ray-tracing proceeds into deeper levels of recursion the final
gathering suggests different ways to compute the reflected radiance from a point
xi on the path traced from camera. The particular way depends on the type of
the material at the point xi and the type of incident lighting in that point. A
description of final gather heuristic listed according to type of incident lighting is
as follows:
• Direct lighting. Direct lighting at a point xi is computed in a standard
way by explicit light source sampling or by Monte Carlo integration over
the hemisphere in a similar manner as it was described in section 1.4. The
reason for not computing the direct illumination from the global photon
map is that there can be sharp changes in the direct illumination and the
blurry artifacts coming from the radiance estimate would be easily visible.
• Caustic lighting. If the material in the point xi contains a diffuse component then the reflected lighting due to caustic lighting is estimated by
querying the caustic photon map.
• Indirect lighting. The way of computing the indirect lighting depends on
the type of a material in the point xi .
– If the material is diffuse the reflected radiance due to indirect lighting
is estimated from the global photon map.
– If the material contains a glossy component and the recursion of distributed ray-tracing is just on the first level then the indirect lighting
is solved by second level of distribution ray-tracing.
– If a material is perfectly specular then the ray is casted in a specular
direction.
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– If non of the above cases apply then the radiance is estimated from
the global photon map.

1.7

Progressive Photon Mapping

The Photon Mapping is a biased algorithm due to estimating the radiance from
the photon map. Still, the algorithm is consistent in the sense that
N
1 X
fr (x, ωo , ωp )Φp (xp , ωp ).
L(x, ωo ) = lim
N →∞ πr 2
p=1

(1.13)

It means that the radiance estimator in a point x and a direction ωo converges to
the true radiance value if the number of photons in the estimate approaches the
infinity. Considering the radiance estimate procedure the radius r is obviously
dependent on the number of photons N in the radiance estimate. Thus the surface
where the radiance estimate is performed becomes the differential surface as the
number of photons in the photon map goes to infinity. This is rough explanation
of the formula 1.13.
Despite the consistency, the achievable accuracy of the result is strictly limited
by the amount of a memory available for storing the photons. Some scenes may
require using much higher number of photons so that fine details contained in the
image function are solved. In figure 1.5 we can see the image computed by PM
in comparison with the image rendered by Progressive Photon Mapping method
[5] (PPM). In the image 1.5b) there are noticeable details which are blurred in
the image 1.5a).
The idea of PPM lies in increasing the number of photons in a radiance estimate
progressively while decreasing the radius of the disk where the photons are caught.
Progressivity means that it is done step by step so that we can get by with the
limited amount of a memory. This approach is motivated by the formula 1.13
where the radius r depends on the number of photons N . The radius is decreased
by sacrificing a portion of the photons from the radiance estimate so that the
estimated photon density (i.e. a ratio of the number of photons and the radius)
stays the same after the radius decrease. Despite the additional variance added
by this process the radiance estimate progressively converges to the true radiance
value [5].
PPM overview.. The method uses similar concept to reverse photon mapping
introduced by Havran et al. [13]. That means that the algorithm starts with ray
tracing pass first and the photon tracing pass follows afterwards. Moreover, there
can be one or more photon tracing passes and after each of them it is possible to
display the resulting image. Thus the algorithm can be stopped when the user
is satisfied with the quality of the image or there could be applied some error
threshold rules. The algorithm is illustrated in figure 1.6.
Ray-tracing pass. During the first pass the algorithm stores information about
every ray-surface interaction in so called hit point structure. The information
includes hit point position, surface normal in the hit point, direction of the ray,
14

a) Photon Mapping

b) Progressive Photon Mapping

Figure 1.5: Two renderings of the same scene. We can notice the fine details
resolved in the image b) rendered by the PPM method while these are blurred
in the image a) rendered by the classical PM method. (Image courtesy of T.
Hachisuka and H. W. Jensen [5].)

Figure 1.6: Scheme of the PPM algorithm suggests the ray-tracing pass followed by
an arbitrary number of photon-tracing passes. (Image by courtesy of T. Hachisuka
and H. W. Jensen [5].)
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pointer to BRDF of a material in the hit point, coordinates of the corresponding
pixel j through which the ray was casted, pixel weight (i.e. particular value of Wej
function, see (1.8)) and three statistics needed for progressivity of the algorithm
which are current photon radius, number of accumulated photons in the hit point
and accumulated reflected flux. The last three statistics are progressively updated
during the run of the method. The hit point structure looks as follows [5]:

Un-normalized flux. During the algorithm, the information about reflected
flux in each hit point is stored. This flux is computed from N (x) photons which
hit the surface around a hit point x within the current radius R associated with
the hit point. These photons carry flux which was not divided by the total number
of emitted photons yet. The un-normalized flux is computed as follows:
N (x)

τN (x, ω) =

X

fr (x, ω, ωp )Φp (xp , ωp ).

(1.14)

p=1

Actually, the above formula is a part of the radiance estimate quadrature (1.12)
where there is no division by the surface area and the incoming flux is not normalized. Thus the reflected radiance from a point x into the direction omega is
estimated as
τN (x, ω)
L(x, ω) ≈
,
(1.15)
Nemitted πR(x)2
where Nemitted is the total number of emitted photons so far. The total number
of emitted photons is updated after each photon tracing iteration.
Combination of Photon Maps. Unlike in the PM, there is only one type of
photon map in PPM where we store information about all interactions of photons
with surfaces. During each photon tracing pass the photon map from the previous
step is discarded and a new photon map is created. The information stored in
the photon map is then combined with the information stored in the hit points.
The procedure does not simple average the estimated radiance values in a hit
point x from every single photon map. It rather searches the photon map for
M new photons captured within the radius Ri around the hit point x. In this
context we use index i to denote the number of photon mapping iterations so far.
Only the fraction α ∈ (0, 1) of those M photons is kept and added to Ni photons
gathered in the hit point x during all i iterations and the radius R is decreased
appropriately so that the photon density in the hit point x stays the same.
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Figure 1.7: The image depicts reducing the radius R(x) around a hit point x about
some positive dR(x) value after keeping the fraction α of M (x) new photons in
order to keep the same density of photons around the point x. (Image by courtesy
of T. Hachisuka and H. W. Jensen [5].)
When the radius Ri is decreased so that we get the new radius Ri+1 the unnormalized flux reflected from a hit point x estimated on the disk of a radius
Ri+1 must be updated so that we account for those photons which fall out of
the disk when the radius is decreased. The process of adding αM photons from
new photon map into a disk around hit point x and subsequent radius reduction
is shown in figure 1.7. For completeness we state all formulas for the update
procedure of a single hit point statistics which is performed at the end of each
photon tracing pass when the photon map is created:
s
Ni (x) + αM (x)
Ri+1 (x) = Ri (x)
Ni (x) + M (x)
Ni+1 (x) = αM (x)
τNi (x, ω) = (τNi (x, ω) + τM (x, ω))

Ni (x) + αM (x)
Ni (x) + M (x)

Consistency. The radius in a hit point is reduced only when there is an increase in number of photons from which the reflected radiance in the hit point
is estimated. This fact is a sufficient condition so that the radiance estimate according to formula (1.15) converges to the true radiance value. That means that
the biased PPM algorithm is consistent and in theory (i.e. we do not consider
floating point precision etc.) we can achieve arbitrary precision of the result if
we let the algorithm run for sufficient time. The memory boundary is removed
because there is always only one photon map per iteration. To achieve optimal
convergence rate the authors of the algorithm recommend to use constant α = 0.7
[5].

1.8

Stochastic Progressive Photon Mapping

PPM is not very good at computing so called distribution ray-tracing effects
[6] such as glossy surfaces, depth of field or motion blur. In order to compute
both depth of field and motion blur effects by PPM we need to store more hit
points per pixel. It is usually much more than it is sufficient for anti-aliasing.
Contrary, glossy surfaces may still be computed from a few hit points but it takes
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a long time to achieve satisfactory results because we need many photons hitting
the surface from the right direction so that they yield some contribution to the
radiance estimate. In figure 1.8 we can see a rendering of a Cornell box-like scene
with two highly glossy blocks by the PPM method. Only one hit point per pixel
was used (i.e. no anti-aliasing at all). Even though we used 1 billion photons to
render the image the glossy surfaces still exhibit artifacts due to high variance in
the radiance estimate.

Figure 1.8: A Cornell box-like scene with two highly glossy blocks rendered by the
PPM method. Only one hit point per pixel was used (i.e. no anti-aliasing at all).
We used 1 billion photons to render the image. Despite the enormous number
of photons the image still exhibits artifacts due to high variance in the radiance
estimate over glossy surfaces.
Generally, for reflections, it is more advantageous to trace the paths from the
camera rather than from a light source. Thus, we can say that for computing
distribution ray-tracing effects with PPM we need a lot of samples from some
region S which is the set of both directions and points. Each sample is represented
by a hit point and that means to store a huge number of statistics. Again, this
bumps against the memory limits which restrict us from achieving the arbitraryly
precise results. Figure 1.9 shows the difference between images rendered by PPM
and SPPM in the same time.
Stochastic progressive photon mapping (SPPM) [6] addresses the issue of computing distribution ray-tracing effects. The idea of SPPM is to share the statistics
over a region S and generate the hit points from that region stochastically so
that there is only one hit point with shared statistics at a time. This requires
few changes to the PPM algorithm:
• A path tracing step is added before each photon tracing pass. It means that
18

a) PPM

b) SPPM

Figure 1.9: Image shows two renderings of the same scene by PPM in a) and
SPPM in b). There are tools illuminated by flash light which causes SDS paths
(see section 1.9) on the flashlight and on the highly glossy surfaces of the plier and
the bolts. Moreover the flashlight is out of focus. (Image courtesy of T. Hachisuka
and H. W. Jensen [5].)
we regenerate the hit points while keeping the statistics about number of
photons, radius and un-normalized flux. In the implementation it is usually
suitable to associate the statistics of a region with a pixel. The scheme of
the SPPM algorithm is shown in figure 1.10.
• The new flux τM (x, ω) is computed from stochastically generated hit point
x (note that the direction ω is part of the hit point) and this new flux is
used to update the flux τNi+1 (S) over a region S. In fact the implementation
of the update procedure does not change much. There is a change in the
notation in formulas used for updating procedure:
s
Ni (S) + αM (x)
Ri+1 (S) = Ri (S)
Ni (S) + M (x)
Ni+1 (S) = αM (x)
τNi (S) = (τNi (S) + τM (x, ω))

Ni (S) + αM (x)
Ni (S) + M (x)

By the stochastic regeneration of hit points and sharing the statistics we estimate
the average radiance value
L(S) ≈

τN (S)
Nemitted πR(S)2

(1.16)

over a region S and moreover the estimate converges to a true average radiance
value over the region S. More details including proofs of these statements can be
found in [6].

1.9

SDS paths - The Motivation for Using PM

Light paths can be classified by means of regular expressions thanks to special
notation introduced by Heckbert [14]. Every vertex on the path is assigned the
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Figure 1.10: The image depicts the difference between PPM and SPPM. PPM
generates the hit points and they stay fixed during all photon tracing passes while
SPPM regenerates the hit points after each photon tracing pass in another raytracing pass. (Image courtesy of T. Hachisuka and H. W. Jensen [5].)
letter S when the ray was reflected by perfect specular component of a material
or D when the ray was reflected by a perfectly diffuse material. The end point
which lies on the light source is denoted by letter L and the point on the camera
lens is denoted as E. For example the caustic light path type can be described
as
LS + DE.
Note that such definition only applies to a layered materials composed of diffuse
or specular layers. The notation was rigorously extended by Veach [10] so that S
applies to a perfectly specular scattering event and D denotes any scattering event
for which the BRDF value is finite (i.e. it is not infinite due to contained delta
function). In this extension we can describe scattering events which occurred on
any type of a material. Moreover, Veach also rigorously extended the notation for
describing the types of light sources and cameras as a scattering events. There are
two additional scattering events describing the type of a light source and similarly
two scattering events describing the type of a camera. In this full-path notation a
point light source is described as LSD while an area light source as LDD and a
directional light source as LDS. Similarly, a pinhole camera is denoted as DSE
while a lens camera as DDE. Now the type of caustic light path between a point
light source and pinhole camera can be described as:
LSDS + DSSE.
Veach also proved [10] that algorithms as PT and BDPT are not capable of
sampling light paths which miss the sub-string DD in their full-path notation. It
means that contribution of such paths is simply missing in the resulting image.
Among others the caustic light paths due to a point light source viewed through
a pinhole camera belong into that category. Despite the fact that such conditions
are physically not plausible these settings are commonly used in many scenes.
There is another example of a light transport which can be rendered by PT or
BDPT only when we are using an area light sources and camera of any type.
This transport is a reflection of a caustic lighting due to an area light source
LDDS + DS(D | S)(D | S)E.
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This type of lighting is very difficult to be rendered by PT and even it is difficult
for BDPT since the only strategy which can yield some contribution due to that
type of lighting is the one which traces the whole path from camera. But that
means that it degenerates to PT algorithm. In practice we can say that especially
small light sources enclosed in a glass shade are problematic for PT and BDPT.
But such type of light source is perhaps the most common in reality and thus
for realistic rendering purposes we might want to use that type of a light source
in our scenes. In figure 1.11 there is an example of scene illuminated by such
type of a light source rendered by various algorithms. Another example might be
the shimmering light at the bottom of a swimming pool seen through the water
surface. In the rest of this work we will denote the light transport which includes
the reflections of caustics regardless of camera type and light source type shortly
as SDS paths.

a) PT

b) BDPT

c) PM

d) PPM

Figure 1.11: The scene is illuminated by caustic lighting caused by the light source
enclosed in a glass shade. It is hard for PT to render the scene under such a
difficult light settings. For both PT and BDPT it is difficult to render the caustic
light on the walls reflected by the glass shade. On the other hand, photon mapping
based methods performs very well for these light settings. (Image courtesy of T.
Hachisuka and H. W. Jensen [5].)
One reason for using biased photon mapping algorithms instead of PT and BDPT
might be the fact that rendering of SDS paths is not difficult for them at all. In
algorithms based on photon mapping the light paths are not connected through
the segment between endpoints of light sub-paths but they are rather connected
through the radiance estimate procedure. Thus it is sufficient so that the light
path transport contained just a D substring in their full-path notation except for
the camera part and it will be rendered. Fast convergence of such a problematic
light transports justifies the effort we put into improving the robustness of the
Photon Mapping algorithms.
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2. Problems and Goals
In this chapter we explain the problem addressed in this work and we define our
goals that we aim to achieve.
Section 2.1 introduces, on a few examples, the problems of photon mapping-based
algorithms addressed in this work. In the following section we give a more detailed
explanation of the source of the problem. Section 2.3 discusses the alternatives
of using PT and BDPT algorithms on the same scenes difficult for PM-based
algorithms. Finally, in section 2.4 we define the goals of our work.

2.1

Problem Introduction

Bidirectional methods for computing global illumination generate light paths both
from light sources and from camera and afterwards they connect them together.
A provably good strategy for connecting light paths introduced by Veach [10]
is known for Bidirectional Path-Tracing [12]. However, for popular bidirectional
method like Photon Mapping the optimal strategy for light path connection is
not known.
Figure 2.1 demonstrates the dilemma of two different PM implementations. There
is a Cornell box-like scene which contains two highly glossy blocks while the
walls of the box are completely diffuse. All images show rendering of light paths
consisting of exactly three segments (i.e. the light went through two bounces
before it reached camera). In the image 2.1a) the radiance estimate was performed
just as the camera ray hit the scene surface while in the image 2.1b) we used
one level of distribution ray-tracing so that the radiance estimate was performed
after one bounce of camera ray. The image 2.1c) shows the result of our method
introduced in this work. We can see that the implementation of PM in the image
2.1a) works very well for light reflections from the blocks visible on the ceiling
while it performs very poorly for reflections visible on the glossy blocks. The
implementation in the image 2.1b) works just in the opposite way. This simple
example suggests that the final gather heuristic introduced by Jensen [4] described
in section 1.6 is not good strategy for light path connection.
Figure 2.2 shows another example of problematic scene settings for PM algorithm.
This time the scene contains almost solely glossy surfaces and three bottles made
of frosted glass (i.e. they are not perfectly specular/refractive). We took a magnified detail of the whole picture to see what happened. There are objectionable
artifacts on the counter under the bottles in the image 2.2a) instead of proper
reflections of bottles while these are rendered correctly on the reference image
2.2b). These artifacts usually occur in corners of adjacent highly glossy objects.
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a) PM, no final gather

b) PM, final gather

c) BDPM (our method)

Figure 2.1: All images show rendering of the same scene and the same light
transport of length exactly 3. The scene consists of diffuse walls and two highly
glossy objects. The image to the left was rendered without final gather while the
image in the middle uses final gather everywhere. Note how each strategy works
well for different parts of illumination. The image to the right demonstrates
combination of both strategies by our bidirectional photon mapping method.

a) PM

c) BDPM (our method)

Figure 2.2: The scene contains almost solely highly glossy objects and three bottles
made of frosted glass. The image a) was rendered by PT while image b) was
rendered by our method (tady by mel byt spis referencni obrazek z PT, ale zatim
nemam nic rozumnyho). Both images are magnified details taken from original
images. The figure demonstrates the problem of generating visibly objectionable
artifacts on glossy surfaces by PM in such difficult scenes.

23

2.2

PM and Glossy Surfaces

There are two reasons why the artifacts presented in the figures 2.1 and 2.2
occur. Both reasons are explained on PM with final gather heuristic nevertheless
analogous reasons hold true for any implementation of second pass similar to
those used for rendering images 2.1a) and 2.1b). The reasons are as follows:
1. Correlated photon map queries. In PM during final gathering there are
casted secondary distribution rays to solve the reflected radiance on directly
visible glossy surfaces. BRDF corresponding to a highly glossy surface has
very narrow BRDF peak so that distribution rays make rather a coherent
beam. When such a beam hits the surface which is close to the point of
its origin the beam is still very narrow. Thus the purpose of distribution
ray-tracing to average the error of GI approximation stored in the photon
map is not achieved. The reason is that the radiance estimates performed
at the end of the beam are too correlated with each other. The scenario is
depicted in figure 2.3.

Figure 2.3: Correlated photon map queries.
2. Radiance estimate suffers from high variance. When secondary distribution rays casted in PM during final gathering on glossy surface hit
another surface the photon map is queried to estimate the reflected radiance. When the surface we hit is highly glossy as well and thus its BRDF
peak is very narrow then there will be typically very small number of photons coming from the direction which yields some important contribution
to the radiance estimate (see formula (1.12)). Thus the performed radiance estimate will suffer from high variance as the small number of relevant
samples (photons) is available. The scenario is depicted in figure 2.4.
In PM with final gather heuristic, as it was suggested by Jensen [4] and described
in section 1.6, both problems go hand in hand when we render scenes with many
glossy materials. The artifacts rising from correlated photon map queries powered
by radiance estimates performed on glossy surface which suffer from high variance
look like the reflection of bottles on the counter in the image 2.2.
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Figure 2.4: Radiance estimate suffers from high variance.
Possible solutions. In order to get rid of the first problem we may suggest
using more levels of distribution ray-tracing. Unfortunately, this degenerates
the algorithm towards pure Distribution Ray-Tracing (or Path-Tracing if we cast
only one recursive ray in each level). Moreover it is not clear for which scene it
is sufficient to cast recursive rays only on the first level and for which we would
need two levels etc.
The second problem could be addressed by a dramatic increase in the number
of photons used for rendering the scene. It cannot be achieved in PM due to
the physical memory restrictions but it is possible to achieve that by progressive
photon mapping methods. However, these methods still do not work reasonably
well in practice. PPM does not involve distribution ray-tracing for glossy surfaces
at all so the variance of the radiance estimates is directly visible and to decrease
that variance a huge amount of photons have to be traced. This is improved in
SPPM and it actually really performs much better for many scenes where PPM
struggles. Nevertheless, in scenes with many glossy materials the result is spoiled
due to the first problem.

2.3

PT, BDPT and Glossy Surfaces

If we use unbiased path-tracing algorithm on the same scenes containing many
glossy materials which are difficult for photon mapping we will not get any objectionable artifacts in the image. On the other hand the estimator will suffer
from severe variance. It will take a huge amount of time to render the image
without a visible noise. The reason for the big variance is the presence of many
little highlights in the scene as the light gets reflected on shiny surfaces. Considering the process of sampling a new direction from a point x in which the path
is prolonged we can imagine these little highlights as many little light sources.
For PT it is very difficult (i.e. not very probable) to hit these “secondary” light
sources especially the distant ones. Because these highlights are the important
part of the incident radiance function in the point x this goes against principles
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of importance sampling and thus the variance is dramatically increased.
BDPT performs much better for this type of scenes than PT. Because the light
paths are traced even from light sources and various strategies advantageous
for different parts of light transport are combined together the variance is not
increased that much by the presence of many highlights in the scene. Nevertheless,
the main disadvantage of BDPT is the difficulty of handling SDS paths (see 1.9)
and common types of realistic light settings like a small area light source behind
the glass. The comparison of performance of PT, BDPT, PM and PPM of the
scene lit by the glass lantern where the dominant illumination comes from caustics
is shown in the figure 1.11.

2.4

Goals

There are two goals we aim to achieve in this work:
1. We want to replace the final gather heuristic for light path connection in
classical PM algorithm by an optimal method which is more robust in handling scenes with many glossy materials. To accomplish these objectives we
examine the possibility of applying the multiple importance sampling strategy which works reasonably well for adaptive light path connection within
unbiased BDPT algorithm. This goal is set to address the problem number
1 introduced in the previous section.
2. The second goal is to incorporate our new optimal light path connection
approach we develop in this work for the classical PM algorithm into the
progressive photon mapping methods. Acquirement of this goal will attack the problem number 2 and except for reducing the radiance estimate
variance on glossy surfaces it will be capable of solving finer details in the
image.
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3. Solution
The contribution of our work consists in formulating the algorithm of Bidirectional
Photon Mapping (BDPM) capable of handling various scenes with prevailing
highly glossy materials. Main idea is to replace the final gather heuristic by a
more principled approach. The original photon mapping performs the radiance
estimate from the photon map only at the end of the final gather rays and differ
between “global” and “caustic” photon map while we use a combination of various
path connection strategies corresponding to a photon map estimate performed at
different vertices of the full camera path. Our approach is inspired by Veach’s
multiple importance sampling technique [10] for adaptive light path connection
used in Bidirectional Path-Tracing. Hence, we use the name BDPM so that
we express the robustness of the algorithm even though also the original PM
algorithm belongs among the bidirectional algorithms by its nature.
The BDPM algorithm is essentially the combination of Path-Tracing algorithm,
which follows the light paths from camera, and Photon Mapping algorithm, which
trace light paths from light sources. The photon map query is performed at
every vertex along the path from the camera. To avoid including the same light
transport in the result multiple times weighting functions summing to unity are
used with each photon-camera sub-path pair. This is analogous to the approach
taken in BDPT.
In the following section we review the Photon Mapping algorithm. To be able to
combine various strategies for computing the same light transport we need to treat
each connection of a single photon with a camera sub-path as a single light path.
The weighted contribution to the image pixel is computed along that path. To be
able to do that, section 3.1 gives a formulation of photon mapping consistent with
Veach’s path integration framework [10] (chapter 4.A). This formalism allows us
not to think about the photon mapping in terms of radiance estimate but rather
in terms of individual paths which can be sampled from various strategies.
Based on this fact we derive the formula describing the BDPM algorithm in section 3.2. Section 3.3 gives an overview of the algorithm and specifies some details
about computing path weights. In section 3.4 we apply the BDPM technique
to stochastic progressive version of photon mapping to derive the Progressive
Bidirectional Photon Mapping Method (PBDPM).

3.1

PM in Terms of Particle Tracing

We describe our Bidirectional Photon Mapping algorithm within the framework
introduced by Veach [10]. This allows us not to think in terms of an aggregate
radiance estimate but rather in terms of contributions of individual paths sampled
from various strategies. Under these conditions we are able to apply multiple
importance sampling for weighting the contribution of various paths. In this
section we relate the radiance estimate procedure described by Jensen to the
particle tracing characterization described by Veach.
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In [10] (chapter 4.A) Veach describes particle tracing as a method which generates
a set of N sample particle paths ρp with their corresponding weights denoted as
αp . From now on to avoid any confusion we will use the term photon instead of
particle. Sample paths are constructed by following a random walk of a photon
through the scene. Their corresponding weights are computed by multiplying
the initial energy of a photon in each bounce by the appropriate BRDF value
and cosine term and divided by the probability of sampling a new direction and
probability of terminating the particle path.
In general each path ρ has its own importance We (ρ) for the measurement which
the photon is used for. Using Monte Carlo estimation general measurement can
be expressed as a weighted sum over sample paths
#
"
N
1 X
We (ρp )αp .
(3.1)
I=E
N p=1
We implement this measurement as a radiance function value estimation. To
estimate L(x, ωo ) we define We (x, ωp ) := fr (x, ωo , ωp ). ωp denotes the direction
of the incident photon in point x:
#
"
N
1 X
(3.2)
fr (x, ωo , ωp )αp .
L(x, ωo ) = E
N p=1
In this formulation, photons which end their path out of the point x will yield no
contribution.
Last step towards the photon mapping within Veach’s formulation is using the
biased estimator in form of density estimation method [15] instead of the unbiased
one. Introducing the kernel
(
0
if d > r
κ(d) =
(3.3)
1
if d ≤ r,
πr2
where r is the radius, the formula for the radiance estimation now reads
#
" N
X
L(x, ωo ) ≈ E
κ(kx − xp k)fr (x, ωo , ωp )αp .

(3.4)

p=1

The point xp represents the last vertex on the photon path ρp (i.e. the photon
position) with corresponding weight αp . This equation suggests that only those
photon paths which end within the support of kernel κ will contribute to the
radiance estimate.
Of course, we ended basically with the same formula as we have already stated
in (1.12). The purpose of this section was to put the radiance estimate into the
context of Veach’s light transport framework that servers as basis for our BDPM
formulation.
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3.2

BDPM Formulation

Veach in his dissertation presented the path integral formulation which is the
measurement equation describing the whole light transport in the form of one
non-recursive equation where the computation is concentrated around a geometric primitive - the path [10]. In this framework he derived Bidirectional Path
Tracing originally introduced by Lafortune [12], an unbiased algorithm in which
he combines paths from light sources and paths from the camera. After connecting one path from the camera to one path from the light source, the contribution
of the resulting path is weighted so that no light transport is taken into account
more than once. Each strategy, defined by the length of the light and camera
paths, is better at computing some parts of the whole light transport while being worse at computing the other. Nevertheless, each of them converges to the
correct result. Their combination just exploits their respective advantages and
makes the overall light transport computation faster and more robust.
In Photon Mapping we can interpret the radiance estimate procedure as connection of one path from camera to N paths from the light source as opposed to
BDPT where paths are connected in a one-to-one manner. To be able to apply
multiple importance sampling we need to separate these N paths which share the
same camera prefix and then weight each path alone.

3.2.1

Derivation

We aim to combine the Path-Tracing algorithm with the Photon Mapping. To
describe Path-Tracing we use a standard Monte Carlo quadrature which describes
the measurement of discrete pixel value Ij of pixel j
#
"
M
X
1
Tl Le (x, ωo )
(3.5)
Ij = E
M l=1
where Tl is a throughput of the whole camera path ρ∗l and is computed by multiplying the initial importance value of that path in every bounce by appropriate
BRDF and cosine term and divided by the probability of sampling the new direction and by the probability of terminating the path (see equation (1.11)). Point x
is the last vertex on the camera path ρ∗l and ωo is the direction pointing towards
the direction from which the last segment was sampled. Le is the source radiance
function. Note the obvious duality to the particle tracing described in previous
section.
Let M = 1 so that we have the following one-sample estimator
Ij = E [T Le (x, ωo )]

(3.6)

and let us consider the scenario where we have only photons which bounced along
the paths ρp of the same length s segments and its corresponding weights are αps .
From the camera point of view we will take into account only one path from
camera ρ∗ of t segments with its throughput T t .
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Under these conditions we can perform connection of light sub-paths by replacing
Le in the equation (3.6) by equation (3.4) so that we compute only the pixel value
Ijn due to the light transport of length n = s + t
#
"
N
X
κ(kx − xp k)fr (x, ωo , ωp )αps .
(3.7)
Ijn ≈ E T t
p=1

We cannot write the equal sign because using the radiance estimate introduces
bias into the pixel value estimation. The equation describes the process of tracing
the path of fixed length from the camera and then querying the photon map in
point x. In the photon map query only those photons are taken into account
which traveled along the path of fixed length. End points x and xp as well as
the directions ωo and ωp depend on the sampled sub-paths and for simplicity will
be omitted in the following formulas. By simple multiplication we get the biased
estimator for Ijn
#
" N
X
(3.8)
κT t fr αps .
Ijn ≈ E
p=1

In this formula we put the term T t inside the sum to emphasize that the formula
treats all N paths in the estimator as N separate light paths sharing the same
camera sub-path.
Next we will introduce the following notation
Xs,t := ρsp ρ∗t

(3.9)

to depict the path consisting of s segments from light source and t segments from
camera.
Now we can apply Veach’s multiple importance sampling technique (MIS) to
combine more estimators in form of (3.8) so that we account for contributions of
paths with various length of sub-paths from camera and from light source. Our
multi-sample estimator looks as follows:
" n N
#
XX
w(Xn−i,i )κT i fr αpn−i ,
(3.10)
Ijn ≈ E
i=1 p=1

where w(Xn−i,i ) is MIS weight function for path of length n and index i runs
through n various strategies where i means the number of segments on the path
from camera before it is connected with paths from light.
Knowing how to weight the path contributions we can rearrange the quadrature
so that we can use the N -nearest neighbour query into the photon map after
tracing the path from camera:
" n
!#
N
X
X
Ijn ≈ E
Ti
κw(Xn−i,i )fr αpn−i
.
(3.11)
i=1

p=1

The expression in the round brackets is the radiance estimate restricted to fixed
photon path length and enriched by MIS weight function which takes into account
even the sub-path traced from camera.
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It was necessary to fix the sub-paths length to show how to weight the individual
path samples. If we consider the fact that
Ij =

∞
X

Iji

(3.12)

i=1

and that the sub-path length both from camera and from light are random variables which in the implementation are determined by using Russian Roulette
then we can remove the restriction of equal photon path length in the radiance
estimate and simplify the formula to
"
!#
N
X
Ij ≈ E T
κw(Xs(p),t )fr αp
.
(3.13)
p=1

Using Russian Roulette for controlling sub-path lengths gives non-zero probability
of sampling the light path of any finite length.
In the next section we give an overview of the algorithm which is essentially the
evaluation of the formula (3.13) and we describe how to deal with evaluating the
MIS weight function w.

3.3

BDPM Overview

Our algorithm is very similar to the original photon mapping. It consists of
two passes. In the first pass we collect photon histories in one photon map
(i.e. unlike in PM, there is no special “caustic” photon map and “global” photon
map) with additional information about probabilities of sampling photon paths.
In the second pass the distribution ray-tracing and the final gather heuristic,
as it was described by Jensen [4], is replaced by standard path-tracing. The
special radiance estimate procedure involving weighting each photon contribution
is performed gradually at every vertex of the path traced from camera.
The described algorithm is based on the formula (3.13) and in this section we
especially focus on evaluating the weight function w. In next two sub-sections we
describe how to compute probabilities needed for evaluating w. Evaluation itself
is then described in sub-section 3.3.3.

3.3.1

First Pass

We start shooting and tracing the photons as in original PM including usage of
Russian Roulette. The only difference is that we need to store probabilities of
generated photon paths which are used during the second pass for computing the
MIS weights.
Let y0 , . . . , ys denote vertices of a photon path ρ and let y0 be a point on a
light source. Then we define probability pLk of sampling the path y0 , . . . , yk for
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0 < k ≤ s as
pL1 = pA (y0 ) · pD (y0 → y1 )
pLi = pLi−1 · p(yi−1 , yi−1 → yi );

∀i 2 < i ≤ k

where pA (z) is the probability of sampling a point z on the light source, pD (ω)
describes the directional properties of the light source and finally p(z, ω) is the
probability of sampling the direction ω from the point z.
We store the probability pLk with each photon hit record in the point yk . Another
information that we need to retain for the second pass is the track of photon
bounces within single photon path. For example for a given point yi we need
to be able to backtrack the probabilities pLi−1 . . . pL1 to evaluate the path weight
during the second pass.

3.3.2

Second Pass

The backbone of the second pass is the path-tracing algorithm. We incrementally
construct the path ρ∗ from camera using Russian Roulette for controlling the path
length. In every vertex we perform a special radiance estimate as described by
formula (3.13) in the round brackets. To be able to evaluate the weight function
w we need to determine the probability of sampling the current camera path.
Let us suppose that we have already constructed the path x0 , . . . , xk and updated
the throughput T of that path. Then we need to compute the probability pE
k of
sampling the path for 0 < k ≤ t as follows:
pE
1 = pA (x0 ) · pD (x0 → x1 )
E
pE
i = pi−1 · p(xi−1 , xi−1 → xi );

∀i 2 < i ≤ k.

Similarly as in the case of light source pA and pD depends on the type of camera.
Usually when using pinhole camera we set pE
1 = 1. The p(z, ω) is the probability
of sampling the direction ω from the point z.
After updating the throughput T and determining the probability pE
k we can
perform the special weighted radiance estimate according to formula (3.13) and
add the contribution to overall pixel value Ij .
If the camera path is not terminated due to application of Russian Roulette we
extend the path about new vertex xk+1 by tracing the ray from the point xk and
we apply the same procedure as for the vertex point xk . We prolong the path in
the same manner until the absorbtion of path occurs. The pseudo-code for the
second pass is shown in Figure 3.1.

3.3.3

MIS Weighted Radiance Estimate

The procedure for estimating the radiance from the photon map is basically the
same as in the classical photon mapping algorithm. The biggest difference is that
each photon contribution is multiplied by MIS weight dependent both on the
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proc secondPass(j) ≡
Ij := 0;
while (ray := generateRay(j)) do
Ray through the pixel j
T := Wej (ray);
source importance of the ray
pE
1 for case of pinhole camera
1 := 1;
k := 0;
while ¬absorption(xk ) do
apply RR
k := k + 1;
prolong the path
xk := intersect(ray);
E
pE = array(pE
1 , . . . , pk );
comment: compute pixel contribution
comment: R is weighted radiance estimate procedure
Ij := Ij + T · R(radius, k, pE );
comment: Generate new ray with probability ”pdf”
ray := sampleBRDF(xk , var pdf );
pdf := pdf ∗ RRpdf ;
includeRRprobability
comment: update throughput and compute path probability
T = T ∗ BRDF (xk ) ∗ cosθ/pdf ;
E
pE
k+1 = pk ∗ pdf ;
od
od
end

Figure 3.1: Pseudo-code for the second pass of our bi-directional photon mapping
algorithm. Procedure computes the value Ij of pixel j.
given photon sub-path and on the current camera sub-path. In the rest of this
section we describe how the MIS weight is computed.
During the algorithm we take path samples from various strategies. The probability of sampling some path x from the strategy where we connected camera
sub-path with t segments to photon sub-path with s segments is
L
Ps,t (x) = pE
t ps ,

(3.14)

where pE
t is probability of sampling first t segments of path x from camera and
L
ps is probability of sampling the rest s segments from a light source.
For sampling the paths of length n we use n − 1 strategies in our implementation
since for now we neglect two corner cases where there is no segment on a camera sub-path or no segment on a light sub-path (see chapter 5). Using balance
heuristic for MIS [10] every strategy has its corresponding weight function
Ps,t (x)
.
i=1 Pn−i,i (x)

ws,t (x) = Pn

(3.15)

For the path Xs,t we simplify the notation to
w(Xs,t ) = ws,t (Xs,t )

(3.16)

so that we are consistent with section 3.2.
E
In previous section we described how to compute sub-path probabilities pE
1 , . . . , pt
L
L
and p1 , . . . , ps . To be able to evaluate MIS function w obviously we need to
E
L
L
evaluate pE
t+1 , . . . , pn−1 and ps+1 , . . . , pn−1 .
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Figure 3.2: This figure clarifies the extended notation of a sampled path used for
defining the sub-path probabilities. The red circle depicts the kernel centered in
the point xt .
Let assume that we have sampled one path
Xs,t = x0 , . . . , xt , ys , . . . , y0
as it was denoted in the preceding text. The camera sub-path starts at x0 and
we currently perform the radiance estimate in its end point xt . Photon sub-path
starts at y0 and ends at ys where it was found within the support of the kernel
κ. We introduce the redundant notation
0

0

0

x0 = yn , . . . , xt−1 = ys+1 , xt = ys ,
0

0

0

ys = xt , ys−1 = xt+1 . . . , y0 = xn
so it is possible to easily express how to compute the rest of sub-path probabilities.
This notation is clarified in Figure 3.2.
Then we take special care about probabilities
0

0

0

0

pLs+1 = pLs · p(xt , ys−1 → ys , ys → ys+1 )
E
pE
t+1 = pt · p(xt , xt−1 → xt , xt → xt+1 )

where we compute the probability in point xt in both cases. The reason is that
the radiance estimate is performed in point xt and thus the BRDF fr is evaluated
at xt for the given photon. Note that in the limit case when there was infinite
number of photons the points xt and xs would merge into one point.
Other sub-path probabilities
0

0

0

0

0

0

0

0

pLs+i = pLs+i−1 · p(ys+i−1 , ys+i−2 → ys+i−1 → ys+i )
for i ∈ h2, ti
E
pE
t+i = pt+i−1 · p(xt+i−1 , xt+i−2 → xt+i−1 → xt+i )
for i ∈ h2, si
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can be computed all in the same manner. They can be even pre-computed and
stored in a cache during tracing the camera sub-path and tracing photons respectively because the outgoing and incoming directions are known at that time.
P
To evaluate MIS weight we need to compute all ni=1 Pn−i,i (Xs,t ). It is easy to
evaluate Ps,t (Xs,t ) for the current path because from given photon history and
camera path-tracing we immediately get pLs and pE
t respectively. The rest subpath probabilities can be evaluated starting from these ones.
In this stage we know everything to evaluate the weight for a given single path
according to formulas (3.15) and (3.14) and thus to evaluate the weighted radiance
estimate. With this knowledge we can compute the contribution to the pixel value
Ij according to formula (3.13) as it is described in pseudo code in figure 3.1.

3.4

Progressive Version of BDPM

Even though the described algorithm of BDPM is more robust than PM and
is capable of rendering scenes with many glossy materials without producing
an objectionable artifacts, it suffers from the same limitation as PM. It is not
capable of solving fine details in the image because of the memory limitations.
In this section we describe the extension of SPPM with our multiple importance
sampling approach derived in this chapter. We call the algorithm Progressive
Bidirectional Photon Mapping or PBDPM.
Algorithm organization. The algorithm preserves the same ordering of passes
as in SPPM. There is a pair made of path-tracing followed by a photon tracing
pass after which it is possible to generate the resulting image. This pair can be
repeated in an arbitrary number of iterations until we get the satisfactory results.
Region of Average Radiance. For our purposes we define the region S which
we compute the average radiance values for as a set of all points and directions
which can be generated by tracing a random path through a pixel associated
with that region. In each path-tracing pass we generate one path from camera
for every pixel and we create hit point for every vertex of that path except for the
first vertex on the camera lens. The weight stored in a hit point is a throughput
T of a path which ends in the hit point. Every hit point on a path belongs to the
same region and share the statistics for that region.
Photon Map Combination. The updating procedure does not differ much
from the one in SPPM. After the photon tracing pass we query the new photon
map in every hit point x we have stored during the path-tracing pass so that we
compute the new un-normalized flux in that hit point x. The only difference is
that we also weight each light path contribution by MIS weight just as we did it
in BDPM. Thus the un-normalized flux is computed as
!
M
X
τM (x, ω) = T
w(Xs(p),t )fr αp ,
(3.17)
p=1

which is a direct application of formula 3.13. The main difference is that the
photon weight αp is un-normalized and there is no kernel. For clarity we list all
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symbols used in the formula (3.17) and we review their meaning in the following
table:
Symbol
τM
x
ω
M
T
Xs(p),t
w(Xs(p),t )
fr
αp

Meaning
Un-normalized flux
Hit point
Reflection direction associated with x
Number of new photons around a hit point x
Throughput of a path ending in x
Light path with s(p) segments from light and t segments from camera
MIS weight of a path Xs(p),t
BRDF in point x, direction ω and incoming photon direction ωp
Un-normalized weight of a photon p

Other formulas used during updating statistics stored in hit points remain the
same as in SPPM.
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4. Results
In this chapter we present our results on renderings of three different scenes. In
section 4.1 we compare performance of PT, PM, SPPM, BDPM and PBDPM
on a test scene of an industrially designed kitchen containing many highly glossy
materials and some glass.
In the following sections 4.2, 4.3 and 4.4 we present some properties of our approach to connecting light paths demonstrated on a Cornell box-like scene containing two highly glossy blocks.
• Section 4.2 shows images rendered by different single strategies and their
subsequent combination by our method.
• Section 4.3 presents a single image for every combined strategy colored
according to MIS weight values. This suggests how the weighing behaves
over different strategies and for various parts of the light transport.
• Section 4.4 presents difference images of results gained from the BDPM and
PBDPM and of results from the classical progressive PM methods. This
demonstrates that our approach for connecting light paths is not consistent
and it should be addressed in future works (see chapter 5).
The section 4.5 presents renderings of a model of Walt Disney Concert Hall.
Finally, in the last section 4.6 we show results of measuring the time spent on
evaluating the MIS weight function in comparison to the total time spent on an
image computation.

4.1

Challenging Test Scene

We provide renderings of a kitchen model where almost every material is glossy.
A number of spot lights are used as the only source of the light in the scene.
They are all placed on the opposite side of the kitchen behind the camera and
all light reaching the shot went through at least one indirect bounce, so there
is no direct lighting in the particular shot. To make the conditions even more
difficult there are few bottles made of frosted glass placed on the counter. In all
images we restricted the path length to a maximum of seven segments. All test
images were rendered on a 1.6GHz Intel Core i7 Q720 using 4 physical cores and
hyper-threading technology (8 logical cores). We ran one thread per logical core.
Time spent on rendering the images is shown in table 4.1.
The renderings demonstrate the robustness of both the BDPM and PBDPM
which is their main advantage over the state-of-the-art. Additionally PBDPM
demonstrates its capability of solving finer details in the image. PM with final
gather will always sample paths only from the one and only strategy and thus
it can always be given some scene (as in our case) on which it will perform very
poorly. The same holds true even for classical progressive versions of PM.
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BDPM. The image 4.2b) was rendered by standard PM with final gather heuristic. We used one level of distribution ray-tracing (final gather) casting 128 secondary rays and 32 samples per pixel. This means performing 128 × 32 = 4096
radiance estimates per pixel.
To get comparable results we used 512 samples per pixel for rendering the image
4.2c) which was rendered by BDPM so we would perform 512×7 = 3584 radiance
estimates and thus took approximately the same number of measurements in both
4.2a) and 4.2b) and run the algorithms for the same amount of time. In both
cases we used 2 million photons, nearest-neighbour density estimate in the photon
map query with the conical kernel [4].
We can see that in the image 4.2c) the severe noise on the cupboard vanished
completely. Important improvement is also observable on the tea pot and in the
area of glass bottles. Given the circumstances the appearance of reflections will
not get better in the classical photon mapping algorithm even if we used more
samples in the distribution ray-tracing. The reason is almost specular surface
of the tea pot and of the kitchen counter. We would have to dramatically increase the number of photons in the map to get better results in 4.2b). Another
noticeable issue are some completely missing reflections.
PBDPM. In figure 4.3 we present also results of progressive version of our
method compared to Stochastic Progressive Photon Mapping on the same challenging scene. We used dual approach in our both progressive implementations
when we used simple hash grid accelerator structure to store hit points for nearestneighbour look-ups instead of using kd-tree for building the photon map. Actually
we do not build any photon map in our implementations because after tracing a
photon we immediately proceed to update procedure and look up all affected hit
points. That means that the number of new photons is M = 1.
Obviously this prevents us from performing a totaly fair comparison with BDPM
implementation where we used kd-tree for photon map implementation. This
explains the big difference in “samples per pixel” numbers in table 4.1. Samples
per pixel data in progressive versions corresponds to the number of iterations
because in progressive methods only one sample per pixel per iteration is used. We
used 0.5 million photons per iteration in both SPPM and PBDPM and restricted
the maximum path length to seven.
Probably performance of our PBDPM implementation could be highly improved
by using effective kd-tree implementation instead of hash grid structure since its
effectivity rapidly descents as the number of hit points is increased. In contrary
to SPPM we stored roughly 7 times more hit points per pass since the maximum
path length was set to 7.
Our results in figure 4.3 demonstrates the improvement in appearance of glossy
surfaces when using our method and also it shows the capability of progressive
version of BDPM to solve finer details in the image. These are especially noticeable around cupboard handles if the image 4.3c) is compared to the image
4.2c).
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Algorithm
PT
PM
BDPM
SPPM
PBDPM

Samples per Pixel
16 384
32
512
14 600
4 380

Final Gather Samples
128
-

Resolution
320x320
320x320
320x320
320x320
320x320

Rendering Time
3.8 hours
4 hours
4.1 hours
4 hours
3.5 hours

Figure 4.1: Information about renderings in figure 4.2, 4.3 and 4.4. The data in
column “Samples per Pixel” by SPPM and PBDPM corresponds with the number
of iterations because one sample per pixel is taken in each iteration. In both progressive versions we used 0.5M photons per iteration. We also used dual approach
for our both SPPM and PBDPM implementations that we kept the hit points in
the acceleration grid instead of storing photons in a photon map.

a) PT (Reference)

b) PM

c) BDPM

Figure 4.2: A comparison of rendering the same scene by PT, PM and BDPM.
We let PM and BDPM run for the same time. Both PM and BDPM use 2
million photons, nearest-neighbour density estimate and a conical kernel. A noisy
reference image was rendered by PT with one million samples per pixel.
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a) PT (Reference)

b) SPPM

c) PBDPM

Figure 4.3: A comparison of rendering the same scene by PT, SPPM and PBDPM. We let SPPM and PBDPM run for the same time. Both SPPM and
PBDPM use 0.5M photons per iteration. SPPM ran through 14 600 iterations
while PBDPM ran for 4380 iterations. Notice the fine details visible especially
on the cupboards. These details are completely missing in figure 4.2c). Noisy
reference image was rendered by PT with one million samples per pixel.

PT (3.8 hours)
Figure 4.4: We provide rendering of the kitchen model by PT where we used
16 384 samples so that the algorithm ran approximately the same time as we let
run our methods.
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4.2

Sample Combination of Two Strategies

In figure 4.5 we present renderings of a Cornell box-like scene. Diffuse materials
are used for walls and highly glossy materials for the blocks. The images were
rendered with paths of length exactly three (i.e. n = 3). Image 4.5a) represents
the strategy where t = 1 (i.e. camera sub-path length) and s = 2 (i.e. light subpath length) while the image 4.5b) shows the result of using strategy where t = 2
and s = 1. Images 4.5c) and 4.5d) were rendered by BDPM where both of the
latter strategies were combined together. We used 20 million photons to render
the combined image and 512 samples per pixel. In the image 4.5c) we used fixed
radius for every photon map query while in the image 4.5d) we used the nearestneighbour estimation method and conical kernel. This demonstrates that using
varying radius through the scene does not yield objectionably worse results.

4.3

MIS maps

We present the visualization of MIS weights wn−i,i (Xn−i,i ) for i = 1, 2, 3 where
n = 4 is the path length. That means the visualization of MIS weights of all
strategies which are used to compute the transport of length 4 segments in the
scene presented in the figure 4.6. Again it is the Cornel box-like scene with two
glossy blocks made of isotropic Ward BRDF with coefficient α = 0.02. Walls of
the box are completely diffuse. Figure 4.7 shows the visualization of MIS weights
averaged over a pixel.

4.4

Difference images

We provide comparison of BDPM and PBDPM difference images with reference
generated by Path-Tracing. We also provide difference images for the same scene
rendered by PPM and SPPM so that we can compare our results to the consistent
algorithms. Again the scene is the same Cornel-box like scene as what it is used
and described in the previous section. We used 512 samples per pixel and 30
million photons in BDPM while we used 1 billion photons in PPM and SPPM.
For PBDPM we used only 0.5 billion photons and all progressive methods used
0.5 million photon per iteration.
In the figure 4.8 there is a reference image and PBDPM image. We can hardly
see the difference by eye. Nevertheless, if we look at the difference image 4.9a) it
is obvious that the algorithm of PBDPM is not consistent. This is clearly visible
even on the image 4.9b) which corresponds to BDPM rendering and thus we can
conclude that the problem is not in the progressivity itself. It is rather caused by
the way we evaluate the MIS weight function (see section 3.3) because we suppose
that each camera sub-path is precisely connected with each photon sub-path and
neglect the gap between them caused by the radiance estimate procedure. By
this approach the condition (1.6) seems to be violated.
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Figure 4.5: All images show rendering of the same scene and the same light transport of length 3. There are diffuse walls and two highly glossy objects. The image
a) was rendered without final gather while the image b) uses final gather everywhere. Note how each strategy works well for different parts of the illumination.
Images c) and d) demonstrate combination of both latter strategies by BDPM. In
c) we used fixed radius in density estimate through the whole scene while in d) we
allowed varying radius and used conical kernel.
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Figure 4.6: A BDPM rendering of a Cornel box-like scene on which we measured
the MIS weights data visualized in figure 4.7. The image shows light transport of
length 3 segments (two bounces) and 4 segments (3 bounces) even though the MIS
weights visualization is done only for strategies used for computation of paths of
length 4. We used 30 million photons, 128 samples per pixel and we cast every
primary ray through a pixel center so there is no anti-aliasing.

4.5

Walt Disney Concert Hall

We present the comparison of using SPPM and PBDPM for rendering a model of
the Walt Disney Concert Hall where we used only one directional and one point
light source. The twisty walls of the concert hall are made of isotropic Ward
BRDF with coefficient α = 0.02. We rendered only indirect component of GI
which allows us to see the differences more easily. SPPM uses 10 100 iterations
while PBDPM uses just 5 006 iterations. The results are presented in figure 4.10.

4.6

Time Measurements

We measured total overhead of evaluating the MIS weight function in our implementation of the BDPM method. It is exactly the same procedure which is used
also in PBDPM implementation. The time is expressed in percentage of the total
time spent on rendering an image. We also present the time spent on evaluating
all radiance estimates during the run of the algorithm. Recall that the special
radiance estimate procedure used in BDPM involve also evaluation of the MIS
weight function (see section 3.3).
Measurements were conducted on three different scenes which are described in the
previous sections. These are the glossy kitchen scene, the Cornell box-like scene

43

a) Scale

b) i = 1

c) i = 2

d) i = 3

Figure 4.7: The figure presents visualization of MIS weights used for weighting the
light paths of length 4 segments in the image 4.6. MIS weights values are in range
h0, 1i and image a) shows the color scale used in the visualization. The images
b), c) and d) shows weights used for strategy where there was camera sub-path of
i segments and the light sub-path of 4 − i segments.
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a) Reference

b) PBDPM

Figure 4.8: The figure shows the reference image of a Cornel-box like scene with
two glossy blocks and the same scene rendered by PBDPM with 0.5 billion of
photons and 0.5 million photons per iteration.
with two glossy blocks and the Walt Disney Concert Hall model. We restricted
the maximum path length in all scenes to 7. To gather the statistics on these
scenes we utilized a 1.6GHz Intel Core i7 Q720 using 4 physical cores and hyperthreading technology (8 logical cores). Nevertheless, we let the computation run
only in one thread. The results are presented in the table 4.11.
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a) PBDPM

b) BDPM

a) PPM

b) SPPM

Figure 4.9: The figure shows comparisons to reference image 4.8a) to the images
of the same scene rendered by PBDPM, BDPM, PPM and SPPM. There is no
gamma correction used in the difference images and the exposure was set to 5.
Difference a) corresponds to the image 4.8b). We used 0.5B photons in PDBPM
while 1B photons in both PPM and SPPM. For BDPM we used 30M photons and
512 samples per pixel.
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a) PT (Reference)

b) SPPM

c) PBDPM

Figure 4.10: A comparison of rendering the same scene by the PT, SPPM and PBDPM methods. Both SPPM and PBDPM use 0.5M photons per iteration. SPPM
ran through 10 100 iterations while PBDPM ran for 5006 iterations. Reference
image was rendered by PT with 90 000 samples per pixel.
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Scene #P
Res
SPP
Kitchen 2M 320x320 128
CBox 20M 512x512 128
Disney 20M 320x320 128

Radest MIS weight
TRT
97.6%
20.82%
3h 57min
96.94%
25.57%
3h 39min
92.33%
4.97%
1h 2min

Figure 4.11: The table shows measurements of the time spent on various parts
of the BDPM algorithm. The results where gathered from using our BDPM implementation on three different scenes. The names of columns mean: #P - the
number of photons in the photon map, Res - image resolution, SPP - samples per
pixel, Radest - the time spent on all radiance estimates during the computation
(in percents of total rendering time), MIS weight - the time spent on evaluating
all MIS weights (in percents of total rendering time), TRT - total rendering time
(in actual values).
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5. Conclusion and Future Works
We have presented a robust Bidirectional Photon Mapping algorithm for computing global illumination. The algorithm is capable of rendering scenes with many
glossy materials where the original photon mapping algorithm produces objectionable artifacts. The algorithm takes advantage of combining various strategies
for computing the same light transport.
We incorporated our approach of light path connection used in Bidirectional
Photon Mapping algorithm into the progressive photon mapping methods and
presented Progressive Bidirectional Photon Mapping (PBDPM) algorithm which
is more robust than the state-of-the-art progressive methods. This algorithm
fulfill both goals we set in section 2.4.
Even though introducing PBDPM is a significant step towards development of the
robust algorithm which might suit even demanding needs of predictive rendering
there has to be done additional work to complete this task. In chapter 4 we
show difference images which prove that despite the visual plausibility of images
rendered by our methods they contain additional bias caused by inappropriate
evaluation of MIS weight functions. Our method is not consistent because our
MIS weight evaluation does not take into account the bias introduced during
light path connection by radiance estimate procedure and they are evaluated as
if we were dealing with limit case when there is infinite number of photons in the
photon map and thus every photon sub-path was connected precisely to a camera
sub-path without any gap.
In our implementation we ignore strategies where the path is generated entirely
from the light source or from camera. Especially when rendering scenes with area
light sources the strategy where the light path hit a light source and thus there
is no segment generated from the light source in the path may be advantageous
for computation of some parts of overall light transport. Taking these paths into
account should be addressed in future work.
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The List of Used Shortcuts
• BDPM - Bidirectional Photon Mapping
• PBDPM - Progressive Bidirectional Photon Mapping
• BDPT - Bidirectional Path-Tracing
• MIS - Multiple Importance Sampling
• PT - Path-Tracing
• PM - Photon Mapping
• PPM - Progressive Photon Mapping
• SPPM - Stochastic Progressive Photon Mapping
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Appendix
The CD attached to this work includes:
• implementation of the BDPM and PBDPM methods as a part of the Mitsuba renderer;
• compilation of the Mitsuba renderer for Windows 7 64-bit platform;
• source code of the Mitsuba renderer;
• three sample scenes introduced in the chapter 4;
• implementation notes in a PDF document;
• article based on this work which will be presented at the CESCG 2011
conference;
• electronic version of this work in a PDF document.
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