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1. Introduction 

 

Development of intelligent virtual agents (IVA) is an interesting area of the 

computer science. Its goal is to create computer simulations of living beings 

(usually human), that are supposed to have similar behavioural patterns as their real 

models. 

The use of intelligent virtual agents is important for many research computer 

simulations in many different areas including military, architecture, sociology etc. 

Development of IVAs is strongly connected to another area of computer science – 

artificial intelligence. IVAs are using methods and algorithms developed on the field 

of artificial intelligence and their development helps us in deeper understanding and 

further research in this area. IVAs are also widely used in film industry and 

especially in computer games industry. 

Since IVAs have been so widely used in the last two decades, the 

development in this area is progressing quickly and the agents themselves are ever 

getting smarter, more human-like and capable of solving more complex tasks. 

 

1.1 Introduction of Pogamut 
 

A project called Pogamut is being run by a group of scientists on the Faculty 

of Mathematics and Physics for over five years [1]. Pogamut is a complex software 

tool for research and development of intelligent virtual agents. 

Pogamut is a java middleware that enables controlling virtual agents in 

multiple environments provided by computer game engines. Currently Unreal 

Tournament 2004 (UT2004), UnrealEngine2RuntimeDemo, Unreal Development Kit 

and DEFCON game are supported [1]. Pogamut provides a Java application 

programming interface (API) for spawning and controlling virtual agents and 

graphical user interface (GUI) that simplifies debugging of the agents. Apart from 

the API, Pogamut contains a set of java libraries that implement the agent's actions 
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and senses. These libraries are divided into modules, which integrate java classes 

dedicated to a specific purpose, e.g. the agent's navigation. A module's work can 

sometimes be further divided into even smaller tasks. The module's parts that process 

these tasks are then called the submodules. 

From now on, we will always consider the UT2004 game engine and 

environment while talking about Pogamut. Technically, the Pogamut toolkit 

integrates five main components: UT2004, GameBots2004, the Gavialib library, the 

Pogamut agent, and the IDE. (Fig. 1) [2] 

 

 

Fig. 1.1: Pogamut architecture. The picture is originated from [2]. 

GameBots2004 is a modification to UT2004 that allows controlling 

characters in the game by commands sent from outside the game. These commands 

can be sent via network sockets connected to other programs. GameBots2004 exports 

information about the game environment through a TCP/IP text based protocol, 

allowing users to connect to UT2004 employing the client-server architecture. This 

means that the user implements an agent’s control mechanisms at the client and uses 

GameBots2004 as the server [2, 3, 4]. 

Gavialib is a general purpose Java library for connecting agents to almost any 

virtual environment, i.e. it is a generic interface for accessing a wide range of 

possible worlds. It provides an abstract agent implementation, which handles the 

agent’s life cycle and allows remote control of the agent through JMX [5], a standard 

Java protocol for a remote instrumentation of programs [2].  

The UT2004 agent is a set of Java classes and interfaces derived from the 

basic classes of the Gavialib library. The UT2004 agent is derived from all Parts (1) 

– (3) from Fig. 1.2, adding UT2004 specific features, such as UT2004’s sensory-

motor primitives, the navigation utilizing the internal UT2004 way-point system and 

auxiliary classes providing information about the game rules. [2] 
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Fig 1.2: High-level Gavialib architecture overview. (1) Perceptual part servers to process information 
messages from the virtual world that Pogamut 3 is connected to. (2) Interaction part sends commands 
to the virtual world. (3) Agent abstractions comprise stubs of agents, defining high-level interface for 
agents’ minds. The picture is originated from [2]. 

 
 

Pogamut project also provides many other features and tools that are not 

mentioned in this text. To learn more about them please read the referenced sources. 

The only purpose of this chapter is to give reader a brief notion about Pogamut.  

 

1.2 Navigation in the Environment of Unreal Tournament 2004 
 

Pogamut provides UT2004 agents1 with a high level navigation module 

enabling a programmer to type only a few commands in java code of his bot and 

make him move through the environment quite well. For example this code makes 

the bot move to the location of the nearest other bot he can see: 

navigation .navigate( players .getNearestVisiblePlayer());   

However, this navigation module has some limitations and weaknesses. In the 

rest of this chapter will be explained how this navigation works, what bots can do, 

what they cannot do and how their navigation could be improved. 

The main navigation module is implemented as java class 

UT2004Navigation . It is in fact a wrapper for several submodules, each one of 

whom is responsible for some action that is useful for the navigation as a whole. The 

two most important of these submodules are at this moment the path planner and the 

                                                           
1
 UT2004 agents are also often called bots. 
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path executor. When a bot receives a command through the navigation module to 

move to some other place in the environment, the path planner first computes a path, 

which is basically a list of points over which the bot should walk/run. For this 

purpose the path planner is provided with a data structure that represents the 

environment – the navigation graph and with an algorithm able to find a way to the 

target location through this navigation graph. 

 Then the path executor takes the computed path and makes the agent move 

along it. Both jobs of path planner and path executor are quite complex tasks and the 

exact way of solving these tasks depends on implementation of the currently used 

path planner and path executor. The last release of Pogamut2 provides several 

implementations of the path planner and the path executor. However, all currently 

implemented path planners are based only on the knowledge of the navigation graph 

of the environment and that is why they all have the same limitations. 

Let us explain how a general path planner works and what the navigation 

graph is. Every UT2004 level3 contains a set of navigation points (navpoint). Each 

navpoint is located in some safe location that can be reached by the bot. When there 

exists direct path from one navpoint to another, i.e. a bot can get there without 

turning left or right, then they are connected with an edge. With this representation 

finding a path from navpoint A to navpoint B can be easily solved with any graph 

search algorithm. A* algorithm4 is particularly popular. Output of the path planning 

algorithm is sequence of nodes that should be followed in order to get to the target 

location. The navpoints and edges can be visualized in the GameBots2004 mode by 

pressing CTRL + G. (Fig. 1.3) [1] Pogamut is able to get the navigation graph from 

GameBots2004. Once the navigation graph is obtained, Pogamut can work with it 

anyhow it needs. The navigation graph is the only information about the environment 

the agent has. 5  (Fig 1.4) A video of a running agent and visualized navigation graph 

can be found in attachments. (Attachment 1) 

                                                           
2
 At the time of writing this thesis the last release of Pogamut is 3.5.1, released in April 2013. 

3
 UT2004 level is an instance of UT2004 environment. It is also often called a map. 

4
 A* algorithm (pronounced "A star") is a heuristic algorithm for finding the shortest path in a graph. 

It will be deeply explained in chapter 3. 
5
 This statement is not exactly accurate. Agent can obtain additional information about the 

environment by raycasting. We will return to raycasting later, it is not important at this point. 
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Fig 1.3: navigation graph on the map DM-1on1-Albatross 
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Fig 1.4: Extraction of navigation graph from UT2004. On the left side there is a schema of 
environment in UT2004, on the right side there is a schema of the agent's information in Pogamut. 
Agent loses all the information about environment except for the graph. 

At this this point we are getting to the limitations of this way of navigation. 

Since the navigation graph is the only information about the structure of the 

environment that an agent has, he can only find a path from one navpoint to another. 

If the starting point or target destination (or both) is just some random point in the 

3D environment, the agent has to take the nearest navpoint and find a path from/to it. 

This approach works well if there is a direct path between the starting/target point 

and this nearest navpoint, but if there is a wall or a hole in the ground, the agent will 

fail reaching his target. (Fig 1.5) 

 

Fig 1.5: On the left side there is planned path in Pogamut. On the right side there is actual situation in 
the environment. Agent cannot move along the planned path. At the time of planning he didn't know 
there was a wall (black line).  

When a path planner finds a path from navpoint A to navpoint B, it may be 

the shortest path in the navigation graph, but it is probably not the shortest path in the 

actual environment, because the set of navpoints is limited and the actual shortest 

path probably goes through some points that aren't navpoints, though they may be 

quite near. (Fig 1.6) 



 

Fig. 1.6: On the left side there is the shortest path between start and target point in the navigation 
graph. On the right side there is the actual shortest path in the environment.

Another weakness is that the agent doesn't 

is. All he sees is a one

doesn't know how far from the path he can go

a bridge. If he had this information, he could for example walk side by side with 

another agent on places where it is possible and safe, or

projectiles in a fight. 

Fig. 1.7: Agent doesn't know how much space there is to move away from the path.

 

1.3 Navigation Mesh

 

All the mentioned problems of the navigation could be

somehow get more information about the environment

information to Pogamut

This kind of information can be stored in a data structure calle

navigation mesh (navmesh

7 

On the left side there is the shortest path between start and target point in the navigation 
graph. On the right side there is the actual shortest path in the environment. 

Another weakness is that the agent doesn't know how wide 

he sees is a one-dimensional line from one point to another. Therefore he 

how far from the path he can go without for example falling down from 

a bridge. If he had this information, he could for example walk side by side with 

places where it is possible and safe, or safely

 (Fig. 1.7) 

Fig. 1.7: Agent doesn't know how much space there is to move away from the path.

esh 

All the mentioned problems of the navigation could be 

more information about the environment from UT2004, pass this 

information to Pogamut and implement a path planner able to use it

This kind of information can be stored in a data structure calle

navigation mesh (navmesh). Navigation mesh is an abstraction of the 

On the left side there is the shortest path between start and target point in the navigation 

how wide the path he is on 

dimensional line from one point to another. Therefore he 

without for example falling down from 

a bridge. If he had this information, he could for example walk side by side with 

safely dodge incoming 

 

Fig. 1.7: Agent doesn't know how much space there is to move away from the path. 

 solved if we could 

from UT2004, pass this 

implement a path planner able to use it. 

This kind of information can be stored in a data structure called the 

Navigation mesh is an abstraction of the environment, 
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which is widely used in 3D computer games and other computer simulations. 

Navigation mesh is a graph made of convex polygons as vertices. Edges of this graph 

are made by those couples of polygons that lie next to each other i.e. that share an 

edge. 

Instead of a simple navigation graph the navmesh provides complete 

information about walkable area in the environment. Every reachable place is 

covered by a 2D convex polygon lying on the floor and connected to nearby 

polygons. Therefore it is much more powerful representation of the environment than 

the navigation graph. 

 

1.4 Goal of the Thesis 

 

The goal of this thesis is to improve the navigation of IVAs in UT2004 

environment by creating navigation meshes for UT2004 levels and implementing a 

pathfinding tool that will exploit the obtained data structure. The new pathfinding 

tool will have a form of a Pogamut module with an API that will allow easy use of 

the module and a library of classes solving particular tasks of navigation. The new 

module is expected to have better results in solving navigation tasks than currently 

used navigation tools. 

This work will also bring into Pogamut some new features including offline 

ray casting and walking of two IVAs side by side. To accomplish this part, the 

complete geometry of a UT2004 level will be extracted and used inside the new 

module along with the navmesh data structure. 

 

1.5 Plan of Work 

 

The first task in this work will be extracting level geometry from UT2004 

map files. These are binary files containing information about level geometry, 



9 

 

navigation graph, textures and everything else in the environment. Since UT2004 is 

not open source software, it is not easy to find out how the information in these files 

is stored and how to extract it. Luckily there is someone who has already been 

dealing with this problem and he has created an open source program UShock [6], 

which is able to read UT2004 map files. With the help of UShock we will extract the 

environment geometry from original map files into separate files in some transparent 

format6. (chapter 2.1) 

Once we have the environment geometry extracted, we will create a 

navigation mesh. Once again, there is already an open source tool for creation of 

navigation mesh. Its name is Recast [7] and it is a program able to build navigation 

mesh for any environment if you can provide the environment's geometry. The built 

navmesh will be also saved into a separate file with transparent format. (chapter 2.3) 

The next step will be implementing a data structure for the navmesh and level 

geometry. This data structure will become a basis for a new java library. 

Before using the navmesh for pathfinding in Pogamut, we will need to run 

some offline preprocessing on the data. In this preprocessing the obtained navmesh 

will be compared to the old navigation graph and we will fix the navmesh by 

removing unreachable polygons (chapter 3.1), adding edges on place of missing 

polygons and adding off-mesh connections between polygons that are not connected 

by lying next to each other but by the possibility of jumping or moving other way 

from one to another. (chapter 3.4) We will also organize navmesh and level geometry 

by binary space partitioning (BSP) to facilitate operations on this new data structure. 

(chapters 3.2, 3.3) 

Once the data structure is ready for use, we will implement pathfinding 

algorithms and other promised features that will use the prepared data. The API for 

the new Pogamut module will also be implemented in this part. (chapter 4) 

When the new module is implemented, it will be evaluated by a series of tests 

that will examine its quality and compare it to the old ways of navigation. (chapter 5) 

  
                                                           
6
 Transparent format means that the file will be easily readable for both programs and humans. 
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2. Navigation Mesh Creation 

 

Unreal Tournament 2004 is a first person action game developed by the Epic 

Games Company [8] and released in March 2004. Unfortunately it is a commercial 

product protected by copyright and therefore we cannot provide this thesis with a 

copy of UT2004 as an attachment. 

UT2004 map files are stored in the game home directory in subdirectory 

Maps. There are 131 map files total. A map file's name consists of level's name 

and .ut2 extension. Size of the files is from 2 MB to 50 MB.7 As we have mentioned 

before, we will use UShock to extract environment geometry from these files. 

 

2.1 UShock 

 

UShock is an open source program developed by a German programmer 

Bertram Thomass [6]. UShock is available under license GPL v2, which allows the 

software to be freely copied, modified and used for both academic and commercial 

purpose [9]. 

UShock is an Unreal level viewer which allows viewing almost any UT2004 

level8 without using UT2004 game engine.  However for our work it is not important 

to view the levels but rather the fact that UShock can read the binary map files and 

internally convert them into some data structures. 

Bertram Thomass wrote about UShock: 

I was always fascinated by game engine technologies. I started writing a level 

viewer for Half Life and created my own BSP based 3D engine (Quake-like 

technology). Since there are no open-sources from Unreal technology projects (i.e. 

                                                           
7
 There are few sample map files that have smaller size, but these maps cannot be used in game. For 

example map file NvidiaLogo.ut2 only contains a logo and some text floating in 3D space and this 

map has 480 kB. 
8
 UShock works also with older versions of Unreal: Unreal1, UT1, Unreal2 and UT2003 [10]. 
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map compiler, editor, uscript parser etc.) the Unreal engine had a mysterical image 

to me. Therefore it was quite difficult to figure out the binary file format. … Maybe 

you'll find UShock (the name of this tool) funny or even useful. The name "UShock" 

results from "Aftershock" and "Unreal". Aftershock is an open source Quake 3 Arena 

level viewer. [10] 

UShock provides a GUI for selecting a map file to be viewed and setting 

some properties of the view. (Fig. 2.1) Once you select the desired properties and 

press the "Go! | Run! | Get loaded!" button, the GUI turns into a view of the selected 

level which you can explore by mouse and some keys. (Fig. 2.2) 

 

Fig. 2.1: UShock's GUI 

UShock is written in C++. It is quite a complex project containing over a 

hundred C++ source and header files plus a few static libraries and configuration 

files for Microsoft Visual Studio9. This project is meant to be used primarily on 

Windows platform. What we need to do is to understand how the program works and 

save its internal data into a file. 

                                                           
9
 Microsoft Corporation's widely used integrated development environment 
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To allow bulk transformation of maps into files containing level geometry, 

we will remove the GUI and transform UShock into a command line utility able to 

transform any map file given as an argument in command line. 

 

Fig. 2.2: map DM-1on1-Albatross viewed in UShock 

To understand the work of UShock we used Microsoft Visual Studio in debug 

mode and watched UShock's call stack10 during its runtime. 

After analysis of UShock's work all the modules bound to GUI were found 

and safely removed in a way that doesn't affect the computational part of program. 

Obtaining input map file name from the GUI was replaced by obtaining it as an 

argument of the program. The original UShock writes the level geometry into a log 

file. Writing to this log file was altered a little so that it became an output file with 

the same name as input UT2004 map file except for its extension. 

                                                           
10

 Call stack is a data structure that stores information about the active subroutines of a computer 

program. 
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The result of those alterations is a new UShock that runs as a command line 

utility. It takes two arguments. The first argument is supposed to be home directory 

of UT2004, the second one is supposed to be a name of an UT2004 map file. The 

new UShock transforms the given map into an output file which is saved in /output 

directory placed in the same directory as UShock.exe – the executable binary file. 

Example of command for transformation of one map file: 

UShock.exe "C:\Program Files\GOG.com\Unreal Tournam ent 

2004" DM-1on1-Albatross.ut2 

If we want to transform all the maps, we can use a simple Windows batch script: 

for /f %%f in ('dir /b "c:\Program Files\GOG.com\Un real 

Tournament 2004\maps"') do UShock.exe "C:\Program 

Files\GOG.com\Unreal Tournament 2004" %%f 

The output files are in XML11 format and they have .xml extension. For 

example this is a part of DM-1on1-Albatross.xml's content: 

<v x= "240"  y= "-220"  z= "239.082"  /> 
<v x= "340"  y= "-220"  z= "265.861"  /> 
<v x= "340"  y= "-224"  z= "269.912"  /> 
<v x= "240"  y= "-224"  z= "243.078"  /> 
<v x= "240"  y= "-224"  z= "243.078"  /> 
<v x= "140"  y= "-228"  z= "221.98"  /> 
<t i1= "852"  i2= "851"  i3= "806"  /> 
<t i1= "873"  i2= "874"  i3= "436"  /> 
<t i1= "436"  i2= "437"  i3= "873"  /> 
<t i1= "761"  i2= "768"  i3= "871"  /> 

The environment geometry consists of a set of points defined by their position 

on x, y and z coordinates and a set of triangles made by these points. There are 

hundreds of thousands of triangles on most of maps and the files with level geometry 

have size from 2 MB to 115 MB, which means that the extraction of geometry didn't 

make the files smaller, but instead kept their size similar as before or even made 

them larger. This is because of the XML format, which is much less compact than 

binary format. 

                                                           
11

 Extensible markup langugae. Explained in list of abberiviations at the end of the thesis. 
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The original UShock is an attachment of the thesis with both source code and 

Windows executable compilation. (Attachment 2) The altered UShock is attached as 

well (attachment 3), also with both source code and executable compilation. 

 

2.2 From UShock to Recast 

 

The next step is creating the navigation mesh with the Recast tool. I repeat 

that Recast is a software tool able to create navigation mesh for any environment if 

you can provide the environment's geometry. We will talk about Recast much more 

in the next subchapter (2.3). For now we will focus on an issue with the format of 

environment geometry data files. 

Recast requires a specific format of the input files. These files are called 

"object files" and the have extension .obj. Their format is quite simple: on each line 

of the file there is either definition of one vertex or one triangle. Vertices are defined 

by letter "v" followed by three real numbers (position in 3D space), triangles are 

defined by letter "f" followed by three integer numbers (lines numbers of its 

vertices). [7] 

Recast is also unable to work properly if the coordinates of points are very 

big (e.g. 1E7) or very small (e.g. 1E-7). For the best results the environment should 

be placed approximately in range [-100; 100] in all three coordinates. [7] To 

eliminate this Recast's inner issue with number types we will make a transformation 

of coordinates. 

 In the Pogamut project there is already a java application able to transform 

the UShock's XML file format into Recast's object format. It is called 

UShock2Recast and it was created earlier by the members of AMIS group [1] for 

experimental use of UShock and Recast. 

We will use UShock2Recast with a few alterations: 1. The application will 

get the file with level geometry as a program argument. 2. Coordinates of all points 

will be transformed to stretch the entire environment into range [-100; 100] in all 
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three coordinates. 3. Application will be extended so that it can work in a loop and 

process multiple files at one run.  

How are the coordinates transformed? First the centre of the entire 

environment is calculated by taking the middle from points with lowest and highest 

value on each coordinate. Then the environment is centered by subtracting the centre 

vector from each vertex. 

double [] centre = { 
(space.getMaxX() + space.getMinX()) /2, 
(space.getMaxY() + space.getMinY()) /2, 
(space.getMaxZ() + space.getMinZ()) /2 }; 

After that a scale for fitting in range [-100;100] is calculated by finding the 

coordinate with the highest difference between points with lowest and highest value, 

taking this difference as the beginning range and dividing the desired range with it. 

Then the environment is stretched by multiplying all vertices by this scale. 

double  maxRecastRange = 200; 
double  maxRange = Math .max(space.getMaxX() - 
space.getMinX(), Math .max(space.getMaxY() - 
space.getMinY(), space.getMaxZ() - space.getMinZ()) ); 
double  scale = maxRecastRange / maxRange;  

After this transformation all the vertices and triangles are saved into the 

output object file in the previously described format. Its name is the name of the 

level with extension .obj. The centre and scale values are also saved in separate files 

with extensions .centre and .scale. We will need these values later for restoring 

navmesh to its real size and position. For example this is a part of 

DM-1on1-Albatross.obj's content: 

v 9.026962078 -15.958662198 17.501127447 
v 9.064249547 -16.853552761 17.538414917 
v 9.064249547 -16.853552761 17.252877321 
v 9.115977850 -16.901142153 17.201063283 
v 9.115977850 -16.901142153 17.590228955 
v 9.074551470 -15.906935138 17.242488420 
v 9.074551470 -15.906935138 17.548802575 
f 3 2 1 
f 4 3 1 
f 7 6 5 
f 8 7 5  
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Complete DM-1on1-Albatross.centre's content: 

-3983.9879920000003 -3088.0036385000003 -343.800950 00000006 

Complete DM-1on1-Albatross.scale's content: 

80.48012007999999  

Let us summarize what UShock2Recast does now: It transforms any file in 

UShock's output XML format into Recast's input object format. It also transforms the 

environment's coordinates and saves the parameters of this transformation into 

separate files. By running java class MultiUShock2Recast and sending a directory 

with input files as an argument to it, a loop starts and transforms all the files in the 

given directory. All output files are saved in output directory in home directory of the 

project. The project's name is UT2004LevelGeom. The runnable classes with main12 

methods are called UShock2Recast and MultiUShock2Recast. 

Both the original UT2004LevelGeom (attachment 4) and its altered 

version (attachment 5) are added in attachments. 

 

2.3 Recast 

 

Recast is an open source tool for creation of navigation mesh created by 

Finnish programmer Mikko Mononen. It is written in C++ and meant to be used on 

Windows platform. It was released first time in March 2009 an it is available under 

Zlib license which, like GPL v2, makes the software available for both  academic 

and commercial purposes. [7] Recast is the only available open source tool able to 

create navigation meshes. 

Recast, like UShock, provides a GUI in which a user can load a file in an 

appropriate format and then view and explore the encoded environment. (Fig 2.3) 

The GUI contains some control components for loading a file, setting parameters of 

navigation mesh and building the navigation mesh. (Fig 2.4) Recast has also some 
                                                           
12

 In this context main means a function's name. Function main defines entry point to the 

application.  
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other features that are not important for this work, e.g. it provides its own 

pathfinding. 

 

Fig. 2.3: map DM-1on1-Albatross viewed in Recast 

 

Fig. 2.4: navigation mesh built on map DM-1on1-Albatross 

Mikko Mononen wrote about Recast: 

The Recast process starts with constructing a voxel mold from a level 

geometry and then casting a navigation mesh over it. The process consists of three 

steps, building the voxel mold, partitioning the mold into simple regions, peeling off 

the regions as simple polygons. The voxel mold is built from the input triangle mesh 
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by rasterizing the triangles into a multi-layer heightfield. Some simple filters are then 

applied to the mold to prune out locations where the character would not be able to 

move. The walkable areas described by the mold are divided into simple overlayed 

2D regions. The resulting regions have only one non-overlapping contour, which 

simplifies the final step of the process tremendously. The navigation polygons are 

peeled off from the regions by first tracing the boundaries and then simplifying them. 

The resulting polygons are finally converted to convex polygons which makes them 

perfect for pathfinding and spatial reasoning about the level. [7] 

Although Recast is meant for building navigation meshes that are meant for 

further use by other programs, it does not implicitly create any output files with 

navmeshes. Anyone who wishes to get a navmesh in a separate file has to take the 

Recast's source code files and alter them according to his needs. This is what we are 

going to do. We need simple a command line utility that gets a file with a level 

geometry as an argument and transforms it into a file with a navmesh. So the two 

main things we need to change are: 1. Get rid of the GUI and 2. Save navmeshes to 

some output files. 

The method of altering Recast will be similar to previous work with UShock. 

We must understand how the program works and we will do it by watching its call 

stack in Visual Studio's debug mode. Then we'll find all the events that are activated 

by clicking on the buttons that are required for building a navmesh. Those events 

then will be put into the main run of the program. 

The built navmesh is inside Recast stored in a complex data structure from 

which we only need the coordinates of polygons' vertices and the polygons 

themselves. Therefore we will use a similar format for the output files as is used or 

the Recast's input files. Each line begins with the letter "v" for vertex or "p" for 

polygon. Then follow the vertex's coordinates / polygon's vertices. In this altered 

Recast the output file is created as soon as the navmesh is built and then the program 

immediately ends. 

 Before Recast starts writing into the output file, it reads the previously saved 

values for the transformation of environment's coordinates and while writing the 

output file, it transforms the built navmesh back to size and position of the original 
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environment. Recast also swaps the Y and Z coordinates, because UShock extracts 

the coordinates in order X, Z, Y. 

After these changes in Recast's source code we obtained a new Recast which 

allows us to transform any object file into a navmesh. Recast expects the input files 

to be stored in directory "Meshes". The output files have extension .navmesh and are 

saved in directory "output", which is in the same directory as Recast's executable 

binary file and the directory with input files. Here is an example of an output file - 

part of DM-1on1-Albatross.navmesh's content: 

v 957.492 3980.84 -1908.37 
v 1464.52 3980.84 -1908.37 
v 1971.54 3980.84 -1908.37 
v 2478.57 3980.84 -1908.37 
v 2985.59 3980.84 -1908.37 
v 3492.62 3980.84 -1908.37 
v 3999.64 3980.84 -1908.37 
v 3999.64 3232.37 -1908.37 
p 31 0 1 
p 7 8 9 
p 23 24 25 
p 15 16 17 
p 6 7 9 10 

The new .navmesh files are much smaller than the files with the entire level 

geometry. They have size from 1 kB to 250 kB. 

A single object file can be transformed into navmesh by typing this command 

to command line: 

Recast.exe DM-1on1-Albatross.obj 

Or all the maps can be transformed at once by running batch script: 

for /f %%f in ('dir /b "Meshes/"') do (Recast.exe % %f >> 

out.txt) 

Both the original Recast (attachment 6) and its altered version (attachment 7) 

are added in attachments. 
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2.4 Navigation Mesh Creation Summary 

 

After using three software tools we finally have navigation meshes for most 

of the UT2004 maps. Out of 131 original maps UShock is able to extract 

environment geometry for 129 of them. On the rest two maps, DM-DE-Osiris2 and 

DM-Icetomb, UShock raises an exception while processing their content ad quits 

leaving the output files empty. 

Out of the 129 object files Recast is technically able to build navmesh for 127 

of them. Technically means that it produces the output navmesh file, but sometimes 

the mesh covers so small part of the environment's surface, that it is practically 

useless. In case of two maps, Entry and NoIntro, Recast produces no output file. This 

is not an error in Recast's processing. It only means that there is no space on which 

the navmesh could be build. 13 

How many navmeshes are useful and how many are useless? That is not easy 

to decide but maps with 100 polygons or less are in most cases useless. 1 kB of data 

is equivalent approximately to 10 polygons of navmesh, so we could say that "good" 

navmeshes are those with size let's say 20 kB or bigger. Luckily there are more of the 

"good ones". Out of 127 navmesh files there are 13 files with size under 10 kB and 

other 17 files with size under 20 kB. The rest of 100 maps (79% of all maps) seems 

to be usable. We will return to the quality of navigation meshes in chapter 5. Now we 

can start using the extracted data in Pogamut. (Fig 2.5) 

 

Fig 2.5: Schema of navmesh creation process 

 
                                                           
13

 Entry.ut2 and NoIntro.ut2 are UT2004 map files, but they are not actually maps. Their content is 

empty, as you can see for example by opening them in the original UShock. 
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3.  Preprocessing 
 

In this chapter we will take a close look at the data we have created so far. 

We will create data structures allowing the use of pathfinding algorithms from them 

and update these data structures by comparing them to the navigation graph in order 

to make the pathfinding algorithms more effective. 

From now on, we will use a new submodule of Pogamut's navigation module. 

The new submodule's name is navmesh and its most important element is a java class 

called NavMesh. This java class will create, hold and update the data structures we 

are talking about. Later it will also carry out the pathfinding. 

By preprocessing we mean a process, during which we alter our available 

data to some more convenient form. The preprocessed data are saved in separate files 

so they can be easily used by Pogamut's module that needs them. Thanks to saving 

the preprocessed data into files, the preprocessing itself does not have to run every 

time Pogamut wants to use navmesh, it runs only the first time and after that the 

preprocessed data are just read without repeating the computations. A lot of time can 

be saved by this method, especially if the mentioned computations involve some 

complex algorithms. The preprocessing is performed by Pogamut when the Navmesh 

module is activated first time for the currently loaded UT2004 level. It cannot be 

done before that, because the preprocessing process will need the current level's 

navigation graph for its computations. In each subchapter of this chapter we will take 

a look at one specific issue of preprocessing. 

 

3.1 Unreachable Polygons 

 

  When Navmesh module is activated, a data structure is created in computer's 

memory. The basis of this data structure are two two-dimensional arrays: an array of 

vertices and their coordinates in 3D-space and an array of polygons and lists of their 
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vertices, which are represented by integer numbers matching indexes in the first 

array. 

How do we know that the navigation mesh, after being extracted from 

UT2004 map file and processed by several software tools has a shape and position 

that makes sense in the actual environment? To check the navmesh we can use 

function draw()  on the NavMesh class. This function draws the entire navmesh in 

the environment using the DrawStayingDebugLines command14. 

The original navmesh made by Recast contains a lot of polygons covering 

places that are unreachable by agents in the game. (Fig 3.1) This is because Recast 

takes every flat piece of the environment that is large enough for an agent to stand on 

it and then creates polygons on it without considering whether the agent can ever 

actually get there. 

 

Fig 3.1: Original navmesh for map DM-1on1-Albatross contains a lot of polygons that are 

unreachable. For example those on plateaus and those out of the valley. 

                                                           
14

 A command that is sent from Pogamut to Unreal and draws a straight line between two given 

points. A part of Pogamut framework since version 3.5.2. 
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How do we know which polygons are reachable and which ones are not? To 

find out we will use the navigation graph. The navigation graph defines reachable 

places in the environment. Every polygon with a navpoint on it is definitely 

reachable15 and every polygon neighbouring to a reachable polygon is also reachable, 

because the agent can get there from its reachable neighbour. 

 We will get rid of the unreachable polygons by running the following 

algorithm: 

1. Mark all polygons as unreachable. 

2. For each navpoint find the polygon the navpoint is on (if any) and  mark as 

reachable this polygon and all its neighbours recursively. 

3. Remove from the navmesh data structure all polygons marked as 

unreachable. 

 

The recursive marking of reachable polygons is implemented as simple 

depth-first search algorithm which runs in linear time in the number of graph's edges. 

After removing the unreachable polygons some vertices will become useless since 

they are no longer a part of any polygon. These vertices will be removed as well. 

Now the navmesh covers only those places where the agent can actually get. 

(Fig 3.2, Attachment 8) We will use only this pruned navmesh from now on.  

                                                           
15

 Determining whether a point lies on a polygon is a problem that will be analyzed in chapter 3.2. 
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Fig 3.2: Navmesh for map DM-1on1-Albatross after removing unreachable polygons. 

 

3.2 BSP for Navigation Mesh 

 

 In the last chapter we mentioned a problem of determining whether a point 

lies on a polygon. To be more precise the question is: "Does this point lie on a 

polygon and if yes, which one?" By lying on a polygon we mean that an agent whose 

location in the environment is represented by this point stands on the piece of ground 

which is covered by the polygon. The point does not have to lie exactly on the plane 

defined by the polygon, it usually lies a little above. Solution of this question is 

important for most of navmesh's algorithms. For example in pathfinding we will 

always need to know on which polygons is the agent staying. 

 Why isn't the solution easy? We could walk through the entire array of 

polygons and for each polygon check if the point lies "inside". The problem is that if 
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there are a lot of polygons16, this approach will be quite slow and we need a function 

able to get the answer this question quickly, because it will be asked many times 

during pathfinding algorithms which run online i.e. the IVA is slowed down by 

performing these calculations. 

A method for quick finding of an object in n-dimensional space already exists 

and it is called the binary space partitioning (BSP). It is a method for recursively 

subdividing a space into convex sets by hyperplanes17. This subdivision gives rise to 

a representation of objects within the space by means of a tree data structure known 

as a BSP tree. 

Binary space partitioning was developed in the context of 3D computer 

graphics, where the structure of a BSP tree allows spatial information about the 

objects in a scene that is useful in rendering, such as their ordering from front-to-

back with respect to a viewer at a given location, to be accessed rapidly. [12] Other 

applications include performing geometrical operations with shapes in 

computer-aided design, collision detection in robotics and 3D video games, ray 

tracing and other computer applications that involve handling of complex spatial 

scenes. [13] 

 How BSP works? The process consists of two parts: Building a BSP tree and 

searching for objects in it. The BSP tree is built by a recursive algorithm which 

begins with a single node containing the entire environment. The recursive building 

process is quite simple: 

1. choose a hyperplane to split the node's space 

2. split the space by the chosen hyperplane - add one child node for each of the 

two parts and copy each object from the parent node into the child node 

whose subspace contains this object 

3. apply this process recursively on both child nodes until a termination 

condition is satisfied 

                                                           
16

 On larger maps the navmesh often consists of thousand or more polygons. 
17

 Hyperplane of n-dimensional space V is a flat subset of dimension n-1 in V. For example 

hyperplanes in 2D space are straight lines, hyperplanes in 3D space are planes.  



26 

 

This is a generic process of BSP tree creation. The specific choice of 

partitioning plane and condition for terminating the partitioning process varies 

depending on the purpose of the BSP tree. 

Once the BSP tree is built we may find an object (in our case navmesh's 

polygon) by walking through the tree from the root to a leaf. Once we find the leaf 

that corresponds with the input location, we can find the desired object (navmesh's 

polygon) in this leaf. (Fig 3.3) If the tree is well balanced, the finding of an object 

will take only logarithmic time instead of linear, which would be spent if we checked 

the objects one by one. 

 

Fig 3.3: On the left side there is the partitioned space, on the right side there is a BSP tree. 
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Note that every node of the BSP tree contains a list of objects that can be 

found in the corresponding subspace and the separating hyperplane. In some 

implementations of BSP all the objects are stored in leaf nodes, in others they can be 

also stored in inner nodes, which concerns those objects that are placed exactly in the 

separating hyperplane. 

Now let’s specify the BSP for the needs of navigation mesh. The first 

question is how to choose the separating hyperplane to split the subspaces. There is 

one specific feature about the layout of polygons in navmesh. The space is three-

dimensional, but the z coordinate (up-down) is usually not very important. The 

polygons are set on more or less flat ground, though sometimes in more than one 

layer. Therefore we can simplify the whole BSP process by working with a mere 2D 

projection of the navmesh on the ground. This way we will not be able to separate 

those polygons which overlap each other in the 2D projection, but on the other hand 

the process of finding the separating hyperplane (in this case a straight line) and 

separating the polygons will be technically a lot easier. Besides, the overlapping 

polygons do not occur very often and there are always at the most several layers on 

one spot in the 2D projection. 

Now we need to choose a straight line to split the space into two subspaces. A 

good separation line will split the space into two subspaces with approximately 

similar size. This way the BSP tree will be balanced and the polygon-finding 

algorithm will take only the desired logarithmic time. 

At this point it is necessary to specify behaviour of the BSP tree building 

process in one situation: What is the algorithm supposed to do, if a polygon lies 

partially on both sides of the separating line? The answer is simple: in this case put 

the polygon in both child nodes. This is of course an unpleasant situation because the 

point of BSP is separating the polygons into small sets. However in some cases there 

is no other way to split the polygons than to cross some of them and put them into 

both subspaces. (Fig 3.4) 

Fig 3.4: These three triangles cannot 

be split by a line without crossing 

one of them.  
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To keep the BSP tree as balanced as possible, our BSP implementation will 

follow two rules: 

1.  One edge of one of the polygons will be selected as the separating line. This 

way we will always separate at least one polygon from the rest. 

2. To find the "best" separating line, we will take several candidate lines and 

calculate a split factor for them, which will tell us how suitable is this line for 

the separation. After that we will pick the line with the lowest split factor. 

The split factor is defined as the number of polygons in the bigger child node 

divided by the number of polygons in parent node. The best result is when split 

factor equals 0.5. That means that both children have the same size and no polygon 

was crossed. On the other hand the worst result is 1.0. That means that one child 

node contains all the polygons i.e. splitting by this line is pointless. 

double  splitFactor = max(left.size() / polys .size(), 
        right.size() / polys .size());  

Computation of the split factor is quite slow and therefore the algorithm does 

not compute it for all edges of all polygons, but only for several candidate edges. 

These candidate edges are obtained by following heuristic method: 

1. Select several polygons from the node at random. 

2. For each of the selected polygons take all its edges and put them to list of 

candidates. 

By taking all edges of a polygon as candidates, we get a set of lines with 

various directions. Hopefully some of them will have a good split factor. (Fig 3.5) 

The recursive splitting of nodes will end if one of these conditions is satisfied: 

1. The number of polygons in the node is small enough. 

2. The algorithm fails to find a separating line that is good enough. 

The numbers of polygons in one node at which the splitting should stop and 

the maximal allowed split factor are constants that are set in NavMeshConstants  

class in the Navmesh module. The number of polygons to pick at random in order to 

create the separating is set in this class as well. 
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Fig 3.5: The yellow polygons were selected randomly. Split factor will be computed for each of the 

blue lines. The best result has line number 2. (18/29 = 0.62) and the space will be split by this line. 

Now the BSP tree is built. All the polygons are set in its leaves. In each leaf 

there are several polygons (depending on the settings) and some polygons are 

referenced from more than one leaf. The polygons themselves are still stored only in 

the navmesh's data structure. The BSP tree nodes contain only their array indexes to 

avoid redundancy and save memory. Note that every node holds inside the separating 

line by which it was split to allow later an easy walk through it by comparing the 

input point (the one for which we want to find a polygon) with the separating line. 

The purpose of BSP tree is allowing a quick finding of a polygon if we have a 

point in 3D space. But since this chapter is about preprocessing of data and finding a 

polygon by a point is rather an online function, we will wait with the full explanation 

of using the BSP tree and explain it later, in chapter 4.1. At this moment all we need 

is to save the BSP tree and keep it ready for later use. 
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3.3 BSP for Environment Geometry 

 

The environment's full geometry which was extracted by UShock and 

processed by UShock2Recast is not to be thrown away yet. It is going to be useful 

for improving Pogamut's ray casting module. 

Ray casting is a method IVA's navigation, that is quite different from path 

planning and path following. It is based on obtaining information about agent's 

surroundings by casting a ray – one dimensional line segment – from agent's body 

away in a specified direction. UT2004 has an inner mechanism which is able to 

process rays and send back to agents information about the rays' collisions with walls 

and other obstacles. 

This ray casting has one weakness: UT2004 is a busy program and the 

processing of rays takes it quite a long time. Moreover, if UT2004 gets requests for 

ray casting from multiple agents at once, it becomes overloaded and works very slow 

or not at all. 

This was only a brief introduction of ray casting. The ray casting itself will be 

analyzed in chapter 4.4. The purpose of this introduction was to explain why the 

knowledge of level's geometry is useful. 

If an IVA could process the rays on its own, without sending requests to 

UT2004, he would save some UT2004's work and he also would not have to wait for 

the results of another program. With the extracted level's geometry it is possible. 

First we need to load the level's geometry into a data structure that is quite 

similar to data structure of navmesh, except that we have triangles instead of 

polygons. The correctness of the geometry's size and position in the actual 

environment can be checked by drawing the geometry in UT2004, which can be 

done by calling function drawLevelGeometry() on the NavMesh class. 

(Attachment 9) Than we build a BSP tree for quick detection of collisions of rays and 

walls and other obstacles. A general BSP was well described in the previous 

subchapter, so we can move directly to its specific features in the case of level 

geometry. 
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The geometry consists of triangles which are set all over the environment 

more or less equally, without any predictable order. The splitting algorithm will be 

easier in this case: In every step of the recursion the space will be split be a plane 

exactly in the middle of its longest side. (Fig 3.6) This way we will get blocks of 

very small size in logarithmic number of steps.18 There is no guarantee, that in these 

small blocks will be reasonable small number of triangles, but we can expect it, 

because the geometries do not contain any swarms of microscopic triangles. 

 

Fig 3.6: Simple way of 3D BSP: Space is always split in half 

There are three possible reasons for terminating the recursion: 

1. The number of triangles in the node is small enough. 

2. The size of block is small enough. 

3. The cross factor is too high. 

The cross factor is value used to evaluate how good or bad the splitting is. 

The cross factor is defined as the sum of numbers of triangles in both child nodes 

subtracted by the number of triangles in parent divided by number of polygons in 

parent. 

double  crossFactor = ( left .triangles.size() 
    + right .triangles.size() 
    - triangles.size()) 
    / triangles.size(); 

                                                           
18

 The depth of BSP tree is logaritmic, not the time to build it. But since buiding of the tree runs 

offline, it doesn't matter that much. 
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The difference between cross factor and split factor used in BSP for navmesh 

is that in this case we are only interested in the share of triangles that are on crossed 

by the separating plane. We do not mind if all the triangles are in one child, because 

the block will be split into small pieces soon enough. The best value for cross factor 

is 0.0, which means that the plane crossed no triangles. On the other hand the worst 

value is 1.0, which means that the separating plane crossed all the triangles.   

All the constants that affect BSP for level geometry are set in the 

NavMeshConstants class. The build BSP tree, just like BSP tree for navmesh is 

saved to a separate file from which it can be read when the agent needs it. 

 

3.4 Off-mesh Connections 

 

In this chapter we will add to navmesh some connections that should be there 

but so far are not. Graph edges19 that go out of the navmesh, so called off-mesh 

connections. 

First of all, let us explain why we need some off-mesh connections, why the 

navigation mesh alone isn't good enough. After all, it should cover all walkable 

places in the environment. There are two main reasons, or situations, that create the 

need of off-mesh connections: 

1. Recast is not 100% reliable and sometimes there is a polygon missing on a 

place that is walkable. 

2. Walking or running on the ground are not the only ways for bots to move 

from place to place in UT2004. They can also jump and use lifts or teleports. 

We are going to provide the navigation mesh with off-mesh connections in 

order to allow bots to move everywhere they could move if they were using the old 

navigation based on navigation graph. To do this, we will use the navigation graph 

and sort of combine it with the navigation mesh. 

                                                           
19

 Reminder: Navigation mesh was defined as a graph with edges between neighbouring polygons in 

chapter 1.3. 
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The basic idea of off-mesh connections is simple: Whenever there is an edge 

from one navpoint to another in the navigation graph, a direct way between these two 

navpoints (their locations to be exact) should exist in the navigation mesh as well. If 

it does not, we have to create it by adding an off-mesh connection. Moreover, in 

some cases we will add an off-mesh connection even if a direct way in the navmesh 

exists. And to make the situation even more confusing, sometimes we will not add 

the off-mesh connection although the way in navmesh doesn't exist. This can happen 

if the respective edge in the navigation is not actually usable. For example some 

edges are marked as "ladder", but the UT2004 bots are unable to climb ladders. 

Note that all the time we are talking about one-way ways, since the 

navigation graph is an oriented graph. An agent can for example jump down from a 

building's roof, but he cannot jump back up. 

Before we start the detailed explanation of how the off-mesh connections 

work, we will take a deeper look at the navigation graph. So far we considered the 

navigation graph as simple set of navpoints and edges. But not all the navpoints and 

edges are the same. Sometimes the bot needs to perform something extra to reach the 

target, e.g. using a lift or jumping over some hole in the ground. For these reasons 

UT2004 introduces several types of navpoints and edges that hold information about 

what is needed to be done in order to travel along the edges and navpoints. The most 

common navpoints and edges are well described in [1]:  

• PathNode. Most common navpoint. Used to mark some safe area where the 

bot can move. Usually, there is nothing special. 

• PlayerStart. Same as above, except the players and bots can be respawned 

here by the game. 

• InventorySpot. Here an item will be respawned regularly. 

• LiftCenter. This point is attached to a moving lift. It will move with the lift 

(The location of this navpoint is not static.) 

• LiftExit. Marks the navpoint connected to LiftCenter with an edge. 

• JumpSpot. This point means that the bot will need to jump to or from this 

point. Also can mark Jump Pads - special points that makes the bot to jump 

high. 
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• Teleporter. There is a teleporter on this point that will teleport the bot to 

another place in the map. 

Most common edges:  

1. Walk. Basic type of node. If no further information is given (by associated 

navpoints) it means that simple walking will get the bot through this edge. 

2. Jump. To traverse this edge the bot will need to make a simple jump along 

the way. Double Jumps or more complex jumping behavior is usually 

handled by other attributes.  

3. Door. This edge leads to a door. There are not many doors in UT2004. 

4. Ladder. This ledge marks a ladder.  

5. Special. This is a special type of edge - you should check other attributes of 

the edge and navpoints. 

The behaviour of the following algorithm will depend on the types of 

processed navpoints and edges. The algorithm which creates off-mesh connections 

works generally in these steps: 

1. For each navpoint create an empty list of off-mesh edges. 

2. For each edge of the navigation graph decide if it is an off-mesh edge or not. 

If yes, add it to the list of off-mesh edges of both navpoints. 

3. For each navpoint with at least one off-mesh edge (incoming or outgoing), 

add this navpoint to navmesh as an off-mesh point. 

The decision whether an edge of the navigation graph is off-mesh, depends on 

several conditions. In the most common situation, when there is nothing special 

about the edge and the navpoints, the algorithm just checks if the entire line segment 

between starting and ending navpoint goes inside the navmesh. If not, the edge is off-

mesh. 

However, there are certain types of edges and navpoints that either make the 

edge off-mesh right away, without comparing the line segment with the navmesh, or, 

on the contrary, make it ignored right away. The decision to ignore an edge because 

of its type has higher priority than the decision to add it because of the type. 
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The conditions to add an edge right away are: 

1. Starting navpoint of the edge is marked as liftCenter. 

2. Target navpoint of the edge is marked as liftCenter. 

The reason for adding the liftCenter is that must let the agent know, that he is 

entering or leaving a lift, because that way he will wait for the lift to get to a location 

where he will be able to get in/out. Teleports don't need to be added because the 

agent simple walks through them, without any special action. Jumping edges on the 

other hand requires a special action (the jump), but in this edge does not have to be 

added by force. If there is a hole in the ground or any other obstacle over which the 

agent cannot walk. The off-mesh edge checking algorithm will add this edge 

anyway, because there is not a continuous path of polygons under it. 

The conditions to ignore the edge are: 

1. The edge is marked as Fly. 

2. The edge is marked as Ladder. 

3. The edge is marked as Proscribed. 

4. The edge is marked as Swim. 

The reason to ignore these edges is that the UT2004 bots are not actually able 

to use them. 

The setting of which types of navpoints and edges should be always added or 

always ignored can easily be changed in the code of NavMesh class by switching 

the forceAdd  and forceIgnore  boolean variables in the desired cases. Here is 

an example of the setting described above: 

boolean  forceIgnore = false ; 
boolean  forceAdd = false ; 
// point flags 
if (np.isLiftCenter()) { forceAdd = true ; } 
if (target.isLiftCenter()) { forceAdd = true ; } 
// edge flags 
int  linkFlags = link.getFlags(); 
if  ((linkFlags & LinkFlag. DOOR.get()) > 0) { } 



 

if  ((linkFlags & LinkFlag.
if  ((linkFlags & LinkFlag.
if  ((linkFlags & LinkFlag.
if  ((linkFlags & LinkFlag.
if  ((linkFlags & LinkFlag.
if ((linkFlags & LinkFlag.
if  ((linkFlags & LinkFlag.
if  ((linkFlags & LinkFlag.
if  ((linkFlags & LinkFlag.

If neither adding nor ignoring is forced because of the edge's type, we will 

check if the edge goes over navmesh's polygons all the way from starting to target 

navpoint.  The checking algorithm works in the following steps:

1. Get polygon for 

2. Get a 2D projection on the ground of the line segment that represents the 

edge. 

3. While the current polygon exists, repeat in a loop:

a) If target navpoint lies on current polygon, terminate the loop.

b) Find the current polygon's border that is crossed by the edge's line 

segment on 

crossed in the previous step of this loop.

c) Get current polygon's neighbour that lies behind the found border and 

declare i

4. If the target navpoint was reached in step 3. a), the edge is inside the 

navmesh. Otherwise it is off

This is a universal algorithm which successfully solves all various 

that can occur during 

(Figs. 3.7-3.12) 

 

 

 

 

 
                                                          
20

 The function that gets a polygon for a given point is 

Fig. 3.7: The entire line segment lies 
inside navmesh. The edge is not 
off-mesh. 
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((linkFlags & LinkFlag. FLY.get()) > 0) { forceIgnore = 
((linkFlags & LinkFlag. FORCED.get()) > 0) { } 
((linkFlags & LinkFlag. JUMP.get()) > 0) { } 
((linkFlags & LinkFlag. LADDER.get()) > 0) { forceIgnore = 

& LinkFlag. PLAYERONLY.get()) > 0) { }  
((linkFlags & LinkFlag. PROSCRIBED.get())>0){ forceIgnore = 
((linkFlags & LinkFlag. SPECIAL.get()) > 0) { } 
((linkFlags & LinkFlag. SWIM.get()) > 0) { forceIgnore = 
((linkFlags & LinkFlag. WALK.get()) > 0) { } 

If neither adding nor ignoring is forced because of the edge's type, we will 

check if the edge goes over navmesh's polygons all the way from starting to target 

The checking algorithm works in the following steps: 

Get polygon for the starting navpoint and declare it as current polygon.

Get a 2D projection on the ground of the line segment that represents the 

While the current polygon exists, repeat in a loop: 

If target navpoint lies on current polygon, terminate the loop.

nd the current polygon's border that is crossed by the edge's line 

segment on a 2D projection to the ground. But not the one that was 

crossed in the previous step of this loop. 

Get current polygon's neighbour that lies behind the found border and 

declare it as new current polygon. 

If the target navpoint was reached in step 3. a), the edge is inside the 

navmesh. Otherwise it is off-mesh. 

universal algorithm which successfully solves all various 

can occur during comparison of navigation mesh to navigation graph. 

                   

The function that gets a polygon for a given point is explained in chapter 4.1.

 

Fig. 3.7: The entire line segment lies 
inside navmesh. The edge is not 

Fig. 3.8: Both starting and target 
navpoint are inside navmesh, but the 
middle of line segment is not. The 
edge is off-mesh. 

.get()) > 0) { forceIgnore = true ; } 

.get()) > 0) { forceIgnore = true ; } 
 

forceIgnore = true ; } 

.get()) > 0) { forceIgnore = true ; } 

If neither adding nor ignoring is forced because of the edge's type, we will 

check if the edge goes over navmesh's polygons all the way from starting to target 

the starting navpoint and declare it as current polygon.20 

Get a 2D projection on the ground of the line segment that represents the 

If target navpoint lies on current polygon, terminate the loop. 

nd the current polygon's border that is crossed by the edge's line 

a 2D projection to the ground. But not the one that was 

Get current polygon's neighbour that lies behind the found border and 

If the target navpoint was reached in step 3. a), the edge is inside the 

universal algorithm which successfully solves all various situations 

ation mesh to navigation graph. 

explained in chapter 4.1. 

 

g. 3.8: Both starting and target 
navpoint are inside navmesh, but the 
middle of line segment is not. The 



 

 

   

 

 

 

 

 

 

 

Each navpoint with at least one off

added to the navigation mesh as an off

defined in java class 

the original navpoint, its outgoing and incoming off

navmesh's polygon it lies on, if any. Some off

some lie outside. Only those which lie i

The navmesh's polygons which contain some off

to these off-mesh points as well. This way 

find paths made by combinations of polygons a

This concept of off

and versatile tool for pathfinding. It

connections by parts of navigation graph, regardless of the reason why these 

connections are missing. In the worst possible case, when the navigation mesh 

contains no polygons, the entire data structure degenerates back to navigation graph 

and its pathfinding results will still be as good as they were with the old pathfinding.

The navmesh's data structure including the 

saved into a file to spare running all the off

every time a bot wants to load the navigation mesh.

Fig. 3.9: Starting navpoint i
navmesh, but target navpoint is not. 
The edge is off-mesh. 

Fig. 3.11: The line segment is 
completely outside the navmesh. The 
edge is off-mesh. 
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Each navpoint with at least one off-mesh edge (incoming or outgoing) is 

added to the navigation mesh as an off-mesh point. Off-mesh point is a data structure 

defined in java class OffMeshPoint . This data structure holds information about 

the original navpoint, its outgoing and incoming off-mesh edges and a link to the 

navmesh's polygon it lies on, if any. Some off-mesh points lie inside navmesh and 

Only those which lie inside have a link to a navmesh's polygon.

The navmesh's polygons which contain some off-mesh points are provided with links 

mesh points as well. This way it is easy for any pathfinding

find paths made by combinations of polygons and off-mesh connections.

This concept of off-mesh connections makes the navigation mesh very robust 

tool for pathfinding. It in fact replaces the navmesh's missing 

parts of navigation graph, regardless of the reason why these 

onnections are missing. In the worst possible case, when the navigation mesh 

no polygons, the entire data structure degenerates back to navigation graph 

and its pathfinding results will still be as good as they were with the old pathfinding.

avmesh's data structure including the off-mesh connections will be 

saved into a file to spare running all the off-mesh connections creating algorithm 

every time a bot wants to load the navigation mesh. 

 

Fig. 3.9: Starting navpoint is inside 
navmesh, but target navpoint is not. 

Fig. 3.10: Target navpoint is inside 
navmesh, but starting navpoint is 
not. The edge is off-mesh. 

 

Fig. 3.11: The line segment is 
completely outside the navmesh. The 

Fig. 3.12: Both starting and target 
navpoint are outside navmesh. The 
edge is off-mesh. 

 

(incoming or outgoing) is 

mesh point is a data structure 

. This data structure holds information about 

mesh edges and a link to the 

mesh points lie inside navmesh and 

nside have a link to a navmesh's polygon. 

mesh points are provided with links 

pathfinding algorithm to 

mesh connections. 

mesh connections makes the navigation mesh very robust 

navmesh's missing 

parts of navigation graph, regardless of the reason why these 

onnections are missing. In the worst possible case, when the navigation mesh 

no polygons, the entire data structure degenerates back to navigation graph 

and its pathfinding results will still be as good as they were with the old pathfinding. 

connections will be 

mesh connections creating algorithm 

 

Fig. 3.10: Target navpoint is inside 
navmesh, but starting navpoint is 

 

Fig. 3.12: Both starting and target 
navpoint are outside navmesh. The 
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To allow viewing the off-mesh connections, drawing of these connections 

were added to NavMesh's function draw() . The off-mesh connections are drawn 

as arrows showing their directions, by colors that are dependent on the type of the 

off-mesh connection. The colors can be set in NavMeshConstants  class. 

(Attachment 10) 

 

3.5 Preprocessing Summary 

 

In this chapter we implemented new data structures for navigation in 

UT2004. The main data structure is the NavMesh class itself, which now includes 

the representation of navigation mesh, BSP tree for the navigation mesh, complete 

environment geometry with a BSP tree and the off-mesh connections, which extend 

the navmesh graph. 

All these data structures are created at the moment the Navmesh module is 

first time activated i.e. a constructor for the NavMesh class is called. The 

constructor builds the data structures from .navmesh and .obj files which are 

expected to exist in directories specified in NavMeshConstans  class. If the 

.navmesh file is not found, the constructor will raise an exception. If the .obj file is 

not found, the object will be built without the level geometry, which is not necessary. 

Operations with the level geometry (loading, BSP, saving) are generally quite slow, 

because they operate with tens to thousands of megabytes of data. Therefore a 

programmer has an opportunity to build the navmesh without level geometry, by 

calling new NavMesh( false ); . The false  parameter will prevent NavMesh 

from loading the level geometry. 

At the end of NavMesh's construction process, all the data structures except for level 

geometry are saved into a file with extension .processed. The processed level 

geometry is saved into a separate file with extension .processed as well. Directories 

for these files are specified in NavMeshConstans  class.  



39 

 

4. Online Use 
 

In the last chapter we created data structures that hold all the information 

about the navigation mesh. In this chapter we will finally get to the goal of this 

thesis: Creation of algorithms which exploit the obtained data structures and using 

them for navigation of IVAs in UT2004 environment. We will put emphasis on the 

API, which is the only part of this entire work that a common programmer using 

Pogamut will need to know. 

 

4.1 Polygon Recognition 

 

In the previous chapters a problem with finding a navmesh's polygon for an 

arbitrary point in 3D space was several times mentioned. The motivation is simple: 

Before an IVA runs any pathfinding algorithm on navmesh, he needs to know where 

he starts (on which polygon). The same problem/question occurs when we need to 

know the target polygon of a path to be created, when we create off-mesh 

connections, rid the navmesh of unreachable polygons etc. To solve this problem, 

NavMesh contains the all important public method getPolygonIdByPoint3D , 

which takes a point in 3D space as an argument and returns a reference to the 

polygon to which this point belongs, if such polygon exists. 

To find the polygon we will use the BSP tree we have build in chapter 3.2. 

The tree works with a 2D projection of navmesh to the ground, so for the needs of 

using the BSP tree, we transform the input 3D point into a 2D point by throwing 

away the z coordinate. Than we will find the BSP tree's leaf corresponding with the 

part of space where the input point lies. Finding this leaf is done by following 

algorithm: 
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1. Take BSP tree's root node as current node 

2. While current node is not leaf repeat in a loop: 

a) Compare the 2D point to current node's separating line21 

b) If the 2D point lies on the left side of the separating line, take the 

current node's left son as the new current node. 

c) If the 2D point lies on the right side of the separating line, take the 

current node's right son as the new current node. 

d) If the 2D point lies exactly on the separating line, add a small random 

value to the 2D point's coordinates and repeat step 2.22 

3. Return the current node. 

In the obtained leaf there is a set of polygons, which are located in the same 

subspace as the input point. It may very well be an empty set. If that is the case, the 

given point is not on the navigation mesh. 

From this set of polygons that are in the right subspace we will take a subset 

of candidate polygons, which are directly above or below the input 3D point and 

throw away the rest. This condition is verified by checking whether the point is 

inside the polygon in a 2D projection on the ground. This selection is done because a 

bot is only considered to be standing on a polygon if he stands directly on it (or 

slightly above or bellow). If he stands near, but out of the polygon's 2D projection on 

the ground, he is out. 

Note that we need to use the 2D projection, because the bot is never exactly 

in the same height as the polygon. The polygon's and bot's positions on z-axis  are 

floating point number types and they may be very close to each other but they are not 

the same even if the bot is standing directly in the middle of a floor covered by the 

polygon, not to mention that the polygon's position on z-axis isn't easily defined, 

since its vertices lie in different heights. 

                                                           
21

 Separating line is represented by an oriented line segment.  The side on which a 2D point lies can 

be computed using scalar product. 
22

 This situation is almost impossible, because the calculations are performed with floating point 

number data types, bu if the point actually lies on the border of two polygons, the function will 

return randomly chosen one of them. 
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Now the desired polygon must be one of those in this set of candidate 

polygons. If the set is empty, the point is out of navigation mesh again. 

We have a set of polygons that are directly above or bellow the agent. In the 

environment it usually means that the agent is inside a building with multiple floors. 

One of those polygons is the one he is actually standing on and the others are 

polygons in other floors. How do we decide which one is the right one? We simply 

compute the input 3D point's distance23 from each of those polygons and than select 

the nearest one. (Fig. 4.1) The distance however must not exceed some maximal 

value. If a polygon is set somewhere three floors above, the bot has no use of it. The 

maximal distance of a point from a polygon for this computation is specified in 

NavMeshConstans  class. 

 

Fig 4.1: Schema of polygon finding process after receiving the set of polygons from BSP tree's leaf. 

The red spot symbolizes input 3D point. The rectangle is closer to it than the pentagon and therefore it 

will be returned from the function's call. The hexagon does not contain the point in 2D projection and 

therefore was discarded. 

The correct recognition of polygons can be checked by running a special 

navigation bot, which in every logic iteration paints the polygon he is standing on 

with a distinct color. (Attachment 11) 

                                                           
23

 The distance of point from polygon is computed by standard analytic geometry formula for 

point-plane distance. A plane is created from three points of the polygon. This computation may 

cause huge rounding errors if the three points are almost in a straight line. To prevent these errors 

multiple combinations of three points are used to create a plane and the smallest distance is used. 
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4.2 Polygon Path Finding 

 

In this chapter we will finally use navigation mesh for finding a path and 

using it for bot's movement in the environment. To enable navmesh for being used as 

a path planner in Pogamut, the NavMesh class must implement the 

IPathPlanner  interface, as all path planners do. IPathPlanner defines only 

one all important method computePath , which takes two arguments on input, 

defining start and target point of the path and returns created path, which is basically 

a list of points over which the bot should run. 

The first step in creation of path in navigation mesh is to find the list of 

polygons over which the path will go. To find this list of polygons, we will use the 

A* algorithm (pronounced "A star").  

A* was first described in 1968. [14] It is a graph traversal algorithm for 

finding a shortest path between two vertices. It is a best-first search algorithm similar 

to Dijkstra's algorithm, but extended by using a heuristic function, which can 

estimate distance between any two graph's vertices.  Thanks to this heuristic function 

A* achieves better time performance than Dijkstra's algorithm. 

A* is a greedy algorithm which in every step visits one node selected from 

neighbours of already visited nodes. The selection is done by calculating estimated 

path length from start to target for each node and then selecting the node with the 

lowest value. The estimated path length from start to target through a node x is 

calculated by this formula: 

f(x) = g(x) +h(x) 

Where f(x) is the total estimated path length, g(x) is the actual path length 

from start to node x and h(x) is the heuristic estimation of distance from x to target 

node. 

The heuristic function should never overestimate the actual minimal cost of 

reaching the goal. If that is the case, the A* will always find the shortest path and the 

heuristic function is called admissible. 
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To apply A* on navigation mesh, which actually is a graph, we need the 

functions g(x) and h(x). The navigation mesh with off-mesh connections consists of 

two basic types of elements: the polygons and the off-mesh points. For an off-mesh 

point it is easy to calculate its distance from any other point in the space. As for 

polygons, we will take each polygon's centre point calculate its distance from other 

polygons and off-mesh points. The g(x) function for each element will be calculated 

this way: 

g(x) = g(��) + d(��, x) 

Where �� is the previus element in path and d(��, x) is the length of the direct 

path between them. The h(x) function for each element will be calculated as the 

Euclidean distance from this point to target point. Euclidean distance is a standard 

heuristic function used for A*, because it is the shortest possible path and therefore is 

always admissible.24 The order of polygons in which the A* algorithm walks through 

the graph is described on Fig. 4.2. 

 

Fig 4.2: Schema of A*'s node visiting order while searching for shortest path from start to target point. 

Blue line segments are off-mesh connections. 

 
                                                           
24

 This statement is not exactly accurate. There  are some special cases in which this function isn't 

admissible. In some UT2004 levels there are teleports, which in the graph language are edges with 

zero weight, that can connect two vertices on the other side of the graph. Such edges spoil the 

admissibility of the heuristic function and therefore the A* is not necessarily optimal. Luckily there 

are not many teleports in UT2004. 
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When we have the list of polygons (including off-mesh connections) over 

which the final path should go (attachment 12), we must transform it to a list of 

points over which the agent should run.25 The simplest way is to create the path from 

the centre points of each polygon in the obtained list. For each off-mesh connection 

in the list we only add the endpoint navpoints. 

Before a point is added to the newly crated path its z-coordinate is heightened 

a little, so that the path's points are not exactly down in the floor, but floating a little 

above it. The reason for this action is that the UT2004 bot's location is approximately 

in the middle of his body i.e. a little above the floor. By lifting the path to similar 

height we can ease the bot's orientation on it, because he will easily recognize 

whether he already reached a point in the path by calculating the point's distance 

from his own centre. This is a part of navigation which is processed by path executor 

and will not be deeper analyzed in this work. The value to be added to each point's 

z-coordinate is specified in NavMeshConstans  class. 

This path planning method has one catch: even though two polygons are 

neighbours, the direct path between their centers does not have to be walkable. (Fig. 

4.3) 

 

Fig 4.3: The two polygons are neighbours and it is possible for an agent to get from one to the other, 

but the direct path between their centers goes through a wall. 

 Despite this catch, an agent using this kind of path planning is mostly able to 

navigate through the environment quite well, because this situation does not occur 

very often. (Attachment 13) 

                                                           
25

 All the following methods which solve this task work with 2D projection of the polygons. However 

the points selected to create the path are transformed back to 3D by adding appropriate height to 

them. 
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4.3 Path Smoothing 

 

 To ensure the path will always be walkable, we can change the method of 

getting points from the list of polygons. If points were added not in the centre of each 

polygon, but rather in the centre of each border between two polygons, that the agent 

has to cross, the path would be walkable for sure, because all the polygons are 

convex (from the navigation mesh's definition) and therefore every straight line 

segment between two point that are both inside the polygon is surely entirely inside 

this polygon as well. (Fig. 4.4) 

 

Fig. 4.4: By creating the path from centre points of polygon borders that has to be crossed 100% 

passability is ensured. 

Paths created by this method are not only more reliable, but they are also a lot 

smoother, because the agent does not have to each polygon's centre, which is often 

needless. That means these paths are also shorter, and therefore the agent can move 

faster over them. (Attachment 14) 

Even though the path is quite smooth now, it is still not the best (=shortest) 

path possible and the bot runs over many needless points that just make the path 

longer and slow him down. In the following text we will explain the funnel 

algorithm [15], which is able to find the shortest possible path if we have the list of 

polygons over which the path should go.  

First of all, let us presume that we have list of n polygons, where polygons i-1 

and i are always neighbouring for i = 1 .. n-1. Polygon 0 contains the starting point 

and polygon n-1 contains the target point. If the list of polygons is not continuous 
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because it contains some off-mesh connections, we will apply the funnel algorithm 

on every continuous part individually. 

The funnel algorithm considers three structures: the path, the apex, and the 

funnel. The path is a series of line segments forming the portion of the shortest path 

known at the current point in the algorithm. The funnel consists of two line 

segments, left one and right one, which start at the starting point of our path and 

defines the set of possible directions in which the next apex must lie. Finally, the 

apex is a point which lies at the end one of the funnel's lines and at certain 

circumstances joins the path. 

The funnel algorithm starts with a funnel bordered by line segments from the 

starting point to the two endpoints of the border between the current polygon and the 

next polygon in the list. (Fig. 4.5) 

 

Fig 4.5: The green line segments are funnel's borders. This is the situation in the algorithm's first step. 

In every step the funnel algorithm takes the border of the last polygon and the 

next polygon in the list. Then it tries to make the funnel narrower, by replacing its 

endpoints by endpoints of the new border. If the new endpoints are inside the old 

funnel, the funnel just becomes narrower. If  a point is out of the funnel, the next 

advancement depends on whether he is out from the same funnel's border it would  

define if it was in (left or right), or the other one. If it is out from its own border, 

nothing happens and this funnel's border stays where it was before. Moving the 

funnel's border to this point would make the funnel wider and that is not allowed. If 

the point is out from the other border, it means that by replacing the funnel's border 

to this point the funnel's size would become negative, i.e. the left border would 



 

become right and vice versa. In this case the endpoint of the other funnel's border 

than the one we were just trying to replace is declared as an apex, added to the path 

and the algorithm restarts with this apex as the starting point. (Fig 4.6

(attachment 15) 

When the last polygon is processed, the funnel algorithm compares the target 

point to the funnel. If it is inside, the algorithm ends and the list of apexes form the 

shortest path. If the point is outside, the same procedure as in the case of polygons is 

repeated. (Fig 4.6, attachment 15

Fig 4.6: Schema of the funneling algorithm step by step: Green line segments create a co

borders. Red line segments are 

(green spots) are added. 
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become right and vice versa. In this case the endpoint of the other funnel's border 

than the one we were just trying to replace is declared as an apex, added to the path 

thm restarts with this apex as the starting point. (Fig 4.6

When the last polygon is processed, the funnel algorithm compares the target 

point to the funnel. If it is inside, the algorithm ends and the list of apexes form the 

h. If the point is outside, the same procedure as in the case of polygons is 

, attachment 15) 

of the funneling algorithm step by step: Green line segments create a co

borders. Red line segments are unsuccessful attempts to narrow the funnel after which new apexes 

become right and vice versa. In this case the endpoint of the other funnel's border 

than the one we were just trying to replace is declared as an apex, added to the path 

thm restarts with this apex as the starting point. (Fig 4.6), 

When the last polygon is processed, the funnel algorithm compares the target 

point to the funnel. If it is inside, the algorithm ends and the list of apexes form the 

h. If the point is outside, the same procedure as in the case of polygons is 

 

of the funneling algorithm step by step: Green line segments create a correct funnel's 

after which new apexes 
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Formally, the funnel algorithm works in these steps: 

1. Declare the polygon which contains the starting point as current polygon. 

2. Create a funnel with starting point at the path's start and endpoints at the 

border of the current and next polygon. 

3. While target is not reached repeat in a loop: 

a) Take the next polygon and the border between this polygon and the 

current polygon. If the current polygon is the last polygon, take the 

target point instead of the border. 

b) Compare the left endpoint of this polygon to the funnel: 

I. If it is inside the funnel, make the funnel narrower by moving 

it to this endpoint. If the current polygon is the last polygon, 

target is reached. Terminate the loop. 

II.  If it is left from the left border, do nothing. 

III.  If it is right from the right border restart the algorithm with the 

right funnel's border's endpoint as starting point and add this 

point to the list of apexes 

c)  Repeat step b) symmetrically with switched left and right side. 

4. Return the list of apexes as the new path. 

This implementation of the funnel algorithm has  quadratic time complexity 

in the worst case, because after adding each apex the algorithm returns back to some 

point, and in the worst case it would go every time back almost to the beginning. But 

in reality it usually goes back only a few steps, and therefore the complexity is linear.  

Thanks to the funnel algorithm the bot is now able to run on the shortest 

possible path from point A to point B. But once again, there is a catch. The UT2004 

bots can get close to an obstacle, e.g. a wall, but they cannot get their location, the 

3D point that floats in the middle of their body, exactly to the location of the 

coordinates. A bot's body has a certain width, a radius, which prevents the bot from 

getting too close to any obstacle. This problem is similar to the one with the floor, 

mentioned in the previous subchapter and its solution is similar as well. The points of 

the path are moved a little towards the polygons path's centre. (Fig 4.7) 
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Fig 4.7: apex points are moved a little towards the polygon path's centre from the edge. 

 

The required distance of the apexes from the polygons' edges is specified in 

the NavMeshConstans  class again. This way the bots have no problems with 

hitting walls. (Attachment 16) 

 

4.4 Ray Casting 

 

We already mentioned ray casting once in chapter 3.3. Ray casting is a 

method of an IVA's navigation in a virtual environment, which is based on obtaining 

information about agent's surroundings by casting a ray – one dimensional line 

segment – from agent's body away in a specified direction and then obtaining 

information about the ray's collision with walls and other obstacles. When an IVA 

receives information about a nearby obstacle, it can e.g. perform an action to avoid 

hitting this obstacle or do anything else it is programmed to do. (Fig 4.8) The term 

ray casting was first used by Scott Roth in 1982 in a paper about computer graphics. 

[16] Today this technique is commonly used in computer graphics and especially in 

3D virtual environment simulations. 

How does ray casting work in Pogamut and UT2004? UT2004 engine is able 

to create, hold and update data structures which represent the rays and to compute 

their intersections with the level's geometry. Pogamut on the other side provides an 

API which allows a programmer to create a ray and then repeatedly ask about its 



50 

 

collision with the environment. Once a ray is created, it is automatically updated, so 

that whenever a bot asks about the collision, the received answer is up to date. 

 

Fig.4.8: A simple example of avoiding hitting and obstacle with the help of ray casting. The black 

circle symbolizes an agent, the green line segments are rays not hitting any obstacle, the red line 

segments are rays hitting an obstacle. The arrow shows the agent's direction. 

 

The main information that defines a ray in Pogamut is the ray's direction and 

its length. Additional information is: 

• Fast trace: A boolean value which defines whether the agent only cares 

about hitting an obstacle or not. 

• Floor correction: A boolean value which defines whether the ray should be 

moved up/down when the agent walks uphill/downhill so that the ray doesn't 

hit the ground. 

• Trace actors: A boolean value which defines whether the ray should report 

collisions with other agents or not. 

The information that an agent receives back from the ray is whether the ray 

did hit an obstacle, the location of its intersection with the obstacle and a normal 

vector of the tangential plane of the obstacle in the point of intersection.  

Pogamut contains a ray casting module which provides an API for easy 

processing with rays. Here is an example of java code which creates three rays and 

later gets information about collisions of these rays with obstacles: 
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final  int  rayLength = 100; 
boolean  fastTrace = true ;   
boolean  floorCorrection = false ;  
boolean  traceActor = false ;   
raycasting .createRay( "left45Ray" ,  new Vector3d(1, -1, 0), 
rayLength, fastTrace, floorCorrection, traceActor);  
raycasting .createRay( "frontRay" ,   new Vector3d(1, 0, 0), rayLength, 
fastTrace, floorCorrection, traceActor); 
raycasting .createRay( "right45Ray" , new Vector3d(1, 1, 0), rayLength, 
fastTrace, floorCorrection, traceActor); 
 
... 
 
AutoTraceRay left = raycasting .getRay( "left45Ray" ); 
AutoTraceRay front = raycasting .getRay( "frontRay" ); 
AutoTraceRay right = raycasting .getRay( "right45Ray" ); 
boolean  sensorFront = front.isResult(); 
boolean  sensorLeft45 = left.isResult(); 
boolean  sensorRight45 = right.isResult();   

Inside bot's code the rays are identified by string identificators, which allow 

getting the up to date information about ray at any time. 

The use of this implementation of ray casting has a bottleneck: If the Unreal 

engine is requested to update a lot of rays at once (e.g. 5 rays for each of 3 agents), it 

get's overloaded and runs very slow, because it has to compute the collisions in 

addition to all the other computations in the environment. This problem could be 

solved if the Pogamut's ray casting module could compute the ray's collisions on its 

own, using the knowledge of the environment's geometry. That way the Unreal 

engine would not get overloaded by these computations. 

Our task will be to develop an alternative implementation of ray casting, 

which will compute the rays' collisions from the information about rays and the 

knowledge of the environment geometry with a BSP tree, which we created in 

chapter 3.3. The new implementation of ray casting will be connected to the same 

API as the old one, so a programmer will not have to learn any new commands and 

he will not event notice any difference except for higher performance of the Unreal 

engine. The old implementation will stay available and will be automatically used in 

the cases in which the new implementation will be unusable. This will happen in the 

cases when information about collisions with other agents is required or simply when 

the environment geometry was not successfully loaded for whatever reason.  
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With the modified implementation of the ray casting's module, there will be 

two types of rays: the old type updated by UT2004 and the new type updated with 

Pogamut itself. This decision is done inside the method createRay  on the 

ambiguous class Raycasting . The java code of this method is bellow: 

if  (!TraceActors && rayBSP.isUsable()) { 
 return  rayBSP.createRay(Direction, Length, FloorCorrectio n); 
} else  { 
 return  rayUT2004.createRay(Direction, Length, FastTrace, 
FloorCorrection, TraceActors); 
} 

A ray of the new statically computed type is automatically updated every time 

the agent changes his position. The update is performed by the method 

selfUpdate  on the class RaycastingBSP. Once this method is called it 

updates all the rays. 

The update of a ray is divided in two steps: 

1. Update the ray's position and direction according to position and direction of 

the agent. 

2. Get the information about the ray's collision with the environment geometry. 

In the first part – updating the ray's position and direction the direction of the 

ray is first transformed from Cartesian coordinate system to polar coordinate system 

with the use of goniometric functions. Then the new direction of the ray is computed 

by adding the ray's relative direction to the agent's absolute direction in the 

environment. Then the direction is transformed back to Cartesian coordinate system. 

(Fig. 4.9) 

 

Fig. 4.9: The original direction vector [-1; 1] is transformed into a vector [-1;-1] by adding the angle 

of agent's direction (black arrow on step 2). 
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After computing the new ray's direction it is easy to find the ray's position. 

The starting point is the agent's current location and the ending point is this location 

incremented by the new direction vector. 

In the second part – getting the information about ray's collision with the 

environment geometry, the BSP tree will be used. First a leaf node which contains 

the starting location is get. Getting the tree's leaf is an easy task, because each inner 

node of the tree contains information about what ranges of values are contained in 

his left and right son. 

After obtaining the BSP tree's node, all the triangles contained in this node 

are tested whether the ray intersects them. If there is at least one triangle intersected 

by the ray, then the triangle with the intersection point closest to the starting location 

of the ray is considered as hit obstacle and the others are thrown away. A normal 

vector of the plane containing this triangle is then returned along with the 

intersection point. (Fig 4.10) 

 

Fig. 4.10: The ray intersects three triangles. The closest intersection will be returned alone with a 

normal vector of the intersected triangle. 

If no triangle has been intersected, there are two possible ways for the 

algorithm to continue: If the ending point of the ray is in the subspace bordered by 

the examined BSP tree's node, the ray does not collide with the environment 

geometry and the algorithm ends. But if the ray's target point is not in this node the 

algorithm will take the neighbour node to which the ray continues and repeat the 

described process there. 
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That was all about the ray casting with the use of the extracted environment 

geometry. But the NavMesh class itself also provides one type of ray casting. It is a 

two-dimensional ray casting which can be used to find out how far the edge of the 

navmesh is if the agent is staying on it. Implementation of two-dimensional this ray 

casting is much easier than the one with environment geometry. All the algorithm 

has to do is find the border of the current polygon which is crossed by the given 

vector in 2D projection to the ground. If there is another polygon behind that border, 

then it continues with that polygon. Finally it returns either a distance to the 

navmesh's edge or the information that the vector did not intersect the border. 

(Fig 4.11) This ray casting can be used by calling NavMesh's  public method 

getDistanceFromEdge . 

 

Fig. 4.11: The agent is turned to the right and casts three 2D-rays. Only the left ray hits the edge of the 

navmesh. 

 

4.5 Coordination of Two Agents 

 

 A coordinated movement of multiple agents is a common issue in connection 

with navigation of IVAs. It often used in computer games, films and other 

simulations. A computationally quite simple and commonly used method is the 

steering behaviour of the agents, first time proposed by Craig Reynolds in 1987. [17, 

18]  Steering techniques are based on applying vectors of forces on the agent. These 

vectors may have different sizes and directions and together they determine the 

direction and speed the agent should move. The steering behaviour is reactive, which 



55 

 

means that the agent's action depends only on the current state of its environment, the 

IVA has no memory (for this purpose). 

The steering bahaviour is suitable for being combined with the ray casting as 

a source of information about the environment, because the agent is often expected to 

avoid hitting nearby obstacles. 

 We will attempt to develop a new module for Pogamut that will allow 

UT2004 bots to move in the environment it a formation, especially walk or run side 

by side. We will call this module the Formation module. This module will be based 

on steering behaviour of the concerned agents. The use of steering techniques for 

movement of IVAs in formations was already analyzed by Markéta Popelová. [19] 

 To get UT2004 agents into a formation and to keep them in it, we will use a 

modification of "leader-following" steering proposed by Popelová. [19] In 

Leader-following the agent is trying to get to a defined distance from another agent, 

the leader. As an addition to reaching the right distance, the agent is trying do get to a 

defined direction from the leader. This direction may be either relative to the leader's 

current direction, or absolute in the environment. (Fig 4.12)  

 

Fig. 4.12: The blue circle on the left is an agent who is trying to hold a formation defined by 

vector [-1; 1] (right back) relative to the leader's rotation and a distance (black line segment). The 

steering's force vector pushes the agent to the red spot. 

So far we need only one force vector which will force the agent to move to 

the right spot. But there is a catch: This force vector could make the agent hit an 

obstacle, or worse, fall down from somewhere. Therefore we need other forces that 

will keep the agent on safe ground. To get these forces we will use the ray casting on 

navigation mesh, which is able to tell which directions are safe to move to and how 

far is the eventual edge of the navmesh. 
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Fig. 4.13: Similar example as on Fig. 4.12, but this time there is an obstacle in the way. The green 

arrow is force that pushes agent to the target location. The red arrow is the force that pushes the agent 

away from the obstacle. The black arrow is the result force, which will make the agent move in this 

direction. 

The force that pushes the agent to the target point is a constant. The forces 

that push the agent away from the navmesh's edge are the stronger the closer the 

edge is. With growing distance the force declines linearly. (Fig. 4.13) If the 

navmesh's edge is very close, the force that pushes the agent away from it should be 

stronger that the force that pushes the agent towards the computed target location, 

otherwise the agent could go out of the navmesh. The values for these forces are set 

inside the Formation  class, which handles the steering behaviour. 

 

Fig. 4.13: An example of setting of forces pushing to target location (green) and pushing away from 

an obstacle (red). If the obstacle is close, the red force is stronger, but in greater distance it disappears. 

To watch for the navmesh's edges, the agent is provided with three two-

dimensional rays: front, left front and right front, where the left front ray and right 

front ray each form an angle of 45 degrees with the front ray. If the agent is out of 

navmesh, or if there is no navmesh available, the Formation module will not work, 
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because the agent would not have the essential information where is a safe place to 

move to. 

There is another condition for the proper work of Formation module besides 

the availability of the navmesh: The agent who is trying to hold the formation should 

see the leader. Otherwise he can't accommodate his behaviour to the leader's 

location. If the agent loses the leader from sight, he will still act as if the leader was 

on the place he has seen him for the last time though. 

The Formation module can be initialized by creating an instance of the 

Formation  class and then hold by repetitively calling the method 

holdFormation  on it. 

Formation formation = new Formation( this );     
formation.setLeader( players .getNearestVisiblePlayer()); 
formation.setDirection( new Vector2d(-1,1)); 
formation.setDistance(200); 
 
... 
 
formation.holdFormation();  

Setting the direction vector to (0, 1) or (-1, 1) works well for making the 

agents walk side by side. Sometimes the formation holding bot loses the leader from 

sight, but is the leader is moving too, he finds him again soon and reforms the 

formation. (Attachment 17) Note that the Formation module is implemented in 

altered PogamutUT2004 Project (Attachment 19). 

 

4.5 Online Use Summary 

 

This chapter was devoted to online algorithms for navigation of IVAs in the 

UT2004 environment. These algorithms are based on work with the data structures 

created in the previous chapter. All these algorithms are accessible to programmers 

through Pogamut's API, either in new modules (Navmesh, Formation) or those which 

already existed before (Ray casting).  The most important new or changed API 

commands are: 
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Using NavMesh class as a path planner: 

IPathFuture path; 
NavMesh navmesh = bot .getNavMesh(); 
path = navmesh.computePath( info .getLocation(), toLocation); 
... 
navigation.navigate(path); 

Using environment geometry with BSP tree for faster ray casting: 

raycasting .createRay( "frontRay" ,   new Vector3d(1, 0, 0), rayLength, 
fastTrace, floorCorrection, traceActor); 
... 
AutoTraceRay front = raycasting .getRay( "frontRay" ); 
boolean  sensorFront = front.isResult(); 

Telling how far a bot can safely go in a given direction: 

 
NavMesh navmesh = bot.getNavMesh(); 
double  safeDistance = navmesh.getDistanceFromEdge( 
info.getLocation(), new Vector2d(1,0), 400); 

Walking of multiple agents in a formation: 

Formation formation = new Formation( this );     
formation.setLeader( players .getNearestVisiblePlayer()); 
formation.setDirection( new Vector2d(-1,1)); 
formation.setDistance(200); 
... 
formation.holdFormation();  

Full documentation of these and all other commands can be found in javadoc 

of the relevant module. 
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5. Evaluation 

 

5.1. Pathfinding Evaluation Bot 

 

In this chapter we will evaluate the Navmesh module as a pathfinding tool. 

To do this, we will create a pathfinding evaluation bot able to use both the Navmesh 

module's pathfinding and the Pogamut's old pathfinding tool and compare their 

quality. We will refer to the old Pogamut's pathfinding tool as the "graph 

pathfinding", because it is based on the navigation graph. 

To compare both pathfindings, we will watch their results in solving the same 

navigation requests. By navigation request we me mean a request to get the agent 

from one location in the environment to another. We will create a set of navigation 

requests and then let the bot solve each of them first by using the graph pathfinding 

and then by using the navmesh pathfinding. While the bot is solving these navigation 

requests, he will record information about his progress.  

More specifically, for each navigation request and each of the pathfinding 

tools the bot will record: 

1. Whether or not did the pathfinding successfully build a path. 

2. Length of the path. 

3. Whether or not did the bot successfully reach the target by following the path. 

4. Time elapsed while following the path. 

The bot will compute statistics from his measurement results, including the 

number of navigation requests solved, minimal, maximal and average value. These 

statistics will be used for discussion on the results in chapter 6. 

The statistics will be saved to files with names derived from the name of the 

map. These files will be stored in directory stats in the bot project's home directory. 

For example Statistics for graph pathfinding on DM-1-on-1-Albatross will be saved 
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into file DM-1-on-1-Albatross.stats.graph.csv. Statistics for navmesh pathfinding on 

the same map will be saved into file DM-1-on-1-Albatross.stats.mesh.csv. 

The statistics themselves will give us good information about how good or 

bad the new pathfinding tool is compared to the old one. But if the navmesh 

pathfinding fails in some cases, we will want to know exactly why, to allow future 

improvement of the navmesh pathfinding. Therefore we will save these failures into 

separate files. Whenever the navmesh pathfinding will have a worse result in 

navigating the agent from navpoint A to navpoint B, the bot will save the information 

about this request into a file. By worse result we mean worse in any of the four 

watched aspects. The saved information will contain string identifiers of the starting 

and target navpoint, and in the case of path length and elapsed time also values 

measured by the bot while using both pathfindings. The names of files containing 

these navigation requests will be derived from the map's name and from the aspect in 

which the navmesh pathfinding had worse result. For example for map 

DM-1-on-1-Albatross there will be output files:  

• DM-1on1-Albatross.worseBuild.csv 

• DM-1on1-Albatross.worseLength.csv 

• DM-1on1-Albatross.worseSuccess.csv 

• DM-1on1-Albatross.worseTime.csv 

With the help of these files we will be able to track the weaknesses of the 

navmesh pathfinding. 

To make sure that the results of the evaluation will be relevant, the bot will 

try to create a path between each two navpoints in the map, taking the couples one by 

one in random order. In each UT2004 level, the navpoints are set all over the map 

and they are in all reachable areas. Therefore testing of every couple of navpoints in 

the map provides a good image of the quality of the used pathfinding tool on the 

respective map. In case of large maps with hundreds of navpoints, the number of all 

possible paths between two navpoints is vast. In this case the evaluation bot will test 

5 000 randomly chosen paths as a sample. If the number of all possible paths 

between two navpoints is smaller than 5 000, the bot will test all of them. In some 
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cases the bot is unable to reach the starting navpoint. These cases will be rejected 

from the test. 

Navigating bots sometimes get stuck in a corner or at some other problematic 

place. Some navpoitns are even completely unreachable, though these are exceptions. 

To prevent stuck of the entire testing in this case, the bot will be provided with a 

stuck detector. In case the bot gets stuck the stuck detector will tell him to try another 

navigation request.  

Running through every possible couple of navpoints on the map is a task that 

takes quite a lot of time. Therefore the bot will save the current results to files after 

finishing every navigation request. This way we will not lose all the data in case of 

early end of the test. 

To obtain an overall image of the pathfindings' quality in general UT2004 

environment, we will select a sample of ten different maps and run the tests on them. 

The selected maps should cover all the possible issues of navigation, including long 

paths, jumping, using lifts, buildings with multiple floors, bridges, abysses etc. To 

satisfy this requirement, these ten maps were selected:  

1. CTF-1on1-Joust 

2. CTF-Citadel 

3. CTF-FaceClassic 

4. CTF-Geothermal 

5. CTF-Lostfaith 

6. DM-1on1-Albatross  

7. DM-1on1-Idoma 

8. DM-Flux2 

9. DM-Oceanic 

10. DM-TrainingDay 

 

The pathfinding evaluation bot can be found in attachments. (Attachment 18) Note 

that the pathfinding evaluation bot requires dependencies from altered 

PogamutUT2004 Project (Attachment 19) 

  



62 

 

5.2 Path finding ability 

 

The results show, that the navmesh pathfinding is a lot more optimistic than 

the graph pathfinding. Whenever the graph pathfinding finds a path, the navmesh 

pathfinding finds it too. This is because the navmesh contains the entire navigation 

graph's information in the form of the off-mesh connections. On the other hand 

navmesh sometimes manages to find a path that the graph pathfinding did not find, 

thanks to some polygons that are placed on the way. However, these paths are 

sometimes unusable, which is a problem analyzed in subchapter 5.4. 

The table 5.1 shows the success rate of both path planners in finding a path. 

 Graph pathfinding Navmesh pathfinding 

Map name Paths found 
Paths not 

found 
Paths found 

Paths not 
found 

CTF-1on1-Joust 145 19 154 10 

CTF-Citadel 4388 555 4781 162 

CTF-FaceClassic 4636 196 4779 53 

CTF-Geothermal 4125 761 4863 23 

CTF-Lostfaith 4648 152 4765 35 

DM-1on1-Albatross  3646 1039 3802 883 

DM-1on1-Idoma 4922 42 4909 55 

DM-Flux2 2917 1416 3134 1199 

DM-Oceanic 4327 296 4559 64 

DM-TrainingDay 1049 3 1048 4 

Tab. 5.1: Path finding success rates. 
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5.3 Path length 

 

A path's length is defined as the sum of lengths of its direct segments. A 

direct segment's length is computed as the Euclidean distance of its endpoints. Paths 

found by the navmesh pathfinding are significantly shorter than the paths found by 

the graph pathfinding on all ten maps. (Tab. 5.2) 

 Graph pathfinding Navmesh pathfinding 

Map name 
Average 

path 
length 

Minimal 
path 

length 

Maximal 
path 

length 

Average 
path 

length 

Minimal 
path 

length 

Maximal 
path 

length 

CTF-1on1-Joust 2063 233 4865 2037 237 4630 

CTF-Citadel 7695 249 14674 7417 482 17524 

CTF-FaceClassic 9486 831 15276 9380 831 15239 

CTF-Geothermal 4360 465 10469 4076 424 9215 

CTF-Lostfaith 8360 2214 17913 8054 2207 16676 

DM-1on1-Albatross  2172 530 4291 2099 510 3716 

DM-1on1-Idoma 2194 255 5017 1904 255 4979 

DM-Flux2 3413 465 5726 3210 450 6785 

DM-Oceanic 2331 52 6234 2136 128 4285 

DM-TrainingDay 1771 81 4102 1652 81 4467 

Tab. 5.2: Path lengths. The path lengths are measured in Unreal length units. 

There are however a few exceptions, that can be found in the 

<map name>.worseLength.csv file. The reason why the navmesh pathfinding 

sometimes finds a longer path than the graph pathfinding is that the A* algorithm 

used to find a path made of polygons, does not necessarily find the best possible 

path. Its heuristic function takes each visited polygon's centre point to compute its 

distance from the target point. But the polygon's centre is usually not exactly on the 

final path. Another problem comes with teleports. A teleport on the map ruins the 
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admissibility of the Euclidean distance as a heuristic and A* sometimes fail to find a 

shorter way through a teleport. These problems could possibly be solved by choosing 

another heuristic function for the A* algorithm, or by replacing A* by another 

algorithm. 

 

5.4 Path following success rate 

 

The success rate of path following means how often the bot succeeds or fails 

to actually reach the target by following the path created by path planner. This is the 

only watched aspect of the pathfindings, in which the navmesh pathfinding has worse 

results than the graph pathfinding. (Tab. 5.3) 

There are two main reasons why the bot fails to reach the target with the 

navmesh pathfinding: The first one is that the navmesh creates a path to a navpoint 

that is in fact unreachable. The graph based path planner already failed while it was 

trying to create the path, but this failure can only be seen in the table of path finding 

success rate. (Tab. 5.1) Once the graph based path planner creates a path, the bot has 

quite a good chance to reach the target by following it. 

The other reason why the bot sometimes fails to reach the target while 

following the navmesh's path is that the path is sometimes too close to a wall or other 

obstacle and the bot gets stuck. This problem could possibly be solved by setting a 

larger distance between a path and a wall (chapter 4.3), or by combining the path 

following method with the ray casting method (chapter 4.4). 

  



65 

 

 

 Graph pathfinding Navmesh pathfinding 

Map name Target reached 
Target not 
reached 

Target reached 
Target not 
reached 

CTF-1on1-Joust 125 20 151 3 

CTF-Citadel 3965 423 3474 1306 

CTF-FaceClassic 4531 123 4221 568 

CTF-Geothermal 3372 753 2474 2389 

CTF-Lostfaith 3956 692 3982 783 

DM-1on1-Albatross  3289 357 2475 1327 

DM-1on1-Idoma 4836 86 3956 953 

DM-Flux2 2221 696 1662 1472 

DM-Oceanic 3482 845 2989 1570 

DM-TrainingDay 1047 2 1047 1 

Tab. 5.3: Path following success rates. 

 

5.5 Path following elapsed time 

 

At the moment when the pathfinding evaluation bot starts following a path, a 

precise current time is recorded. At the moment when bot reaches his target, the 

elapsed time is computed by subtracting the starting time from the current time. 

In the elapsed time the navmesh pathfinding has significantly better results 

than the graph pathfinding on all ten maps. (Tab 5.4) The ratio of the values is 

similar as the ratio of values in table 5.2. The paths with shorter elapsed time are the 

same path as those with shorter length. There are however some exceptions, that can 
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be found in files <map name>.worseTime.csv. Sometimes the path is very close to an 

obstacle and bot hits the obstacle, which slows him down a bit. 

The solution of this problem could be similar as the one proposed in 

subchapter 5.4. i.e. greater distance between path and obstacles or the ray casting.  

 Graph pathfinding Navmesh pathfinding 

Map name 
Average 
elapsed 

time 

Minimal 
elapsed 

time 

Maximal 
elapsed 

time 

Average 
elapsed 

time 

Minimal 
elapsed 

time 

Maximal 
elapsed 

time 

CTF-1on1-Joust 4,34 0,47 11,6 4,24 0,47 11,24 

CTF-Citadel 13,28 0,70 25,82 12,67 0,70 27,01 

CTF-FaceClassic 19,11 2,99 32,86 19,05 2,99 32,14 

CTF-Geothermal 8,76 1,75 20,23 7,14 1,75 17,75 

CTF-Lostfaith 17,0 5,94 37,20 16,71 5,6 34,05 

DM-1on1-Albatross  4,7 1,13 9,98 4,18 1,13 8,59 

DM-1on1-Idoma 4,9 0,58 11,23 4,38 0,58 11,2 

DM-Flux2 6,76 2,19 15,67 6,0 2,19 11,56 

DM-Oceanic 4,85 0,56 13,90 4,64 0,56 10,28 

DM-TrainingDay 3,60 0,60 9,97 3,39 0,60 10,08 

Tab. 5.4: Path following elapsed times. Time is measured in seconds. 
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6. Conclusion 

 

In this thesis we managed to implement a use of navigation mesh in the 

virtual environment of Unreal Tournament 2004. The navigation mesh is a 

representation of the environment used for navigation of intelligent virtual agents. It 

contains more complex information about the environment, than the currently used 

environment's representation – the navigation graph. With the help of the navigation 

mesh the intelligent virtual agents can use more efficient algorithms for navigation, 

than before.  

The main goal of this thesis was to improve the navigation of the intelligent 

virtual agents in the environment of Unreal Tournament 2004 by implementing a 

library of functions for navigation, based on the navigation mesh. Before we could 

use the navigation mesh in navigation of the intelligent virtual agents, we had to 

extract the environment geometry from the Unreal Tournament 2004 map files and 

then create the navigation mesh from this geometry. This goal was reached, with the 

help of the open source software tools UShock and Recast. 

The next goal was to develop a new module for Pogamut – a platform that 

allows creating and controlling intelligent virtual agents in the environment of Unreal 

2004. This module was supposed to use the navigation mesh together with 

sophisticated algorithms to bring several new features to Pogamut's users. These new 

features are: pathfinding on the navigation mesh, using the navigation mesh and the 

extracted environment geometry for off-line ray casting and movement of agents in 

formations. All these features were successfully implemented and enabled for being 

used by an API, which is partially described in the thesis and fully described in the 

new module's documentation. 

The created navigation mesh together with the implemented algorithms form 

a navigation tool for the intelligent virtual agents in the environment of Unreal 2004. 

This navigation tool was expected have better results than the navigation based on 

the navigation graph. To find out whether the newly implemented way of navigation 

actually is better than the current one, we run a series of tests, in which we measured 

and compared the results of both ways of pathfinding. By comparing the tests' results 
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for both ways of navigation we found out that the navigation provided by the new 

navigation tool is better that the navigation based on the navigation graph in absolute 

majority of cases. There are however some cases in which the new navigation mesh 

doesn't work flawlessly. These mistakes in navigation were described and possible 

future solutions were proposed. 

The Pogamut platform is a complex project containing many tools 

implementing the behaviour of intelligent virtual agents. The navigation tools are 

also a part of Pogamut. The new navigation tool based on the navigation mesh is not 

a part of Pogamut's current public release at the time of writing this thesis, but 

hopefully it will be added in the next release, allowing the use of the navigation mesh 

to anyone, who is interested in navigation of intelligent virtual agent in the 

environment of Unreal Tournament 2004. 

 



69 

 

Bibliography 

 

[1] Artificial Minds for Intelligent Systems, Research Group: The Pogamut platform. 
Charles University in Prague, http://pogamut.cuni.cz (31.7. 2013) 

[2] GEMROT, J., Kadlec, R., Bida, M., Burkert, O., Pibil, R., Havlicek, J., Zemcak, 
L., Simlovic, J., Vansa, R., Stolba, M., Plch, T., Brom C.: Pogamut 3 Can Assist 
Developers in Building AI (Not Only) for Their Videogame Agents. In: Agents for 
Games and Simulations, LNCS 5920, Springer (2009) pp. 1-15. 

[3] MARSHALL, A.,N., Kaminka, G.A: Gamebots project 
http://gamebots.sourceforge.net/ (31.7. 2013) 

[4] BIDA, M., Cerny, M., Gemrot, J., Brom, C.: Evolution of GameBots project. In: 
Herrlich, M., Malaka, R., Masuch, M. (eds.) ICEC 2012. LNCS, vol. 7522, pp. 397--
400. Springer, Heidelberg, 2012 

[5] Oracle Corporation: JMX, 
http://java.sun.com/javase/6/docs/technotes/guides/jmx (31.7.2013) 

[6] THOMASS, B.: UShock, http://sourceforge.net/projects/ushock (31.7.2013) 

[7] MONONEN, M.: Recast, http://code.google.com/p/recastnavigation (31.7.2013) 

[8] Epic Games, Inc., http://epicgames.com (31.7.2013) 

[9] GNU General Public License: http://www.gnu.org/licenses/gpl.html (31.7.2013) 

[10]  BERTRAM, T., http://forums.epicgames.com/threads/389092-gt-gt-UShock-
Unreal-engine-programmed-on-my-own-D (31.7.2013) 

[11] Open Source Initiative: Zlib license http://opensource.org/licenses/Zlib 
(31.7.2013) 

[12] Fuchs, H., Kedem, Z.,M.,Naylor B., F. On Visible Surface Generation by A 
Priori Tree Structures. In: SIGGRAPH '80 Proceedings of the 7th annual conference 
on Computer graphics and interactive techniques. ACM, New York (1980). pp. 124–
133. 

[13] Wikipedia, the free encyclopedia:  Binary space partitioning, 
http://en.wikipedia.org/wiki/Binary_space_partitioning (30.7.2013) 

[14] Hart, P. E.; Nilsson, N. J.; Raphael, B. A Formal Basis for the Heuristic 
Determination of Minimum Cost Paths. IEEE Transactions on Systems Science and 
Cybernetics SSC4 4 (2), pp. 100–107, 1968 



70 

 

[15] DEMYEN, D., J.: Efficient Triangulation-Based Pathfinding, University of 
Alberta, 2006 
[16] ROTH, S., D.: Ray Casting for Modeling Solids In: Computer Graphics and 
Image Processing, vol. 18 (2), pp. 109–144, (1982) 
[17] REYNOLDS, C.,W. Flocks, Herds, Schools: A Distributed Behavioral 
Model. In Proceedings of Computer Graphics, Anaheim, California: ACM 
SIGGRAPH, 1987. pp. 25-34., 
http://www.red3d.com/cwr/papers/1987/SIGGRAPH87.pdf  (31.7.2013) 
[18] REYNOLDS, Craig W. Steering Behaviors For Autonomous Characters 
In: Proceedings of Game Developers Conference, San Francisco, California: 
Miller Freeman Game Group, 1999. pp. 763-782. 
http://www.red3d.com/cwr/papers/1999/gdc99steer.pdf (31.7.2013) 
[19] POPELOVÁ, M.: Steering techniques library for virtual agents, Charles 
University in Prague, Faculty of Mathematics and Physics, (2011) 



71 

 

List of Abbreviations 
 
API – application programming interface – set of classes and methods available to a 
programmer for using a library or software platform 

BSP – binary space partitioning – method for organisation of objects in space by 
recursively dividing the space by hyperplanes 

GUI – graphical user interface – program's interface for communication with user, 
usually consiting of window(s) and buttons or other graphical components. 

IVA – intelligent virtual agent – computer simulation of an intelligent living being, 
usually human, that is supposed to have as similar behavioural patterns as its real 
model as possible 

navmesh – navigation mesh – data structure for navigation in virtual environment 
that is made by a set convex polygons 

navpoint – navigation point - point in 3D space of UT2004 environment which works 
as a vertex of navigation graph and allows navigation of agents in the environment  

UT2004 – Unreal Tournament 2004 – first person action computer game featuring 
3D virtual environment 

XML – extensible markup language – file format that is well readable for both 
humans and programs. It is defined by a set of rules in the XML 1.0 Specification 
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Attachments 

 

[1] Navigation bot (video) 

[2] Original Ushock (C++ source + win32 exectuable binary) 

[3] Altered UShock (C++ source + win32 exectuable binary) 

[4] Original UT2004LevelGeom (java source + compiled classes + Maven project) 

[5] Altered UT2004LevelGeom (java source + compiled classes + Maven project) 

 [6] Original Recast (C++ source + win32 executable binary)  

[7] Altered Recast (C++ source + win32 executable binary) 

[8] Unreachable polygons (set of screenshots + source of Navmesh pruner bot) 

[9] Environment geometry (screenshot + source of Geometry drawing bot) 

[10] Off-mesh connections (set of screenshots + sources of Drawing bot) 

[11] Polygon recognition bot (video + screenshots + sources of the bot) 

[12] Polygon path finder bot  (screenshots + sources of the bot) 

[13] Polygon path planner bot 1 (video + screenshots + sources of the bot) 

[14] Polygon path planner bot 2 (video + screenshots + sources of the bot) 

[15] Funnel algorithm (video + screenshots + sources of bot using funnel algorithm) 

[16] Safe radius (video + screenshots + sources of bot with added safe radius) 

[17] Walking side by side (video + screenshots + sources of 2 bots in formation) 

[18] Pathfinding evaluation bot (sources of pathfinding evaluation bot) 

[19] PogamutUT2004 (Maven project containing the new navigation modules for 

Pogamut) 


