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1. Introduction

1.1 Background

Game engines and development tools have been on the rise for several years
already. However, in the past they were accessible to and valuable for only a
handful of game development studios which were big enough to have sufficient
finances and which were able to make use of the engine. This was mainly due
to the fact that these engines were developed by similar companies who were
using them for their own games and wanted to sell the technology further to
generate another stream of revenues. Their target segment was big budget games
(sometimes referred to as AAA games) and as such their technology was targeted
at this kind of games only. In general, we’re talking about a 3D world with a
player character moving around and interacting with game objects. Trying to
bend the technology to do something more creative and out of line resulted in an
uneasy and painful work.

Of course, in parallel to the mainstream production there have always existed
a large number of tools developed to allow enthusiasts to create their own games.
Examples of these might be GameMaker [37], Wintermute Engine [4], RPG Maker
[6], Torque [11] or Unity [28]. Unfortunately, many of these tools were developed
by hobbyists instead of professional developers leading to low performance, reli-
ability and documentation. They also get old quickly as new hardware emerges.
An exception to this is Torque and Unity, both being very popular game engines
these days. However, while Torque provides a special edition of the tool aimed at
developing pure 2D games, Unity has no such thing. That doesn’t mean Unity
can’t work with 2D, but it’s not its primary objective. It is versatile enough,
however, to allow developers to implement their own tools supporting 2D game
development.

Unity is not just a game engine or a level editor. It is an integrated game cre-
ation environment allowing developers to perform different tasks using a single
application. In the last two years Unity has been rising up very quickly get-
ting more and more developers using it for both commercial and hobbyist game
development. A more detailed description of Unity is given in Chapter 3.

1.2 Main Objectives

One of the things Unity excels at is the ease of extending its development environ-
ment with custom tools and editors. This way, if the developer misses something
in the editor he can add it to Unity and then provide the extension to others
or even sell it online through the Unity website. One of the things we found
missing was an advanced support for 2D terrain for side-scrolling games. Unity
has a built-in support for 3D terrain generation and editing, but it’s unusable for
2D. Our aim is to fill this gap by implementing such tool. It should be possible
to manually create and edit the terrain inside Unity, but also use an automated
generator to give the user a helping hand and some data to start with. The ques-
tion which arises is why not to use an existing tool aimed directly at 2D games
instead. Our answer is that considering how fast the popularity of Unity increases
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in recent years it is easier for developers to use the same tool for developing both
3D and 2D games than learning a new tool for 2D games.

1.3 Structure of the Work

At the beginning of the work in Chapter 2 an analysis of the problem is performed,
so that we have a good idea what is to be implemented and how it should look
and behave. Then, a deep research on Unity and its GUI system is performed in
order to be able to implement the tool inside Unity. This is reflected in Chapter 3.
Based on the knowledge gained during the analysis the tool is designed both from
the programmer’s point of view and the user’s point of view. The program design
is split into two parts: terrain representation and editing (Chapter 4) and terrain
generation (Chapter 5). The user interface is described in Chapter 6. Finally, in
Chapter 7 several examples demonstrating how to use the tool are presented.
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2. Problem Analysis

Before designing anything, it is necessary to know how the result should look like,
how it should be used and what features it should have. Generally, it is always
best to start by looking around if there are similar tools available and how they
work. Since it has already been decided that the tool is to be implemented in the
development environment of Unity (see the introduction chapter) we focus our
attention on existing tools created to work with Unity or directly inside of it.

From the knowledge of similar tools available and our own experience we form
a list of requirements we think the tool we are to implement should fulfill. We
assign numbers to the requirements, so that we can refer to them later on.

2.1 Similar Tools

After performing a search through Unity forums and knowledge base, we found
several tools which work with the terrain. We divided them into two categories
as presented in the following sections.

2.1.1 3D Terrain

First of all, there is a Terrain component provided by the authors of Unity [28].
See the Terrain Engine Guide section of the Unity manual [29]. It manages and
displays 3D terrain generated from a 2D heightmap (see Figure 2.1). This is the
common type of terrain found in contemporary games. It is suitable for a large
range of 3D games where the scene is taking place outdoors. In the past, a lot of
effort was devoted to make this kind of terrain render fast [33] and to generate it
procedurally [17]. However, it has several cons.

Figure 2.1: 3D terrain managed by the built-in Terrain component.
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It is very rigid and it is hard to make changes to the terrain while the game
is running or make it destructible. It is not possible to divide the terrain into
smaller parts. Also, there can’t be any overhangs – the maximum slope of the
terrain is always less than 90 ◦ because it is using the heightmap.

An important feature of the component, however, is the terrain editor. It is
shown in one of the views of Unity (see Figure 2.9). The user can select a tool,
set it up by visually adjusting its properties and then use the tool in the scene to
modify the terrain using his mouse. The tools consist of height adjuster, height
setter, smoother, texture painter, tree painter and grass painter.

Figure 2.2: Custom inspector of the Ter-
rain component.

Since this is a built-in component it is
advisable to implement the user interface
in a similar manner. When the controls
are familiar to the user it is easier for him
to learn the tool and use it.

The Terrain component itself only
manages and edits the terrain, but there
exists an extension which generates data
for it. It is the Terrain Toolkit exten-
sion [18]. It integrates into Unity as a cus-
tom component and is visible in the inspec-
tor view. There the user can select between
tools for generating terrain, eroding terrain
or generating textures. The terrain can be
generated using Voronoi Regions, Fractals
or Perlin Noise. The supported erosions
are thermal, hydraulic, tidal or wind. Tex-
tures are generated in dependence on the height and slope of the terrain.

Another extension called Tom’s Terrain Tools [14] takes a different approach.
Instead of editing or generating the terrain in Unity it takes an external source
of data and converts it into the data required by the Terrain component. The
source data are created by external tools like Terragen [22] or L3DT [3]. So, in
its nature it is an importer.

2.1.2 2D Terrain

When it comes to 2D terrain there is an extension called UniTile [19]. It doesn’t
produce terrain based on a heightmap, but instead lets the user put it together
by placing tiles. A tile is a piece of texture. It has predefined size; in case of
UniTile it is square. Tiles are placed next to each other in the level and form a
tilemap (see Figure 2.3). If the tiles are big enough and created properly the user
is not able to see the repetition patterns. This approach was the only way in the
past how to create the environment around the player character while saving a
lot of memory and processing power. An example of this approach is the game
Super Mario Bros [20].

The SpriteManager2 extension [1] allows developers to work with 2D sprites
(see Figure 2.4). A sprite is a two dimensional (often animated) image used to
represent both dynamic and static game objects. This functionality is not present
in Unity by default. The extension provides an animation editor where the sprite

6



Figure 2.3: UniTile [19]: tile-based level editing extension. Image taken from the official
website.

images can be put together to form the animation. It also builds sprite sheets for
better performance at runtime. The level in many side-scrolling games consist of
images created by an artist. The level designer then places these images by hand

Figure 2.5: Manually defined
collision shape of a sprite.

into the level and creates a physical representation of
the environment by the means of the level editor. In
case of Unity he can use Sprite Manager 2 to place
the images into the level and attach them to game ob-
jects with physical shape definition. While using sprites
the collision shape is not obvious, and must be defined
manually as a simple primitive or more complex poly-
gon. An example of a sprite with collision shape def-
inition is shown at Figure 2.5. The problem with this
approach is that changes to the level might need quite
a lot of work to do. It is suitable only for small areas and everything must be
done by hand. Also, it is not possible to procedurally generate the environment.
On the other hand, it is a good complement to a terrain editor or generator –
using this approach we can model objects staying on top of the terrain.

2.2 Requirements Analysis

Before starting to put together the requirements an important question is here to
ask: who is the target audience? The answer is: game developers, who already
have experience with Unity, and who want to make 2D games. So, in order to
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Figure 2.4: SpriteManager2 [1]: 2D sprite-based graphics extension. Image taken from the
official website.

come up with the features of the tool we surveyed the existing 2D games in the
market. We divided them into the following categories:

• tile-based side-scrolling games (e.g. Super Mario Bros [20]),
• tile-based top-down games (e.g. Dune 2 [36]),
• games where the level consists of several hand-drawn images (e.g. Plants vs

Zombies [24]),
• games where the level consists of a large landscape (e.g. Capsized [2], Limbo

[23]).

Note that this categorization is based on the way the environment is stored
and rendered instead of dividing the games according to the gameplay or genre.
The first two categories are covered by UniTile while the third one can be done
using Sprite Manager 2. Our interest lies in the games from the last category.
For sample games representing each category see Figure 2.6.

To know what will have to be implemented we have constructed a list of
features useful for creating the terrain for such games. The list was put together
by observation of the techniques used in games in the market today. It is also
based on our experience with other tools and engines. The list is divided into
functionality features and usability features. Each of the features is numbered
for future reference. The requirements are evaluated in Chapter 8. Each of them
is commented on and it is discussed whether or not it was fulfilled. If it was not
completely fulfilled a suggestion on future extension is provided.

2.2.1 Functionality Features

These features define the behaviour of the tool in terms of how the terrain itself
should behave and look.

(R1) Terrain Definition: The terrain is defined by a polygonal line and a rect-
angle. The polygonal line is called surface curve and its points are called
nodes. The rectangle is called boundary. The terrain itself is filled between
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Figure 2.6: Examples of different types of 2D games. Described left to right, top to bottom.
Super Mario Bros [20]: the level is split into tiles; side-scrolling camera. Dune 2 [36]: the level
is split into tiles; top-scrolling camera. Plants vs Zombies [24]: hand-drawn background. Cap-
sized [2]: large freely shaped landscape; side-scrolling camera. Images taken from MobyGames.

the surface curve and the boundary. If the curve doesn’t touch the boundary
a line is added there to close the region. For example, see Figure 2.7.

(R2) Edit Inside Unity: In many cases the terrain or the level geometry is
created by an artist in an external modelling tool and then imported to
the game editor. It produces delays in development, and the game designer
has less control over the level. Thus, the terrain should be editable directly
inside Unity.

(R3) Manual Node Editing: The surface curve should be editable directly
node by node. It should be possible to quickly add nodes and modify
the existing ones. It is typical for the level designer to add a section of the
terrain by creating the shape using his mouse. It is also common to tweak
the shape at certain parts of the terrain.

(R4) Brush Editing: While manual editing is useful, it is also necessary to
edit large areas of the terrain at once. The editor should contain brushes of
different sizes. These brushes should be able to change the surface curve,
textures or objects.

(R5) Filling Textures: To produce a better looking terrain, it should be filled
with textures. Otherwise it would look hollow. A texture is an image repeat-
ed to fill the whole area of the terrain. The filling should be parametrized
to give the user more control. The textures could randomly blend together
to produce less repetitive filling.
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Figure 2.7: Definition of the terrain: the terrain is filled between the surface curve (red) and
the boundary rectangle (blue).

(R6) Surface Textures: It should be possible to have a set of textures attached
to the surface curve like a stripe. It should stay on top of the filling texture,
so that it’s visible. A typical use for this would be grass or sand on top of
the rocks. The textures should blend into the filling texture.

(R7) Object Placement: It is often useful to place details on top of the terrain.
These should be attached to the surface curve, so that when the terrain is
modified they move along with it. An example of this might be a hand-
drawn image of a stone or a piece of bone below the surface.

(R8) Vegetation: If the terrain is not a rock it should contain some vegetation
like trees or grass. They must be placed in groups to make the editing
process faster. The implementation must take care of an efficient rendering
of the vegetation.

(R9) Plastic Look: Some games make the terrain look plastic. It means that
it is colored in such a way that it looks like it’s not a flat plane. An example
of this might be Soldat (see Figure 2.8) [16].

(R10) Overhangs and Ceilings: While 3D terrain is usually composed of
large outdoor hilly areas, in 2D games it is more common to have caves
with ceilings and rocks overhanging the land below.

(R11) Splitting: In addition to the previous feature many 2D games also have

”
floating island of dirt” as in the case of Soldat (see Figure 2.8) [16]. At the

picture we can see that the upper part of the terrain is probably connected
to the lower part to form a cave, but it looks like an island floating in the
air as well. It should be possible to split the terrain into multiple separate
parts.
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Figure 2.8: Soldat [16]: an example of a game with plastic looking terrain. Image taken from
the official website.

(R12) Landscape Generator: To make level creation easier it should be pos-
sible to generate the surface curve automatically. It should be possible to
generate only a small part of the terrain or the whole area. The generator
should deal with caves as well (to generate the ceiling for example).

(R13) Objects Generator: Placing objects or vegetation by hand is a tedious
task, so this should be automated for the user. He should be able to edit
the results manually after it’s done. The generator should deal with caves
as well (to place objects onto the ceiling for example).

2.2.2 Usability Features

The usability features define how the user interface of the tool should look and
how it should be controlled by the user.

(R14) Custom Inspector: The user interface should appear in the Inspector
view of Unity in a similar way as the built-in Terrain component (see Figure
2.9). The users are already familiar with the Terrain component, so it will
be easier for them to control the tool.

(R15) Custom Editor Window: The tool should also be controllable from a
dockable GUI window inside Unity. This could provide more comfort then
a custom inspector.
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Figure 2.9: Custom inspector of the built-in Terrain component. The tool pictured is used to
paint textures on the terrain surface using different brushes.

(R16) Familiarity: The GUI should be consistent with what’s already imple-
mented in the Unity editor. If the GUI is familiar to the user it will be
much faster for him to learn the tool and to actually use it. This concerns
the choice of fonts, their size, colors, style of buttons, textboxes, etc.

(R17) Brushes: While working with brushes the area which would be affected
by the brush should be displayed in the Scene view. When moving the
mouse cursor the area should immediately update, so that the user can see
the difference. It should be distinctive enough to be able to clearly see it in
the Scene view.

(R18) Palette: The visual settings for brushes should be selected from a palette.
This would make its usage faster then if it was a list. This concerns mainly
parameters which are to be changed often, like textures.

(R19) Scene View: The editable terrain features should be visualized in the
Scene view. The user should see what is relevant to the current tool only.
For example, while editing the surface curve he should be able to see the
nodes.
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3. Unity

Because the terrain tool is to be implemented as a plug-in inside the development
environment of Unity it is important to get to know the environment well. First, a
general introduction to Unity and its main ideas and concepts is presented. Then,
the scripting system is described because it is used to write the code. Finally, the
support for creating GUI in Unity is explained in detail as the tool must use it
in order to present itself to the user.

3.1 Introduction to Unity

Unity is an integrated development environment targeted at creating small and
middle sized video games for a multitude of platforms. It brings together a game
engine, a programming environment and a level editor. This results in a very
smooth and fast iterations of game development. However, its workflow is not
very well suited for today’s huge studios producing mainstream games. Their
pipeline tends to be rather rigid to effectively manage the manpower.

The biggest difference of Unity from other engines and tools in the market is
that it didn’t emerge from a development of a game as many did – we could name
the Unreal Development Kit [7] as an example. But at the same time Unity is
not maintained by a community of enthusiasts. Instead, its developers founded
the company with the only aim of creating a game development tool and based
their business around this idea.

From the early stage of development the team put emphasis on two key things:
1) to make the tool as simple and accessible as possible while keeping the per-
formance relatively high; 2) to make the game development as open as possible
and support sharing of ideas among their users. These core ideas are reflected
both in the design of the tool and in the approach to its userbase. For example,
in 2009 the team has made the tool completely free for commercial use [26]. In
2010 they have launched the Assets Store where people can buy, sell or just share
their extensions with the community [27].

One of the core design features of Unity which makes it stand apart from the
competition is real-time editing of the game. While the editor is running, the
user can change textures, models, scripts, sounds and generally any kind of assets
and within seconds it is automatically updated in the editor. This works even
while the game action is running. When an artist wants to see how his new model
looks in the game all he has to do is to replace the old file in the project directory
and he can immediately see the change in the editor. When the programmer is
making changes to the gameplay, he just saves the script and it is automatical-
ly recompiled, so that he can test it right away. This makes the development
iterations much shorter and decreases the total time of the development.

Another important feature is that Unity is trying to be as multiplatform as
possible. Right now it supports PC, web, game consoles (Wii, Playstation 3,
Xbox 360) and several mobile platforms (iOS, Android). The idea is to get the
technology to as many platforms as possible to give the game developers as much
freedom as possible. When they develop the game to one platform it requires
only a small effort to bring it to another one.
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Goldstone [12] described the fundamental ideas of Unity and the methodology
of work inside the environment in his book Unity Game Development Essentials.
He was using Unity 2.5 that is now outdated, but the core ideas and principles
still remain the same. It should be noted that Will Goldstone is not directly
affiliated with Unity Technologies, the company developing Unity.

3.2 Editor

Since the aim of this work is to create a tool for the environment of Unity it is
important to get to know the environment. A sample scene can be seen at Figure
3.1. In subsequent paragraphs only the parts relevant to this work are described.
More details can be found in the documentation of Unity [29].

Figure 3.1: Unity with a sample scene opened.

3.2.1 Game Objects

The concept of game objects is the core of the Unity’s engine. Almost everything
is treated as a game object – entities in the game world, assets (e.g. textures,
meshes), but also settings of the subsystems of the engine.

Every game object is only a container for components. A component in this
sense is an encapsulated piece of functionality providing a uniform interface to
let other game objects or components control it. There are only two interface
elements available: properties and messages. The simplest example of a compo-
nent is Transform which manages the position, orientation and scale of the game
object. A script is just another component.

Properties manipulate data inside the component thus influencing its be-
haviour. In case of the Transform component changing the position property
will move the object in the game world, and so it will be drawn at a different
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position on the screen. To give another example, changing the texture in a ma-
terial of MeshRenderer will make the mesh render with a different texture. The
properties are visible and editable both from the editor and from scripts as well.
Figure 3.2 displays a schema of a game object.

Figure 3.2: Schema of a game object.

By sending a message to a game object (or even another component in the
same game object) the appropriate method of the target component is invoked,
if present. The message can carry data which are passed to the method as pa-
rameters. For example, when sending the Translate message to the Transform
component it will change the position accordingly to the parameters of the mes-
sage. It should be noted that Unity makes sending messages easier by allowing
scripts to directly call methods on other components. The syntax is then much
cleaner then creating and sending a message through the uniform interface. But
sometimes it is necessary to send a message without knowing the recipient and
in that case the uniform interface comes in handy.

A scene is basically just a collection of game objects and each of them is a
collection of components that is again a collection of properties. This makes it
very easy to serialize a scene and save it to a file or a database and then load it
again.

3.2.2 Editor Views

After starting Unity, there are several views shown in the editor (see Figure
3.1). The Scene view allows the developers to browse the scene, select objects
and change their position, rotation or scale using the mouse. However, more
sophisticated controls can be added using the scripts.

The Game view shows how the game will look when the action starts. It can
be started by pressing the Play button located in the upper middle part of the
editor. Once this is done the game objects start updating and gameplay scripts
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will receive events and react on them. This is how the game will be presented to
the player.

The Hierarchy view displays all game objects in the current scene in a tree
structure. This makes it more organized and easier to read. The hierarchy can
be modified by dragging objects using the mouse. Upon clicking on an object it
will be selected in all views.

The Inspector displays information about the selected game object. It is
basically a list of components the object is composed of with their properties.
However, for every component it is possible to create a custom inspector. It is
then displayed instead of the default one. Using this feature together with scripts
and customizing the Scene view allows developers to add any functionality to the
editor.

The Project view displays all assets in the project in the way they reside in
the Assets directory of the project. The default context action is performed
by dragging an asset onto the selected object either in the Hierarchy or in the
Inspector. If it’s a texture it is assigned to the material (if there is any). If it’s a
script it is added as a new component to the game object (more on components
in Section 3.2.1).

3.3 Scripts

Scripts is the only way in Unity for the game developers to create the gameplay
and add new features to both their game and the editor as well. Three languages
are supported: C#, JavaScript and Boo. All the languages seem to perform
equally well, but for the purpose of this work C# was chosen – it was merely a
personal preference without having any strong reasons to do so. So, in the rest of
the work when scripts are mentioned it is always considered from the perspective
of C#, but the program could be ported to JavaScript or Boo as well.

The scripts are plugged into the scene by attaching them to game objects
as components. The script will then appear in the Inspector view as another
component. All public variables will be serialized, visible and editable. However,
it is possible to create a custom inspector for the script and thus change its
appearance in the Inspector view. It is also possible to write special editor scripts
which appear in the environment as separate windows.

From the gameplay point of view most work is done by accessing and manip-
ulating game objects and engine subsystems in reaction to events. Examples of
such events may be game action start or game loop iteration. Game objects can
be manipulated by changing properties of their components, calling functions on
them or sending messages.

The approach taken when extending the editor is quite similar. Again, the
action takes place in response to events, and the script still manages game objects
in the scene. But this time the events are sent from the editor instead of the game
itself. And the game objects don’t perform actions, but are instead being prepared
for the game action to start later on.
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3.3.1 Events and Messages

All code in the script is executed only in reaction to an event. When an event
occurs in the system the game objects related to this event will receive a message
signaling that particular event. The message is passed to all components including
scripts. If the script defines a function of the same name as the message the
function will be executed.

For example, when the game action starts the function void Start() is called.
Then, every frame the function void Update() is called. However, to be able
to react to game events the script class must extend the MonoBehaviour class.
This is also necessary to allow the user to add the script to a game object as
a component. To get list of all available events see the documentation of the
MonoBehaviour class.

To receive messages from editor events the script must extend the Editor

class. It will then receive two important messages: OnInspectorGUI and On-

SceneGUI. It is also possible to extend EditorWindow in which case the editor
will appear in a separate window and will receive the OnGUI message instead.
The message handlers call the appropriate functions in the script if they are
present. OnInspectorGUI is sent when the Inspector view needs to be redrawn.
OnSceneGUI is sent when the Scene view is to be redrawn. Finally, OnGUI is
sent to the separate editor window to handle all GUI. These events are crucial
for creating custom GUI and editors. To get list of all available events see the
documentation of the Editor and EditorWindow classes.

One way to send a message is to use the uniform interface and call SendMes-
sage() on a component or a game object. In case of a game object the message
will be distributed to all of its components. The parameters of the function are
the name of the message and the message data (optional). While delivering the
message the system will look for a function of the same name.

Another way to send a message is to access the component directly and call
the appropriate method on it. The function GetComponent() returns a reference
to the desired component provided it exists in the game object. This way it is
possible to get references to script classes as well and call functions directly.

3.3.2 Extending Editor

In the following text, we will for simplicity assume that the name of the script
component (and the corresponding class) is MyComponent. The name of the editor
class managing the component in a separate window is assumed to be MyEditor-

Window. Finally, the name of the editor class managing the component inside the
inspector is assumed to be MyEditor.

There are two ways of extending the editor: by creating a separate window
or by overriding the default inspector window of a script component. To create a
separate window the script class (MyEditorWindow) must extend EditorWindow

instead of Editor. It will then receive the OnGUI message where all GUI elements
in the window are drawn and updated. It receives the Update message as well
that is called more often and is suitable to work with the scene and game objects.

The window can be displayed by adding a new item into the main menu which
constructs the window and displays it. This is done by creating a static function
inside the editor class and adding the MenuItem attribute to it as follows:
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[MenuItem ("GameObject/Do Something")]

static void DoSomething () { }

Inside this function the window can be created and displayed by calling

EditorWindow.GetWindow(typeof(MyEditorWindow))}

To override the default inspector of a script the editor script class (MyEditor)
must extend Editor. It will receive the OnSceneGUI and OnInspectorGUI mes-
sages. Inside OnSceneGUI() the editor can handle GUI in the Scene view while
inside OnInspectorGUI() it can handle GUI in the Inspector view, as the names
suggest. To let Unity know that this class is the editor of a script component a
special attribute must be added to the editor class:

[CustomEditor(typeof(MyComponent))]

It must be noted that in both cases the editor script file must be placed in an
folder named Editor. This can reside anywhere in the directory structure of the
assets. For more information refer to the Extending the Editor section of the
Unity manual [29].

3.4 GUI

As explained in Section 3.3.2 the GUI is handled in one of the following func-
tions depending on what type of editor or window the script implements: void

OnGUI() or void OnInspectorGUI(). Inside these functions the GUI is laid out
and reacts to the user input. Below is a short code snippet:

Listing 3.1: Simple GUI example

string mText = "text";

void OnGUI() {

if (GUI.Button(new Rect (10 ,10 ,100 ,30), "BUTTON")) {

Debug.Log("clicked");

}

mText = GUI.TextField(new Rect (10 ,50 ,100 ,20), mText);

}

At the image above we can see that the code displayed a button with the caption

”
BUTTON”. When the button is clicked it prints the message

”
clicked” into the

editor log. Also, a textbox displaying
”
text” is shown. The text can be edited and

the actual value is stored in the mText variable. So, to display a GUI element a
function from the GUI library must be called. It is similar to drawing an image
on a canvas in J2ME or Delphi for example. However, each of these functions
has a secondary purpose – it handles the input as well. This is usually done by
inserting the current value into the function as a parameter and receiving the
updated value as a result. In case of a button the function returns true if it was
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clicked and false otherwise. In case of a text field the function takes the current
string and returns the updated string.

Because the script often needs to know when the user changed something in
order to react to it there is a handy construct which lets the script know of any
changes. Before the tested block the script sets the GUI.changed variable to
false. And right after the block the value is tested. If it is true it means that
the user interacted with GUI because Unity automatically updates this variable
when there’s any change. Here is a short code snippet showing how it works:

Listing 3.2: Detecting changes in GUI

void OnGUI() {

GUI.changed = false;

// Any number of GUI elements

// ...

if (GUI.changed) {

Debug.Log("values changed from GUI");

}

}

What was shown before was an example of how to do GUI when we know
where exactly to place the elements using the absolute position. This is called
Fixed Layout in the Unity documentation [31]. But the GUI engine offers to take
care of the layout of the elements by itself. This is a so-called Automatic Layout
mode.

An important feature of the GUI engine is the ability to define custom skin
and styles. It then changes the appearance and behaviour of GUI elements using
the style or skin. This is covered in Section 3.4.1 and Section 3.4.2.

More information can be found in the GUI Scripting Guide section of the
Unity reference manual [31]. Reference documentation of the GUI classes can be
found in the Unity script reference manual [32].

3.4.1 Custom Style

The GUI engine makes it possible to define a custom style for the GUI elements.
Almost every GUI function takes an optional argument of the type GUIStyle.
So, for example instead of

GUILayout.Button("BUTTON");

we can use

GUIStyle style = new GUIStyle ();

GUILayout.Button("BUTTON", style);

But it is also possible to use styles present in the default skin. More on that in
Section 3.4.2.

The GUIStyle class defines the visual appearance of the element and the
positioning and layouting behaviour in relation to other elements. The layouting
options have effect only in the automatic layout mode. As stated in the script
reference manual [32] the class is based on the CSS style definition [35].
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Positioning

By defining our own style we can change the positioning behaviour of the GUI
elements. For example, if we change the GUIStyle.margin attribute there will
be space between the GUI element and other elements. This is equivalent to the
margin attribute in CSS. If we change the GUIStyle.padding attribute there will
be space between the edge of the GUI element and its content (child elements).
Again, this is equivalent to the padding attribute in CSS.

Listing 3.3: Positioning of elements using custom style

void OnGUI() {

GUIStyle boxStyle = new GUIStyle(GUI.skin.box);

boxStyle.padding = new RectOffset (30, 30, 0, 0);

GUIStyle buttonStyle = new GUIStyle(GUI.skin.button);

buttonStyle.margin = new RectOffset (0, 0, 10, 10);

GUILayout.BeginArea(new Rect(10, 10, 150, 70), "", boxStyle)

;

GUILayout.Button("BUTTON1", buttonStyle);

GUILayout.Button("BUTTON2", buttonStyle);

GUILayout.EndArea ();

}

Here the style for the area copies data from the default box style
(GUI.skin.button) and changes the left and right padding. We can see this
change in the picture as the space at the left and right sides of the buttons. The
buttons themselves use the default button style (GUI.skin.button) modified by
setting the upper and bottom margin to positive values. This can be seen as the
space above and below each of the buttons.

Visual Appearance

The visual appearance of GUI elements can be set in relation to the state of the
element. There are four basic states:

• normal — the mouse is not over the element nor it has keyboard focus
• hover — the mouse is over the element
• focused — the element has keyboard focus
• active — the element is pressed down

These states are taken into account in the default mode of the element. However,
certain elements can be activated (e.g. a checkbox, when the user clicks on it).
We usually want their appearance to be changed. That’s why there are four more
states which take over the basic states when the element is activated:

• onNormal — the element is activated and is in the normal state
• onHover — the element is activated and is in the hover state
• onFocused — the element is activated and is in the focused state
• onActive — the element is activated and is in the active state
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For each of these states there exists an attribute of GUIStyle of the same name.
This attribute has two sub-attributes: textColor and background. The former
defines the color of the text while the latter is the background texture drawn
behind the content of the element. If the sub-attributes are not defined the sub-
attributes from the normal state are used instead.

The states are similar to pseudo-classes in CSS. The textColor sub-attribute
is equivalent to color in CSS while background is equivalent to background-

image. In the following example we will adjust the hover state of a button.

Listing 3.4: Styling different states of an element

void OnGUI() {

GUIStyle buttonStyle = new GUIStyle(GUI.skin.button);

buttonStyle.hover.background = GUI.skin.box.normal.

background;

buttonStyle.hover.textColor = Color.red;

GUILayout.BeginArea(new Rect(10, 10, 150, 70), "", "box");

GUILayout.Button("BUTTON", buttonStyle);

GUILayout.EndArea ();

}

At the first picture the button is in the normal state, while at the second picture
the mouse cursor is above the button. We can see that the background changed
to the texture of the box style while the color changed to red.

3.4.2 Custom Skin

A skin is a collection of styles. It is represented by the GUISkin class. The
most common styles (e.g. for buttons) can be accessed directly as properties
(e.g. GUI.skin.button). Access to other styles is provided through the custom-

Styles array. The style can also be retrieved using its string name. The name is
passed into the constructor of GUIStyle in which case it looks for the available
styles in the current skin and after it finds the style it copies all of its settings
into itself. That’s why it’s possible to write both of the following:

GUILayout.Button("BUTTON", GUI.skin.button);

GUILayout.Button("BUTTON", "button");

However, the real value of skin is the ability to change all styles at once. Normally
we would need to pass our custom style into the function of each GUI element.
But using the skin we can set up the styles and then change the default skin. This
is done through the GUI.skin property which controls the current skin. Note that
the skin must be set each and every frame.
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3.5 Working with the Scene

While creating custom editors it is important to know how Unity manages the
scene data. As explained in Section 3.2.1 a scene is a collection of game objects.
Each game object is a collection of components. Each component is a collection
of properties. And each property either carries data or it is a reference to another
game object.

3.5.1 Serialization

Under serialization we understand two processes: storing all the scene data to a
resource and loading all the scene data from a resource. What Unity does while
serializing the scene is it goes through all the properties and if they are suitable
for serializing it does so. While data is stored directly references need more careful
work, but this is all hidden under the hood of the engine.

If the script component doesn’t have any custom editor attached to it in the
Inspector view it displays the list of all serializable properties. This way it is
possible to easily determine whether or not a property is serialized by the engine.

What is important to understand is when a property is suitable for serializa-
tion. As stated in the Unity script reference manual [32] in the description of the
SerializeField attribute the engine attempts to serialize all public variables
of a script component class. That means that such class must extend MonoBe-

haviour in order to make this work. However, properties or static variables are
not serializable. Some complex data structures are not serializable, either.

It is possible to serialize custom classes and structures, but they must be
marked serializable. This is done by adding the System.Serializable attribute
to the class. The following example tries to demonstrate what is suitable for
serialization.

Listing 3.5: Automatic serialization of class fields

public class MyClass1 {

public int a;

}

[System.Serializable]

public class MyClass2 {

public int a;

}

public class ScriptComponent : MonoBehaviour {

// the following WILL be serialized

public int a;

[SerializeField] private int b;

public MyClass2 c;

public List <int > d;

// the following WON ’T be serialized

private int e;

public static int f;

public MyClass1 g;

public int h { get { return 0; } }

}
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For more details on which properties are serializable please see the documen-
tation of the SerializeField attribute. In the Inspector view we can see the
serializable properties as a list:

3.5.2 Dirty Flagging

When the script component doesn’t have a custom editor it displays all the se-
rializable data using the default inspector. In that case if we change anything
the editor is automatically notified of the change. The scene is then marked as
unsaved and the component is serialized when the scene is saved.

However, this doesn’t happen automatically if the script component has its
own custom editor. In that case we must notify Unity of any changes to the
component because only the custom editor knows when it is making changes to
the component. This is done by calling EditorUtility.SetDirty(target). As
the target we use the whole script component or just any part of it which was
changed. From the editor we can access the component using the target property
of the Editor class which the custom editor inherits.

Listing 3.6: Notifying the editor of changes made from GUI

[CustomEditor(typeof(ScriptComponent))]

public class ScriptComponentInspector : Editor {

public override void OnInspectorGUI () {

GUI.changed = false;

ScriptComponent script = (( ScriptComponent)target);

script.a = EditorGUILayout.IntField(script.a);

if (GUI.changed) {

EditorUtility.SetDirty(script);

}

}

}

The script component will now have a custom editor in the Inspector view dis-
playing a single integer field. When we change this value the scene will be marked
as unsaved in Unity. We can notice that by the asterisk symbol appended to the
scene name at the top of the main editor window.

3.5.3 Undo

The editor can automatically undo user actions for all of its default windows,
views and inspectors. So, if the user changes anything in a script component he
will be able to undo that. However, when we create a custom inspector for the
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component the editor doesn’t know when or how to perform the undo. We have
to specify that by using the functions in the Undo class.

There are two basic ways to do so. The first one is to use the function Reg-

isterUndo(). It stores the state of the object taken as the first parameter. The
second parameter is a string name of the operation to undo. This text will ap-
pear in the editor in the Edit menu. Suppose our script component has a method
named ChangeMe() which will change the internal data of the component. This
function is called when the user presses a button. We want to allow him to undo
the action.

Listing 3.7: Allowing the user to undo an action after button press

[CustomEditor(typeof(ScriptComponent))]

public class ScriptComponentInspector : Editor {

public override void OnInspectorGUI () {

ScriptComponent script = (( ScriptComponent)target);

if (GUILayout.Button("BUTTON")) {

Undo.RegisterUndo(script , "CHANGE");

script.ChangeMe ();

}

}

}

Upon clicking the button the component is changed and a new point in the undo
history is created. In the Edit menu we can click on an item stating

”
Undo

CHANGE” which will revert the component to the previous state. Note that
undo is usually related to the concept of dirty flagging as explained in the previous
Section 3.5.2.

The other way is to use the function SetSnapshotTarget(). The parameters
are the same as in the previous case, but the behaviour is different. While the
previous method created one point in the undo history per each function call,
the function SetSnapshotTarget() waits until the user finishes an action that is
considered continuous by Unity. The typical case is mouse dragging. So instead
of having a hundred of undo history points while the mouse is being dragged now
only one is created when the mouse is released. It is handy in situations where
the component data are changed by dragging a handle in the Scene view.

In the following sample new position handle appears in the Scene view. When
the user keeps dragging the handle the samplePosition variable of the script
component is updated but no undo point is created. Only after the user releases
the handle a single point in the undo history is created. The Edit menu now
has an item captioned ”Undo CHANGE”. When clicked, it restores the value of
samplePosition to the state before the user grabbed the handle.

Listing 3.8: Registering undo for scene handles

[CustomEditor(typeof(ScriptComponent))]

public class ScriptComponentInspector : Editor {

void OnSceneGUI () {

ScriptComponent script = (( ScriptComponent)target);

Undo.SetSnapshotTarget(script , "CHANGE");

script.samplePosition = Handles.PositionHandle(script.

samplePosition , Quaternion.identity);

}

}
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Details about handles and GUI inside the Scene view are provided in Section
3.6. For the description of other methods of defining the undo points see the
documentation of the Undo class in the Unity script reference manual [32].

3.6 Scene GUI

As explained in Section 3.3.2 the custom editor can also manage GUI in the
Scene view. This can be done in reaction to the OnSceneGUI message – in the
function OnSceneGUI(). All functions used to draw and manage GUI elements
are located in the Handles class instead of the GUI, GUILayout, EditorGUI or
EditorGUILayout classes.

Handles are 3D controls placed in the scene itself – instead of being on top of
it as common GUI elements do. The handles allow the user to grab them with
a mouse and adjust the component data by dragging the handle around. The
most common example is the position handle. It is displayed using the function
Handles.PositionHandle() as follows:

Listing 3.9: Simple position handle

Vector3 samplePosition;

void OnSceneGUI () {

samplePosition = Handles.PositionHandle(samplePosition ,

Quaternion.identity);

}

The handle is displayed in the scene view as we can see at the picture. The user
can move the handle and the samplePosition variable updates accordingly as
he does so. Handles for scale, rotation or radius work in a similar manner.
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4. Terrain Implementation

At this time we already know how the desired tool should look and how it should
behave, as it was analyzed in Chapter 2. We also have enough knowledge about
the environment of Unity and about the features it provides for tool developers,
as discussed in Chapter 3. So we are fully prepared to start creating the tool.

This chapter in particular is concerned about the representation of the terrain
inside Unity and providing means to modificate the data either by editing tools
or by an automated generator.

4.1 Integration into Unity

As described in Section 3.3 scripts are the only way to add new functionality
to Unity. To be able to store any data we must create a special kind of script
inheriting from the MonoBehaviour class. When the scene is saved or loaded
or the game action is restarted, Unity automatically serializes different types of
fields of our class, as shown in Section 3.5.1. So, all we have to do is to create
appropriate fields in the script class. The user will then be able to instantiate
the terrain by attaching this script to any game object in the scene. There it
will appear as a script component in the Inspector view. Also, once the script is
attached to the game object it will start receiving message from the engine. This
is vital as all the functionality in scripts is written in reaction to messages.

We can also make it easier for the user by providing a prefab with the ap-
propriate script attached. A prefab is a game object not present in any scene
but stored in a resource file instead. It can be cloned into the scene simply by
dragging it into the Scene view or the Hierarchy view.

While the raw terrain data can be stored in a script we also need to manage
runtime data such as visual representation (mesh and material) and physical
representation (mesh collider) of the terrain. Without the runtime data Unity
wouldn’t show anything in the scene. While these could be stored in components
in the terrain game object it seemed as a better approach to manage the data in
sub-objects of the main game object. This is covered in detail in Section 4.2.2,
Section 4.2.3, Section 4.2.4, Section 4.2.5 and Section 4.2.6.

4.2 Representing Terrain

When thinking about the program design we start by looking at the default
Terrain component inside Unity. It manages 3D terrain and allows the user to
edit it. The terrain data are stored as a 2D heightmap field with another field
controlling the textures mixing at each cell of the heightmap. The mixing field is
stored as a texture.

This approach is very efficient for 3D terrain and satisfies the needs of the
users. However, our requirements defined in Section 2.2 are different which makes
the usage of heightmap impossible. The main issue is caused by requirement R10
requesting caves and overhangs to be supported. The heightmap can’t represent
terrain with caves or ceilings because for every cell of the heightmap there is
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Figure 4.1: Definition of the terrain: the terrain is filled between the surface curve (red) and
the boundary rectangle (blue).

only single height value stored. For example, it would be impossible to represent
terrain shown at Figure 4.2. Also, what requirement R10 makes possible is to
be able to work with terrain which doesn’t have any

”
ground” direction. That’s

why we had to choose a different way to represent the terrain data. This is also
reflected in requirement R1 defining the terrain. Figure 4.1 reminds the definition.

4.2.1 Data Structures

Now that we know how to represent the terrain we can think about the data
structures to use. From the definition it is clear that we need to manage the
boundary, which is a 2D rectangle, and the surface curve, which is a list of 2D
points. Rectangles, 2D points and lists are serialized automatically by Unity as
long as they are public fields of the script component class (see Section 3.5.1).

Requirement R6 states that there should be textures attached to the surface
curve. Furthermore, requirement R8 means that each surface curve node must
specify how dense the vegetation is. That’s why the list of nodes is extended
to handle a compound structure of a 2D point, a surface texture identifier and
amount of grass at the particular node. To make Unity serialize the list we must
mark the structure serializable as follows:

Listing 4.1: Structure representing surface curve nodes

[System.Serializable]

public class CurveNode {

public Vector2 position;

public int texture;

public float grassDensity;

}

From requirement R6 it is also clear that we must store the textures some-
where. Fortunately Unity provides a data type representing texture handles and
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Figure 4.2: Terrain with caves and ceilings. There is no
”

ground direction”. Screenshot taken
from Soldat [16] at MobyGames.

knows how to serialize it. The texture data is stored in an asset outside the
scene or game objects, so we only work with handles. The textures have some
parameters influencing their behaviour and appearance, so as in case of nodes we
must create a compound structure grouping texture handles and their parameters
together. Then, we can let Unity serialize a list of these structures. To comply
with requirement R5 we must store the fill textures in a similar list and the same
applies to requirement R8 and grass textures.

4.2.2 Managing Mesh and Material Data

In order to see the terrain in the scene the raw terrain data must be transformed
into mesh and material data renderable by the graphics engine. The mesh consists
of vertices, normals and texture coordinates while the material consists of a shader
and textures. Both of them must be updated every time there are any changes to
the terrain. Unity provides a data structure for storing both the mesh (Mesh) and
the material (Material). But to make them appear in the scene the mesh must
be attached to a MeshFilter component while the material is to be attached to
a MeshRenderer component. To make things more clean we decided to divide
these components into separate sub-objects of the main game object, as seen at
Figure 4.3.

The MeshFilter component has two ways of accessing the mesh: using the
mesh property or the sharedMesh property. The former accesses the local copy
of the mesh (if there is any) while the latter works with the mesh shared among
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Figure 4.3: Mesh and material data are separated from the main game object.

different instances of the component. The mesh is shared when, for example, it
is stored as an asset in a file on the disk. So, in our case it would make sense to
work with the mesh property only. However, when trying to read the property in
the editor (when the game is not running) Unity complains that we are creating
a local copy of the mesh which will lead to resource leaks. To prevent this we
must work with the sharedMesh property instead. The problem is that when the
MeshFilter component is first created there is no mesh assigned and the property
returns null. But since it works with the shared mesh we can’t assign anything
to this property. The solution is this approach:

1. If filter.sharedMesh is null then:

2. Create new Mesh and assign it to filter.mesh.

3. Work with filter.sharedMesh.

4. Reset filter.sharedMesh if new mesh is to be constructed.

This way we minimize the creation and destruction of the Mesh object but also
prevent any leaks, so Unity won’t complain anymore. Note that the MeshCollid-
er component used for physical representation of the terrain behaves the same
way as the MeshFilter component in regard to the resource management of
meshes.

The material on the other hand needs to be recreated every time. In fact,
we might need more than one material, so we will work with a list of materials.
Before we create the new materials, we must first destroy the old ones to prevent
resource leaks. To do this we call

Object.DestroyImmediate(material , true);

This function can be very dangerous because it permanently destroys resources
(including assets on the disk) but we know that this material was created by our
code in runtime, so we can safely destroy it. After this is done, new materials
can be created and assigned to the materials property of the MeshRenderer

component without being worried about losing references to old data which would
produce leaks.

4.2.3 Surface Curve Mesh

The surface mesh is a thin stripe along the terrain surface curve. At Figure 4.4
we can see that the stripe is composed of the nodes and is stretching towards the
inside of the terrain. So, the vertices of the mesh are constructed from the nodes,
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but what about the part of the mesh inside the terrain? As we can see there are
as many vertices inside the terrain (let’s call them stripe vertices) as there are at
the outline of the terrain. The width of the stripe is influenced by the textures
used for the nodes. Each of the textures has defined how to compute this width
w: it is a fixed value specified by a parameter. Then the position of the stripe
vertex can be computed as follows:

~ps = ~pn − w~n (4.1)

where ~ps is the stripe vertex position, ~pn is the node vertex position, w is the
width of the stripe at the current node and ~n is the vertex node normal (pointing
outwards). It should be noted that the first and the last stripe vertex of the surface
curve is computed in a different way. There, the normal must be perpendicular
to the boundary of the terrain.

Figure 4.4: Mesh representing the terrain surface curve.

Now, when it comes to textures we have to realize what we want to achieve.
Each node has defined a texture to use, but the problem is that the textures must
blend between each other when there are different textures at two neighbouring
nodes. The way we can implement this is by creating a custom shader.

A shader in Unity is an abstraction over the commonly used shader languages,
such as Cg or HLSL. There are different types of shaders depending on the level
of abstraction, but what we use is the Surface Shader. It is written using a
mixture of Cg/HLSL code together with some metacode. Unity generates the
low-level code automatically. For more information about shaders in Unity read
the Shaders section of the Unity manual [29].

In our case the shader takes up to four splat textures and one control texture
as parameters. The splat textures are the textures we want to blend together.
The control texture defines how the textures are mixed. The control texture is
W pixels wide and one pixel high. W is always at least the number of the nodes.
Each point of the control texture has four float values for the red, green, blue
and alpha components of the color. It represents the weights for texture mixing
at the corresponding node. Let’s say the node 1 uses texture 1 while the node 2
uses texture 2. Then the value of the control texture at pixel [1, 0] is [0, 1, 0, 0]
and at pixel [2, 0] it is [0, 0, 1, 0]. However, because the nodes are far from each
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other the control texture is stretched and when the shader is computing the color
of a point between nodes 1 and 2 it receives an interpolated value. If the point
is exactly in the middle it would receive [0, 0.5, 0.5, 0] as the value of the control
texture. Then it would use this value to mix the splat textures 1 and 2 together
using the weights of 0.5 and 0.5 which will result in a half blend of both textures.
This way the textures are smoothly blended between each two subsequent nodes
of the surface curve.

4.2.4 Grass Mesh

Since grass in nature is very random looking it would be hard to simulate this
by creating a single stripe like in case of the surface mesh. Instead, individual
grass clumps are scattered randomly along the terrain surface, and together they
form the mesh. For each segment of the surface curve the density of grass is
computed from the nodes around it, and based on that a number of grass clumps
is procedurally generated. The clumps are placed only on that particular segment,
but they may overlap to other segments a little to prevent visible gaps in the grass.
The size of each clump is randomized based on parameters provided by the user.
This approach doesn’t simulate the way grass grows in the nature, but the result
is good enough for games, as it can be seen at Figure 4.5.

Figure 4.5: Mesh representing grass on the terrain surface. The grass is waving in wind.

To add more realism the grass is waving when the game action is running. To
implement this a special shader was created. It modifies the two upper vertices of
each grass clump by moving them along the tangent of the terrain surface. The
movement distance is computed using a sine function controlled by user-defined
parameters. It has the following form:

d = pa · sin(pf · 2πt+ o) (4.2)

where d is the movement distance, pa is parametrized amplitude, pf is
parametrized frequency, t is time and o is offset. The offset is passed into the
shader based on the position of the vertex along the terrain surface. This pre-
vents the vertices from waving in the same way. Instead, they are phased out and
the grass looks like the wind making it wave is constantly changing. The waving
could be further randomized, but even without that it proved to be good enough
for standard applications.
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4.2.5 Fill Mesh

The fill mesh is filling the area between the surface curve and the terrain boundary.
It is displayed behind the surface curve mesh because otherwise it would cover it.
The vertices of the mesh are composed of the surface curve nodes and then several
points on the terrain boundary. The first and the last node are projected to the
closest edge of the boundary and added to the vertex list. Then, the boundary
rectangle is walked from the projection of the last node to the projection of the
first node and all rectangle corners encountered are added to the vertex list.

Now the vertices are ready, but the resulting polygon is more likely concave.
To be able to render the polygon it must be split into triangles. Any decent tri-
angulator could be used as this is a one time operation not performed in runtime.
In our implementation we have used the triangulator from UnifyCommunity [13].

The material used by the fill mesh is a simple diffuse shader with a single
texture used to cover the area inside the terrain.

4.2.6 Collider Mesh

The collider mesh is constructed in a similar way as the fill mesh. The vertices
are the same, but the polygon is not triangulated. The aim of the collider mesh is
to work as a static obstacle in the physics engine and it must prevent any object
from falling through the terrain. So, instead of triangulating a chain of triangles
going around the outline of the polygon is constructed (see Figure 4.6). While in
the case of the fill mesh and the surface curve mesh the triangles were parallel
to the XY plane in the case of the collider mesh the triangles are perpendicular
to the XY plane. Note that there is no material since the collider mesh is not
rendered, but it is used in the physics engine instead.

Figure 4.6: Representation of the terrain in the physics engine.

4.3 Editing Terrain

To make any use of the terrain tool it must be possible to edit the terrain, either
in real-time or in the editor. The changes may be made by the user within the
editor or by the terrain generator. As it was discussed earlier the representation
of the terrain is split into two parts: raw terrain data and real-time data. Any
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changes to the terrain must be made only to the raw terrain data because the
real-time data are created on the fly.

So, in order to change the shape of the terrain, add or delete nodes, the list
of the curve nodes is edited. When new textures are added or deleted the list
of the surface curve textures is edited, but also the nodes are updated because
the textures have changed. When the texture boundary is changed the rectangle
coordinates are updated. Then, after all changes are finished all the meshes and
materials are recreated. This may seem very CPU demanding, but in practice
recreating meshes is reasonably fast; especially because we are dealing with 2D
terrain only.
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5. Generator Implementation

Generator is the part of the tool which automates the task of terrain creation for
the user. The generator produces the shape of the terrain and applies texturing
to it. Only the part of the terrain inside a user-defined area is influenced by the
generator. The process is split into several parts as described in the following
sections. The generator is implemented as a component separate from the base
terrain component (see Section 4.1). However, it depends on it as it must access
the terrain data stored in the terrain component.

5.1 Target Area

The target area is a user-defined area where the generator works. It is a rectangle
rotated by an arbitrary angle. It defines a space (target area space) relative to
the local space of the game object the component is in. So, when the generator
needs to work with existing surface curve nodes it must first transform them into
the target area space, change them and then transform them back into the local
game object space. The target area space has defined the coordinate system such
as the bottom left corner of the target area is at [0, 0] while the top right corner
is at [1, 1].

Figure 5.1: Target area defining a space where the generator works. Existing surface curve
nodes are transformed into this space.

Finding the range of nodes to work with might be slightly problematic. As
we can see at Figure 5.1 the surface curve can cross the target area many times.
What we have to decide is where and how to cut the existing curve, so that we can

34



place new generated nodes into it. We could split new nodes into several groups
and then distribute them into parts of the curve overlapped by the target area.
But it seems as a better approach to find the first and last nodes which enter
into the target area and remove the whole section of the curve between these two
nodes. A downside to this approach is that a part of the curve outside the target
area might be removed as well. However, we can assume the user can visually
realize which part of the surface curve will be cut off and places the target area
accordingly.

Note that to find the first and the last node it is not enough to perform a point-
in-polygon test (see Ericson [8]) as the curve can stretch across the target area
while no node is actually inside. Instead, we must test each segment of the curve
against the target area polygon (rotated rectangle). Any test of segment versus
OBB (oriented bounding box) or polygon should be sufficient as this operation is
performed only once during the generation process. The algorithms are described
by Ericson [8], for example.

The generator produces height values that stretch across the target area, but
don’t exceed it. So, the values always lie in [0, 1]. From these actual node coordi-
nates are created and linked together. After that, they are transformed into the
local game object space and inserted into the surface curve.

5.2 Surface Curve Generation

The biggest part of the generator is the surface curve generation. The process is
split into several parts as hinted in Section 5.1:

1. Generating height values in the target area space for each of the selected
methods.

2. Mixing height values generated by different methods together. This is a
weighted sum.

3. Normalizing the height values, so that they remain in the target area space.

4. Creating new nodes from the height values.

5. Transforming the nodes into the local game object space.

6. Finding the first and the last node in the target area. The nodes between
them will be cut off.

7. Inserting new nodes between the first and the last surface curve node found
in the previous step.

The heightmap is a one dimensional array of height values. These values are then
used to create surface curve nodes. The different generation methods are usually
implemented as a one dimensional function taking x from [0, 1] and returning
values from [0, 1]. Using this function the generator fills the heightmap. From
the index i of a cell of the heightmap we compute x as

x =
i

N − 1
(5.1)
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Figure 5.2: Photo illustrating the fractal behaviour of a natural landscape. In the distance we
can see two mountains. Each of them has the surface curved by smaller hills (visible only at
the bigger one). Each of the hills is curved by smaller bumps (visible at the green hill in the
front). When we take the curvature of the mountains and scale it down it looks similar to the
curvature of the small bumps. Courtesy of Ondrej Mocny.

where N is the number of cells in the heightmap. In the following subsections
different generation methods and principles are described.

5.2.1 User-Defined Peaks

Some of the generation methods allow the user to define peaks which are then
to by satisfied by the generator. A peak is a point in the target area space
representing a hill or a mountain. The generator attempts to produce this hill in
addition to other randomly generated curvature of the landscape. The aim is not
to place the hill precisely at the user-defined position, but to give the user some
control over the generation process. During game development it often happens
that the level designer needs to create a natural obstacle for the player or shape
the terrain in certain way. By defining peaks he can achieve this at least to
some extent although he might need to use the editing tools to slightly tweak the
landscape after using the generator.

5.2.2 Perlin Generator

The Perlin noise is a noise function first introduced in 1984 by Ken Perlin [21]
[5]. It can be a function of any number of dimensions, but for the purpose
of generating 2D landscape we only work with one dimension. The Perlin noise
function p(x) for any x in [0, 1] is constructed by adding together multiple octaves.
An octave is a simple noise function oi(x). It consists of several control points
between which the values are interpolated (see Figure 5.3). Any uniform random
function is suitable to use it for producing the control points. Assuming no is the
number of octaves the Perlin noise function can be expressed as

p(x) =
no∑
i=1

oi(x) (5.2)
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Figure 5.4: Comparison between cosine (upper) and cubic (lower) interpolation between control
points of an octave function of the Perlin generator.

Figure 5.3: An octave function of the Perlin
noise with frequency of 14 and amplitude of 1.
Displayed are control points only (upper) and
interpolated values (lower). Image taken from
Elias [5].

This approach reproduces a phe-
nomena we can observe in nature.
Many things in nature, including land-
scape, have different levels of detail
and at each one of them they behave
similarly to other levels. This is a so-
called fractal behaviour [15]. As an
example we can imagine three levels
when thinking of landscape: moun-
tains, hills and small bumps. If we look
at mountains from a distance the cur-
vature looks very similar to the curva-
ture of hills but also to the curvature
created by the bumps. So, in this case
we would have three octaves in the Per-
lin noise: one for mountains, one for
hills and one for bumps. Each of them
would have the same behaviour with
different parameters. See Figure 5.2 for a photo of such situation.

The way values are interpolated between control points has a big impact on the
final look of the noise. During implementation we have considered three different
interpolation methods: linear, cubic and cosine. Linear interpolation produces
spikes, which is unwanted. Cubic interpolation is very smooth (the resulting
function is continuous to high orders) but takes more computation time. Cosine
interpolation produces slightly less smooth results, but it is much faster then the
cubic interpolation. We observed that the human eye finds results from both
methods plausible to the same extent. Therefore, we have chosen the cosine
interpolation. See Figure 5.4 for comparison of the interpolation methods. The
following code is the reference implementation of the cosine interpolation:

Listing 5.1: Cosine interpolation between control points

float CosineInterpolation(float a, float b, float x) {

float ft = x * Mathf.PI;

float f = (1 - Mathf.Cos(ft)) * 0.5f;

return a * (1 - f) + b * f;

}
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Figure 5.5: Difference between frequency of 0.03 per meter (left) and frequency of 0.2 per meter
(right). Perlin generator.

Figure 5.6: Difference between 3 octaves (left) and 10 octaves (right). Perlin generator.

Figure 5.7: Difference between persistence of 0.5 (left) and persistence of 0.6 (right). Perlin
generator.

The octave function is controlled by the following parameters:

• Frequency — number of control points.
• Amplitude — the highest value the octave can produce.

The Perlin noise function is controlled by the following parameters:

• Frequency — frequency of the top-level octave.
• Octaves — number of octaves to add together.
• Persistence — controls the amplitude change of lower level octaves.

The key of the Perlin noise is what octaves are added together. The top-level
octave has amplitude of 1 and frequency set to the frequency of the Perlin noise
function. At each lower level the frequency is doubled while the amplitude is
multiplied by persistence. So, at level i the octave oi(x) has frequency of 2i and
amplitude of persistencei. This way persistence can control the amount of detail
at lower levels and generally the roughness of the terrain.

Results

After the Perlin noise was implemented, we performed a number of tests on it to
see how the parameters influence the resulting look of the landscape. Adjusting
the frequency changes the number of control points of the top-level octave which
leads to different number of big peaks. When the frequency decreases the number
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Figure 5.8: First three iterations of the midpoint displacement algorithm.

of big peaks decreases as well and they grow in size because there is more space
around them. See Figure 5.5 for examples.

Increasing the number of octaves leads to a higher level of detail. This is
reflected by the terrain having more little bumps on its surface. See Figure
5.6 for examples. While the number of octaves influences the level of detail
persistence controls its impact. Low persistence produces smooth terrain while
high persistence leads to jagged rocks. See Figure 5.7 for examples.

After several tests, it turns out that the Perlin generator produces very natural
looking terrain suitable for many uses. The parameters are intuitive enough for
the user to learn how to use them after a short practice. It also has good results
when used together with another method to create small disparities on mountains
and hills. The downside of the method is that the generator lacks control over
the placement of the peaks or distribution of land mass.

5.2.3 Midpoint Generator

The general idea of the midpoint displacement fractal algorithm is to split the
terrain into segments with randomly initialized heights, then subdivide each of
these segments and displace the height by some random amount. This process is
repeated until the segments are small enough to cover the whole heightmap using
their endpoints. The algorithm can be outlined as follows:

1. Initialize the heightmap with random values at each Sth index.

2. Go through all subsequent pairs of values already filled in and compute
the value of their midpoint. The pairs are located S positions from each
other.

3. Displace the height of the midpoint by a random value from [−H,H].

4. Halve S. Multiply H by a coefficient cH from (0, 1).

5. Repeat steps 2-4 until the whole heightmap is filled.

The S variable is called step and its initial value is specified by a parameter of the
generator. The H variable is called random range and it influences the amount of
displacement at different levels. Note that step 1 can be altered to allow the user
to initialize the values manually. This enables us to use the user-defined peaks

39



as mentioned in Section 5.2.1. At Figure 5.8 first few iterations of the algorithm
are displayed.

The idea of the algorithm was first introduced at SIGGRAPH 1982 by
Fournier, Fussell and Carpenter [10]. It was used to generate 2D heightmaps
to produce 3D terrain but in our case we only need one dimension. An explana-
tion of the midpoint algorithm in one dimension is given by Martz [17].

It should be noted that this approach, as the name suggests, also exerts the
fractal behaviour [15]. However, while in case of the Perlin noise the self-similarity
typical to the fractal behaviour is constructed by adding different levels of detail
together, the midpoint displacement algorithm expresses the self-similarity in its
recursive subdivision approach. When we take a look at any two subsequent
segments after the first iteration of the algorithm it looks similar to any two sub-
sequent segments after the nth iteration; only the displacement range is different.
The generator can be controlled by the following parameters:

• Frequency — influences the size of the step when the algorithm is started.
• Roughness — controls the way the random range variable changes.
• Custom Peaks — user-defined peak values the generator should try to satisfy.

The frequency parameter is used to compute the S variable in the algorithm; they
are inversely proportional. Roughness (in [0, 1]) is to control changes to the H
variable. What we want is that when roughness increases H gets smaller more
quickly. So, the coefficient cH must be smaller as well. However, cH must remain
in (0, 1) while roughness is in [0, 1], so it is not a good idea to make cH depend
on roughness linearly. Instead, we use the 1

2x
function:

cH =
1

2lerp(Rmin,Rmax,R)
= 2−lerp(Rmin,Rmax,R) (5.3)

where R is roughness, Rmin and Rmax are appropriate constants and lerp(x) is
linear interpolation.

Custom Peaks

As mentioned before the algorithm can be initialized with some values predefined
instead of being randomly generated. This way we can allow the user to define
peaks. However, since we can do this only during initialization we can define
values only at positions whose index is a multiple of the initial step size. But the
user can define the peaks anywhere. So it is clear that we can’t actually satisfy
the peak definitions completely. The best we can do is to find the closest position
in the heightmap filled in before the algorithm starts and then set its value to the
height of the peak. Clearly, this approach won’t have any effect if the initial step
parameter is set to the width of the heightmap.

Implementation

During implementation an important issue arises. In step 2 of the algorithm the
midpoint value is computed. But when it is to be done for the last segment the
size of the heightmap must be in the form of (iS+1) for i ∈ N. This problem can
appear at any iteration of the algorithm. To avoid that completely the heightmap
size would need to be in the form of (2i + 1) for i ∈ N. A possible solution is
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Figure 5.9: Difference between frequency of 0.05 per meter (left) and frequency of 0.2 per meter
(right). Midpoint generator.

Figure 5.10: Difference between roughness of 0.3 (left) and roughness of 0.8 (right). Midpoint
generator.

Figure 5.11: Satisfying custom peak definitions when the frequency is 0.05 per meter (left) and
0.2 per meter (right). Midpoint generator.

to clamp the position to the size of the heightmap and use the last value in the
heightmap when the correct index would be out of the bounds of the heightmap.
However, this produces artefacts visible to the user. The solution we have chosen
was to extend the heightmap so that its size was the next power of two plus
one. After the algorithm finishes, we simply cut off the unwanted part of the
heightmap. This approach can take up to twice as much time and memory, but
we are dealing only with a 1D heightmap, so in practice it is not a problem. In
case of 2D heightmaps another solution might be necessary as the computation
time and memory would be up to four times bigger.

Results

We performed a number of tests on the generator to see how the parameters
influence the resulting look of the landscape. Decreasing the initial step leads to
more values to be filled in before the algorithm starts and so more peaks appear in
the landscape (see Figure 5.9). Increasing roughness influences the change of the
H variable in the algorithm, as discussed earlier. This leads to more jagged terrain
because the midpoints are displaced more at later iterations of the algorithm (see
Figure 5.10).

If custom peaks are defined the generator tries to satisfy the definition. How-
ever, as discussed in Section 5.2.3 it can never fully satisfy it. At Figure 5.11
we can see the peaks marked with red dots. When the initial step is too large
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there are big gaps between the values filled in the heightmap before the algo-
rithm starts. However, when the initial step is much smaller the peaks keep the
predefined height quite well.

In comparison to the Perlin generator the midpoint generator produces spiky
terrain. This may be unwanted, but in that case the Perlin generator should be
used instead. When spiky terrain is wanted the midpoint generator provides a
good way to produce it. An advantage over the Perlin generator is the ability
to define custom peaks, although this is limited by the size of the initial step
parameter. The midpoint generator also has good results when used with other
methods to create little bumps on top of generated hills.

5.2.4 Voronoi Generator

This generator is based on the 3D terrain Voronoi generator described by
Olsen [25]. It is based on the theory of Voronoi diagrams [34]. The 3D gen-
erator starts by randomly generating a number of peaks and then splitting the
heightmap into Voronoi regions. A peak is a position in the heightmap with given
height. Then, for each cell in the heightmap two distances are computed: d1 is
the distance to the nearest peak (in this cell’s region) and d2 is the distance to
the second nearest peak. The value of the cell (the height h) is then computed as

h = c1d1 + c2d2 (5.4)

where c1 and c2 are coefficients. The value is then multiplied by the height p1
of the closest peak. The authors used the coefficients c1 = −1 and c2 = 1 as it
produced distinct ridge lines in the terrain. However, in one dimensional case it
turned out not to be suitable as it produces plateaus at the top of the peaks. We
use the coefficients c1 = −1 and c2 = 0 instead which means that d2 doesn’t have
to be computed. Now h rises linearly from the valley to the top of the peak. Of
course, the values in the heightmap are then in negative numbers, but they are
normalized to stay withing [0, 1]. See Figure 5.12 for comparison; the values were
not multiplied by the height of the peaks. Note that during the algorithm the
Voronoi regions don’t actually need to be computed.

Figure 5.12: Using coefficients c1 = −1 and c2 = 0 (left) instead of c1 = −1 and c2 = 1
(right). Voronoi generator.

A problem with using different coefficients c1 and c2 is that the valleys between
the peaks no longer reach to zero between each two peaks. Now if we multiply h
by p1 the valley rises up as well leading to some valleys being higher then peaks
around them (see Figure 5.13). To cope with this issue we adjusted the algorithm
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Figure 5.13: Left: some valleys being higher then peaks when using coefficients c1 = −1 and
c2 = 0. Right: adjusted algorithm. Voronoi generator.

to precompute the valleys and then simply interpolate values between the valley
and the peak. The final algorithm has the following structure:

1. Generate peak points in addition to the user-defined ones.

2. Sort peaks along the X axis.

3. Compute the valley between each two subsequent peaks:

4. The X position is in the middle of the peaks.

5. The value is computed as in Equation 5.4.

6. Normalize valleys into [0, 1].

7. For each valley:

8. Multiply the value by the minimum height of the peaks around.

9. For every cell in the heightmap:

10. Compute δ as the position between the nearest valley and peak.

11. Feed δ into the peak function to compute the cell value.

In step 5 the height of the valley is computed exactly the same way as before,
but instead of simply multiplying the value by the peak height in steps 6-8 the
valley height is corrected. Also note that in step 11 the cell value is computed
using different functions. This way we can change the shape of the peaks to be
more spiky or round. The generator is controlled by the following parameters:

• Frequency — influences the number of peaks generated.
• Peak Ratio — influences the number of peaks being zero.
• Peak Width — influences the width of the peaks.
• Custom Peaks — additional peaks added to those randomly generated.
• Peak Type — specifies the shape of the peaks.

The peak ratio parameter is used to make plains in the terrain. If we look into
the nature we see that it is not all hilly, but there is space between different
peaks. And by generating peaks with zero height we can model this. The peak
type parameter says which function to use in step 11 of the algorithm. The peak
width parameter then works as a parameter of the function used. It aims to make
the peak wider or slimmer by some percentage.

Peak Functions

As stated before the peaks can be of different types and this is reflected by
different functions being used in step 11 of the algorithm. We have implemented
three different functions: linear, sine and quadratic. The input to these functions
is the δ variable computed in step 10 of the algorithm and also the peak width
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Figure 5.14: Graph of Function 5.6 in the sine peak function of the Voronoi generator.

parameter denoted w. The function also takes the height of the valley hv and the
height of the peak hp. All variables and parameters lie in [0, 1]. The output of
the function is the height value of the heightmap cell. The linear function simply
interpolates between hv and hp using δ. So it has the form of

p(δ, hv, hp) = lerp(hv, hp, δ) (5.5)

where lerp(x) is linear interpolation. The sine peak function looks like this:

d(δ) = 1− (1− δ)lerp(c1,c2,w) (5.6)

x(δ) = d(δ)π − π

2
(5.7)

a(hv, hp) =
hp − hv

2
(5.8)

p(δ, hv, hp) = hv + a(hv, hp)(1 + sin(x(δ))) (5.9)

for appropriate constants c1 and c2. In our implementation we chose c1 = 0.6 and
c2 = 2.5. The d(δ) function gets through the x(δ) function into the argument of
the sine function. It is constructed using the power function to make the sine
function wider or slimmer, based on w. The graph of the function is plotted
in Figure 5.14. However, it is only graph of the d(δ) function which changes the
input parameter of the sine function, but doesn’t define the shape of the resulting
peak function. The rest of the functions and variables serve the purpose of moving
and scaling the sine function to the final shape (see Figure 5.15).

The quadratic peak function uses the quadratic function, but displaces its
argument and limits the maximum value so that at the top of the peak a plateau
is created.

d(δ) = δ · lerp(1, c3, w) (5.10)

a(hv, hp) = hp − hv (5.11)

p(δ, hv, hp) = min(hp, hv + d(δ)2a(hv, hp)) (5.12)
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Figure 5.15: Different peak types produce different shapes of the terrain. Voronoi generator.

Figure 5.16: Difference between peak width of 0.25 (left) and peak width of 1 (right). Voronoi
generator.

Figure 5.17: Difference between peak ratio of 1 (left) and peak ratio of 0.6 (right). Voronoi
generator.

The c3 constant influences the maximum width of the peak. In our implementa-
tion we chose c3 = 4. The d(δ) function displaces the argument of the quadratic
function so that it rises more quickly.

Results

We performed a number of tests on the generator to see how the parameters
influence the resulting look of the landscape. Of course, the biggest impact on
the shape of the terrain has the choice of the peak type. See Figure 5.15 for
comparison of the three different peak functions described. At Figure 5.16 we
can see how peak width influences the shape of the peak functions. The peak ratio
parameter influences the number of peaks of zero height. This is useful when
there should be flat areas between major peaks. See Figure 5.17 for comparison.

At Figure 5.15 we can also see the usage of custom peak points. They are
displayed as red dots and were defined by the user prior to the generation process.
Defining custom peaks is a big advantage over other methods described because
the Voronoi generator can satisfy them completely. The algorithm already works
with generated peaks, so it is only a matter of adding custom peaks to the gener-
ated ones. A disadvantage of this generator is that the landscape can look very
artificial. However, this can be solved by mixing the output of this method with
the Perlin or midpoint generator. The Voronoi generator then defines the major
peaks while the other methods produce smaller disparities.
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5.2.5 Walk Generator

This generator is not based on any existing method. We have developed it with
the aim of having more control over the slope of the terrain rather than the overall
distribution of land mass. The algorithm is based on random walk, a term used
in the probability theory [9]. See Figure 5.18 for sample random walks.

Figure 5.18: Samples of random walks. Image taken from Wikipedia.

The basic idea of the generator is to keep track of the current height and angle
and

”
walk” in the direction given by the angle to find new height. Then store

this height into the heightmap and continue. Every so often a predetermined
distance is travelled the angle is changed. However, this change can be controlled
in order to keep the slope of the terrain limited. Also, there is a limitation on the
height influenced by cohesion, which will be explained later. The algorithm can
be outlined as follows:

1. Initialize walk variables:

2. h, hmin, hmax ← 0.5

3. a← 0

4. Split [0, 1] into turning points based on turning distance

5. Iterate by i through the heightmap from left to right:

6. Find distance d to the nearest turning point.

7. Normalize d into: [0, 1]

8. Compute δ as: (1− d)cδ

9. Change angle a by: δ · anglechange · rnd(−1, 1)

10. Clamp angle a into: [−ca, ca]
11. Change height h by: tan(a) · cellwidth
12. l← (1− cohesion) · i · cellwidth
13. Clamp height h into: [hmax − l, hmin + l]

14. Set the cell value to h.

15. Update hmin and hmax using h.

16. Normalize the heightmap.
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There are three parameters used by the algorithm:

• Frequency — is inversely proportional to the distance between turning points
where the angle is supposed to change.
• Angle Change — influences how much the angle will change at turning points.
• Cohesion — influences how much the height of the terrain can vary.

A turning point is a position in the heightmap where the angle is to be changed.
The angle changes between these points as well but only by a small amount.
That’s why in step 8 the distance d is skewed into δ before it is used to compute
the change of the angle. The distance is subtracted from 1, so that δ is 1 when
d is 0. For the power constant we used cδ = 10 in our implementation. Note
that step 4 actually doesn’t need to be performed – the turning points can be
computed on the fly. The ca constant is chosen, so that the current direction is
still sensible. In step 12 the cohesion parameter is used to compute the limit l of
the current height. It depends on the position from the left edge of the terrain.
The limit is then applied in step 13 using the maximum and minimum height of
the terrain generated up until this iteration. This way the limit depends not only
on the position of the cell, but also on the current mass of the terrain. The result
is that by increasing cohesion the terrain is forced to be more narrow.

Note that in step 16 the heightmap is normalized. This is necessary because
there is no control over the height h gradually rising above 1 or descending below 0,
although it is limited by cohesion. Unfortunately, this leads to loss of control over
the slope of each of the segments between heightmap cells. Even though we could
force the angle to remain in [a, b] during the algorithm after the normalization
the interval changes to [ca, cb] for some variable c unknown until the algorithm
finishes.

Results

We performed a number of tests on the generator to see how the parameters
influence the resulting look of the landscape. Increasing turning distance makes
the angle change less often. As such, the turning is more visible. Lowering it
produces smaller jitter which leads to terrain with lots of small bumps. See
Figure 5.19 for comparison.

Small angle change value leads to smoother terrain with big hills while high
values produce more jagged landscape. See Figure 5.20. As discussed before,
cohesion influences the distribution of land mass in relation to the distance from
the left edge of the terrain. This can be observed at Figure 5.21. On the left
cohesion is low, so the terrain is not very limited in growth of the height. But
on the right the high cohesion value keeps the terrain tight. We can observe that
cohesion forces the terrain to remain in an imaginary triangle rising from the left
edge of the terrain.

The walk generator provides an interesting alternative to other methods.
While it is hard to make it produce terrain with uniformly distributed mass,
it can be used to create terrain suitable for a character to walk on. The walk
generator can provide a basis for the landscape shape while other generators can
add more interesting detail on top of it. Unfortunately, it turned out that the
generator still lacks control over the slope of the terrain and the limits applied by
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Figure 5.19: Difference between frequency of 0.02 per meter (left) and frequency of 0.5 per
meter (right). Walk generator.

Figure 5.20: Difference between angle change of 45 (left) and angle change of 100 (right).
Walk generator.

Figure 5.21: Difference between cohesion of 0 (left) and cohesion of 1.7 (right). Walk genera-
tor.

the cohesion parameter are far from useful as well; as we can see at Figure 5.21
– the limited terrain on the right looks very artificial.

5.2.6 Mixing

So far we have been concerned with single generators only. However, in practice it
is recommended to mix different methods together to get more interesting results.
The mixing is done by adding together height values from heightmaps produced
by different generators using weighted sum. So, another parameter called blend
weight was introduced to each of the generators. It says how much of the output
of that particular method will be used in the final result, and the sum weight is
based on it. The mixing process is part of the general surface curve generation
algorithm mentioned earlier in Section 5.2. It can be outlined as follows:

1. Compute the total weight wt of all methods.

2. Initialize the heightmap hmap by the value of 0.5

3. If wt == 0 then finish.

4. Iterate by i through all methods:

5. Run the simple generator i and generate heightmap tmapi.

6. Add the tmapi to hmap weighted by wi as follows:

7. hmap = hmap+ wi(tmapi−0.5)
wt

8. Normalize hmap.

48



Figure 5.22: Mixing two methods together. Left: Perlin generator. Middle: Voronoi generator.
Right: mixed result.

The wi variable is the blend weight. The simple generators produce heightmaps
whose values lie in [0, 1]. However, we want to work with the values as differences
from the middle point of the interval – 0.5. That’s why in step 2 the heightmap
is initialized to 0.5 and in step 7 the temporary heightmap is subtracted by 0.5.
See Figure 5.22 for an example of two methods being mixed together.

5.2.7 Summary of Curve Generators

This section described different methods for generating the surface curve of the
terrain. They are implemented in the generator module of the program. The
methods were described one after each other and then it was discussed how their
results are mixed together to produce more interesting results. The Perlin and
midpoint generators proved suitable for generating natural looking terrain, but
lack more control over the generation process. The midpoint generator creates
spiky terrain, but it was discussed that it could be useful for certain types of
applications. The two generators are very good when used in combination with
other methods as they can create small disparities in the landscape. The Voronoi
generator proved very good to create the basis of the landscape when we need
control over the process. It works with individual peaks, so its result is hills
and mountains. However, the terrain looks artificial at times. That’s why it
must be mixed with the first two methods. The walk generator is an interesting
alternative which can be used to create landscape for games where a character
walks on the terrain. However, it proved not to be as versatile as the other
methods implemented.

5.3 Smoothing

While using surface curve generators mentioned in Section 5.2, the whole result
or any small part of it can be very spiky or jagged. The terrain might be generally
what we want, so it’s not a good idea to regenerate the whole terrain. Instead, it
is handy to be able to smooth the spikes in any part of the terrain.

The general idea of smoothing is to grab height values of nodes from an area
and then average the values with their neighbours several times. The result is then
converted back to nodes. We can tell the generator which area we’re interested in
by specifying the target area mentioned in Section 5.1. This way we can smooth
only the small part of the generated terrain that is too spiky.

The nodes to adjust are found using the method described in Section 5.1. To
grab height values from the nodes we transform them from the local game object
space into the target area space. Then the Y coordinate of the point is the height
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Figure 5.23: Terrain after smoothing for 50 iterations.

value we are looking for. After we are done with smoothing, we create nodes
from the height values by an inverse process. The algorithm can be outlined as
follows:

1. Find nodes in the target area.

2. Transform nodes into height values.

3. Store height values in the heightmap hmap.

4. Iterate iterations times:

5. For each cell c except the first and the last one:

6. Let cl and cr be left and right neighbours.

7. h← c+
cl+cr

2

2

8. Store h into heightmap tmap.

9. hmap← tmap

10. Transform height values back into nodes.

11. Replace the old nodes with the new ones.

The amount of smoothing is controlled by the iterations parameter. It is simply
a number of repeating of the averaging algorithm. A temporary heightmap tmap
is used in every iteration. This is necessary because in step 6 we are accessing
the neighbours which were changed in the last iteration of the loop. Notice also
that the new height value is not an average of all three values (the old value and
two neighbours), but the neighbours are averaged first and after that the result is
averaged with the old height value. This approach proved to have slightly better
results. Also, note that in step 5 the first and the last cell are omitted. This
is because they are likely to be connected to the terrain outside the area we are
processing and moving them would create gaps in the terrain. An example of
smoothed terrain can be seen at Figure 5.23.

5.4 Texturing

Texturing means to attach existing textures to terrain surface curve nodes. It
should be mentioned that the textures must already exist – they are not proce-
durally created. The aim of this part of the generator is to give the user a tool to
automate the process of attaching textures to the terrain surface. While this can
never be fully automated it gives the user a basis to start from. The generator
of texturing also makes use of the target area mentioned in Section 5.1 to define
the part of the terrain which is to be adjusted. This way the user can apply the
automated texturing only to a certain part of the terrain.

The basic idea of the texturing algorithm is first to grab height values of nodes
from the target area and then decide what texture to use based on the height.
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Figure 5.24: Terrain automatically textured. The image on the right is textured under the
angle of 270 degrees.

It should be noted that this height depends also on the angle of the target area.
So, if the target area is rotated 180 degrees the texturing will basically be upside
down (see Figure 5.24). There are two criteria for selecting the texture:

• Height Value — the user defines what texture at what height will be used.
This is defined in a form of a list of textures and height values.
• Slope — when the slope of the terrain around the node exceeds specified angle

the user-defined cliff texture is used.

The slope criterion has precedence over the height one. So, when the slope is too
steep the cliff texture is used no matter what height the node has. The height
value criterion is defined in a form of a list of pairs < t, h > (textures and height
values). It is ordered by the height values which are in [0, 1]. The last height
value in the list is forced to be 1. Then it basically splits the [0, 1] interval into as
many sub-intervals as there are items in the list. Each item < t, h > states that
nodes having height less than h will be assigned texture t.

As node itself doesn’t have any slope an area around the node is considered.
Angles between two closest neighbours and the node are computed, and if they
are outside the specified [−a, a] area the criterion is satisfied and the cliff texture
is applied. See Figure 5.24 for terrain textured using this algorithm.

5.5 Grass Generation

While in case of texturing the terrain surface nodes are assigned textures, in
case of grass the nodes are assigned the density of grass. So the question is what
density the grass should have at each of the nodes. The basic idea of the algorithm
remains the same as in case of texturing. Nodes inside specified height range are
assigned predefined density while those outside have no grass at all. Also, if the
terrain is too steep it is considered a cliff. As such, there can be no grass on it.
Based on this there are following criteria for choosing whether there will be grass
or not:

• Height Value — the user defines a height range. If the node is inside the range
it is assigned predefined density; otherwise the density is zero. There can be
an area at the edges of the range where the density gradually decreases to
zero.
• Slope — when the slope of the terrain around the node exceeds specified angle

the grass density is set to zero.
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The slope criterion has precedence over the height one. When the slope is too
steep there just can be no grass at all.

5.6 Generator Summary

In this chapter the algorithms for generating various properties of the terrain were
described. First, the target area was introduced. It is used to define the part of
the existing terrain which will be affected by the generator. It is an oriented
rectangle and its angle is often used by the generator to determine the

”
ground”

direction.
Further, different methods for generating the terrain surface curve nodes were

described, including generator based on the Perlin noise and Voronoi diagrams.
Then, an algorithm to mix the output of different methods together was presented.
The next algorithm described was smoothing the terrain (generated or created
by the user in the editor). The smoothing softens edges of the terrain if it’s too
spiky, and makes it more usable for games. An algorithm for automatic texturing
of the terrain was discussed. That means attaching existing textures to existing
nodes under predefined criteria. The user is expected to use the automation as a
basis to start from, and then use the brushes in the editor to manually tweak the
textures. The final section described an algorithm for generating grass on top of
the terrain surface. It is using similar criteria as the texturing algorithm. The
difference is that instead of assigning textures to the terrain nodes the density of
grass is set.
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6. User Interface

All the functionality the terrain tool can perform is useless unless we can enable
the user to make changes to the terrain directly from the editor. Otherwise, it
would be easier to prepare the terrain in any external tool, and then import it into
Unity. The real value of our tool lies in the editing and generating capabilities.

In this chapter it is described how the user interface is implemented inside
Unity. It discusses both the inspector and the scene parts. Then, several issues
encountered during implementation are described, and a solution is suggested. In
the next part the reasoning behind the design of the GUI elements is discussed,
and the user interface of the terrain editor and the generator is described.

6.1 Integrating into Unity

In Chapter 4 it was explained how the terrain code is integrated into Unity. It
is implemented in scripts as a script component added to any game objects in
the scene. Furthermore, in Section 3.3 it is explained how to implement custom
inspector for components. And that’s exactly what has to be done in order to
create the user interface for the terrain and generator components.

So, to implement the editors two new script classes were created: one for the
terrain component and one for the generator component. Both of them extend
the Editor class and receive the OnInspectorGUI message where the inspector
GUI is drawn, and the OnSceneGUI message where the scene GUI is drawn.

During the development we have encountered a lot of problems related to
Unity. They occured either due to incomplete and obscure documentation or
bugs. In the following sections the problems are described and a solution is
suggested. Great help with solving this kind of problems is UnityAnswers [30].

6.1.1 Undo

While implementing the undo (as described in Section 3.5.3) we noticed that
reverting the raw terrain data back to the previous state works, but the runtime
data are not updated. We are recreating the meshes and materials each time the
terrain is changed. We need to do that in response to the undo (or redo) event
as well. Unfortunately, Unity doesn’t officialy support any mechanism to do that
(at the time of writing), but we can still hook up the event listener using a little
hack through reflection.

What we have found out is that the EditorApplication class in addition to
callbacks for receiving several editor events contains also a callback for handling
undo or redo events: undoRedoPerformed. The callback is a private static field
of the class, but we can access it through reflection as follows:

Listing 6.1: Using reflection to set up undo callback

FieldInfo undoCallback = typeof(EditorApplication).GetField(

"undoRedoPerformed",

BindingFlags.NonPublic | BindingFlags.Static);

undoCallback.SetValue(null ,

(EditorApplication.CallbackFunction)OnUndoRedo);
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The OnUndoRedo parameter is a method of our editor class. Inside this method
we can react to the undo or redo events and solve the problem.

6.1.2 Mouse Handling in Scene

While working with the mouse in the Scene view, Unity uses it for its default
tools for moving, rotating and scaling game objects. When none of these tools is
activated the mouse is used for selecting game objects. However, while working
with the terrain, we want to allow the user to use the mouse in the Scene view.
So, we have to disable the default behaviour. This can by done by calling

HandleUtility.AddDefaultControl(GUIUtility.GetControlID(

FocusType.Passive));

at the beginning of the OnSceneGUI() method. The default behaviour of the
mouse is overriden by a new control which does nothing because the generated
ID is not used anywhere else in the code.

6.1.3 Default Tools

Unity provides four default tools which can be used in the Scene view: pan
camera, move, rotate and scale. But in the terrain editor we want to offer the user
a different set of tools. So, we need a mechanism to disable the default tools when
the user selects one of the terrain tools – otherwise they would interfere while using
the mouse in the Scene view. We found out that there is an undocumented class
Tools which provides access to the default tools through its current property.
When the default tools are to be disabled the property is set to Tool.None, and
the tools are deactivated. We can also test this property for its value to detect if
the user selected one of the default tools. When it is not equal to Tool.None we
know that we must disable all the terrain tools to prevent them from interfering
with the default scene tools.

6.1.4 Brush

For some of the terrain tools it was necessary to draw a brush in the Scene view,
and allow the user to apply it by clicking his mouse. It turned out that the
scene is not redrawn often enough, and the position of the brush is only seldom
updated which makes it look slow. After further investigation we discovered that
OnSceneGUI() is actually called often enough (i.e. when the mouse moves), but all
the drawing is disabled. Because drawing anything in the scene works only when
OnSceneGUI() is called and the event to be processed comes from the rendering
subsystem – not mouse movement! The solution is to check inside OnSceneGUI()

if the event comes from the mouse. If so, then request repainting of the Scene
view by calling

HandleUtility.Repaint ();

This forces the Scene view to repaint on every mouse movement, and the position
of the brush is always up-to-date.
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Figure 6.1: Inspector of the built-in Terrain component split into design elements: toolbox,
help box, palette and sliders.

6.2 Styling

While designing the look of the user interface we were keeping in mind require-
ments R14 and R16. Their main objective is to achieve consistency with the
existing interface in Unity, in particular the Terrain component. That’s also
where we started looking for clues. We observed the following design elements
(see Figure 6.1):

• Toolbox — The inspector starts with a toolbox stretching across the width
of the window. Usually, the tools are depicted by icons. If there are too
many of them the text caption is missing. The selected tool influences the
content of the rest of the window.

• Help Box — Right under the toolbox there is a box displaying description
of the tool with some hints on how to use it. The style of the box is different
from the standard text box.

• Palette — If the tools has some items to choose from they are displayed
using a clickable palette.

• Sliders — The rest of the variables are displayed using integer or float sliders.

To keep the look consistent we sticked to these elements as well. That’s why the
styles used to display the GUI elements are based on existing styles of the Unity’s
skin and they always use the same colors and background textures. Now, if the
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skin of Unity is changed (for example, when upgraded to the Pro version) the
colors and textures change in our styles as well, and the look remains consistent.
For more information about styling and skins see Section 3.4.1 and Section 3.4.2.

While designing the inspector we realized that it is very important to give the
user instant feedback on what’s going in the scene. That’s why we have connected
together the Inspector view and the Scene view. The user can change most of the
variables both in the inspector (by adjusting sliders) or in the scene (by dragging
handles). However, to make the scene editing easier we had to implement our own
scene handles. We also found out during the design that one more GUI element
is needed: tabbed pages.

6.2.1 Custom Tabs

As it was described the inspector window always starts with the selection of the
tool. But each tool can have several sub-tools associated with it. For example, the
surface curve generator tool can use the Perlin generator, the Voronoi generator,
etc. And each of these sub-tools have their own set of properties which must
be displayed. But if they were just lying below the toolbox they would seem
independent to the sub-tools. We took inspiration from desktop applications and
decided to group them together using tabs.

We implemented that by placing all the properties into a box with distinctive
background whose style was adjusted and the upper margin was removed. Also,
the style of the toolbox element was adjusted and the lower margin was removed.
Now they both stick together. The box was given some padding to indent the
properties inside it inwards. See Figure 6.2 for an example.

Figure 6.2: Custom implementation of tabs in the inspector.

6.2.2 Custom Handles

Since all of the default handles available in Unity are 3D and the terrain tools
work with 2D terrain we had to implement our own handles which would work
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Figure 6.3: Terrain nodes displayed in the Scene view. At each of the nodes a handle is
drawn which allows the user to move the node. New nodes can be added by clicking the mouse
anywhere in the scene.

in 2D. Fortunately, Unity provides primitives from which complex handles can
be constructed. For example, the position handle can be put together from one
Handles.FreeMoveHandle() and several Handles.Slider() calls. The rotation
handle can be composed from several Handles.Disc() calls, depending on the
degree of freedom.

6.2.3 Terrain Editor

The main task of the terrain editor is to allow the user to change the terrain. This
is done by accessing the terrain script component described in Chapter 4. The
editor implements the inspector GUI, but provides some visual hints and handles
in the scene as well. In order to satisfy the requirements R3, R4, R8 and R17 it
provides the following tools:

• Node Editor — Displays handles in the scene allowing the user to manually
move, add and delete terrain nodes. See Figure 6.3.

• Height Brush — Allows the user to move several nodes at once using a
brush. The brush size, angle and opacity can be adjusted. See Figure 6.4.

• Fill Texture — The fill mesh and texture of the terrain can be adjusted by
changing the terrain boundary (see requirement R1 defining the terrain).

• Surface Textures — the surface of the terrain can be painted by textures
using a brush.

• Grass — on top of the terrain grass can be painted using a brush.

The parameters of the tools can be changed in the inspector. However, to
make the usage easier several shortcuts were implemented. For example, while
using the height brush, holding shift and moving the mouse changes the brush
size. These shortcuts are briefly described in the help box part of the inspector.
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Figure 6.4: Height brush displayed in the Scene view. The blue lines and circles mark the area
which will be affected by the brush. The red arrow shows the direction of the movement.

6.2.4 Generator Interface

The user interface of the generator provides access to the generator component
described in Chapter 5 from the editor. The tools provided are split into four
parts corresponding to the four parts of the generator: surface curve generation,
smoothing, texturing and grass generation. The curve generation supports differ-
ent methods which can be mixed together: Perlin, midpoint, Voronoi and walk
generators. They are displayed using tabs described in Section 6.2.1.

Figure 6.5: Target area of the generator shown in the Scene view. The target area can be
modified by dragging the handles in the corners and in the middle of the rectangle.

All of the tools make use of the target area of the generator. It basically
determines which part of the terrain will be modified or where the result of the
generator will be placed. It can be adjusted from the inspector, but it is also
visible in the Scene view and can be modified using handles. See Figure 6.5.

The user-defined peaks are edited in a similar way as the terrain nodes. They
are displayed using red circles with a handle drawn on top of them. The user
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can move the peaks using the handle and add new peaks by clicking anywhere
inside the target area. While holding the control key the peaks can be deleted by
clicking on them.

An interesting concept in the generator editor is presets. They predefine the
values of the parameters of different generation methods. The user can select the
presets from a popup menu and then only tweak the parameters. The advantage
is that each preset has a name corresponding to what it tries to simulate, while
the parameters themselves have rather cryptic captions unless the user knows
how the generator works. It is always easier for the user to start by selecting a
preset.
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7. Usage Examples

To show how the tool can be used in practice we have created few exam-
ples demonstrating different features of the tool. They are packed into the
e2d_demo.unitypackage file on the enclosed CD-ROM. The package can be im-
ported into the current project in Unity by double-clicking on the file. But it
will fail to compile if the e2d.unitypackage package wasn’t imported first. The
sample scenes are located in the e2d demo folder. The performance was observed
on a mid-end PC of the following configuration:

• CPU i3 2.40 GHz
• RAM 4GB
• NVIDIA GeForce 310M
• 64-bit Windows 7 Professional

7.1 Basic Sample

The simplest example is in the basic.unity scene. It shows only a small terrain
with several boxes on it. It serves the purpose of trying out the basic features
rather than running some performance tests. The terrain was generated using the
Perlin generator and textured automatically. The grass was applied automatically
as well. The falling boxes prove that the physics collider of the terrain works,
and stops them from falling through.

While running the example we have measured 180 FPS (frames per second)
in-game while Unity reported around 600 FPS in the development environment.

7.2 Jump-And-Run Side-Scroller

The second example is a game where the player controls a character running
around the environment and jumping to reach higher places. It can be found in

Figure 7.1: Sample scene (lerpz.unity) showing a player character jumping and running
around the environment and interacting with objects.
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the lerpz.unity scene. The terrain is mid-sized (150 meters) but more complex
with caves and overhangs. Main part of the terrain (above ground) was generated
using the Perlin and Voronoi generators; the rest was created manually. The grass
and textures were placed manually as well to make them look better.

The purpose of this example is to show the visual plausability of the terrain
produced. It makes use of the plasticity of the terrain surface (as stated in re-
quirement R9) by dimming the global illumination down and attaching a dynamic
light to the player character. As it moves around different parts of the terrain are
lit up, as seen at Figure 7.1. All textures, models and effects used are supplied
with Unity.

Running this example showed 125 FPS in-game and 300 FPS in Unity. It
should be noted that the level is populated with other dynamic objects (crates)
and dynamic lights.

7.3 Car Side-Scroller

In the third example the player is controlling a car and his objective is to drive
through a bumpy terrain to the end of the level (scene). In this case, the terrain
is quite long (1500 meters) to demonstrate the usability of the tool even for bigger
environments. The terrain is visually very simple, but waving

”
grass” made from

grey rectangles makes it more interesting. There are also about 80 crates working
as obstacles to make the gameplay more challenging.

The example can be found in the car.unity scene. At Figure 7.2 there’s a
screenshot from the game. Even though bigger terrain was used the FPS stayed
at 180 in-game and 400 in Unity.

Figure 7.2: Sample scene (car.unity) demonstrating the usage of large terrain.

7.4 Summary

From the examples we can see that the generated terrain can look good enough for
games, although it might need some manual tweaking as in case of the jump-and-
run example. After measuring the performence, we could observe that the size
of the terrain didn’t have such impact on the framerate as an increased number
of dynamic objects and especially lights. It should be noted that FPS measured
in-game was probably limited by the engine because examples 1 and 3 show the
same number even though there is a big difference between them. For that reason
we paid more attention to FPS displayed directly in Unity as this number was
reported by the engine itself.
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8. Conclusion

In the presented work we have discussed the suitability of the game development
environment of Unity [28] for the development of two dimensional games. We
concluded that while it is otherwise very advanced tool it lacks better support for
2D games. Therefore, we attempted to create a tool for editing and generating
two dimensional terrain to address this issue.

In Chapter 2 we started by analyzing similar tools available today and then
formed a list of requirements for the tool we were to create. Then, in Chapter 3
we performed a deep research on the environment of Unity and its GUI system
in particular. With the help of the knowledge gained we went on in Chapter 4
by designing the terrain tool from the programmer’s perspective. In Chapter 5
we discussed several algorithms the tool was using for terrain generation. Finally,
Chapter 6 described the design and implementation of the user interface inside
the Unity’s editor. Several examples demonstrating how to use the tool were
presented in Chapter 7.

Looking back at the requirements (see Section 2.2) we must conclude that we
have succeeded in implementing all the core features we thought this tool should
have. However, some of the features had to be left out due to time constraints.
The following requirements are fully supported: (R1) Terrain Definition, (R2)
Edit Inside Unity, (R3) Manual Node Editing, (R4) Brush Editing, (R6) Surface
Textures, (R8) Vegetation, (R10) Overhangs and Ceilings, (R12) Landscape Gen-
erator, (R14) Custom Inspector, (R16) Familiarity, (R17) Brushes, (R18) Palette,
(R19) Scene View. Below is a list of requirements which were not completely ful-
filled.

(R5) Filling Textures: Fulfilled but only one texture can be used for the filling.

(R7) Object Placement: Currently game objects can be attached to the main
terrain object. However, there is no support from the terrain editor to place
or clone these objects and attach them to the terrain surface. This is needed
in order to keep the objects at the surface when the terrain is modified.

(R9) Plastic Look: Making the whole terrain look plastic would need more
work on shaders. However, we have succeeded in modifying normals of the
meshes, so that the edge of the terrain surface looks plastic when there is a
light hovering above the terrain.

(R11) Splitting: Currently there is no tool to split the terrain into two. This
could be done as a sub-tool of the node editor. However, additional support
for managing multiple terrain objects will be needed, so that they can all
share the same textures and parameters.

(R13) Objects Generator: The generator can only be implemented after the
terrain itself supports object placement.

(R15) Custom Editor Window: The separate window could use the terrain
inspector classes to display the GUI inside the window.

We are still convinced that the missing features would be a valuable addition to
the tool. As such, we suggest extending the tool in the future.
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A. List of Abbreviations

• CSS — Cascading Style Sheets [35]; style sheet language describing the look
and formatting of a document written in a markup language. It is typically
used to define the style of web pages.

• FPS — Frames Per Second; number of times a game is rendered in one
second.

• GUI — Graphical User Interface; user interface allowing the user to interact
with the program using images instead of text commands.

• OBB — Oriented Bounding Box; the minimum rectangle enclosing a set of
points. Note that the box is arbitrarily rotated and doesn’t have to be axis
aligned.
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B. List of Terms

• component — in the context of this work component is an encapsulated
piece of functionality forming a building block from which game objects are
composed. The component itself is composed from properties and provides
an interface for accessing the properties and sending/receiving messages.

• editor — program allowing the user to change game objects and scenes
using graphical interface.

• frame — one iteration of the main game loop.

• game object — an encapsulated entity in a scene of the game. An example
might be the player character or a crate to interact with.

• generator — a tool for automatic production of specified output based on
input parameters.

• handle — a GUI control in the Scene view of the editor. It allows the user
to adjust position, rotation and scale using the mouse.

• heightmap — an array of height values. It is commonly used to define the
shape of the terrain.

• importer — a tool or part of a program which decodes data in a specific
format (such as compressed image) into platform specific format.

• inspector — part of the editor which allows the user to see and edit prop-
erties of objects.

• level — single compact part of the game with a clear beginning and end. It
is usually represented by one scene.

• material — a set of shaders, textures and parameters influencing the look
of renderable objects.

• mesh — a collection of vertices, edges and faces that define a renderable
polyhedral object.

• memory leak — unreferenced memory which can’t be released. This occurs
when a program allocates the memory, but loses all references to it and is
unable to release it again.

• oriented bounding box — the minimum rectangle enclosing a set of points.
Note that the box is arbitrarily rotated and doesn’t have to be axis aligned.

• property — a simple piece of data with read and/or write accessors.

• shader — a simple program run on graphics hardware used to compute the
position of vertices and the color of pixels before they are displayed.

• side-scrolling — type of game with a side-view camera which is able to scroll
freely around the environment, typically left and right.
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• scene — a collection of game objects.

• script — a small program written in a simple language to implement game
logic and user interface. It is compiled in runtime by the scripting engine.

• sprite — a two dimensional (often animated) image used to represent both
dynamic and static game objects.

• reflection — a mechanism for accessing information about class instances
in run-time.

• tile — fixed-sized part of the game environment. Tiles are stacked next to
each other to create the environment. The tiles are re-used and repeated
which saves a lot of memory.

• tilemap — a set of tiles.

• Unity — a game development tool [28]. It consists of a game engine and a
game object and level editor.

• view — a sub-window of the main window of an application.
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C. Contents of the CD-ROM

The enclosed CD-ROM contains this work in the PDF format, the user documen-
tation of the program, generated reference documentation and the program itself.
The user documentation describes how to use the tool from within Unity. The
reference documentation serves the programmers who wish to extend the program
to make them understand different classes and functions of the program.

The program itself is packed into a single e2d.unitypackage file. It can be
opened by double-clicking from the file explorer or by importing it from the Uni-
ty’s editor. Once it is imported all the files are automatically compiled. Samples
are packed into the e2d_demo.unitypackage file and can be imported the same
way. Read the user documentation for further details on what can be done with
the tool.
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