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Abstract
Heterogeneous agent models (HAMs) provide a structural account of the styl-
ized facts of financial returns by populating the market with behaviourally dis-
tinct trader types, but their empirical applications have largely been confined to
mature equity and foreign-exchange markets. This thesis estimates four bench-
mark HAMs — Brock and Hommes (1998), Farmer and Joshi (2002), Alfarano,
Lux and Wagner (2008), and Franke and Westerhoff (2012) — on the S&P 500
index, Bitcoin, and Ethereum by simulated method of moments using a com-
mon seventeen-moment set, with bootstrap-based Wald tests for parameter
equality between equity and cryptocurrency markets and for structural breaks
around the 2024 introduction of spot cryptocurrency ETFs. The cross-model
comparison identifies the Franke and Westerhoff specification as the dominant
model on all three markets, ranking at or near the top on both moment-
level fit and stability across Monte Carlo simulations. The cross-market pa-
rameter comparison returns an asymmetric verdict on the two cryptocurren-
cies: Bitcoin parameters are statistically indistinguishable from those of the
S&P 500, although the result is sensitive to the business-day data alignment,
while Ethereum exhibits a robust behavioural divergence in the switching chan-
nel, with a stronger response to fundamental misalignment and greater herding
pressure. The structural-break analysis around the 2024 spot ETF approvals
finds no robust evidence of a parameter shift for either cryptocurrency: the
joint Wald tests do not reject parameter equality, and the suggestive shifts in
individual parameters do not survive robustness checks across alternative local
optima. However, the short post-ETF window leaves limited power to detect
moderate breaks, so a definitive verdict will require a longer post-event sample.
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Abstrakt
Hetero-agentní modely (HAMs) poskytují strukturální vysvětlení stylizovaných
faktů finančních výnosů prostřednictvím populace behaviorálně odlišných typů
obchodníků, jejich empirické aplikace však byly dosud z velké části omezeny na
vyspělé akciové a devizové trhy. Tato práce odhaduje čtyři referenční HAMs —
Brock a Hommes (1998), Farmer a Joshi (2002), Alfarano, Lux a Wagner (2008)
a Franke a Westerhoff (2012) — na indexu S&P 500, bitcoinu a ethereu pomocí
simulované metody momentů využívající společnou sadu sedmnácti momentů,
s bootstrap Wald testy rovnosti parametrů mezi akciovými a kryptoměnovými
trhy a pro strukturální zlomy kolem zavedení spot kryptoměnových ETF v
roce 2024. Srovnání modelů identifikuje specifikaci Franke a Westerhoff jako
dominantní model na všech třech trzích, přičemž se umísťuje na prvním nebo
blízko prvního místa jak v kvalitě fitu momentů, tak ve stabilitě napříč Monte
Carlo simulacemi. Srovnání parametrů napříč trhy přináší asymetrický verdikt
pro obě kryptoměny: bitcoinové parametry jsou statisticky nerozlišitelné od
parametrů S&P 500, ovšem výsledek je citlivý na zarovnání dat na obchodní
dny, zatímco ethereum vykazuje robustní behaviorální odlišnost ve switching
kanálu, s výraznější reakcí na nesoulad ceny s fundamentální hodnotou a sil-
nějším herdingovým tlakem. Analýza strukturálního zlomu kolem schválení
spot ETF v roce 2024 nenachází robustní důkaz o posunu parametrů ani u
jedné z kryptoměn: společné Wald testy nezamítají rovnost parametrů a naz-
načené posuny u jednotlivých parametrů nepřežívají robustness checky napříč
alternativními lokálními optimy. Nicméně krátké post-ETF okno omezuje sílu
testu při detekci středně velkých zlomů, takže definitivní verdikt si vyžádá delší
post-event vzorek.
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Chapter 1

Introduction

Financial returns exhibit a robust set of empirical regularities that classical as-
set pricing theory has long struggled to reconcile. Across markets, asset classes,
and sample periods, return series consistently display fat-tailed distributions,
persistent volatility clustering, slowly decaying autocorrelations of absolute re-
turns (Cont 2001), and the recurrent emergence of speculative bubbles and
crashes (Lux 1995). These empirical patterns, commonly referred to as styl-
ized facts, sit uncomfortably with representative-agent rational-expectations
frameworks, in which prices fully reflect available information and returns are
unpredictable martingale differences (Fama 1970; Lucas 1978). Statistical mod-
els such as ARCH and GARCH (Engle 1982; Bollerslev 1986) and stochastic-
volatility specifications can replicate selected facets of these regularities by
modelling the conditional variance directly, but they do not explain what eco-
nomic mechanism produces the observed dynamics.

A growing literature has answered this question using Heterogeneous Agent
Models (HAMs), which populate the market with a small number of behaviourally
distinct trader types — typically fundamentalists, who anchor their expecta-
tions to a perceived fundamental value, and chartists, who extrapolate recent
price movements — and let the dynamics emerge from their interaction (Brock
& Hommes 1998). A central appeal of HAMs is that they reproduce the prin-
cipal stylized facts endogenously, providing a structural rather than purely
descriptive account of price dynamics (Hommes 2006).

However, realising this structural appeal empirically comes at an estimation
cost: the simulation-based, often non-differentiable objective functions of HAMs

preclude conventional likelihood-based techniques. The Simulated Method of
Moments (SMM) has emerged as the standard alternative (Franke 2009; Lux
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& Zwinkels 2018), but applications have remained largely confined to mature
equity and foreign-exchange markets.

This concentration on equity and foreign-exchange markets is particularly
limiting in light of the rapid growth of cryptocurrency markets over the past
decade. Daily returns on Bitcoin and Ethereum exhibit unconditional volatili-
ties roughly three to four times larger than those on the S&P 500. Cryptoassets
also differ from equities in respects that matter for HAM-style modelling: their
fundamental value is harder to pin down than that of dividend-paying equi-
ties (Lee et al. 2020), their trading is fragmented across many venues with
persistent arbitrage frictions, leaving more room for non-fundamental price
formation (Makarov & Schoar 2020), and their participation has historically
been dominated by retail traders to a far greater extent than mature equity
markets (Kogan et al. 2024). These features raise a natural question: can HAMs

developed largely in the context of traditional financial markets describe cryp-
tocurrency markets equally well, or do different environments favor different
behavioral structures?

This thesis addresses this question by estimating four benchmark HAM spec-
ifications — Brock & Hommes (1998), Farmer & Joshi (2002), Alfarano et al.
(2008), and Franke & Westerhoff (2012) — on equity and cryptocurrency mar-
kets, represented by the S&P 500 index, Bitcoin, and Ethereum. Each model
is estimated by SMM on a common set of seventeen empirical moments cap-
turing variance, tail behaviour, and the autocorrelation structure of absolute
and squared returns, with a two-stage global–local optimisation strategy (dif-
ferential evolution followed by Nelder–Mead refinement) used to mitigate the
multimodality of the SMM objective.

The empirical analysis is then organised around three questions. First, does
any single specification consistently outperform the others across the equity
and cryptocurrency markets, or do different models exhibit different relative
strengths in different environments? Second, do the estimated behavioural
parameters differ significantly between the cryptocurrency and equity mar-
kets, and if so, in which dimensions? Third, do the estimated parameters
exhibit a detectable structural break around the introduction of spot Bitcoin
and Ethereum ETFs in 2024? The first question is addressed by Monte Carlo
model comparisons evaluating how closely each estimated specification repro-
duces the empirical moments. The latter two questions are addressed by Wald
tests on parameter differences, with the joint estimation uncertainty quantified
by block-bootstrap procedures — a synchronous variant for the cross-market
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comparison and an independent variant for the structural-break analysis.
The thesis proceeds as follows. Chapter 2 reviews the relevant HAM liter-

ature and the methodological context of SMM estimation. Chapter 3 formally
introduces the four models. Chapter 4 describes the data. Chapter 5 sets out
the SMM estimation framework, the test statistics employed, and the bootstrap
procedures used for inference. Chapter 6 presents the empirical results, and
Chapter 7 concludes.



Chapter 2

Literature review

This chapter situates the thesis within two connected strands of literature.
Section 2.1 traces the theoretical development of heterogeneous agent models
in finance, from the early catastrophe-theoretic and behavioural contributions
of the 1970s and 1980s through to the four model specifications estimated
in this thesis. Section 2.2 then turns to the methodological literature on how
these models are taken to the data, with a particular emphasis on the simulated
method of moments and on the alternatives proposed to address its limitations.

2.1 Financial heterogeneous agent models

2.1.1 Origins and early development

Heterogeneous agent modelling in finance did not appear as a single coher-
ent proposal but as a sequence of attempts to capture features of asset price
behaviour that the rational-expectations framework was unable to generate
endogenously. A pioneering contribution came from Zeeman (1974), who ap-
plied René Thom’s catastrophe theory to stock exchanges and divided market
participants into two interacting groups whose collective behaviour can pro-
duce smooth dynamics interrupted by sudden, large price drops. The lasting
importance of this contribution lies less in the specific catastrophe-theoretic
formalism, which the subsequent literature largely abandoned, than in the ex-
plicit recognition that the instability of asset prices may arise from the hetero-
geneity of trader behaviour rather than from external shocks. Beja & Goldman
(1980) formalised a related intuition in a deterministic linear model and demon-
strated analytically that chartist activity tends to destabilise prices, while Day
& Huang (1990) extended the construction to a nonlinear setting and showed
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that even simple two-type models can generate chaotic price trajectories, fore-
shadowing the central role that nonlinear interaction would play in the next
generation of HAMs.

By the early 1990s the field was reinforced by two important contributions,
one on the theoretical side and one on the empirical side. On the theoretical
side, De Long et al. (1990) demonstrated in an overlapping-generations setup
that noise traders, despite acting on irrational beliefs, can earn higher expected
returns than rational arbitrageurs and consequently survive in the market; their
argument provided the most influential theoretical justification for incorporat-
ing boundedly rational agents into asset-pricing models. On the empirical side,
Frankel & Froot (1990) documented through surveys that foreign-exchange
forecasters actually rely on a mixture of fundamentalist and chartist rules,
with the relative weight depending on the forecast horizon. The combination
of the two strands transformed HAMs from a primarily theoretical curiosity into
a line of research with clear empirical motivation.

2.1.2 Performance-driven switching: Brock and Hommes

The first of the four model specifications estimated in this thesis emerged from
this background through the work of Brock and Hommes. Brock & Hommes
(1997) introduced the adaptive belief system framework, in which agents se-
lect from a finite set of forecasting rules through a discrete-choice probability
driven by a fitness measure such as the past realised profit of each rule. The
intensity-of-choice parameter regulates how aggressively agents reallocate to-
wards the better-performing rule and acts as a bifurcation parameter for the
system: as it increases, the dynamics transition through periodic and ulti-
mately chaotic regimes even when no exogenous shocks are present. Brock
& Hommes (1998) adapted this construction into a present-value asset-pricing
model with multiple belief types and showed that the resulting price dynamics
qualitatively reproduce the principal stylised facts of equity returns. Gauners-
dorfer et al. (2008) subsequently restricted the strategy set and studied the
bifurcation structure that produces clustered volatility, while Hommes (2006)
synthesised the resulting body of work in an extensive Handbook chapter. The
Brock–Hommes specification has since become the canonical benchmark for
studying how endogenous, performance-driven switching between forecasting
rules generates rich price dynamics.
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2.1.3 Herding and opinion dynamics: from Kirman to Al-
farano, Lux and Wagner

A conceptually different mechanism, in which the population shares of trader
types evolve through social interaction rather than through performance-based
selection, developed in parallel. Kirman (1993) formalised this perspective by
modelling the joint dynamics of two groups through a continuous-time Markov
chain whose transition probabilities depend on the current population shares;
the construction was directly inspired by biological models of ant colonies, in
which recruitment between individuals creates self-reinforcing concentrations
even when the underlying environment is symmetric. Lux (1995) embedded a
closely related opinion-formation mechanism into a financial market and showed
that herd behaviour alone can produce transient bubbles and crashes, while
Lux & Marchesi (1999) extended the framework into a stochastic multi-agent
simulation and demonstrated that endogenous switching is sufficient to repro-
duce volatility clustering and fat-tailed returns at empirically realistic scales.
Alfarano et al. (2005) formalised an asymmetric herding variant in which the
two groups are subject to different recruitment intensities and showed that
the model is amenable to maximum-likelihood estimation. The parsimonious
continuous-time specification of Alfarano et al. (2008), the second model esti-
mated in this thesis, distils the same herding logic into a setting that admits
closed-form expressions for the moments of returns under a Langevin approxi-
mation and reproduces excess kurtosis and persistence of squared returns with
a remarkably small number of parameters.

2.1.4 Order-flow and market-maker price formation: Farmer
and Joshi

A third strand of work shifts the analytic focus from the belief structure of
agents to the price formation mechanism itself. Farmer & Joshi (2002), the
third model estimated in this thesis, model the market as the interaction
of value investors, who take long or short positions whenever the perceived
mispricing exceeds an idiosyncratic entry threshold, and trend followers, who
respond to recent price changes. The contribution of the paper is to pro-
vide a transparent micro-founded mapping from individual-level trading rules
through their order flow to the aggregate price process, with prices adjusted
by a market maker who absorbs the net order flow rather than being deter-
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mined by a market-clearing condition; the resulting series replicates the princi-
pal stylised facts without assuming any explicit switching mechanism between
the two strategy types. The construction explicitly builds on the deterministic
models of Beja & Goldman (1980), who used linear trading rules, and Day &
Huang (1990), who introduced nonlinear rules and a market maker; like Day
and Huang, Farmer and Joshi adopt a market-maker-based price formation
mechanism, and they are therefore quite different in approach both from the
discrete-choice method of Brock and Hommes and from the herding mechanism
of Kirman and Lux.

2.1.5 Structural switching and stochastic volatility: Franke
and Westerhoff

The fourth model estimated in this thesis sits at the intersection of the previous
strands and takes an explicitly empirical route to similar dynamics. Manzan &
Westerhoff (2005) proposed a compact market-maker model with fundamental-
ists and chartists which was estimated for the first time by simulated method
of moments by Franke (2009); this estimation exercise was important both sub-
stantively, since it demonstrated that a structural HAM can be brought to data,
and methodologically, since it laid out a moment-based estimation procedure
that the subsequent empirical literature largely adopted. Franke & Wester-
hoff (2011) then introduced a structural stochastic volatility specification in
which the demand functions of fundamentalists and chartists are subject to
noise of different magnitudes, so that the endogenous switching between the
two groups generates clustered volatility without any exogenous volatility pro-
cess. Building on this construction, Franke & Westerhoff (2012) formulated a
model contest across six alternative specifications of the switching mechanism
that combine herding, predisposition, wealth, and misalignment as drivers of
strategy choice. The contest borrows the discrete-choice probability of Brock
& Hommes (1997) and combines it with a herding component conceptually
related to the Kirman–Lux tradition, and it identifies a variant with herding,
predisposition, and misalignment as the most successful combination of struc-
tural ingredients. The winning specification of the Franke & Westerhoff (2012)
contest is the fourth and final model estimated in this thesis.

Although the four specifications are heterogeneous in their internal mechan-
ics, they share a single substantive claim: the heterogeneity of traders is not
a peripheral refinement but a primary driver of the empirical regularities ob-



2. Literature review 8

served in financial returns. The four were selected because, taken together, they
span the principal mechanisms through which the existing literature has con-
verted heterogeneity into endogenous price dynamics, while remaining tractable
enough to be jointly estimated within a single unified framework.

2.2 Empirical estimation of heterogeneous agent
models

2.2.1 The validation challenge

Once a heterogeneous agent model is capable of generating realistic time series
in simulation, the harder question is how to take it to the data. Lux & Zwinkels
(2018) argue that empirical validation has become one of the defining issues
in the field, precisely because nonlinear interaction, latent strategy switching,
and simulation dependence make agent-based models difficult to estimate using
standard econometric tools. Their survey distinguishes between reduced-form
approaches, in which an auxiliary model serves as a proxy for the original
Agent-Based Model (ABM), and full structural estimation, where the ABM itself
is taken to data through likelihood-based, moment-based, or latent-variable
methods. The methodological problem is therefore not only whether a model
can fit the data, but whether it can do so in a statistically disciplined and
reproducible way.

2.2.2 Simulated method of moments: foundations, applica-
tions, and limitations

The standard response to this estimation challenge has been the simulated
method of moments, an extension of the generalised method of moments (Hansen
1982) to settings in which the relevant theoretical objects are not available in
tractable closed form. Foundational asymptotic results were provided by Mc-
Fadden (1989) and Pakes & Pollard (1989), with Lee & Ingram (1991) extend-
ing the framework to time-series applications and Duffie & Singleton (1993)
generalising it to Markov asset-pricing models in which the simulated process
need not start from its stationary distribution. The earliest applications of
the procedure to agent-based financial models employed simplified variants of
the method: Gilli & Winker (2003) estimated a simplified Kirman model us-
ing a global heuristic optimiser, and a more complete specification suitable for
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richer behavioural models was subsequently developed by Winker et al. (2007).
Within structural HAMs, Franke (2009) provided an early benchmark by show-
ing that a small behavioural asset-pricing model can be estimated by match-
ing return moments designed to proxy for fat tails and volatility persistence,
while Franke & Westerhoff (2012) extended this empirical logic into a compar-
ative model contest. Chen & Lux (2018) subsequently studied the convergence
of SMM towards the efficient generalised method of moments in the Alfarano
model (Alfarano et al. 2008) and proposed the moment specification on which
the present thesis builds. More recently, Zila & Kukacka (2023) introduced
machine-learning-based moment-set selection algorithms and an overlapping-
block-bootstrap weighting matrix construction, providing benchmarks against
which alternative moment choices can be assessed.

The same literature also reveals the limitations of moment-based estima-
tion. The choice of moments is partly judgmental, many candidate moments
are highly correlated, poorly conditioned weighting matrices can destabilise the
optimisation, and the simulated objective surface is often multimodal, noisy,
and computationally expensive to evaluate. These problems become more se-
vere when the model contains latent strategy shares or unobserved fundamen-
tals, because different parameter combinations may generate similar simulated
moments. Franke (2009) already noted the practical appeal of replacing the
conventional efficient inverse covariance matrix with a weighting scheme based
on individual moment t-statistics, and Ghonghadze & Lux (2016) later showed
that even when analytic moment conditions are available the accuracy of es-
timation depends heavily on estimator design, on the treatment of strongly
correlated parameters, and on the size of the empirical sample. Methodolog-
ical difficulty is therefore not an afterthought in this field; it is part of the
substantive reason why empirical HAM evidence remains thinner than the the-
oretical literature.

2.2.3 Likelihood-based and Bayesian alternatives

A second strand of the validation literature has explored likelihood-based and
Bayesian alternatives to moment matching. On the likelihood side, Kukacka
& Barunik (2017) adapted the non-parametric simulated maximum likelihood
estimator of Kristensen & Shin (2012) to the Brock–Hommes framework. On
the Bayesian side, Grazzini et al. (2017) pioneered the use of parametric, non-
parametric, and likelihood-free posterior approximations as alternatives to sim-



2. Literature review 10

ulated minimum distance, and Lux (2022) subsequently developed adaptive
particle Markov chain Monte Carlo methods for state-space models with latent
variables. Working within the same Bayesian framework, Bertschinger & Moz-
zhorin (2021) also compared several agent-based volatility specifications with
GARCH and stochastic-volatility benchmarks and found that the best HAM-
type models predict as well as these benchmarks, but at the cost of difficult
Bayesian estimation due to weak parameter identification. Overall, no single
estimator dominates across all models and datasets, and the systematic com-
parison of alternative specifications across different market environments has
accordingly become a defining empirical question in this literature.



Chapter 3

Methodology

3.1 Agent based models
Heterogeneous agent models build aggregate market dynamics from the bottom
up, with boundedly rational traders interacting through the price-formation
mechanism. This chapter formally introduces the four specifications estimated
in this thesis: Brock & Hommes (1998), Farmer & Joshi (2002), Alfarano et al.
(2008), and Franke & Westerhoff (2012). The four differ in their behavioural
assumptions, expectation formation, and the way strategy shares evolve over
time.

3.1.1 Brock & Hommes (1998)

Brock & Hommes (1998) propose a heterogeneous-agent asset pricing model in
which traders differ in how they form expectations about future prices. Agents
choose among a finite set of forecasting strategies and, under mean–variance
preferences, demand the risky asset based on expected excess returns relative to
a risk-free alternative. The key mechanism is strategy selection based on each
strategy’s “fitness”, which is updated in every period based on past realized
profits. As a result, the fraction of agents using each strategy evolves over time
according to a discrete-choice probability.

Demand under mean–variance preferences

Brock & Hommes (1998) begin by defining the investor’s wealth dynamics as
follows:

Wt+1 = RWt +
(︂
pt+1 + yt+1 − Rpt

)︂
zt, (3.1)
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where Wt denotes the investor’s wealth at the beginning of period t, R > 1
is the gross return on the risk-free asset between t and t + 1, pt is the (ex-
dividend) price of the risky asset at time t, yt+1 is the dividend paid at the
end of period t + 1, and zt is the investor’s position in the risky asset (number
of shares) held over period t. Therefore, the term RWt is the wealth that
would result from investing all current wealth in the risk-free asset. The second
term then captures the excess payoff from holding zt shares of the risky asset:(︂
pt+1+yt+1−Rpt

)︂
is the risky asset’s excess payoff over the risk-free alternative,

since the purchase cost pt grows to Rpt by the next period.
Next, an assumption is made that each investor type h is a mean–variance

optimizer for each upcoming period:

max
zt

{︃
Eh,tWt+1 − a

2 Vh,t(Wt+1)
}︃

. (3.2)

Here, Eh,t and Vh,t represent the beliefs of investor type h about the conditional
expectation and conditional variance of next-period wealth, given the informa-
tion available at time t. The first term, Eh,tWt+1, captures the expected wealth
one period ahead, while the second term, a

2Vh,t(Wt+1), captures risk through the
perceived conditional variance of wealth (scaled by the risk-aversion parameter
a > 0, which is assumed to be equal for all traders).

Using the wealth dynamics in (3.1), the conditional variance of wealth can
be written as the squared position times the conditional variance of the excess
payoff per share:

Vh,t(Wt+1) = z2
t Vh,t(pt+1 + yt+1 − Rpt) . (3.3)

Brock & Hommes (1998) further assume that all trader types share the same
belief about this conditional variance and that it is constant over time, i.e.

Vh,t(pt+1 + yt+1 − Rpt) = σ2. (3.4)

Substituting the wealth dynamics in (3.1) together with the variance de-
composition in (3.3) and the constant-variance assumption in (3.4) into the
mean–variance objective in (3.2) yields

max
zt

{︃
Eh,t

[︂
RWt +

(︂
pt+1 + yt+1 − Rpt

)︂
zt

]︂
− a

2 z2
t σ2

}︃
. (3.5)

Taking the first-order condition with respect to zt and setting it equal to



3. Methodology 13

zero yields the demand for the risky asset:

zh,t = Eh,t(pt+1 + yt+1 − Rpt)
aσ2 . (3.6)

Equilibrium and the fundamental benchmark

At this point, Brock & Hommes (1998) introduce the market equilibrium by
equating the exogenous supply of shares, zs,t, and aggregate demand, which is
calculated as a weighted average of the individual demands of each trader type,
where nh,t denotes the fraction of investors of type h at time t:

∑︂
h

nh,t
Eh,t(pt+1 + yt+1 − Rpt)

aσ2 = zs,t. (3.7)

In order to obtain a benchmark notion of the fundamental price, a simplified
setting with zero outside supply of shares is considered, zs,t = 0 for all t, and a
single rational investor type is assumed. Under these assumptions, equilibrium
implies the pricing relation

Rpt = Et(pt+1 + yt+1) . (3.8)

Additionally, Brock & Hommes (1998) impose further assumptions on the
dividend process and on the selection of the rational-expectations benchmark.
In particular, they assume that dividends are independent and identically dis-
tributed, so that the conditional mean is constant, Et(yt+1) = ȳ. Moreover,
the pricing relation in (3.8) generally admits multiple solutions. To obtain a
unique benchmark fundamental price, they focus on the solution that satisfies
the “no-bubbles” condition. Under these assumptions, the fundamental price
is constant, p∗

t = p̄, and satisfies

Rp̄ = p̄ + ȳ, ⇒ p̄ = ȳ

R − 1 . (3.9)

Heterogeneous beliefs and the deviation form

Having established the fundamental benchmark under rational expectations, it
is now time to return to the setting with heterogeneous beliefs. The equilibrium
price is then determined by the weighted average of type-specific expectations,
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where nh,t denotes the fraction of investors using forecasting rule h at time t:

Rpt =
∑︂

h

nh,t Eh,t(pt+1 + yt+1) . (3.10)

However, to make the heterogeneous expectations setting operational, it
is necessary to specify how each trader type forms beliefs about future prices.
Brock & Hommes (1998) do so by expressing expectations in terms of deviations
from the fundamental benchmark. Let xt = pt − p∗

t denote the deviation of the
market price from the fundamental price. Then the expected next period payoff
can be decomposed into a rational expectations benchmark component and a
type specific deviation term:

Eh,t(pt+1 + yt+1) = Et

(︂
p∗

t+1 + yt+1
)︂

+ fh(xt−1, . . . , xt−L) , (3.11)

where fh(·) captures how trader type h extrapolates from past deviations. And
since the first term on the right side of (3.11) is common to all trader types,
heterogeneity enters only through the deviation component. It is therefore con-
venient to study the dynamics just in terms of deviations from the fundamental
price and rewrite the pricing equation (3.10) into its deviation form:

Rxt =
∑︂

h

nh,t fh(xt−1, . . . , xt−L) ≡
∑︂

h

nh,t fh,t. (3.12)

To make the model less abstract, the forecasting strategies (trader types)
are now specified explicitly. Following the applications in Brock & Hommes
(1998), beliefs are restricted to linear predictors of the form

fh,t = ghxt−1 + bh, (3.13)

where gh measures the reaction to the last observed deviation (capturing trend-
following versus contrarian behavior) and bh is a constant bias term (opti-
mism/pessimism).

The parameters admit a straightforward interpretation. If gh > 0 and
bh = 0, type h is a trend follower; if gh < 0 and bh = 0, type h is a contrarian.
If gh = 0 and bh ̸= 0, forecasts are purely biased. Finally, gh = bh = 0
corresponds to a fundamentalist rule in the sense that it predicts no systematic
deviation from fundamentals.
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Substituting (3.13) into the deviation pricing equation (3.12) yields

Rxt =
∑︂

h

nh,t

(︂
ghxt−1 + bh

)︂
. (3.14)

This equation summarizes the core mechanism of price making in the Brock
& Hommes (1998) model. Given last period’s deviation xt−1 and the current
composition of trader types {nh,t}H

h=1, the market price (through xt + p∗
t ) is

determined endogenously as a weighted average of the forecasts implied by the
predictors (gh, bh). Hence, fluctuations around the fundamental price arise from
the interaction between heterogeneous forecasting rules and their time-varying
market shares. The remaining building block of the model is the evolution of
these shares over time, i.e. how agents adapt by switching between forecasting
strategies based on their relative performance.

Strategy fitness and the switching mechanism

To evaluate strategies’ relative performance, Brock & Hommes (1998) introduce
a fitness function. As a first step, they define the realized excess return between
t and t + 1,

Rt+1 ≡ pt+1 + yt+1 − Rpt. (3.15)

Using the deviation representation pt = xt + p∗
t , this can be rewritten as

Rt+1 = xt+1 + p∗
t+1 + yt+1 − Rxt − Rp∗

t

Rt+1 = xt+1 − Rxt + p∗
t+1 + yt+1 − Et

(︂
p∗

t+1 + yt+1
)︂

+ Et

(︂
p∗

t+1 + yt+1
)︂

− Rp∗
t

Rt+1 = xt+1 − Rxt + δt+1. (3.16)

By the fundamental pricing relation (3.8), Et(p∗
t+1 +yt+1)−Rp∗

t = 0. The term
p∗

t+1+yt+1−Et

(︂
p∗

t+1 + yt+1
)︂

≡ δt+1 is then referred to as a martingale difference
sequence (MDS). In simple terms, δt+1 captures the effect on fundamental price,
which cannot be predicted based on information at time t., e.g. a random
fundamental shock. Brock & Hommes (1998) treat this component as noise
and set δt+1 = 0 to focus on the endogenous dynamics driven by heterogeneous
expectations.

If we now take the realized excess return Rt+1 and multiply it by the number
of shares zh,t demanded at time t by agent type h (cf. (3.6)), we obtain the
realized profit of that strategy. Since zh,t is based on type h expectations (as
captured by the forecasting component fh,t in (3.13)), this profit provides a
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natural measure of strategy performance, i.e. strategy fitness:

πh,t+1 ≡ Rt+1 zh,t. (3.17)

Furthermore, Brock & Hommes (1998) allow for memory in the performance
evaluation by defining fitness as a weighted average of past realized profits,

Uh,t = πh,t + η Uh,t−1, (3.18)

where Uh,t denotes the fitness of strategy h at time t and η ∈ [0, 1] controls the
strength of memory. A higher η implies that past performance is discounted
more slowly and therefore has a larger influence on current fitness, while η = 0
reduces fitness to current-period profit only.

Finally, the fractions of trader types are updated endogenously based on
their relative fitness. Brock & Hommes (1998) model this switching mechanism
using a discrete choice rule, so that strategies with higher fitness attract a larger
share of agents:

nh,t = exp(βUh,t−1)∑︁H
j=1 exp(βUj,t−1)

, (3.19)

where Uh,t−1 denotes the fitness of strategy h and β ≥ 0 is the intensity of
choice. A higher β implies a stronger and faster reallocation towards better-
performing strategies, while β = 0 implies equal fractions across types.

This mechanism is then repeated every period. Given the current fractions
of trader types, aggregate demand is determined from their heterogeneous ex-
pectations, and the price is then pinned down by the pricing relation. After the
realization of returns, strategy profits and fitness are updated, which in turn
generates new fractions of trader types through the discrete choice switching
rule. The cycle then starts again in the next period. In this way, the Brock &
Hommes (1998) model endogenously generates the asset price dynamics over
time as an outcome of interacting beliefs and trading decisions.

3.1.2 Farmer & Joshi (2002)

Farmer & Joshi (2002) introduced an agent-based model in which price forma-
tion is driven by individual trading decisions that enter the market as orders.
Prices then adjust through a market impact function that maps net order flow
into price changes. To keep the trading mechanism tractable, the model focuses
on market orders, so that transactions can occur out of equilibrium and the
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execution price does not need to be known in advance for large orders. Within
this framework, a small set of heterogeneous agent types (namely value-oriented
traders and trend-followers) submit orders based on simple signals and position
rules, and their interaction through market impact generates endogenous price
dynamics and realistic fluctuations.

Market participants and order flow

To begin with, Farmer & Joshi (2002) distinguish between two broad types
of market participants: directional traders and market makers. Directional
traders submit orders based on their beliefs about future price movements,
whereas market makers provide liquidity by taking the opposite side of incoming
orders and adjusting prices in response to the net order-flow pressure.

A directional trader’s order is determined by the change in the desired
position implied by its beliefs. Specifically, the order submitted by trader i at
time t is defined as

ω
(i)
t = x

(i)
t − x

(i)
t−1, (3.20)

i.e. the difference between the position the trader wishes to hold at time t and
the position held in the previous period.

To keep things simple, positions, orders, and strategies are assumed to be
anonymous. This motivates the assumption that the market maker bases price
formation only on the net order (net order flow), defined as the sum of all
individual orders submitted at a given time:

ωt =
N∑︂

i=1
ω

(i)
t . (3.21)

Market impact and the price formation rule

A single timestep in the trading process can then be decomposed into two parts.
First, directional traders observe the most recent information and submit their
orders ω

(i)
t . Second, the market maker fills the resulting net order at a newly

set price. This price adjustment is summarized by a market impact function
that is increasing in net order flow ωt.

Pt+1 = f(Pt, ωt) . (3.22)

However, equation (3.22) leaves the market impact function f(·) unspecified.
Farmer & Joshi (2002) therefore impose additional structure on f to obtain a
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tractable price formation rule. In particular, they consider a multiplicative
specification of the form

f(P, ω) = P ϕ(ω), ϕ(0) = 1, (3.23)

where ϕ(ω) is increasing in ω so that net buying pressure raises the price and
net selling pressure lowers it.

Next, they introduce an aggregation axiom stating that only the total net
order flow matters for price formation within a period. Formally, two orders
executed sequentially have the same effect as a single order equal to their sum:

f
(︂
f(P, ω1), ω2

)︂
= f

(︂
P, ω1 + ω2

)︂
. (3.24)

This restriction implies that price changes depend on the cumulative net order
imbalance, not on how individual orders are split across time. Substituting the
multiplicative specification (3.23) into the aggregation axiom (3.24) yields

ϕ(ω1 + ω2) = ϕ(ω1)ϕ(ω2). (3.25)

Imposing monotonicity then pins down the unique solution, which is exponen-
tial:

ϕ(ω) = exp
(︃

ω

λ

)︃
, (3.26)

where λ > 0 is a scaling (liquidity) parameter.
Finally, substituting the exponential solution (3.26) back into the multi-

plicative impact rule (3.23) gives

Pt+1 = Pt exp
(︃

ωt

λ

)︃
. (3.27)

It is then convenient to work with log-prices pt ≡ log Pt, in which case (3.27)
becomes a linear impact relation,

pt+1 = pt + 1
λ

ωt. (3.28)

Using the definition of net order flow, ωt = ∑︁N
i=1 ω

(i)
t , and adding an exogenous

disturbance term ξt+1 to capture price changes not explained by directional
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traders, net order flow yields the final price formation equation,

pt+1 = pt + 1
λ

N∑︂
i=1

ω
(i)
t (pt, pt−1, . . . , It) + ξt+1. (3.29)

Here, each individual order ω
(i)
t is given by the change in the directional trader’s

target position, ω
(i)
t = x

(i)
t − x

(i)
t−1, where x

(i)
t is determined by the directional

trader’s strategy based on the available information
(︂
pt, pt−1, . . . , It

)︂
. This

makes clear that price changes are ultimately driven by directional traders’
position-setting rules, which are specified as follows.

Directional trader strategies

Directional traders in Farmer & Joshi (2002) consist of two strategy types:
trend followers and value investors. Trend followers set their target positions
proportional to the recent price change over a fixed horizon,

xt+1 = c
(︂
pt − pt−θ

)︂
, c > 0, (3.30)

where xt+1 is the target position for the next period, c scales the aggressiveness
of the strategy, and θ is the look-back horizon used to measure the trend. A
positive c corresponds to trend following, while c < 0 would imply contrarian
trading.

Value investors, in contrast, base their positions on mispricing relative to
a perceived fundamental value. In the baseline (linear) specification, the value
investor’s target position is proportional to mispricing,

xt+1 = c (vt − pt), c > 0, (3.31)

where vt denotes the (log-)fundamental value perceived by value investors. The
strategy takes a long position when the asset is undervalued (vt > pt) and a
short position when it is overvalued (vt < pt). The parameter c then again
scales the aggressiveness of the strategy.

Farmer & Joshi (2002) also consider a more realistic threshold-based (state-
dependent) value investor who trades only when mispricing is sufficiently large.
In this formulation, the value investor behaves as a simple three-state switching
rule driven by mispricing. Let mt ≡ vt − pt denote mispricing, so that mt > 0
corresponds to an undervalued asset and mt < 0 to an overvalued asset. Instead
of adjusting positions continuously, the trader can be in one of three discrete
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states st ∈ {−1, 0, +1}, interpreted as short, flat, and long. The actual position
is then

xt = αst, (3.32)

so that the trader either holds a fixed long position of size α, a fixed short
position of size α, or no position at all.

Switching between states is governed by two thresholds: an entry threshold
T > 0 and an exit threshold 0 ≤ τ < T . When the trader is flat (st = 0), it
opens a long position if mt ≥ T and a short position if mt ≤ −T . Once in a
position, it exits when mispricing has reverted sufficiently close to fundamen-
tals: a long position is closed when mt ≤ τ , and a short position is closed when
mt ≥ −τ . The use of distinct entry and exit thresholds prevents excessive
switching when prices fluctuate around fundamental value and captures the
idea that small mispricings are not worth trading.

Because positions are discrete, orders arise only when the state changes.
The order submitted between t and t + 1 is the change in position,

ωt+1 = xt+1 − xt = α (st+1 − st), (3.33)

so opening a long position from flat generates a buy order of size α, closing a
long generates a sell order of size α, and analogously for short positions. In this
way, the threshold value investor trades infrequently but with non-negligible
size, entering only when mispricing becomes large and exiting once the price
has moved sufficiently back toward the perceived fundamental value.

Analogously, the linear trend rule of equation (3.30) can be extended into
a state-dependent threshold form by introducing entry and exit thresholds
(Tt, τt), mirroring the construction of the threshold value investor. Farmer
& Joshi (2002) adopt this symmetric extension in their heterogeneous-market
simulation, and the empirical part of this thesis follows that variant, using the
threshold formulation for both value investors and trend followers.

To summarize, Farmer & Joshi (2002) model generates prices from the
bottom up through the interaction of heterogeneous directional traders and
a market maker. At the start of a simulation, a population of directional
traders is specified (trend followers and value investors) and their strategy
parameters (e.g., c, θ, T , τ , α) are drawn from chosen distributions to represent
heterogeneity. In each period, agents update their target positions based on the
available information, which determines their individual orders ω

(i)
t = x

(i)
t −x

(i)
t−1

and the resulting net order flow ωt = ∑︁
i ω

(i)
t . The market maker then maps this
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net order flow into the next-period log-price via the market impact equation
(3.29). Repeating this sequence over time produces an endogenous price series
driven by the evolving orders implied by heterogeneous trading rules.

3.1.3 Alfarano et al. (2008)

Alfarano et al. (2008) develop an analytically tractable herding-based market
model designed to explain time variation in higher moments of returns. The
core behavioral block is a simple variant of Kirman (1993) “ant” recruitment
process: a fixed population of N noise traders switches between two sentiment
states (optimistic vs. pessimistic) due to (i) idiosyncratic, autonomous switch-
ing and (ii) social interaction (recruitment), which then generates endogenous,
persistent fluctuations in the population composition. A key distinction in their
analysis is whether transition rates between states are specified in an extensive
or non-extensive way: in the extensive case the fluctuations self-average and
vanish as N grows, whereas in the non-extensive case aggregate sentiment re-
mains volatile even for large markets, allowing stylized facts to survive even as
N → ∞.

In particular, Alfarano et al. (2008) obtain the non-extensive version by
relaxing the extensivity condition and specifying transition rates directly in
terms of occupation numbers. Let n denote the number of optimistic noise
traders (and N −n the number of pessimists). The resulting one-step transition
rates for the sentiment composition (i.e., n → n ± 1) are

p(n → n + 1) = (N − n)
(︂
a + bn

)︂
,

p(n → n − 1) = n
(︂
a + b(N − n)

)︂
,

(3.34)

where a captures idiosyncratic (autonomous) switching and b measures the
strength of social interaction (recruitment).Together, these transition rates de-
fine a continuous-time Markov jump process for the sentiment composition
n(t).

To translate sentiment dynamics into prices, the authors embed this two-
state herding mechanism into a simple noise-trader/fundamentalist pricing
framework. Since the pricing relation is easier to express in terms of a sin-
gle state variable, it is convenient to summarize the sentiment composition by
an aggregate index. Specifically, Alfarano et al. (2008) define the population
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configuration index
x(t) = 2n(t)

N
− 1 ∈ [−1, 1], (3.35)

which maps the number of optimistic noise-traders into a normalized measure of
market mood: x(t) = 1 corresponds to all traders being optimistic (n(t) = N),
x(t) = −1 to all being pessimistic (n(t) = 0), and x(t) = 0 to a balanced
population (n(t) = N/2). In this way, the two-state herding dynamics of noise-
traders can be tracked through the single macro variable x(t).

In economic terms, optimistic noise traders then submit buy orders of a fixed
size Tc > 0 per trader, whereas pessimistic noise traders submit sell orders of
the same size Tc. The resulting excess demand of noise traders is therefore
proportional to the population imbalance x(t) and can be written as

EDc(t) = N Tc x(t). (3.36)

In addition to noise traders, the model includes a group of fundamental-
ists who trade against mispricing relative to a perceived fundamental value pf .
Their orders are increasing in the deviation of the market price from funda-
mentals: they buy when the asset is undervalued (p(t) < pf ) and sell when it is
overvalued (p(t) > pf ). The corresponding excess demand of fundamentalists
is specified as

EDf (t) = NfTf ln
(︄

pf

p(t)

)︄
, (3.37)

where Nf denotes the number of fundamentalists and Tf > 0 is the (per-capita)
trading intensity.

Having specified the excess-demand schedules of noise traders and funda-
mentalists, the price adjustment is closed by a standard Walrasian market
maker mechanism. In continuous time, relative price changes are proportional
to aggregate excess demand,

1
p(t)

dp(t)
dt

= β
(︃

EDf (t) + EDc(t)
)︃

, (3.38)

where β > 0 controls the speed of price adjustment.
To obtain an analytically tractable pricing relation, the model is closed

by two simplifying assumptions. First, the relative scale of the two demand
components is normalized without loss of generality by setting

NfTf

NTc

= 1. (3.39)
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Second, the market maker is assumed to clear the market instantaneously,
which corresponds to taking the limit β → ∞ in the Walrasian adjustment rule.
In this case, the price adjusts immediately so that aggregate excess demand
vanishes at each instant,

EDf (t) + EDc(t) = 0. (3.40)

Substituting EDf (t) = NfTf ln
(︂
pf/p(t)

)︂
and EDc(t) = NTc x(t) and using

(3.39) yields

ln
(︃

pf

p(t)

)︃
+ x(t) = 0 =⇒ ln p(t) = ln pf + x(t) =⇒ p(t) = pf ex(t). (3.41)

Finally, the price relation (3.41) implies an immediate link between returns
and sentiment dynamics. Define the log-return over horizon τ as

r(t; τ) = ln p(t + τ) − ln p(t). (3.42)

Using ln p(t) = ln pf + x(t) from (3.41) gives

r(t; τ) =
(︂
ln pf + x(t + τ)

)︂
−
(︂
ln pf + x(t)

)︂
= x(t + τ) − x(t), (3.43)

so (for constant pf over the horizon) returns are governed by changes in the
sentiment index. Equation (3.43) therefore makes the key implication trans-
parent: for a constant pf over the horizon τ , log-returns are entirely driven by
changes in the sentiment index, r(t; τ) = x(t+τ)−x(t). Hence, the model links
price fluctuations directly to the underlying herding dynamics driving x(t).

3.1.4 Franke & Westerhoff (2012)

Franke & Westerhoff (2012) propose a heterogeneous-agent asset-pricing model
in which the market is populated by two trading types, fundamentalists and
chartists, whose orders generate excess demand and thereby drive price changes.
A central focus of their paper is model selection: Franke & Westerhoff (2012)
estimate and compare several alternative specifications that differ in the way
agents switch between trading rules. Importantly, the pricing equation and the
order (demand) functions of fundamentalists and chartists are identical across
all considered variants; the competing specifications differ only in the switching
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mechanism for the fractions of trader types. In what follows, I focus on the
DCA–HPM specification, the top-performing variant in their model comparison.

The model starts from an out-of-equilibrium price adjustment mechanism
in which a market maker updates the price in response to aggregate excess
demand. Specifically, the next period price is obtained by adding a demand-
driven price change to last period’s price,

pt = pt−1 + µ
(︃

nf
t−1d

f
t−1 + nc

t−1d
c
t−1

)︃
,

where df
t−1 and dc

t−1 denote the average orders (demands) of fundamentalists
and chartists, respectively, and nf

t−1 and nc
t−1 are their population fractions.

The parameter µ > 0 captures how sensitively prices react to order flow. Hence,
the model’s price dynamics are pinned down by the interaction of (i) type-
specific demand rules and (ii) the time-varying composition of trader types.

To make this interaction operational, the next step is to specify the type-
specific demand rules explicitly. Fundamentalists are mean-reverting traders:
they buy when the asset is undervalued (pt < p∗) and sell when it is overvalued
(pt > p∗), so that their demand is proportional to the mispricing p∗ − pt.
Chartists, in contrast, extrapolate recent price changes and thus follow trends.
Formally, their average orders are given by

df
t = ϕ (p∗ − pt) + εf

t , εf
t ∼ N

(︂
0, σ2

f

)︂
, (3.44)

dc
t = ω (pt − pt−1) + εc

t , εc
t ∼ N

(︂
0, σ2

c

)︂
, (3.45)

where ϕ > 0 controls the strength of mean reversion and ω > 0 captures trend
extrapolation. The error terms εf

t and εc
t then represent idiosyncratic trad-

ing noise, introducing random fluctuations around the deterministic demand
components. Importantly, we further assume that the idiosyncratic noise com-
ponents εf

t and εc
t are mutually independent (and independent over time). As a

result, the stochastic component of excess demand is a weighted sum of two in-
dependent noise terms, implying that the conditional variance of returns varies
with the evolving market shares of fundamentalists and chartists. Hence, time-
varying volatility (and volatility clustering) emerges endogenously from the
switching dynamics, rather than being imposed via an exogenous volatility
process.

To wrap up the model, it is then important to specify how the population
fractions of the two trader types evolve over time. Franke & Westerhoff (2012)
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consider two alternative switching mechanisms that map a relative attractive-
ness index at into the fractions nf

t and nc
t : a Discrete Choice Approach (DCA),

which updates the fractions directly via a logistic rule, and a Transition Prob-
ability Approach (TPA), which specifies switching probabilities between types
and updates fractions through their implied flows.

In both approaches, at is constructed from a combination of four socio-
economic components: herding (H), wealth/performance (W), a time-invariant
predisposition term (P), and misalignment (M). In what follows, however, I
focus only on the best-performing specification reported in the paper, the DCA–
HPM model. Under DCA, the fraction of fundamentalists is given by

nf
t = 1

1 + exp
(︂
−b at−1

)︂ , nc
t = 1 − nf

t , (3.46)

where b > 0 is the intensity-of-choice parameter. In the DCA–HPM variant,
attractiveness is the sum of herding, predisposition, and misalignment compo-
nents,

at = a0 + aH

(︂
nf

t−1 − nc
t−1

)︂
+ aM

(︂
pt−1 − p∗

)︂2
, (3.47)

where a0 captures a constant predisposition toward one rule, the herding term
makes the currently larger group more attractive, and the misalignment term
increases the attractiveness of fundamentalism when prices deviate strongly
from the fundamental value p∗.

Overall, the Franke & Westerhoff (2012) model generates asset price dynam-
ics from the interaction of mean-reverting fundamentalists and trend-following
chartists, whose population fractions are determined by a DCA switching rule
based on the relative attractiveness at. Given these fractions, each type submits
orders according to its demand function, which together generate aggregate ex-
cess demand and through the market maker’s pricing equation determine the
next-period price. Repeating this mechanism each period produces nonlinear
price dynamics and endogenously time-varying volatility, as the market shares
(and hence the impact of type-specific demand shocks) evolve through the
switching dynamics.



Chapter 4

Data

This thesis uses daily closing prices of three assets: the S&P 500 index (ˆGSPC),
Bitcoin (BTC-USD), and Ethereum (ETH-USD), all retrieved from Yahoo Finance.
The S&P 500 index serves as the representative equity market benchmark, while
Bitcoin and Ethereum are selected as the two largest cryptocurrencies by mar-
ket capitalisation, together accounting for the vast majority of the cryptocur-
rency market.

Daily log-returns are computed as rt = ln Pt − ln Pt−1, where Pt denotes the
closing price on day t. Since cryptocurrencies trade continuously (including
weekends and holidays), while the S&P 500 follows US equity trading days, the
cryptocurrency price series are aligned to the S&P 500 trading calendar: for
each S&P 500 trading day, the corresponding cryptocurrency closing price is
matched, and log-returns are computed only over these aligned dates, so that
all three series share identical observation dates. This alignment ensures that
the three return series share the same implicit time unit (one observation per
business day), so that the scale-dependent parameters of the heterogeneous-
agent models — volatilities, autocorrelation-shaping weights, and switching
intensities — are directly comparable across markets in the cross-market Wald
tests of Section 6.2. Two limitations of this convention should be noted. First,
price movements in BTC and ETH on weekends and US public holidays are
absorbed into the next aligned trading-day return rather than entering as sep-
arate observations. Second, the closing windows are shifted by 3–4 hours: the
S&P 500 (NYSE) 24-hour return ends at 4:00 p.m. ET, while the cryptocur-
rency 24-hour return ends at 00:00 UTC, as reported by Yahoo Finance. The
sensitivity of this alignment choice is examined in Appendix B, which com-
pares the headline B-day BTC estimation with a 7-day calendar specification
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(no aggregation, T = 2,973).
The common sample period is determined by the availability of Ethereum

data on Yahoo Finance, which begins on November 9, 2017. After alignment,
all three series span from November 10, 2017 to December 31, 2025, yielding
T = 2,045 daily log-return observations per asset.

Table 4.1 reports summary statistics for the common sample. Several styl-
ized facts are immediately apparent. First, the cryptocurrency series exhibit
substantially higher volatility than equities: the standard deviation of BTC and
ETH returns is roughly 3–4 times that of the S&P 500. Second, all three series
display negative skewness and kurtosis well above the Gaussian benchmark of
3, indicating heavy-tailed and left-skewed return distributions. Third, the first-
order autocorrelation of absolute returns, Autocorrelation Function (ACF)1(|r|),
is positive and substantial for all three series, confirming the presence of volatil-
ity clustering. This effect is particularly pronounced for the S&P 500 (0.369),
consistent with the well-documented persistence of equity volatility. These dis-
tributional properties — fat tails, asymmetry, and volatility clustering — are
precisely the stylized facts that heterogeneous agent models are designed to
replicate, and they motivate the choice of target moments used in our SMM

estimation.

Table 4.1: Summary statistics of daily log-returns

T Mean Std. dev. Skew. Kurt. ACF1(r) ACF1(|r|)
S&P 500 2045 0.0005 0.0123 −0.66 17.98 −0.149 0.369
BTC 2045 0.0012 0.0422 −0.71 13.86 −0.029 0.134
ETH 2045 0.0011 0.0550 −0.58 11.74 −0.031 0.128

Notes: Common sample period: 2017-11-10 to 2025-12-31. Log-returns from daily
closing prices (Yahoo Finance). Cryptocurrency prices aligned to S&P 500 trading

days. Kurtosis denotes regular (Pearson) kurtosis, consistent with the SMM moment
definition in Chapter 5; the Gaussian benchmark is 3. ACF1(r) and ACF1(|r|)

denote the first-order autocorrelation of returns and absolute returns, respectively.

Rescaling to a common volatility target. HAM parameters fall into three
groups: behavioural (intensities of choice, herding rates, memory), noise (e.g. σε

in BH, σf in ALW), and scaling (e.g. price impact in FJ). With cryptocurrency
returns 3–4 times more volatile than equities, raw-return estimates conflate
genuine behavioural differences with a trivial volatility-gap channel: noise and
scaling parameters inherit the return amplitude mechanically, and behavioural
parameters such as β or gc are also affected, since they are responsive to profit
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differentials and price deviations whose magnitudes scale with volatility. To iso-
late the behavioural channel, each series is rescaled to a common unconditional
standard deviation by a pure multiplicative transformation,

rresc
t = rt · σtarget

σ̂market
, σtarget = exp

(︂
1
3
∑︁

m ln σ̂m

)︂
≈ 0.0306, (4.1)

where σtarget is the geometric mean of the three raw standard deviations. The
transformation is purely multiplicative, so all scale-invariant moments — skew-
ness, kurtosis, the Hill tail index, and the autocorrelations ρr(k), ρ|r|(k), ρr2(k)
— are preserved exactly. After rescaling, cross-market parameter differences re-
flect genuine behavioural divergence rather than the volatility gap; the analysis
in Chapter 6 therefore places primary economic weight on behavioural param-
eters. Per-market scaling factors are in Table 4.2; all subsequent estimation
and Monte Carlo exercises use the rescaled series.

Table 4.2: Rescaling factors

σ̂market Factor c = σtarget/σ̂market
S&P 500 0.01229 2.487
BTC 0.04223 0.724
ETH 0.05502 0.555

Notes: Target volatility σtarget ≈ 0.0306. The transformation rresc
t = c · rt is purely

multiplicative, so rescaled series have σ̂resc = σtarget identically across markets while
all scale-invariant moments are preserved exactly.

For the analysis of structural breaks in estimated parameters around the
introduction of spot ETFs, each cryptocurrency log-return series is split into a
pre-ETF and post-ETF sub-period. Both sub-periods are then rescaled by the
same per-market factor c = σtarget/σ̂market from equation (4.1), computed from
the full-period standard deviation of the respective cryptocurrency, so that any
volatility-level shift across the structural break is preserved. The exact split
dates and the resulting sub-sample sizes are discussed in Chapter 5.



Chapter 5

Simulation Setup

This chapter presents the framework employed to empirically verify our hy-
potheses. The primary objective is to compare the performance of different
HAMs and evaluate their ability to replicate key stylized facts observed in finan-
cial markets. Furthermore, the analysis aims to assess how well these models
capture the underlying market dynamics across distinct environments. Specif-
ically, the analysis compares equity and cryptocurrency markets and examines
potential structural changes associated with the introduction of cryptocurrency
ETFs.

5.1 Model Estimation and Performance Compari-
son

This section describes the estimation framework used to estimate the four het-
erogeneous agent models introduced in Chapter 3. All models are estimated
using the SMM, with a unified set of target moments, a common weighting
matrix, and a two-stage global–local optimisation strategy.

5.1.1 General Setting

The estimation framework is implemented in Python 3.11 and the model simu-
lation routines, moment computation functions, and the SMM objective are cus-
tom implementations developed for this thesis. The specific reference codes that
inspired each model implementation are discussed in Subsection 5.1.5. As the
estimation is computationally demanding, I take advantage of MetaCentrum,
a distributed computing infrastructure provided by the e-INFRA CZ project
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(ID:90254), supported by the Ministry of Education, Youth and Sports of the
Czech Republic.

For each model, the simulated return series has the same length as the em-
pirical data, Tsim = Tdata = 2,045, so that the simulated and empirical moments
are computed from samples of equal size, which Zila & Kukacka (2023) show to
be sufficient as further extending the simulation horizon yields only marginal
precision gains. To eliminate the influence of initial conditions, a burn-in of
Tburn observations is prepended: the model simulates Tburn + Tsim observations
and the first Tburn are discarded. Following Zila & Kukacka (2023), the burn-in
is set to Tburn = 200 for the FJ, ALW, and FW models. For the BH model the
burn-in is extended to Tburn = 500 to allow the adaptive belief system, in which
the discrete-choice fractions evolve through accumulated fitness, sufficient time
to settle out of its initial transient before the moments are computed. To reduce
the sampling variability of simulated moments, each evaluation of the SMM ob-
jective averages over S = 100 independent replications. For each model–market
combination, the full estimation procedure is repeated ten times with different
seed sets—namely seeds 1–100, 101–200, . . ., 901–1,000—and the run yielding
the lowest loss is selected for subsequent model comparison.

5.1.2 Estimation Method

All four models are estimated using the Simulated Method of Moments. Let
mdata denote the D-dimensional vector of moments computed from the empir-
ical return series, and let msim(θ) denote its simulated counterpart, obtained
by averaging the moment vectors over S independent simulation replications
for a given parameter vector θ. The SMM estimator θ̂ minimises the quadratic
loss function

L(θ) =
(︂
msim(θ) − mdata

)︂′
W

(︂
msim(θ) − mdata

)︂
, (5.1)

where W is a positive semi-definite weighting matrix discussed in Subsec-
tion 5.1.4. If any simulation replication produces non-finite values (e.g. due
to numerical divergence), the objective function returns a large penalty value
(1018) rather than raising an exception, ensuring that the optimiser can pro-
ceed even when parts of the parameter space lead to unstable model dynamics.
Since the objective function must be evaluated by simulation and its land-



5. Simulation Setup 31

scape is typically multimodal, I employ a two-stage global–local optimisation
strategy.

In the first stage, a global search is performed using the Differential Evolu-
tion (DE) algorithm (Storn & Price 1997), a population-based stochastic opti-
miser well suited for non-smooth, multimodal objectives. DE is implemented via
scipy.optimize.differential_evolution with maxiter = 100 generations,
a population size of popsize = 30 (i.e. 30 × q candidate solutions, where
q is the number of parameters), and built-in L-BFGS-B polishing enabled
(polish = True). To ensure reproducibility, the DE optimiser is initialised with
a fixed random seed (seed = 42) that is held constant across all ten estima-
tion runs, so that any variation in the resulting estimates is driven solely by
the different SMM simulation seed sets used in the objective. In addition, the
updating = "deferred" strategy is employed, which makes the algorithm’s be-
haviour invariant to the order in which candidate solutions are evaluated by
parallel workers.

In the second stage, the DE solution is refined locally using the Nelder–Mead
simplex algorithm (Nelder & Mead 1965), with a maximum of 500 iterations.
Since Nelder–Mead is an unconstrained method, soft bound penalties are added
to the objective: a quadratic penalty of 106 ·max(0, θmin −θi)2 (and analogously
for the upper bound) is imposed for each parameter that violates its bounds,
gently steering the simplex back into the feasible region without creating dis-
continuities in the objective surface.

The rationale for the two-stage approach is as follows. DE explores the
parameter space broadly and is unlikely to get trapped in local minima, but
it may not converge to a high-precision solution within the allotted number of
generations. Nelder–Mead, starting from the DE solution, efficiently exploits
the local geometry of the loss surface to obtain a more precise estimate. In
summary, each estimation run consists of: (i) global search via DE with L-
BFGS-B polishing, followed by (ii) local refinement via Nelder–Mead.

5.1.3 Moment Selection

The choice of target moments is guided by two considerations: the moments
should capture the key stylized facts of financial returns, and their number
D must exceed the largest number of estimated parameters qmax across all
models in order to enable overidentification testing. I adopt the FWCHL17
moment set, a D = 17 dimensional vector that combines moments from Franke
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& Westerhoff (2012) and Chen & Lux (2018), following the taxonomy of Zila
& Kukacka (2023). The full list of moments is presented in Table 5.1.

Table 5.1: FWCHL17 moment set (D = 17)

Label Description Source
RAW-VAR Variance of rt FW, CHL
RAW-KURT Kurtosis of rt CHL
RAW-AC1 ρr(1) FW, CHL
ABS-HILL5 Hill tail index α̂ (5%) FW
ABS-ACk, k ∈ {1, 5, 10, 15, 20, 25, 50} Smoothed ρ|r|(k) FW, CHL
SQR-ACk, k ∈ {1, 5, 10, 15, 20, 25} Smoothed ρr2(k) CHL

Notes: FW refers to the moment set of Franke & Westerhoff (2012), CHL to Chen
& Lux (2018). Kurtosis denotes regular (not excess) kurtosis. The Hill tail index is

computed from the top 5% of |rt|.

The first three moments capture the scale, tail heaviness, and short-run
linear dependence of the raw return series. The Hill tail index α̂, estimated
from the upper 5% quantile of absolute returns, summarises the heaviness of the
return distribution’s tails. The autocorrelations of absolute and squared returns
at various lags capture the volatility clustering and long-memory properties
that are among the most robust stylized facts of financial data (Cont 2001).

The computation of these moments follows several conventions from Franke
& Westerhoff (2012) and Zila & Kukacka (2023). Autocorrelations of absolute
and squared returns are smoothed over neighbouring lags to reduce the impact
of outliers: for lag k > 1, the reported value is the average of ρ(k−1), ρ(k), and
ρ(k + 1); for k = 1, only ρ(1) and ρ(2) are averaged. Autocorrelations of raw
returns are not smoothed. All autocorrelation coefficients are standardised, i.e.
ρ(k) = ∑︁

t(xt − x̄)(xt−k − x̄)
/︂∑︁

t(xt − x̄)2.
The choice of D = 17 moments ensures overidentification for all four models.

The largest number of estimated parameters is q = 9 for the Farmer & Joshi
(2002) model, yielding D − q = 8 degrees of freedom for the J-test. For
the remaining models — Brock & Hommes (1998) (q = 5), Alfarano et al.
(2008) (q = 3), and Franke & Westerhoff (2012) (q = 8) — the degree of
overidentification is even larger.
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5.1.4 Weighting Matrix

The weighting matrix W in (5.1) determines the relative importance assigned
to each moment condition. I use a diagonal bootstrap weighting matrix,

W = diag
(︄

1
σ̂2

1
,

1
σ̂2

2
, . . . ,

1
σ̂2

D

)︄
, (5.2)

where σ̂2
j denotes the bootstrap variance of the j-th empirical moment, esti-

mated from B = 5,000 overlapping block-bootstrap replications with a block
length of 250 trading days (Zila & Kukacka 2023).

The diagonal specification is preferred over the theoretically optimal full
inverse covariance matrix Σ̂

−1 for the following reason. The 17-dimensional
FWCHL17 moment set contains several blocks of highly correlated moments
— for instance, the autocorrelations of absolute returns at lags 1 through 25
exhibit pairwise correlations exceeding 0.95. As a result, the bootstrap covari-
ance matrix Σ̂ is near-singular, with a condition number on the order of 1011,
and its inverse amplifies estimation noise in the off-diagonal elements. In pre-
liminary estimation experiments, the full Σ̂

−1 led to parameter estimates that
matched certain linear combinations of moments closely but produced poor
fits for individual moments — a phenomenon driven by the large off-diagonal
elements with alternating signs in the inverse of a near-singular matrix. By
contrast, the diagonal weighting matrix in (5.2) weighs each moment indepen-
dently according to its bootstrap precision, avoids the ill-conditioning problem
entirely, and consistently yields better individual moment fits across all models.

5.1.5 Model-Specific Implementation and Parameter Bounds

Each model is estimated over a bounded parameter space, with bounds cho-
sen to cover economically meaningful values while ensuring numerical stability.
This subsection documents the bounds for each model, notes which parameters
are fixed (and why), and highlights the key implementation choices.

Brock & Hommes (1998)

The implementation of the Brock & Hommes (1998) model follows the R refer-
ence code of Kukacka & Kristoufek (2021) and adopts the two-type specification
with the fitness timing convention of Hommes (2006), where the demand enter-
ing the fitness evaluation is based on the forecast formed two periods ago rather
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than one. The fundamentalist type has forecast parameters gf = 0 and bf = 0,
i.e. it forecasts a zero deviation of the price from its fundamental value; this
generates an active mean-reverting demand whenever the current price is away
from the fundamental, since the corresponding excess demand is proportional
to (0 − Rxt) = −Rxt. The chartist type extrapolates past price deviations via
gc and may hold a constant bias bc. Following the reference implementation,
the pricing equation includes an additive noise term σε ·ϵt (ϵt ∼ N (0, 1)). While
the reference code treats the noise strength as an exogenously fixed argument,
I include σε among the estimated parameters, allowing the SMM procedure to
estimate the magnitude of pricing noise directly from the data. The risk-free
gross return is set to R = 1.0001, matching the reference code.

Table 5.2: Parameter bounds: Brock & Hommes (1998)

Symbol Description Lower Upper
β Intensity of choice 0 150
gc Chartist trend extrapolation −4 4
bc Chartist bias −1 1
η Fitness memory 0 1
σε Pricing noise std 10−6 0.5

Notes: 5 estimated parameters. The fundamentalist is defined by gf = 0, bf = 0.
Initial conditions: x0 ∼ U [−0.01, 0.01], n0

f = 0.5. Burn-in: 500.

Farmer & Joshi (2002)

The implementation of the Farmer & Joshi (2002) model is based on the MAT-
LAB replication of Herb (2014). The market is populated by Nv = 200 value
investors and Nt = 200 trend followers; each agent is parameterised by an entry
threshold T (i) ∼ U [Tmin, Tmax], an exit threshold τ (i) ∼ U [τmin, τmax], and ad-
ditional heterogeneity in the perceived-value offset (for value investors) or the
lookback horizon (for trend followers). Capital scaling for both populations is
tied to a single shared parameter a (av = at = a), following the reference code,
and the fundamental value follows a random walk with ση = σξ, in line with
the original FJ parametrisation (Farmer & Joshi 2002).

The remaining structural components are the dispersion of value investors’
perceived fundamental (νmax, with ν(i) ∼ U [−νmax, νmax]), the exogenous price
noise std σξ, and the market-impact scale λ, which is fixed at unity since it is
not separately identifiable from the capital scaling a.
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Since jointly estimating the eight entry- and exit-threshold bounds across
both agent populations produces a degenerate objective in which distinct com-
binations yield indistinguishable aggregate dynamics, the optimiser cannot re-
liably converge to a unique solution across runs. I therefore anchor the entry-
threshold minima Tv,min and Tt,min at a single fixed common value Tmin = 0.025
across all three markets, treating it as a hyperparameter rather than an esti-
mated parameter.

For the exit thresholds, I adopt a fractional reparametrisation that prevents
the optimiser from spending compute on configurations where τmin > τmax or
τmax ≥ Tmin, which would correspond to empty or strategy-breaking exit ranges.
Each exit range is encoded by a lower bound τlo together with a fractional scale
τfrac ∈ [0, 1], with τfrac mapping linearly onto the available range [τlo, Tmin − δ]
(where δ is a small numerical margin guaranteeing τ < T for every agent). The
remaining bounds on Tmax are likewise derived from Tmin (specifically, Tmax ∈
[Tmin, 10 Tmin]), so that the entry-threshold search space scales coherently with
the chosen anchor. Together, these choices yield a 9-parameter specification
with bounds reported in Table 5.3.

Table 5.3: Parameter bounds: Farmer & Joshi (2002)

Symbol Description Lower Upper
a Capital scaling (tied) 10−6 0.5
Tv,max Value entry threshold (max) Tmin 10 Tmin
Tt,max Trend entry threshold (max) Tmin 10 Tmin
νmax Perceived-value offset range 0 10
σξ Exogenous price noise std 0.001 0.1
τv,lo Value exit threshold (lower) −Tmin Tmin − δ
τv,frac Value exit fractional position 0 1
τt,lo Trend exit threshold (lower) −Tmin Tmin − δ
τt,frac Trend exit fractional position 0 1
Tied constraints
av, at Capital scaling per population av = at = a
ση Fundamental RW noise std ση = σξ

Anchored hyperparameter
Tmin Entry threshold minimum 0.025
Fixed parameters
θmax Max lookback horizon 100
λ Market impact scale 1

Notes: 9 estimated parameters. The entry-threshold minimum is anchored at
Tmin = 0.025 across all three markets. Numerical margin δ = 0.05 Tmin. 200 value

investors + 200 trend followers. Burn-in: 200.
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Alfarano et al. (2008)

The implementation of the Alfarano et al. (2008) model follows the R reference
code of Kukacka & Kristoufek (2021) and uses the Langevin approximation
for the sentiment dynamics, which provides a fast and analytically tractable
alternative to the discrete agent-level simulation. Compared to the reference
implementation, a finite-population correction term 4a/Nx is included in the
diffusion coefficient, ensuring that the variance of the sentiment process re-
mains well-defined even for moderately small populations. The number of noise
traders is set to Nx = 100. The demand-scale normalisation NfTf/(NTc) = 1
in equation (3.39) is preserved in the empirical implementation by fixing the
sentiment-to-return scaling parameter at γ = 1, in line with the closed-form
pricing relation of the original model. The remaining three parameters are
estimated within the bounds listed in Table 5.4.

Table 5.4: Parameter bounds: Alfarano et al. (2008)

Symbol Description Lower Upper
a Idiosyncratic switching intensity 10−5 1
b Herding intensity 10−5 5
σf Fundamental noise std 10−5 0.2

Notes: 3 estimated parameters. The sentiment-to-return scaling is fixed at γ = 1,
consistent with the demand-scale normalisation Nf Tf /(NTc) = 1 underlying

equation (3.39). Nx = 100, ∆t = 1, x0 = 0. Burn-in: 200.

Franke & Westerhoff (2012)

The implementation of the Franke & Westerhoff (2012) DCA–HPM model is
based on the Python replication of Ritzwoller (2016) and the MATLAB repli-
cation of Herb (2014). The intensity of choice βfw is not estimated but fixed
at unity, as it enters the attractiveness index at as a multiplicative constant
and can therefore be absorbed into the remaining switching parameters. The
fundamental value is fixed at p∗ = 0 throughout the simulation. The bounds
on the remaining eight parameters (Table 5.5) follow the ranges used by Zila &
Kukacka (2023), widened where necessary to avoid constraining the optimiser
on different empirical samples.
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Table 5.5: Parameter bounds: Franke & Westerhoff (2012) DCA–HPM

Symbol Description Lower Upper
ϕ Fundamentalist demand strength 0 0.5
χ Chartist demand strength 0 4
σf Fundamentalist noise std 0.1 1
σc Chartist noise std 2 25
αh Herding weight 1 6
αp Predisposition −1 1
αm Misalignment weight 1 35
µ Price impact coefficient 0.001 0.1
Fixed parameters
βfw Intensity of choice 1 (absorbed)
p∗ Fundamental value 0

Notes: 8 estimated parameters. Bounds follow Zila & Kukacka (2023), Table 4.
Initial conditions: P0 = 0, n0

f = 0.5. Burn-in: 200.

5.1.6 Model Fit Evaluation: J-test

When the number of moment conditions D exceeds the number of estimated
parameters q, the model is overidentified and it is possible to test whether
the fitted model can adequately replicate all target moments simultaneously.
Under standard regularity conditions, Hansen (1982) shows that the minimised
SMM objective evaluated at the estimated parameters,

J = L(θ̂) =
(︂
msim(θ̂) − mdata

)︂′
W

(︂
msim(θ̂) − mdata

)︂
, (5.3)

asymptotically follows a χ2
D−q distribution under the null hypothesis that the

model is correctly specified, provided that W equals the efficient weighting ma-
trix Σ̂

−1. A large value of J (equivalently, a small p-value) indicates that
the model cannot jointly replicate the target moments, while failure to reject
suggests that the discrepancies are consistent with sampling variation.

Since I use a diagonal weighting matrix rather than the efficient Σ̂
−1 (cf.

Subsection 5.1.4), the χ2
D−q reference distribution is not strictly valid. The

p-values reported in Chapter 6 should therefore be interpreted as indicative
rather than as formal tests at conventional significance levels. Therefore, I use
the J-statistic primarily as a comparative measure across models and markets
where lower values of J indicate a closer match between simulated and empirical
moments under the given weighting scheme.
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5.1.7 Monte Carlo Model Comparison

To complement the J-statistic with a more detailed assessment of model fit,
I evaluate each estimated model through a Monte Carlo exercise. For each
model and market, the estimated parameters θ̂ are held fixed and the model
is simulated NMC = 1,000 times using seeds disjoint from those used during
estimation, so that the evaluation reflects the model’s generative properties
under fresh randomness rather than the specific noise draws that shaped the
objective during optimisation. For each replication i, the FWCHL17 moment
vector msim

i is computed, yielding a 1,000 × D matrix of simulated moments
per model.

The following metrics are then derived from the Monte Carlo moment dis-
tributions.

Comparable loss. The moment vectors are first averaged across replications,
m̄sim = N−1

MC
∑︁NMC

i=1 msim
i , and the quadratic loss is evaluated at the mean,

Lcomp =
(︂
m̄sim − mdata

)︂′
W

(︂
m̄sim − mdata

)︂
. (5.4)

This quantity mirrors the estimation procedure, which also averages moments
over S seeds before computing the loss. It measures how far the model’s ex-
pected moments lie from the data after simulation noise has been averaged out,
and serves as the primary ranking metric across models.

Per-seed loss distribution. In addition to the comparable loss, the quadratic
loss Li = (msim

i − mdata)′W(msim
i − mdata) is computed for each individual

replication i. The distribution of {Li}NMC
i=1 — summarised by its mean, median,

and 5th/95th percentiles — reveals how much the loss varies across simulation
runs. A model with a low comparable loss but a heavy-tailed per-seed distri-
bution produces realistic moments on average, but individual runs may deviate
substantially from the data.

Moment-level diagnostics. For each moment j, the model’s per-moment fit
is summarised by the moment t-statistic

tj =
m̄sim

j − mdata
j

σ̂boot
j

, (5.5)
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where σ̂boot
j = 1/

√︂
Wjj is the bootstrap standard error of the j-th empirical

moment, taken directly from the diagonal of W in (5.2). Standardising by the
bootstrap precision rather than by |mdata

j | avoids the instability of relative-bias
measures at moments whose empirical values lie close to zero, most notably the
first-order autocorrelation of raw returns. A value of |tj| ≳ 2 flags a moment
whose deviation exceeds what could plausibly be attributed to finite-sample
variation.

Together, these three diagnostics provide a comprehensive picture of each
model’s ability to replicate the empirical stylized facts. The results of these
Monte Carlo exercises for all four models across all three markets are presented
in Chapter 6.

5.2 Testing Cross-Market Parameter Differences

5.2.1 Wald test

To assess whether the estimated behavioural parameters of the HAMs differ be-
tween cryptocurrency and equity markets, I employ a Wald test for parameter
equality. This approach allows for a simultaneous evaluation of all estimated
coefficients, testing whether the two estimated models share the same under-
lying parameter structure.

The null and alternative hypotheses are defined as follows:

H0 : θC = θE, H1 : θC ̸= θE, (5.6)

where θC and θE denote the vectors of estimated parameters for the cryptocur-
rency and equity markets, respectively.

In the general case, the Wald statistic takes the form

W = d′
[︂
Var(d)

]︂−1
d ∼ χ2

q, (5.7)

where d represents the vector of tested restrictions, and q is the number of co-
efficients being compared. In this setting, the vector of restrictions corresponds
to the difference between the two parameter vectors,

d = θ̂C − θ̂E, (5.8)
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so the Wald statistic can be expressed as

W =
(︂
θ̂C − θ̂E

)︂′
[︃ˆ︃Var

(︂
θ̂C − θ̂E

)︂]︃−1 (︂
θ̂C − θ̂E

)︂
∼ χ2

q. (5.9)

Under the null hypothesis of equal parameters, W asymptotically follows a
chi-squared distribution with q degrees of freedom, corresponding to the number
of tested coefficients. The key remaining step is to obtain a reliable estimate
of ˆ︃Var

(︂
θ̂C − θ̂E

)︂
, that is, the variance–covariance structure of the parame-

ter differences. However, obtaining the full variance–covariance structure of
parameter differences is challenging because the two models are estimated in-
dependently on two distinct datasets, which makes the cross-variance between
parameter vectors analytically intractable.

To better understand the variability of parameter differences used in the
Wald test, the total variance–covariance matrix can be decomposed into three
components:

Var(∆θ̂) = Var(θ̂C) + Var(θ̂E) − 2 Cov(θ̂C , θ̂E). (5.10)

The first two terms capture the uncertainty of parameter estimates within each
market model, while the third term represents the cross-variance between the
two sets of estimates.

This decomposition highlights that, to obtain a correct estimate of the
overall variability in parameter differences, it is essential not only to know the
individual parameter variances but also to accurately approximate the cross-
covariance term.

The main difficulty lies precisely in estimating this cross-covariance. While
the individual variances of θ̂C and θ̂E can be approximated separately, the
covariance term between them is analytically intractable because both models
are estimated independently on distinct datasets and rely on simulation-based
optimization, which makes it difficult to characterize the joint variability of the
stochastic components in closed form. As a result, it is not possible to derive a
closed-form expression describing how the parameter estimates co-move across
the two market environments. Therefore, I employ the synchronous bootstrap
method proposed by Taylor & McGuire (2005). The synchronous bootstrap
addresses this issue by jointly resampling shocks for both markets, ensuring
that the co-movement of parameter estimates is captured empirically and that
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the resulting covariance structure of θ̂C − θ̂E reflects the joint estimation un-
certainty.

As for the individual variance–covariance matrices ΣC and ΣE, they are
also estimated via the same synchronous bootstrap procedure to maintain con-
sistency across all components of the covariance structure. Using analytical
estimates for the within-market variances while bootstrapping only the cross-
covariance term would produce an internally inconsistent covariance system, as
each part would reflect variability derived from different sources. By drawing
all matrices from the same bootstrap replications, the full covariance matrix
remains symmetric and captures both within-market uncertainty and the joint
co-movement of parameter estimates under a unified resampling mechanism.

5.2.2 Synchronous bootstrap

Both time series have been pre-aligned to a common set of trading days dur-
ing data preprocessing (cf. Chapter 4), so the bootstrap operates on already-
synchronised series of identical length T .

To preserve the temporal dependence and volatility clustering typically ob-
served in financial data, I employ an overlapping block-bootstrap procedure
(analogous to the weighting-matrix construction of Subsection 5.1.4), where
the time series is resampled in contiguous blocks of length L = 60 days. This
choice balances two competing requirements: the block must be long enough
to preserve the longest-lag dependence among the target moments (ABS-AC
at lag 50), while remaining short enough to yield a sufficient number of inde-
pendent blocks per replication (K = ⌈T/L⌉ = 35, with the resampled series
truncated to length T ) so that the resampled series adequately reflects the
within-sample variability of the data.

In the synchronous variant used here, identical block indices are drawn
for both markets within each bootstrap replication, ensuring that the resam-
pled series reflect the same macroeconomic episodes and common shocks across
markets. In each replication b = 1, . . . , B, a random sequence of block indices
[b1, b2, . . . , bK ] is drawn, and new pseudo time series are constructed for both
markets using the same ordered blocks. As a result, the resampled data A(b)

and B(b) share identical temporal patterns and synchronized shock realizations,
which is essential for capturing the co-movement of model parameters in sub-
sequent bootstrap estimations.

The cross-market analysis is restricted to the best-performing specification
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identified in the cross-model comparison of Subsection 6.1.5. In total, I per-
form B = 500 bootstrap replications. For each replication, a new pair of pseudo
time series is generated for the cryptocurrency and equity markets, respectively.
Both models are subsequently re-estimated using the same estimation proce-
dure described in Subsection 5.1.2 (S = 100 simulation seeds, DE with maxiter
= 100 and popsize = 30, followed by Nelder–Mead refinement), yielding two
new vectors of estimated parameters,

θ̂
(b)
C and θ̂

(b)
E , b = 1, . . . , 500. (5.11)

From these bootstrap replications, the empirical variance–covariance struc-
ture of the parameter estimates is obtained. First, the bootstrap means of the
estimated parameters for each market are computed as

θ̄C = 1
B

B∑︂
b=1

θ̂
(b)
C , θ̄E = 1

B

B∑︂
b=1

θ̂
(b)
E . (5.12)

These average parameter vectors serve as the central reference points for mea-
suring bootstrap variability.

The empirical variance–covariance matrices for each market are then esti-
mated as

Σ̂C = 1
B − 1

B∑︂
b=1

(︃
θ̂

(b)
C − θ̄C

)︃(︃
θ̂

(b)
C − θ̄C

)︃′
, (5.13)

Σ̂E = 1
B − 1

B∑︂
b=1

(︃
θ̂

(b)
E − θ̄E

)︃(︃
θ̂

(b)
E − θ̄E

)︃′
. (5.14)

Additionally, the synchronous bootstrap allows estimation of the cross-
market covariance matrix, which captures the empirical co-movement of pa-
rameter estimates between the two independently estimated models:

Σ̂CE = 1
B − 1

B∑︂
b=1

(︃
θ̂

(b)
C − θ̄C

)︃(︃
θ̂

(b)
E − θ̄E

)︃′
. (5.15)

Finally, to obtain the total uncertainty of the parameter differences used
in the Wald test, the variance–covariance matrices derived from the bootstrap
replications are combined into a single structure as follows:

V̂∆ = Σ̂C + Σ̂E −
(︂
Σ̂CE + Σ̂′

CE

)︂
. (5.16)

This formulation ensures symmetry and reflects both the within-market vari-
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ability and the cross-market co-movement of parameter estimates captured
through the synchronous bootstrap. The resulting matrix V̂∆ provides the em-
pirical estimate of the joint estimation uncertainty and serves as the key input
to the Wald test for parameter equality. The Wald statistic is then computed
as

W =
(︂
θ̂C − θ̂E

)︂′
V̂ −1

∆

(︂
θ̂C − θ̂E

)︂
, (5.17)

which under the null hypothesis of equal parameters,

H0 : θC = θE, (5.18)

asymptotically follows a chi-squared distribution with q degrees of freedom,
where q equals the number of jointly tested parameters. A statistically signif-
icant value of W leads to the rejection of H0, indicating that the behavioural
or structural features captured by the heterogeneous agent models differ sig-
nificantly across market environments.

While the joint Wald statistic provides an overall test of whether the entire
vector of estimated parameters differs significantly between the two markets,
it does not indicate which specific parameters drive this difference. Therefore,
individual Wald tests are conducted for each parameter θi to assess their sep-
arate contributions to the overall rejection of the null hypothesis. For each
parameter i, the test statistic is computed as

Wi =

(︂
θ̂C,i − θ̂E,i

)︂2(︂
V̂∆
)︂

ii

, (5.19)

where
(︂
V̂∆
)︂

ii
denotes the i-th diagonal element of the covariance matrix of

parameter differences, representing the variance of the estimated difference for
parameter i. Under the null hypothesis H0,i : θC,i = θE,i, the statistic Wi

asymptotically follows a chi-squared distribution with one degree of freedom,
Wi ∼ χ2

1. A statistically significant value of Wi indicates that the parameter
differs systematically between the cryptocurrency and equity markets.
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5.3 Assessing Structural Breaks Around the ETF

Approval Period
This section sets out the framework for testing whether the estimated parame-
ters exhibit a structural break around the introduction of spot cryptocurrency
ETFs in 2024. Note that even if the test rejects parameter equality, the differ-
ence cannot be attributed to the ETF approval alone: the post-Jan 2024 period
also coincides with several other potentially relevant events for cryptocurrency
markets, including the April 2024 Bitcoin halving, the staged entry into force
of the EU Markets in Crypto-Assets (MiCA) regulation, and the U.S. political
cycle. A detected break is therefore evidence of a shift, not of causation.

The analysis is conducted separately for BTC and ETH using the best-
performing specification identified in the cross-model comparison of Subsec-
tion 6.1.5. For BTC the break point is set at 10 January 2024 (the date on
which the U.S. Securities and Exchange Commission (SEC) approved the first
eleven spot Bitcoin ETFs for listing), with the post-ETF sample running until
31 December 2025; for ETH the break point is 23 July 2024 (the SEC approval
of spot Ethereum ETFs), with the post-ETF sample running until 31 Decem-
ber 2025. In each market, the pre-ETF sample is trimmed so that the pre-
and post-ETF sub-samples have equal length, ensuring comparable estimation
variability across the two sub-periods. With the two sub-samples defined for
each market, the model is estimated independently on each sub-period using
the same estimation procedure described in Subsection 5.1.2 (S = 100 simula-
tion seeds, DE with maxiter = 100 and popsize = 30, followed by Nelder–Mead
refinement). As in the model-comparison stage, the procedure is repeated ten
times per sub-period with non-overlapping seed sets, and the lowest-loss run is
retained as the headline estimate of θ̂pre and θ̂post. The two parameter vectors
are then compared via a Wald test for parameter equality.

5.3.1 Wald test on sub-periods

Let θ̂pre and θ̂post denote the SMM estimates obtained on the pre-ETF and
post-ETF sub-samples, respectively. The null and alternative hypotheses are

H0 : θpre = θpost, H1 : θpre ̸= θpost. (5.20)



5. Simulation Setup 45

Defining d = θ̂pre − θ̂post, the joint Wald statistic is

W = d′ V̂ −1
∆ d ∼ χ2

q, (5.21)

where q is the number of estimated parameters and V̂∆ is the variance–covariance
matrix of d. Individual parameter tests follow analogously, Wi = d2

i /(V̂∆)ii ∼
χ2

1 under H0,i : θpre,i = θpost,i.
A crucial simplification distinguishes the structural-break setting from the

cross-market setting of Section 5.2. The pre-ETF and post-ETF sub-samples
are non-overlapping in time, so the two estimators are based on independent
data and the cross-covariance term vanishes:

V̂∆ = ˆ︃Var(θ̂pre) + ˆ︃Var(θ̂post). (5.22)

Each variance–covariance matrix can therefore be estimated from an indepen-
dent block bootstrap within its own sub-period — there is no need for the
synchronous resampling required in the cross-market analysis.

5.3.2 Independent block bootstrap

The within-period variance–covariance matrices ˆ︃Var(θ̂pre) and ˆ︃Var(θ̂post) are
estimated by an overlapping block bootstrap with B = 500 replications per
sub-period, analogous to the synchronous bootstrap of Subsection 5.2.2. The
block size is reduced to L = 30 days (from L = 60 used in the cross-market
analysis) to ensure a sufficient number of independent blocks within each short
sub-period (K = ⌈Tsub/L⌉, equal to 13 on ETH and 17 on BTC, with the
resampled series truncated to length Tsub); accordingly, the moment set is also
reduced to FWCHL16 by dropping ABS-AC50, since the shorter block can no
longer preserve the lag-50 autocorrelation structure.

The estimation procedure within each bootstrap replication mirrors the
baseline procedure of Subsection 5.1.2 (S = 100 simulation seeds, DE with
maxiter = 100 and popsize = 30, followed by Nelder–Mead refinement). The
diagonal weighting matrix W is recomputed separately for each sub-period from
the corresponding original-sample bootstrap of moments, since the empirical
moment variances differ between the pre-ETF and post-ETF samples.



Chapter 6

Results

This chapter presents the estimation results for all four heterogeneous agent
models across three markets: the S&P 500 index, Bitcoin, and Ethereum. Sec-
tion 6.1 first evaluates each model individually, comparing the estimated pa-
rameters, goodness of fit, and Monte Carlo diagnostics across the three mar-
kets, and then provides an overall cross-model comparison. Section 6.2 tests for
statistically significant differences in the estimated parameters between equity
and cryptocurrency markets, and Section 6.3 examines whether the estimated
parameters exhibit a structural break around the introduction of spot Bitcoin
ETFs.

6.1 Model Comparison

6.1.1 Brock & Hommes (1998)

Table 6.1 presents the estimated parameters of the five-parameter Brock &
Hommes (1998) model for the S&P 500, Bitcoin, and Ethereum. Unlike the
other three models, which use the default burn-in of Tburn = 200 (cf. Subsec-
tion 5.1.1), the BH model uses Tburn = 500. This increase was necessary because
preliminary estimations with the shorter burn-in produced simulated return se-
ries with clearly transient dynamics in the initial observations — an artefact of
the discrete-choice switching mechanism needing additional time to reach its
endogenous equilibrium from the symmetric initial condition n0

f = 0.5.
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Table 6.1: Estimated parameters: Brock & Hommes (1998)

Symbol Description S&P 500 BTC ETH
β Intensity of choice 147.72 84.04 99.96
gc Chartist extrapolation −1.97 −2.29 −2.28
bc Chartist bias 0.37 −0.60 −0.56
η Fitness memory 0.29 0.60 0.81
σε Pricing noise std 0.0069 0.0099 0.0046
L(θ̂) Estimation loss 5.44 42.38 17.91
J p-value 0.942 <0.001 0.118

Notes: S = 100 estimation seeds, burn-in = 500. J-test with D − q = 12 degrees of
freedom; p-values are indicative (cf. Subsection 5.1.6).

The most notable feature of the estimates is that the chartist extrap-
olation coefficient gc is negative across all three markets, with magnitudes
(|gc| ∈ [1.97, 2.29]) placing the chartist type in the strong-contrarian regime
defined by |g| > R (Brock & Hommes 1998), in which forecasts anticipate
not partial mean-reversion but overshooting of the fundamental. This is the
model’s only available channel for generating the negative first-order return
autocorrelation observed in the data. The negative gc estimates should there-
fore be read as the optimiser’s attempt to match this moment through the
only available channel, rather than as direct structural evidence of contrarian
trading.

The fitness memory parameter η differs markedly between equity and cryp-
tocurrency markets. For the S&P 500, η = 0.29 implies that agents weigh
strategies predominantly on the basis of their most recent performance, whereas
BTC (η = 0.60) and ETH (η = 0.81) indicate substantially longer memory, with
past profitability retaining influence over extended horizons. The intensity of
choice β is highest for the S&P 500 (148), followed by ETH (100) and BTC

(84), with the equity market thus exhibiting comparatively faster reallocation
of agents across strategies in response to fitness differences. The chartist bias
|bc| is similar in magnitude across markets (0.37–0.60), and its sign disagrees
(+0.37 for the S&P 500 versus −0.60 for BTC and −0.56 for ETH); however,
repeated estimations alternate between positive and negative values with near-
identical loss, suggesting that bc is weakly identified in sign rather than that
the cross-market sign difference reflects genuine behavioural divergence. The
pricing noise σε varies across markets (0.0046 for ETH, 0.0069 for the S&P 500,
0.0099 for BTC).

The estimation loss is lowest for the S&P 500 (L = 5.4), followed by ETH
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(17.9) and BTC (42.4). The indicative J-test yields p = 0.94 for the S&P 500,
p = 0.12 for ETH, and p < 0.001 for BTC. Both metrics suggest that the
parsimonious two-type BH specification is broadly compatible with the S&P 500
and ETH return dynamics but fails to capture the joint moment structure of
BTC.

Table 6.2 reports the Monte Carlo diagnostics obtained from NMC = 1,000
replications (seeds disjoint from the estimation set; cf. Subsection 5.1.7).

Table 6.2: Monte Carlo diagnostics: Brock & Hommes (1998)

S&P 500 BTC ETH
Comparable loss Lcomp 8.85 66.31 26.46
Per-seed loss (median) 65.40 181.48 210.66
Per-seed loss (mean) 89.76 406.75 1009.21
maxj |tj| 1.65 4.88 3.02
#{|tj| > 1.96} 0/17 6/17 2/17
#{|tj| > 2.58} 0/17 4/17 2/17

Notes: 1,000 replications with seeds disjoint from estimation. Lcomp: loss evaluated
at the mean of simulated moments across replications (cf. Eq. 5.4); under the

diagonal weighting matrix Lcomp =
∑︁D

j=1 t2
j . Per-seed loss summarises the

distribution of Li computed for each individual replication. The moment t-statistic
tj is defined in Eq. (5.5); thresholds 1.96 and 2.58 correspond to nominal 5% and

1% levels under marginal N (0, 1).

The S&P 500 achieves the best fit on every diagnostic, with Lcomp = 8.9
and maxj |tj| = 1.65. No moments lie outside the 5% threshold, and the per-
seed loss distribution is moderately right-skewed (median 65 versus mean 90).
BTC fits worst at the moment level: Lcomp = 66.3, six of seventeen moment
t-statistics exceed the 5% threshold and four exceed the 1%, with maxj |tj| =
4.88. ETH is intermediate on moment fit (Lcomp = 26.5, only two moments
outside the 5% threshold) but its per-seed loss distribution is heavily right-
skewed (median 211 versus mean 1009), indicating occasional simulation runs
that deviate dramatically from the typical realisation.
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S&P 500 BTC ETH
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Figure 6.1: Moment t-statistics tj = (m̄sim
j − mdata

j )/σ̂boot
j for the

BH model across the three markets. Colour encodes |tj|:
green cells indicate close fit (small |tj|), red cells indicate
large deviations regardless of sign. Cells with |tj| > 1.96
(5%-level miss) are flagged in white text; |tj| > 2.58 corre-
sponds to a 1%-level miss. The colourbar marks the 1.96
(dashed) and 2.58 (dotted) thresholds.

Figure 6.1 highlights several patterns worth noting. For the S&P 500 the
model produces a clean fit, with no |tj| exceeding the 5% threshold and the max-
imum reaching only 1.65 (SQR-AC20); the strong-contrarian gc estimate is also
able to reproduce the empirical RAW-AC1 within bootstrap noise (t = +0.77).
For BTC, by contrast, the model systematically underestimates the mid- and
long-lag absolute return autocorrelations: ABS-AC10 through ABS-AC25 all
carry |t| > 2, with ABS-AC25 reaching −3.35. At the same time, the first-
order squared return autocorrelation is dramatically overestimated (tSQR-AC1 =
+4.88), pointing to a structural misalignment between the model’s volatility-
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clustering mechanism and the empirical persistence in BTC. ETH exhibits a dif-
ferent failure mode: the autocorrelation structure is reproduced reasonably (no
autocorrelation moment exceeds the 5% threshold), but both the kurtosis and
the Hill tail index are significantly outside the threshold (tRAW-KURT = +3.02,
tABS-HILL5 = +2.82), with the two indicators pointing in opposite tail direc-
tions: the simulated returns produce more moderate outliers (higher kurtosis)
but fewer truly extreme realisations (thinner Pareto tail) than the data.

Taken together, the BH specification provides a strong fit for the S&P 500
across all diagnostics, but reveals heterogeneous failures on the two cryptocur-
rencies: BTC misses the mid- and long-lag volatility clustering and the first-
order squared autocorrelation, while ETH overshoots the empirical tail thick-
ness. The model is therefore best regarded as an adequate baseline for equities
but a structurally limited approximation for cryptocurrencies.

6.1.2 Farmer & Joshi (2002)

Table 6.3 presents the estimated parameters of the nine-parameter Farmer &
Joshi (2002) model in its threshold specification with tied capital scaling and
tied fundamental noise. The model represents a heterogeneous population of
value investors and trend followers, each parameterised by entry/exit thresholds
whose ranges are estimated from data.

Table 6.3: Estimated parameters: Farmer & Joshi (2002)

Symbol Description S&P 500 BTC ETH
a Capital scale (tied) 0.242 0.153 0.111
Tv,max Value-investor entry threshold 0.033 0.108 0.182
Tt,max Trend-follower entry threshold 0.065 0.030 0.045
νmax Idiosyncratic perception bias 0.0149 0.0674 0.0516
σξ Pricing noise std 0.0104 0.0140 0.0170
τv,lo Value-investor exit lower bound −0.025 −0.005 −0.014
τv,frac Value-investor exit position 0.169 0.622 0.571
τt,lo Trend-follower exit lower bound −0.004 0.011 −0.005
τt,frac Trend-follower exit position 0.476 0.344 0.612
L(θ̂) Estimation loss 7.90 41.31 18.79
J p-value 0.443 <0.001 0.016

Notes: S = 100 estimation seeds. Threshold parameterisation with tied capital
(av = at = a) and tied fundamental noise (ση = σξ); cf. Subsection 5.1.5. J-test
with D − q = 8 degrees of freedom; p-values are indicative (cf. Subsection 5.1.6).

The capital scale a is largest for the S&P 500 (0.24) and roughly halved on
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the cryptocurrencies (BTC 0.15, ETH 0.11). The value-investor entry threshold
Tv,max is markedly larger on the cryptocurrencies (0.11 for BTC, 0.18 for ETH)
than on the S&P 500 (0.03), as is the perception bias νmax (0.067 and 0.052
versus 0.015), suggesting that on crypto markets value-strategy traders re-
quire larger perceived fundamental disagreement before entering positions. The
trend-follower threshold Tt,max runs in the opposite direction, being marginally
largest for the S&P 500 (0.065 versus 0.030 for BTC and 0.045 for ETH). The
pricing noise σξ varies only mildly across markets (0.010, 0.014, 0.017).

The exit-threshold parameters τv,frac and τt,frac control how close to a position-
flipping condition agents close existing positions; while τv,frac is uniformly smaller
for the S&P 500 (0.17) than for either cryptocurrency (0.62 for BTC, 0.57 for
ETH), the trend-follower counterpart τt,frac shows a mixed cross-market pattern.

The estimation loss is lowest for the S&P 500 (L = 7.9), followed by ETH

(L = 18.8) and is substantially higher for BTC (L = 41.3). The indicative
J-test yields p = 0.44 for the S&P 500, p = 0.016 for ETH, and p < 0.001 for
BTC. Both metrics suggest a clear cross-market gradient: the FJ specification
fits the S&P 500 well, ETH less well, and BTC poorly.

Table 6.4 reports the Monte Carlo diagnostics obtained from NMC = 1,000
replications.

Table 6.4: Monte Carlo diagnostics: Farmer & Joshi (2002)

S&P 500 BTC ETH
Comparable loss Lcomp 13.00 210.30 39.77
Per-seed loss (median) 87.94 175.23 121.92
Per-seed loss (mean) 199.62 1163.69 958.22
maxj |tj| 2.52 12.07 2.71
#{|tj| > 1.96} 1/17 8/17 4/17
#{|tj| > 2.58} 0/17 6/17 2/17

Notes: See Table 6.2 notes for metric definitions.

The S&P 500 achieves the lowest comparable loss (Lcomp = 13.0) with
maxj |tj| = 2.52 and only one moment outside the 5% threshold, but the per-
seed loss distribution is markedly right-skewed (median 88 versus mean 200).
For BTC the model fits worst on every diagnostic: Lcomp = 210.3, eight of
seventeen |tj| exceed the 5% threshold (six exceed 1%), and a single moment
reaches |tj| = 12.07. ETH falls between the two on moment fit (Lcomp = 39.8,
four moments outside the 5% threshold), but its per-seed loss distribution is
extremely heavy-tailed (median 122 versus mean 958).
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Figure 6.2: Moment t-statistics for the FJ model across the three mar-
kets. See Figure 6.1 for cell encoding details.

Figure 6.2 highlights several patterns. For the S&P 500 the model pro-
duces an essentially clean fit, with only the long-horizon SQR-AC20 moment
slightly outside the 5% threshold (t = +2.52) and all other moments within
bootstrap noise. For BTC the model fails catastrophically: the unconditional
variance is dramatically overestimated (tRAW-VAR = +12.07), the Hill tail in-
dex is overestimated (t = +2.76), and the mid- to long-lag absolute return
autocorrelations are systematically underestimated, with ABS-AC1 through
ABS-AC25 all carrying |t| > 2 (ABS-AC25 reaches −3.62). ETH lies between
the two: the unconditional variance is mildly underestimated (t = −2.41) and
three absolute return autocorrelations at mid- to long-lags (ABS-AC5, ABS-
AC20, ABS-AC25) lie outside the 5% threshold, but the remaining moments
are reproduced reasonably well.

Taken together, the nine-parameter FJ specification provides a clean fit for
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the S&P 500 across both moment-level and per-seed diagnostics, but does not
generalise to the cryptocurrencies: BTC fails catastrophically on the uncon-
ditional variance, tail behaviour, and mid-lag volatility clustering, while ETH

combines moderate moment-level misses with extremely heavy-tailed per-seed
dispersion. The model is therefore best regarded as a flexible but unstable
framework whose strong equity performance does not translate into reliable
cryptocurrency dynamics.

6.1.3 Alfarano et al. (2008)

Table 6.5 presents the estimated parameters of the three-parameter Alfarano
et al. (2008) model, in which the sentiment-to-return scaling is fixed at γ = 1
and the remaining three parameters — the idiosyncratic switching intensity a,
the herding intensity b, and the fundamental noise standard deviation σf —
are estimated from data.

Table 6.5: Estimated parameters: Alfarano et al. (2008)

Symbol Description S&P 500 BTC ETH
a Idiosyncratic switching 0.000195 0.0000474 0.0000434
b Herding intensity 0.0140 0.0162 0.0296
σf Fundamental noise std 0.0193 0.0261 0.0253
L(θ̂) Estimation loss 14.27 32.63 26.33
J p-value 0.430 0.003 0.024

Notes: S = 100 estimation seeds, burn-in = 200. The sentiment-to-return scaling is
fixed at γ = 1 (cf. Subsection 5.1.5). J-test with D − q = 14 degrees of freedom;

p-values are indicative (cf. Subsection 5.1.6).

The most informative feature of the ALW estimates is the ratio b/a, which
contrasts the strength of peer-driven herding (b) with that of independent,
idiosyncratic opinion switching (a). All three markets exhibit strong dominance
of herding over idiosyncratic switching (b/a ≫ 1), but the magnitude varies
substantially: ETH shows the most pronounced herding dominance (b/a ≈ 683),
followed by BTC (b/a ≈ 342) and the S&P 500 (b/a ≈ 72). The cross-market
gradient is driven primarily by the smaller idiosyncratic switching intensity a

on cryptocurrency markets (4.7 × 10−5 for BTC and 4.3 × 10−5 for ETH, against
1.95 × 10−4 for the S&P 500), suggesting that crypto agents update their views
independently less often than equity agents — though all three markets remain
firmly in the herding-dominated regime.
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The estimation loss is lowest for the S&P 500 (L = 14.3), followed by ETH

(L = 26.3) and BTC (L = 32.6). The indicative J-test yields p = 0.43 for the
S&P 500, p = 0.024 for ETH, and p = 0.003 for BTC. Both metrics suggest a
clear cross-market gradient: the ALW specification fits the S&P 500 well, ETH

less well, and BTC poorly.
Table 6.6 reports the Monte Carlo diagnostics obtained from NMC = 1,000

replications.

Table 6.6: Monte Carlo diagnostics: Alfarano et al. (2008)

S&P 500 BTC ETH
Comparable loss Lcomp 18.86 50.82 40.64
Per-seed loss (median) 113.26 180.28 177.59
Per-seed loss (mean) 142.08 337.72 405.08
maxj |tj| 2.38 3.21 3.30
#{|tj| > 1.96} 1/17 5/17 3/17
#{|tj| > 2.58} 0/17 2/17 2/17

Notes: See Table 6.2 notes for metric definitions.

The S&P 500 achieves the best fit on every diagnostic: Lcomp = 18.9,
maxj |tj| = 2.38 with only one moment outside the 5% threshold, and the tight-
est per-seed loss distribution (median 113 versus mean 142). BTC and ETH ex-
hibit comparable moment-level fit (Lcomp = 50.8 and 40.6, with five and three
moments outside the 5% threshold respectively, and both reaching maxj |tj|
above 3). Their per-seed loss distributions are moderately right-skewed (BTC:
median 180 versus mean 338; ETH: median 178 versus mean 405), considerably
less extreme than under the BH or FJ specifications discussed earlier.
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Figure 6.3: Moment t-statistics for the ALW model across the three
markets. See Figure 6.1 for cell encoding details.

Figure 6.3 highlights several patterns. The unconditional variance is re-
produced within bootstrap noise across all three markets (|t| ≤ 1.05). For
the S&P 500 the remaining moments are also essentially clean, with only the
long-horizon SQR-AC20 slightly outside the 5% threshold (t = +2.38). On
both cryptocurrency markets the Hill tail index α̂ is significantly overesti-
mated (t = +2.85 for BTC, t = +3.30 for ETH), indicating that the simulated
distributions have thinner tails than the data — the model struggles to gen-
erate sufficiently extreme returns on crypto. The long-lag absolute return au-
tocorrelations are also systematically underestimated on the cryptocurrencies
(ABS-AC15 and ABS-AC25 outside the 5% threshold for BTC, ABS-AC20 and
ABS-AC25 for ETH). BTC additionally exhibits modest overestimation of the
short-lag squared return autocorrelations (SQR-AC1: t = +2.53; SQR-AC5:
t = +2.17).
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Taken together, the three-parameter ALW specification provides a clean fit
for the S&P 500 across all diagnostics, but reveals systematic limitations on
the cryptocurrencies: the simulated distributions have thinner tails than the
data, and the long-lag absolute return autocorrelations are underestimated.
The model is therefore best regarded as an adequate baseline for equities but
a structurally limited approximation for cryptocurrencies.

6.1.4 Franke & Westerhoff (2012)

Table 6.7 presents the estimated parameters of the eight-parameter Franke
& Westerhoff (2012) model in its DCA-HPM specification, which combines a
discrete-choice agent (DCA) switching mechanism with a herding–predisposition–
misalignment (HPM) switching index. Following established estimation conven-
tion, the intensity of choice is fixed at β = 1 and the remaining eight parameters
are estimated.

Table 6.7: Estimated parameters: Franke & Westerhoff (2012)

Symbol Description S&P 500 BTC ETH
ϕ Fundamentalist aggressiveness 0.284 0.268 0.389
χ Chartist aggressiveness 0.170 0.018 1.015
σf Fundamentalist demand noise 0.194 0.197 0.625
σc Chartist demand noise 12.79 24.35 21.33
αh Herding switching weight 1.99 2.44 3.73
αp Predisposition (toward fund.) −0.15 0.91 −0.60
αm Misalignment switching weight 5.05 10.40 35.00
µ Price-impact scale 0.012 0.042 0.034
L(θ̂) Estimation loss 8.24 31.64 27.47
J p-value 0.510 <0.001 0.001

Notes: S = 100 estimation seeds, burn-in = 200. Intensity of choice fixed at β = 1.
J-test with D − q = 9 degrees of freedom; p-values are indicative (cf.

Subsection 5.1.6).

ETH exhibits the highest activity on both fronts: fundamentalist aggres-
siveness ϕ = 0.39 and chartist intensity χ = 1.02, the latter several times
larger than on the other markets. The S&P 500 retains moderate chartist ac-
tivity (χ = 0.17), whereas on BTC the chartist channel collapses to near zero
(χ = 0.02). Fundamentalist intensity is more uniform, with the S&P 500 and
BTC at similar moderate levels (ϕ = 0.28 and 0.27, respectively). The chartist
demand noise σc is correspondingly larger for both cryptocurrencies (24.4 for
BTC, 21.3 for ETH) than for the S&P 500 (12.8).
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The HPM switching parameters show heterogeneous cross-market patterns.
The misalignment switching weight αm is largest for ETH (35.0), moderate for
BTC (10.4), and smallest for the S&P 500 (5.1). The predisposition αp does
not follow a clean equity-versus-crypto split: mildly negative for the S&P 500
(−0.15) and ETH (−0.60, both leaning toward chartism), but strongly posi-
tive for BTC (+0.91, leaning toward fundamentalism) — consistent with BTC’s
near-silent chartist channel requiring a constant baseline pull. The herding
component αh (1.99–3.73) is broadly similar across markets, and the price-
impact scale µ is roughly three times larger for the cryptocurrencies than for
the S&P 500 (0.034–0.042 versus 0.012).

The estimation loss is lowest for the S&P 500 (L = 8.2). The indicative J-
test yields p = 0.51 for the equity market and p < 0.005 for both cryptocurrency
markets, broadly suggesting that the FW specification is far more compatible
with equity dynamics than with cryptocurrency dynamics.

Table 6.8 reports the Monte Carlo diagnostics obtained from NMC = 1,000
replications.

Table 6.8: Monte Carlo diagnostics: Franke & Westerhoff (2012)

S&P 500 BTC ETH
Comparable loss Lcomp 8.71 33.18 28.33
Per-seed loss (median) 24.15 46.95 45.76
Per-seed loss (mean) 32.57 49.23 48.67
maxj |tj| 1.83 3.09 2.37
#{|tj| > 1.96} 0/17 2/17 2/17
#{|tj| > 2.58} 0/17 1/17 0/17

Notes: See Table 6.2 notes for metric definitions.

The S&P 500 achieves the best fit on every diagnostic, with Lcomp = 8.7
and maxj |tj| = 1.83. No moments lie outside the 5% threshold, and the per-
seed loss distribution is tightly clustered (median 24 versus mean 33). For
both cryptocurrencies the moment-level fit is comparable (Lcomp = 33.2 for
BTC and 28.3 for ETH; two of seventeen moments outside the 5% threshold
each). Their per-seed loss distributions are also tightly clustered (BTC: median
47 versus mean 49; ETH: median 46 versus mean 49), only modestly above
the comparable losses — indicating that the FW model produces consistently
behaved simulations across all three markets, with cross-market differences in
fit reflecting moment-level mismatches rather than run-to-run instability.
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Figure 6.4: Moment t-statistics for the FW model across the three
markets. See Figure 6.1 for cell encoding details.

Figure 6.4 highlights several patterns. For the S&P 500 the model produces
a clean fit, with no |tj| exceeding the 5% threshold and the maximum reaching
only 1.83 (RAW-AC1). On both cryptocurrency markets the long-lag absolute
return autocorrelations are systematically underestimated: ABS-AC25 lies out-
side the 5% threshold for both BTC (t = −2.44) and ETH (t = −2.37), and ETH

additionally has ABS-AC20 marginally outside the threshold (t = −1.98). For
BTC the Hill tail index is also significantly overestimated (t = +3.09), indicat-
ing that the simulated returns have thinner tails than the data.

Taken together, the FW specification provides a clean fit on the S&P 500
and the most consistent cryptocurrency performance among the four models
considered: only two moments lie outside the 5% threshold for each of BTC and
ETH, with failures concentrated in the long-lag absolute return autocorrelations
and, for BTC, in the tail behaviour. The model’s eight-parameter expressive-
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ness thus translates into both a respectable in-sample fit and tightly clustered
simulation behaviour across all three markets.

6.1.5 Cross-Model Summary

This subsection compares the four model specifications side by side on each of
the three markets using the Monte Carlo diagnostics already discussed in the
per-model subsections, and concludes with an overall summary of the patterns
observed across markets.

S&P 500

Table 6.9: Cross-model Monte Carlo summary — S&P 500

Model Lcomp Per-seed med. Per-seed mean #{|tj| > 1.96}
FW 8.71 24.2 32.6 0/17
BH 8.85 65.4 89.8 0/17
FJ 13.00 87.9 199.6 1/17
ALW 18.86 113.3 142.1 1/17

Notes: Models sorted by ascending Lcomp. See Table 6.2 notes for metric
definitions.

FW and BH deliver effectively tied lowest comparable losses (Lcomp = 8.71 and
8.85, respectively), both with no moments outside the 5% threshold; FJ follows
(13.0, 1/17 violations) and ALW comes last (18.9, 1/17). FW additionally ex-
hibits the tightest per-seed loss distribution (median 24 versus mean 33), while
the other three models have markedly larger per-seed dispersions. Overall, FW

emerges as the best-fitting specification on the S&P 500, combining the low-
est comparable loss with the most stable per-seed behaviour; BH is a very close
second on moment-level fit but produces noticeably more run-to-run variability.
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Bitcoin

Table 6.10: Cross-model Monte Carlo summary — BTC

Model Lcomp Per-seed med. Per-seed mean #{|tj| > 1.96}
FW 33.18 47.0 49.2 2/17
ALW 50.82 180.3 337.7 5/17
BH 66.31 181.5 406.8 6/17
FJ 210.30 175.2 1163.7 8/17

Notes: Models sorted by ascending Lcomp. See Table 6.2 notes for metric
definitions.

FW achieves the lowest comparable loss (Lcomp = 33.2) and the fewest moment-
level violations (2/17), followed by ALW (50.8, 5/17), BH (66.3, 6/17), and FJ

(210.3, 8/17). FW also exhibits the tightest per-seed loss distribution (median
47 versus mean 49), whereas the other three models show heavily right-skewed
per-seed losses (medians 175–182, means up to 1,164). Overall, FW emerges as
the clear best-fitting specification on Bitcoin, with the other three trailing by
substantial margins; FJ in particular fails catastrophically on every diagnostic.

Ethereum

Table 6.11: Cross-model Monte Carlo summary — ETH

Model Lcomp Per-seed med. Per-seed mean #{|tj| > 1.96}
BH 26.46 210.7 1009.2 2/17
FW 28.33 45.8 48.7 2/17
FJ 39.77 121.9 958.2 4/17
ALW 40.64 177.6 405.1 3/17

Notes: Models sorted by ascending Lcomp. See Table 6.2 notes for metric
definitions.

BH achieves the lowest comparable loss (Lcomp = 26.5), followed closely by FW

(28.3); both have the fewest moment-level violations (2/17 each). FJ (39.8,
4/17) and ALW (40.6, 3/17) trail. The per-seed stability pattern diverges
sharply, however: FW exhibits a tightly clustered per-seed loss distribution
(median 46 versus mean 49), while BH, FJ and ALW all show heavily right-
skewed per-seed losses (medians 122–211, means up to 1,009). Overall, BH and
FW are roughly equivalent on moment-level fit, but FW dominates on simulation
stability, making it the most reliable specification on Ethereum.
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Overall summary

Several patterns emerge from the joint comparison. First, all four specifica-
tions fit the S&P 500 substantially better than either cryptocurrency market,
with comparable losses on the cryptocurrencies typically two to seven times
higher than on equity, and dramatically higher still for FJ on BTC. Second,
the simulated tail behaviour falls short of the empirical level on the cryp-
tocurrencies across most model–market combinations: the Hill tail index is
significantly overestimated for BH on ETH, FW on BTC, ALW on both BTC and
ETH, and FJ on BTC, indicating that the simulated returns produce thinner
power-law tails than the data. Third, the long-lag absolute return autocor-
relations (ABS-AC15 through ABS-AC25) are systematically underestimated
on the cryptocurrencies for all four specifications, suggesting that none of the
models fully captures the long-memory properties of cryptocurrency volatil-
ity. Fourth, the per-seed stability pattern divides the four specifications: FW

exhibits uniformly tight per-seed loss distributions across all three markets,
ALW shows moderate right-skew, and BH and FJ produce heavily right-skewed
per-seed losses on the cryptocurrencies. Taken across all three markets, FW

emerges as the most consistent best-performing specification, ranking first on
the S&P 500 (tied with BH) and BTC and a close second on ETH, with the best
simulation stability throughout.

6.2 Cross-Market Parameter Differences
This section tests whether the estimated behavioural parameters differ signif-
icantly between cryptocurrency and equity markets. Following the methodol-
ogy described in Subsection 5.1.2, the cross-market analysis is restricted to the
FW specification, which emerged as the best-performing model in the cross-
model comparison of Subsection 6.1.5. The synchronous bootstrap procedure
described in Section 5.2 is applied with B = 500 replications.

6.2.1 BTC versus S&P 500

Table 6.12 reports the joint and individual Wald test results under the null H0 :
θ BTC = θ S&P 500, evaluated at the best-loss estimation on each market — the
same point estimates that enter the cross-model comparison of Subsection 6.1.5.
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Table 6.12: Wald test for parameter equality: FW model, BTC vs
S&P 500

Param BTC S&P 500 Diff SE Wi p-value Sig.
ϕ 0.268 0.284 −0.016 0.163 0.01 0.923
χ 0.018 0.170 −0.153 1.041 0.02 0.884
σf 0.197 0.194 +0.004 0.289 0.00 0.990
σc 24.352 12.793 +11.56 9.125 1.61 0.205
αh 2.438 1.988 +0.449 1.102 0.17 0.684
αp 0.908 −0.151 +1.059 0.769 1.90 0.168
αm 10.396 5.054 +5.342 16.911 0.10 0.752
µ 0.042 0.012 +0.029 0.027 1.23 0.267
Joint Wald test: W = 8.01, df = 8, p-value = 0.432

Notes: B = 500 synchronous block bootstrap replications. Standard errors SE(di)
are bootstrap-derived. Individual statistics Wi = d2

i /ˆ︃Var(di) ∼ χ2
1; joint statistic

W = d′V̂ −1
∆ d ∼ χ2

8. Significance: *** p < 0.01, ** p < 0.05, * p < 0.10.

The joint test fails to reject the null of cross-market parameter equality at
any conventional level (W = 8.01, p = 0.432). No individual parameter attains
significance at the 10% threshold; the smallest individual p-value is 0.168 for
the predisposition αp. The headline test thus offers no evidence that the FW

representation of the two markets is reliably different in its parameter vector
as a whole.

This conclusion has to be qualified, however, by the multimodal structure
of the SMM optimum. Across the ten independent estimations the achieved
loss varies between 31.08 and 33.84 on BTC and between 7.00 and 8.45 on
S&P 500. The variation in loss is therefore modest, but it conceals more sub-
stantial cross-run dispersion in individual parameters. While on the S&P 500
several parameters (χ, σf , µ, ϕ) are only loosely pinned down across estima-
tions and the switching weights (αh, αm, αp) and the chartist demand noise σc

cluster comparatively tightly. On BTC, by contrast, both the chartist demand
strength χ and the predisposition αp are poorly identified, with αp even chang-
ing sign between runs (range [−0.55, +0.91]). The point estimate used for the
headline test in Table 6.12 is therefore one representative draw from a flatter
neighbourhood of the BTC objective, and the test can be sensitive to which
draw is selected.

To assess the robustness of the conclusion, I repeated the joint Wald test
for every combination of the ten BTC estimations against the ten S&P 500
estimations, holding the bootstrap covariance V̂∆ fixed. Out of 10 × 10 = 100
pairings, the joint test rejects H0 in 14 pairings at the 5% level and only 3 at 1%;
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the p-values span [0.004, 0.804] with a median of 0.281, so the typical pairing
is firmly inside the non-rejection region. Critically, the rejections concentrate
in two specific local optima — BTC run 06 (contributing 8 of 14 rejections at
5%) and S&P 500 run 05 (contributing 7). Both estimations lie outside their
within-market parameter cluster, yet neither achieves a lower loss than its peers
(btc06: L = 32.03 versus best 31.08; sp05: L = 8.45 versus best 7.00), so the
elevated rejection mass reflects an isolated optimiser pathology rather than a
systematic cross-market difference. Excluding both leaves only 3 rejections out
of the remaining 81 pairings, with a median p-value of 0.42. The full grid of
joint p-values is reported in Appendix C.

The individual parameter tests, aggregated across the 81 remaining pairings,
identify which parameters drive what little rejection mass remains. The price-
impact scale µ rejects in 24/81 pairings at 5% and the fundamentalist demand
noise σf in 19/81; the herding weight αh rejects in 3/81, and the remaining
five parameters reject in 0–1 pairings each (Table C.3 in Appendix C). The
signal therefore points to differences in the noise-and-impact dimensions (µ,
σf ) rather than in the behavioural switching mechanism.

Taken together, the headline test, the per-parameter detail, and the 10×10
grid converge on the same conclusion: the FW parameter vectors estimated for
BTC and the S&P 500 do not differ statistically in the behavioural switching
channel (αh, αp, αm, χ). Such cross-market signal as does emerge in the grid
is confined to µ and σf and is too narrow to support a claim of behavioural
divergence between the two markets.

6.2.2 ETH versus S&P 500

Table 6.13 reports the joint and individual Wald test results under the null
H0 : θ ETH = θ S&P 500, evaluated at the best-loss estimation on each market.
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Table 6.13: Wald test for parameter equality: FW model, ETH vs
S&P 500

Param ETH S&P 500 Diff SE Wi p-value Sig.
ϕ 0.366 0.326 +0.040 0.169 0.06 0.799
χ 0.067 0.082 −0.014 1.194 0.00 0.990
σf 0.406 0.751 −0.345 0.308 1.25 0.228
σc 24.789 17.254 +7.534 9.781 0.59 0.432
αh 4.111 2.173 +1.938 0.852 5.18 0.033 **
αp −0.607 −0.137 −0.470 0.763 0.38 0.529
αm 34.540 4.297 +30.24 10.311 8.60 0.006 ***
µ 0.046 0.010 +0.036 0.024 2.29 0.167
Joint Wald test: W = 10.56, df = 8, p-value = 0.228

Notes: B = 500 synchronous block bootstrap replications. Standard errors SE(di)
are bootstrap-derived. Individual statistics Wi = d2

i /ˆ︃Var(di) ∼ χ2
1; joint statistic

W = d′V̂ −1
∆ d ∼ χ2

8. Significance: *** p < 0.01, ** p < 0.05, * p < 0.10.

The joint test fails to reject the null of cross-market parameter equality
at conventional levels (W = 10.56, p = 0.228). The individual statistics,
however, paint a sharper picture: the misalignment-driven switching weight αm

rejects at the 1% level (d̂αm = +30.24, p = 0.006), and the herding weight αh

rejects at the 5% level (d̂αh
= +1.94, p = 0.033). The headline configuration

thus suggests a behavioural divergence located specifically in the switching
mechanism rather than in the demand or noise channels.

To assess the robustness of this pattern, I repeated the joint Wald test
for every combination of the ten ETH estimations against the ten S&P 500
estimations, holding the bootstrap covariance V̂∆ fixed. Out of 10 × 10 = 100
pairings, the joint test rejects H0 in 29 pairings at the 5% level and 4 at 1%;
the p-values span [0.003, 0.313] with a median of 0.082. Unlike the BTC case,
no single estimation drives the rejection mass — the most-rejecting ETH row
contributes only 6/10 rejections, the most-rejecting S&P 500 column 8/10, and
the rejections are distributed broadly across the grid. The full grid is reported
in Appendix C.

The per-parameter aggregation across the 100 pairings reveals where the
signal sits: the misalignment switching weight αm rejects in every single pair-
ing at 5% (100/100, with 90/100 at 1% and a median individual p-value of
0.007), and the herding weight αh rejects in 51/100 at 5% (21/100 at 1%).
The remaining six parameters reject in 0–10 pairings each (Table C.6 in Ap-
pendix C). The cross-market discrepancy is therefore not a property of any
specific local optimum but a robust feature of the FW estimates: ETH pro-
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duces consistently larger αm than the S&P 500 across all ten ETH estimations,
with statistical significance attained in every pairing; for αh the direction holds
across all estimations as well, though the magnitude is smaller and reaches
statistical significance in only about half the pairings.

Taken together, the ETH–S&P 500 evidence points in the opposite direction
to the BTC–S&P 500 case. The behavioural difference is real but narrowly con-
centrated: αm rejects equality in every pairing and αh in roughly half, yet these
individual signals are diluted by the six remaining parameters that do not differ
across markets, so the stricter joint χ2

8 test still fails to reject the null in the
majority of pairings. The per-parameter and grid evidence nevertheless con-
verge on a structural difference in the switching channel: ETH agents respond
more strongly than S&P 500 agents to misalignment between the price and its
fundamental value (αm) and exhibit greater herding pressure (αh), while the
rest of the parameters mostly remain statistically indistinguishable. One pos-
sible reading of the contrast with the BTC result is the relative ages of the two
cryptocurrencies: BTC is the older market by roughly six years and may have
already had some time to mature, whereas ETH, still in the early part of its
own development at the beginning of the sample window, may retain stronger
behavioural-switching dynamics.

6.3 Structural Breaks Around the ETF Approval
Period

This section tests whether the estimated FW parameters exhibit a structural
break around the introduction of spot cryptocurrency ETFs. As with the cross-
market analysis of Section 6.2, the analysis is restricted to the FW specification,
which emerged as the best-performing model in the cross-model comparison
of Subsection 6.1.5. Each cryptocurrency series is treated separately around
its own spot ETF approval date: 2024-01-10 for Bitcoin and 2024-07-23 for
Ethereum.

6.3.1 BTC pre- vs post-ETF

For Bitcoin the cutoff is 2024-01-10, the date of the SEC approval of the first
eleven spot Bitcoin ETFs, and the two sub-samples each contain Tpre = Tpost =
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496 trading days. Table 6.14 reports the joint and individual Wald test results,
evaluated at the best-loss estimation in each sub-period.

Table 6.14: Wald test for parameter equality across the BTC spot ETF
event: FW model, pre- vs post-ETF

Param Pre-ETF Post-ETF Diff SE Wi p-value Sig.
ϕ 0.034 0.001 +0.033 0.265 0.02 0.900
χ 3.411 1.001 +2.409 1.543 2.44 0.119
σf 0.796 0.386 +0.410 0.305 1.81 0.179
σc 24.488 23.130 +1.358 10.192 0.02 0.894
αh 1.341 2.327 −0.986 1.072 0.85 0.358
αp 0.401 0.301 +0.100 0.796 0.02 0.900
αm 33.888 7.562 +26.33 10.736 6.01 0.014 **
µ 0.035 0.073 −0.038 0.030 1.52 0.218
Joint Wald test: W = 15.40, df = 8, p-value = 0.052

Notes: B = 500 block-bootstrap replications per sub-period. Standard errors
SE(di) are bootstrap-derived. Individual statistics Wi = d2

i /ˆ︃Var(di) ∼ χ2
1; joint

statistic W = d′V̂ −1
∆ d ∼ χ2

8. Significance: *** p < 0.01, ** p < 0.05, * p < 0.10.

The joint Wald test fails to reject the null of pre/post-ETF parameter equal-
ity at the 5% level, but only narrowly so (W = 15.40, p = 0.052). The indi-
vidual statistics show that the entire signal is concentrated in the misalign-
ment switching weight αm, which drops from 33.89 pre-ETF to 7.56 post-ETF

(d̂αm = +26.33, p = 0.014); no other parameter is significant at any conven-
tional level. The headline configuration thus suggests a possible structural
change in how strongly agents respond to misalignment between the price and
its fundamental value, while the remaining behavioural and noise channels ap-
pear unaffected.

To assess the robustness of this pattern, I repeated the joint Wald test for
every combination of the ten pre-ETF estimations against the ten post-ETF es-
timations, holding the bootstrap covariance V̂∆ fixed. Out of 10 × 10 = 100
pairings, the joint test rejects H0 in 12 pairings at the 5% level and 3 at 1%;
the p-values span [0.003, 0.990] with a median of 0.400, so the typical pairing
is firmly inside the non-rejection region. The rejection mass concentrates al-
most entirely in one post-ETF estimation: post run06 contributes 9 of the 12
rejections at 5% and all 3 rejections at 1%, while no pre-ETF row contributes
more than 2. After excluding the post 06 column, only 3 of the remaining 90
pairings reject at 5%. The full grid is reported in Appendix D.

The per-parameter aggregation across the 90 remaining pairings reinforces
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this picture. The misalignment switching weight αm rejects in 10/90 pairings at
5% and the chartist demand strength χ in 9/90; the remaining six parameters
reject in 0–3 pairings each, and none of the eight parameters rejects at the 1%
level in any pairing (Table D.3 in Appendix D). The signal that survives the
exclusion of post 06 is therefore weak and dispersed across two parameters.

Taken together, the headline test, the 10 × 10 grid, and the per-parameter
detail converge on an inconclusive verdict. There is a borderline signal in αm at
the best-loss pair, but it does not survive variation in the post-ETF estimation:
most of the rejection mass in the grid is traceable to a single post-ETF local
optimum rather than to a systematic shift between the two periods. With only
Tpost = 496 trading days, the test also has potentially limited power to detect
moderate shifts. A formal evaluation of a possible structural break would
therefore require a longer post-ETF window, which still needs to accumulate
over the coming years.

6.3.2 ETH pre- vs post-ETF

For Ethereum the cutoff is 2024-07-23, the date of the SEC approval of spot
Ethereum ETFs, and the two sub-samples each contain Tpre = Tpost = 363
trading days. Table 6.15 reports the joint and individual Wald test results,
evaluated at the best-loss estimation in each sub-period.

Table 6.15: Wald test for parameter equality across the ETH spot ETF
event: FW model, pre- vs post-ETF

Param Pre-ETF Post-ETF Diff SE Wi p-value Sig.
ϕ 0.037 0.355 −0.318 0.259 1.51 0.219
χ 0.051 3.155 −3.103 1.712 3.29 0.070 *
σf 0.544 0.442 +0.102 0.310 0.11 0.742
σc 23.722 3.279 +20.44 8.845 5.34 0.021 **
αh 2.461 3.673 −1.212 1.178 1.06 0.303
αp 0.114 −0.922 +1.036 0.796 1.69 0.193
αm 31.255 33.268 −2.013 19.548 0.01 0.918
µ 0.061 0.078 −0.017 0.027 0.40 0.527
Joint Wald test: W = 11.71, df = 8, p-value = 0.165

Notes: B = 500 block-bootstrap replications per sub-period. Standard errors
SE(di) are bootstrap-derived. Individual statistics Wi = d2

i /ˆ︃Var(di) ∼ χ2
1; joint

statistic W = d′V̂ −1
∆ d ∼ χ2

8. Significance: *** p < 0.01, ** p < 0.05, * p < 0.10.

The joint Wald test fails to reject the null of pre/post-ETF parameter equal-
ity at conventional levels (W = 11.71, p = 0.165). At the individual-parameter
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level the chartist demand noise σc drops from 23.72 pre-ETF to 3.28 post-ETF

and rejects at the 5% level (p = 0.021), and the chartist demand strength χ

rises from a near-zero pre-ETF value to 3.15 post-ETF, reaching marginal signif-
icance (p = 0.07). The misalignment switching weight αm — which dominated
the H2 contrast between ETH and the S&P 500 — is essentially unchanged
across the ETF event (31.26 vs 33.27, p = 0.92).

To assess the robustness of this pattern, I repeated the joint Wald test for
every combination of the ten pre-ETF estimations against the ten post-ETF

estimations, holding the bootstrap covariance V̂∆ fixed. Out of 10 × 10 = 100
pairings, the joint test rejects H0 in 22 pairings at the 5% level and 20 at 1%;
the p-values span [< 0.001, 0.987] with a median of 0.334. The rejection mass
concentrates almost entirely in two specific post-ETF estimations: post run03
and post run08, which together account for 20 of the 22 rejections at 5% and all
20 rejections at 1%. After excluding both columns, only 2 of the remaining 80
pairings reject at 5%. Both outlier estimations are also among the worst-fitting
post-ETF estimations (Lpost = 139.7 for run03 and 150.0 for run08, against the
best 109.4 for run09), and both sit at parameter-space boundaries: post03 has
αm = 4.72 while post08 has αm = 35.00 at the upper bound. The full grid is
reported in Appendix D.

The per-parameter aggregation across the 80 pairings remaining after the
exclusion reinforces the same picture. The chartist demand noise σc rejects in
20/80 pairings at 5% (with no rejection at 1%), the fundamentalist demand
noise σf in 9/80, and the herding weight αh in 3/80; the remaining five pa-
rameters reject in 0–3 pairings each, and αm rejects in none (Table D.6 in
Appendix D). The signal that survives the exclusion is therefore concentrated
in the chartist noise channel rather than in the behavioural switching mecha-
nism that drove the H2 ETH contrast.

Taken together, the headline test, the 10 × 10 grid, and the per-parameter
detail again converge on an inconclusive verdict for the ETH spot ETF event.
The headline does flag a sharp drop in σc and a possible rise in χ, and the grid
evidence is consistent with a moderate shift in the chartist noise channel across
the ETF event, but the bulk of the rejection mass in the grid is traceable to
two outlier post-ETF estimations rather than to a systematic shift between the
two periods. With only Tpost = 363 trading days the test also has potentially
limited power to detect moderate shifts. As with BTC, a formal evaluation of
a possible structural break would therefore require a longer post-ETF window,
which still needs to accumulate over the coming years.



Chapter 7

Conclusion

This thesis estimated four heterogeneous agent models — Brock & Hommes
(1998), Farmer & Joshi (2002), Alfarano et al. (2008), and Franke & Wester-
hoff (2012) — on the S&P 500 index, Bitcoin, and Ethereum by SMM using
a common seventeen-moment set covering variance, tail behaviour, and the
autocorrelation structure of absolute and squared returns. A two-stage global–
local optimiser was used to mitigate the multimodality of the SMM objective,
and each estimation was repeated ten times with non-overlapping seed sets to
assess the dispersion of local optima and select the lowest-loss headline run.
The empirical analysis was organised around three research questions: whether
any single specification dominates the others across equity and cryptocurrency
markets, whether the estimated behavioural parameters differ between the two
market types, and whether they exhibit a structural break around the 2024
introduction of spot cryptocurrency ETFs.

The cross-model comparison identifies FW as the dominant model across the
three markets. On the S&P 500 FW and BH achieve effectively tied comparable
losses, but FW clearly dominates on per-seed stability. On Bitcoin FW achieves
the lowest comparable loss by a wide margin and the fewest moment-level
violations. On Ethereum BH achieves marginally lower comparable loss, but
FW again dominates on simulation stability. Taken across both diagnostics —
moment-level fit and per-seed reliability — FW is therefore the only specification
that ranks at or near the top on every market, and the evidence supports a
positive finding that the FW model dominates the other three HAMs considered
here on the equity and cryptocurrency markets jointly. All four specifications,
however, fit the S&P 500 substantially better than either cryptocurrency.

Conditional on this dominance result, the cross-market parameter compar-
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ison restricts attention to FW and returns an asymmetric verdict for the two
cryptocurrencies. For Bitcoin against the S&P 500 the joint Wald test does not
reject parameter equality, and the conclusion survives a grid of pairwise tests
across local optima. This null finding is, however, conditional on the business-
day alignment of the cryptocurrency series with the S&P 500 calendar; under
a 7-day calendar alignment the misalignment switching weight αm on Bitcoin
shifts from approximately 9 to 22, which would plausibly open a significant
cross-market gap and bring the Bitcoin contrast closer to the Ethereum find-
ing documented below. For Ethereum the joint test also fails to reject, but
the per-parameter detail tells a different story — the misalignment switching
weight αm rejects equality across the entire grid of pairings and the herding
weight αh in roughly half. The behavioural divergence is therefore narrowly
concentrated in the switching channel rather than diffused across the param-
eter vector: Ethereum agents respond more strongly than S&P 500 agents to
fundamental–price misalignment and exhibit greater herding pressure, while
the rest of the parameters remain statistically indistinguishable. One plausi-
ble reading of the contrast with the Bitcoin result is that the sample window
captures the two cryptocurrencies at very different stages of their life cycles:
by the start of the sample Bitcoin had already been trading for almost nine
years and behaves throughout as a relatively mature asset, whereas Ethereum,
launched only in mid-2015, is observed from a much earlier point in its life
cycle. The stronger behavioural switching dynamics estimated for Ethereum
may therefore simply reflect the larger share of early-stage observations that
this market contributes to the sample.

The structural-break analysis, similarly restricted to FW and applied around
the 2024 spot ETF approvals, finds no robust evidence of a parameter shift for
either cryptocurrency. For Bitcoin the joint Wald test fails to reject parameter
equality at the best-loss pair, although the misalignment switching weight αm,
taken individually, does shift significantly. This individual αm signal does not,
however, survive the robustness check: across the pairwise grid of local optima
the rejection mass concentrates almost entirely in a single anomalous post-
ETF run; once it is excluded the joint test rejects parameter equality in only
3 of the remaining 90 pairings, and αm alone rejects in 10. For Ethereum the
joint Wald test similarly fails to reject parameter equality at the best-loss pair.
The robustness check reinforces this verdict: across the pairwise grid of local
optima the rejection mass concentrates in two outlier post-ETF estimations;
after excluding them the joint test rejects equality in only 2 of the remaining 80
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pairings, and no individual parameter rejects consistently across the grid. With
the post-ETF window still relatively short on both cryptocurrencies, however,
the test has limited power to detect moderate breaks, and a definitive verdict
will require a longer post-event sample which still needs to accumulate over the
coming years.

Beyond the three research questions, several broader patterns emerge from
the joint analysis. Simulated power-law tails fall short of the empirical level on
the cryptocurrencies across most model–market combinations, and the long-lag
autocorrelations of absolute returns are systematically underestimated by all
four specifications, suggesting that none of the models fully captures the long-
memory properties of cryptocurrency volatility. A second pattern on which
the models divide is estimation stability: FW exhibits uniformly tight per-seed
loss distributions across all three markets, while BH and FJ produce heavily
right-skewed dispersion on the cryptocurrencies. Estimation reliability, not
only goodness-of-fit at the best-loss run, must therefore enter the practical
assessment of these models on cryptocurrency data.

While the substantive findings are clear, the analysis is subject to several
limitations that suggest natural extensions. The Wald tests rely on Gaussian
approximations to the bootstrap distribution that are vulnerable to the multi-
modality and boundary effects documented in Chapter 6; a parametric boot-
strap that simulates the test statistic directly under the null hypothesis would
provide more reliable inference at the cost of substantially higher computational
burden. The seventeen-moment FWCHL17 set was deliberately chosen broad
enough to support a fair head-to-head comparison of all four specifications,
but it is not necessarily the most informative set for any individual model, and
the stepwise moment-selection methodology of Zila & Kukacka (2023) could be
applied per model to identify a tailored optimal moment set. The structural-
break exercise would benefit most directly from longer post-ETF samples and
could be revisited in two to three years as more post-event data accumulate.
Finally, since none of the four models fully reproduces the long-memory volatil-
ity of cryptocurrency returns, future work could explore extended specifications
— richer chartist heterogeneity within the FW switching framework, or hybrid
HAM–stochastic-volatility specifications — in pursuit of a model class that bet-
ter captures the empirical dynamics specific to cryptocurrency markets.
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Appendix A

Codebase

The source code necessary to replicate the results — including the model im-
plementations, the SMM framework, the preprocessed return data, and the
MetaCentrum job templates — is available in the archived GitHub repository:

https://github.com/tomasrobovsky/master-thesis-ham

https://github.com/tomasrobovsky/master-thesis-ham


Appendix B

Data Alignment Robustness: BTC

FW Estimation

The cryptocurrency markets trade continuously, while the S&P 500 trades only
on business days. To make the three return series comparable, the main analysis
aggregates BTC and ETH returns into business-day buckets (B-day alignment,
T = 2,045). This appendix documents the sensitivity of the FW estimation on
BTC to that alignment choice by comparing the B-day specification with a 7-
day calendar specification (T = 2,973, no aggregation). Both series are rescaled
to the same target standard deviation σtarget = 0.0306; both are estimated with
S = 100 simulation seeds per run, 500 runs per specification, identical DE seed
and FWCHL17 moment set, and a diagonal weighting matrix recomputed from
each specification’s data. The achieved loss values are not directly comparable
across specifications, because the weighting matrix W differs between them, so
the comparison below focuses on the parameter estimates and on standardised
moment-fit residuals.
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Table B.1: FW BTC parameter estimates: B-day vs 7-day alignment,
500 estimations per specification

B-day (T = 2,045) 7-day (T = 2,973)
q05 q50 q95 q05 q50 q95

ϕ 0.12 0.22 0.39 0.07 0.11 0.24
χ 0.00 0.04 0.55 0.01 0.24 1.03
σf 0.10 0.15 0.34 0.19 0.28 0.60
σc 16.95 22.88 24.94 17.47 23.12 24.79
αh 1.88 2.64 4.32 1.81 2.81 4.39
αp −0.53 0.78 0.99 −0.67 0.70 0.97
αm 6.88 8.99 12.64 17.70 22.05 25.50
µ 0.027 0.046 0.084 0.031 0.067 0.096

Notes: Quantiles are computed across 500 independent two-stage estimations (DE
+ Nelder–Mead), each using a different non-overlapping batch of 100 simulation
seeds. The misalignment switching weight αm is fully disjoint between the two

clouds (B-day [6.9, 12.6] versus 7-day [17.7, 25.5] at the 5–95% band), and σf shifts
noticeably as well. The remaining six parameters overlap to varying degrees, with

σc, αh, αp, and µ showing the strongest agreement.
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Table B.2: Standardised moment-fit residuals |zi|: B-day vs 7-day,
500 estimations per specification

B-day 7-day
Moment q05 q50 q95 q05 q50 q95
RAW-VAR 0.00 0.01 0.07 0.00 0.04 0.19
RAW-KURT 1.57 1.59 1.61 1.13 1.16 1.18
RAW-AC1 1.02 1.23 1.42 1.76 1.93 2.10
ABS-HILL5 2.52 2.91 3.15 1.27 1.90 2.56
ABS-AC1 0.42 0.62 0.85 0.75 1.08 1.37
ABS-AC5 0.03 0.18 0.34 0.59 0.82 1.05
ABS-AC10 0.30 0.44 0.62 0.11 0.38 0.64
ABS-AC15 0.80 0.97 1.16 2.07 2.30 2.50
ABS-AC20 0.75 0.92 1.09 1.17 1.37 1.54
ABS-AC25 1.85 2.10 2.33 1.90 2.14 2.40
ABS-AC50 0.06 0.28 0.56 0.86 1.10 1.33
SQR-AC1 1.28 1.50 1.75 2.70 2.91 3.07
SQR-AC5 1.80 1.97 2.16 1.73 1.86 2.00
SQR-AC10 1.90 2.04 2.17 2.68 2.98 3.27
SQR-AC15 1.05 1.21 1.36 0.70 0.86 1.03
SQR-AC20 0.56 0.73 0.91 0.55 0.71 0.88
SQR-AC25 0.01 0.08 0.20 0.31 0.54 0.78

Notes: Quantiles of the absolute z-score |zi| = |msim,i − mdata,i|/SE(mdata,i) across
the 500 estimations per specification, where SE(mdata,i) is the diagonal

block-bootstrap standard error of the i-th empirical moment. Values below ∼ 2
indicate the simulated moment is statistically indistinguishable from the data at

conventional levels; values above 2 correspond to a systematic miss at roughly the
5% level, and values above 2.58 at the 1% level.

The two variants produce comparable moment-fit quality overall: neither
is uniformly closer to its own data than the other. B-day fits the volatility-
clustering autocorrelations better (ABS-AC15, ABS-AC50, SQR-AC1, SQR-
AC10 all show median |z| at least 0.8 lower under B-day), while 7-day fits
the tail-thickness measures better (Hill tail index ABS-HILL5: 1.90 versus
2.91; unconditional kurtosis RAW-KURT: 1.16 versus 1.59). In both cases a
handful of moments sit close to or above the |z| = 2 threshold, consistent
with the FW BTC moment-fit pattern documented in Subsection 6.1.4: the
model struggles to jointly match the tail behaviour and the long-lag absolute-
return autocorrelations of BTC, and the two alignments simply distribute that
difficulty differently.

The estimated parameter distributions tell a clearer story. The misalign-
ment switching weight αm jumps from ∼ 9 under B-day to ∼ 22 under 7-
day, with no overlap between the two 5–95% bands, and the fundamentalist
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demand noise σf roughly doubles. Both shifts can be read as the model’s
response to the different stylised-fact fingerprint of the two series: the 7-day
series exhibits substantially stronger long-lag absolute-return autocorrelation
(ABS-AC50 = 0.046 versus 0.013 on B-day), and the optimiser pushes αm and
σf higher in response, although the FW model still falls noticeably short of
the empirical 7-day persistence (ABS-AC50 retains a median |z| = 1.10 under
7-day, against 0.28 under B-day).

Switching to a 7-day alignment would have asymmetric implications for the
main analysis. For H1, all four specifications already systematically under-
estimate the long-lag absolute-return autocorrelations on crypto under B-day
(Subsection 6.1.5); under 7-day the empirical bar rises further, and the FW

fit on those moments deteriorates accordingly (median |z| for ABS-AC15 rises
from 0.97 to 2.30, for ABS-AC50 from 0.28 to 1.10). The cross-model perfor-
mance on crypto in Section 6.1 would therefore most likely worsen across the
board, and B-day gives all four specifications their most favourable test.

For H2, the alignment matters more for the BTC contrast than for the ETH

contrast. The BTC vs S&P 500 test currently fails to reject parameter equality
with αBTC

m ∼ 10 against αS&P
m ∼ 5; under 7-day BTC’s αm would shift to ∼ 22

and plausibly open a significant gap, bringing the BTC contrast closer to what
is currently observed for ETH. The ETH conclusion, by contrast, is structurally
robust: under B-day, the individual Wald test on αm already rejects ETH–
S&P 500 equality in 100/100 pairings at the 5% level (Subsection 6.2), so even
if a 7-day alignment shifted the absolute estimates, the qualitative conclusion
of a significant cross-market gap in this parameter would be preserved.



Appendix C

Cross-Market Wald Robustness
Grids

This appendix complements Section 6.2 of the main text by reporting the full
10×10 grids of Wald test results across all estimations of the FW model. In both
cases the bootstrap covariance V̂∆ is held fixed at its value from the headline
configuration (B = 500 synchronous block bootstrap replications); only the
point estimate d̂ = θ̂ crypto, k − θ̂ S&P 500, j varies across cells.

Table C.1: Joint Wald p-values across BTC × S&P 500 estimations

sp01 sp02 sp03 sp04 sp05 sp06 sp07 sp08 sp09 sp10
btc01 .066 .380 .223 .151 .023 .124 .336 .125 .198 .262
btc02 .075 .400 .298 .137 .023 .112 .305 .187 .274 .291
btc03 .126 .525 .435 .177 .031 .166 .417 .299 .383 .417
btc04 .062 .281 .171 .133 .025 .123 .290 .091 .146 .222
btc05 .274 .557 .572 .198 .049 .300 .563 .432 .375 .594
btc06 .005 .061 .014 .032 .004 .017 .061 .005 .017 .027
btc07 .733 .329 .565 .185 .177 .629 .643 .456 .211 .755
btc08 .281 .640 .662 .207 .048 .279 .569 .531 .489 .636
btc09 .334 .563 .580 .219 .064 .350 .608 .442 .355 .632
btc10 .656 .490 .710 .218 .114 .603 .718 .592 .334 .804

Notes: Each cell reports the joint Wald p-value pkj = Pr[χ2
8 > Wkj ] for the pairing

of BTC estimation k and S&P 500 estimation j. Underlined entries indicate
p < 0.05, bold indicates p < 0.01. Decimal points dropped on entries with p < 1.
Estimations are indexed by their differential-evolution seed range, with run 01
using seeds 1–100, run 02 using seeds 101–200, and so on. The headline test in

Table 6.12 corresponds to the (btc05, sp08) cell, p = 0.432.
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Table C.2: Joint Wald W statistics across BTC × S&P 500 estimations

sp01 sp02 sp03 sp04 sp05 sp06 sp07 sp08 sp09 sp10
btc01 14.67 8.57 10.63 12.00 17.76 12.66 9.07 12.64 11.07 10.04
btc02 14.26 8.35 9.55 12.33 17.81 13.00 9.46 11.27 9.87 9.64
btc03 12.60 7.11 7.99 11.45 16.91 11.68 8.17 9.54 8.53 8.17
btc04 14.84 9.77 11.58 12.43 17.50 12.69 9.65 13.67 12.12 10.66
btc05 9.87 6.81 6.67 11.06 15.59 9.53 6.76 8.01 8.62 6.48
btc06 22.19 14.91 19.21 16.79 22.47 18.55 14.89 21.91 18.66 17.33
btc07 5.23 9.15 6.74 11.30 11.47 6.16 6.04 7.77 10.83 5.02
btc08 9.78 6.07 5.87 10.91 15.65 9.81 6.71 7.06 7.45 6.10
btc09 9.10 6.76 6.60 10.70 14.74 8.91 6.35 7.91 8.85 6.13
btc10 5.93 7.44 5.44 10.73 12.94 6.39 5.36 6.50 9.10 4.56

Notes: Joint Wald statistic Wkj = d̂ ′
kj V̂ −1

∆ d̂kj , distributed as χ2
8 under

H0 : θ BTC = θ S&P 500. Critical values: χ2
8; 0.95 = 15.51, χ2

8; 0.99 = 20.09. The btc06
row is uniformly elevated, consistent with that estimation sitting in a more distant

local optimum.

Table C.3: Per-parameter rejection counts across the BTC × S&P 500
grid

Parameter rej. at 5% / 100 rej. at 1% / 100 rej. at 5% / 81† median pi

ϕ 3 0 1 0.445
χ 0 0 0 0.911
σf 31 15 19 0.163
σc 0 0 0 0.382
αh 5 0 3 0.390
αp 0 0 0 0.220
αm 0 0 0 0.820
µ 38 9 24 0.167

Notes: Each row reports, for one parameter, the number of pairings (out of 100) in
which the individual Wald statistic Wi = d̂ 2

i /ˆ︃Var(d̂i) exceeds the corresponding χ2
1

critical value. The penultimate column (†) restricts the count to the 81 pairings
remaining after excluding the btc06 row and the sp05 column. The price-impact
scale µ and the fundamentalist demand noise σf are the only parameters with a
non-negligible rejection rate; all switching parameters (χ, αh, αp, αm) reject in

fewer than 5% of pairings at the 5% level once outliers are removed.
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Table C.4: Joint Wald p-values across ETH × S&P 500 estimations

sp01 sp02 sp03 sp04 sp05 sp06 sp07 sp08 sp09 sp10
eth01 .032 .074 .038 .070 .036 .066 .143 .014 .012 .096
eth02 .051 .022 .046 .019 .012 .066 .076 .023 .010 .080
eth03 .087 .092 .050 .173 .142 .225 .313 .014 .009 .176
eth04 .024 .078 .017 .183 .116 .101 .212 .003 .004 .079
eth05 .126 .086 .124 .074 .049 .178 .228 .059 .030 .222
eth06 .107 .109 .138 .083 .045 .146 .224 .067 .042 .222
eth07 .064 .158 .096 .141 .071 .124 .256 .036 .032 .190
eth08 .043 .091 .107 .051 .018 .060 .124 .053 .051 .134
eth09 .086 .225 .209 .111 .038 .116 .259 .110 .108 .264
eth10 .085 .069 .065 .091 .063 .159 .217 .024 .014 .159

Notes: Each cell reports the joint Wald p-value pkj = Pr[χ2
8 > Wkj ] for the pairing

of ETH estimation k and S&P 500 estimation j. Underlined entries indicate
p < 0.05, bold indicates p < 0.01. Decimal points dropped on entries with p < 1.
Estimations are indexed by their differential-evolution seed range, with run 01
using seeds 1–100, run 02 using seeds 101–200, and so on. The headline test in

Table 6.13 corresponds to the (eth05, sp07) cell, p = 0.228.

Table C.5: Joint Wald W statistics across ETH × S&P 500 estimations

sp01 sp02 sp03 sp04 sp05 sp06 sp07 sp08 sp09 sp10
eth01 16.79 14.32 16.30 14.50 16.52 14.68 12.19 19.25 19.49 13.49
eth02 15.45 17.91 15.77 18.32 19.64 14.64 14.21 17.82 20.15 14.06
eth03 13.81 13.62 15.52 11.55 12.21 10.61 9.36 19.10 20.23 11.47
eth04 17.70 14.15 18.69 11.35 12.89 13.34 10.82 22.92 22.27 14.12
eth05 12.61 13.85 12.66 14.32 15.58 11.45 10.56 15.02 17.05 10.66
eth06 13.15 13.09 12.31 13.96 15.84 12.13 10.62 14.60 16.01 10.66
eth07 14.77 11.84 13.48 12.23 14.42 12.65 10.12 16.49 16.86 11.22
eth08 15.97 13.65 13.16 15.46 18.51 14.96 12.66 15.33 15.42 12.39
eth09 13.86 10.61 10.87 13.01 16.29 12.87 10.09 13.06 13.10 10.01
eth10 13.89 14.52 14.72 13.66 14.81 11.84 10.75 17.60 19.21 11.84

Notes: Joint Wald statistic Wkj = d̂ ′
kj V̂ −1

∆ d̂kj , distributed as χ2
8 under

H0 : θ ETH = θ S&P 500. Critical values: χ2
8; 0.95 = 15.51, χ2

8; 0.99 = 20.09.
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Table C.6: Per-parameter rejection counts across the ETH × S&P 500
grid

Parameter rej. at 5% / 100 rej. at 1% / 100 median pi

ϕ 0 0 0.572
χ 0 0 0.764
σf 10 1 0.398
σc 0 0 0.446
αh 51 21 0.049
αp 0 0 0.552
αm 100 90 0.007
µ 8 0 0.276

Notes: Each row reports, for one parameter, the number of pairings (out of 100) in
which the individual Wald statistic Wi = d̂ 2

i /ˆ︃Var(d̂i) exceeds the corresponding χ2
1

critical value. The misalignment switching weight αm rejects in every pairing at the
5% level and in 90 of 100 at 1%, with a median individual p-value of 0.007; the

herding weight αh rejects in roughly half of the pairings. The remaining six
parameters — ϕ, χ, σf , σc, αp, µ — reject in fewer than 10% of pairings, indicating

that the cross-market discrepancy is concentrated in the switching mechanism
rather than in the demand or noise channels.



Appendix D

Pre/Post-ETF Wald Robustness
Grids

This appendix complements Subsection 6.3 of the main text by reporting the
full 10 × 10 grids of joint and per-parameter Wald test results across all com-
binations of the ten pre-ETF and ten post-ETF estimations of the FW model.
In both cases the bootstrap covariance V̂∆ = V̂pre + V̂post is held fixed across
cells (Bpre = Bpost = 500 block-bootstrap replications, treated as indepen-
dent because the two sub-samples do not overlap); only the point estimate
d̂ = θ̂ pre, k − θ̂ post, j varies across cells.

Table D.1: Joint Wald p-values across BTC pre × post-ETF estima-
tions

po01 po02 po03 po04 po05 po06 po07 po08 po09 po10
pr01 .937 .425 .453 .905 .052 .033 .149 .187 .046 .134
pr02 .896 .530 .869 .826 .130 .021 .140 .332 .501 .874
pr03 .170 .512 .370 .151 .245 .073 .164 .763 .430 .168
pr04 .361 .794 .784 .341 .161 .009 .117 .668 .779 .968
pr05 .213 .188 .150 .160 .022 .003 .056 .413 .071 .092
pr06 .927 .327 .526 .853 .021 .010 .351 .543 .080 .134
pr07 .819 .662 .748 .856 .072 .014 .153 .532 .401 .778
pr08 .949 .632 .990 .656 .146 .019 .876 .837 .419 .396
pr09 .399 .944 .866 .255 .230 .016 .528 .988 .627 .586
pr10 .466 .770 .649 .506 .244 .045 .081 .481 .581 .783

Notes: Each cell reports the joint Wald p-value pkj = Pr[χ2
8 > Wkj ] for the pairing

of pre estimation k and post estimation j. Underlined entries indicate p < 0.05,
bold indicates p < 0.01. Decimal points dropped on entries with p < 1. The

headline test in Table 6.14 corresponds to the (pr01, po05) cell, p = 0.052. The
post 06 column accounts for 9 of the 12 rejections at 5% and all 3 at 1%.
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Table D.2: Joint Wald W statistics across BTC pre × post-ETF esti-
mations

po01 po02 po03 po04 po05 po06 po07 po08 po09 po10
pr01 2.95 8.09 7.80 3.42 15.40 16.71 12.05 11.27 15.76 12.42
pr02 3.54 7.07 3.87 4.33 12.51 18.03 12.26 9.12 7.34 3.81
pr03 11.60 7.23 8.68 12.02 10.29 14.36 11.73 4.95 8.04 11.64
pr04 8.78 4.65 4.75 9.02 11.79 20.25 12.86 5.82 4.79 2.35
pr05 10.81 11.24 12.04 11.81 17.94 23.60 15.17 8.21 14.43 13.62
pr06 3.11 9.18 7.10 4.05 18.03 20.18 8.90 6.94 14.08 12.40
pr07 4.40 5.87 5.09 4.02 14.42 19.10 11.96 7.04 8.34 4.81
pr08 2.76 6.14 1.65 5.92 12.12 18.28 3.79 4.21 8.15 8.40
pr09 8.36 2.83 3.90 10.14 10.52 18.74 7.08 1.76 6.18 6.55
pr10 7.67 4.88 5.99 7.28 10.31 15.84 14.05 7.53 6.60 4.76

Notes: Joint Wald statistic Wkj = d̂ ′
kj V̂ −1

∆ d̂kj , distributed as χ2
8 under

H0 : θ pre = θ post. Critical values: χ2
8; 0.95 = 15.51, χ2

8; 0.99 = 20.09. The post 06
column is uniformly elevated (all entries ≥ 14.36), consistent with that post-ETF

estimation sitting in a more distant local optimum.

Table D.3: Per-parameter rejection counts across the BTC pre × post-
ETF grid

Parameter rej. at 5% / 100 rej. at 1% / 100 rej. at 5% / 90† median pi

ϕ 0 0 0 0.932
χ 9 0 9 0.324
σf 2 0 0 0.518
σc 0 0 0 0.508
αh 3 0 3 0.492
αp 2 0 2 0.388
αm 20 3 10 0.484
µ 2 0 0 0.704

Notes: Each row reports, for one parameter, the number of pairings (out of 100) in
which the individual Wald statistic Wi = d̂ 2

i /ˆ︃Var(d̂i) exceeds the corresponding χ2
1

critical value. The penultimate column (†) restricts the count to the 90 pairings
remaining after excluding the post 06 column. The misalignment switching weight
αm is the only parameter with a non-negligible rejection rate at the full grid, but
half of its 5%-rejections and all 1%-rejections fall in the post 06 column; once that

estimation is removed, the residual signal is weak and dispersed.
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Table D.4: Joint Wald p-values across ETH pre × post-ETF estima-
tions

po01 po02 po03 po04 po05 po06 po07 po08 po09 po10
pr01 .383 .963 <.001 .334 .658 .520 .636 <.001 .165 .038
pr02 .496 .596 <.001 .621 .385 .920 .208 <.001 .319 .648
pr03 .452 .986 <.001 .677 .964 .795 .750 <.001 .579 .270
pr04 .290 .257 <.001 .188 .092 .272 .297 <.001 .081 .378
pr05 .562 .973 <.001 .767 .853 .977 .472 <.001 .537 .359
pr06 .267 .555 <.001 .287 .378 .317 .653 <.001 .239 .346
pr07 .410 .438 <.001 .204 .097 .449 .201 <.001 .059 .141
pr08 .401 .933 <.001 .333 .633 .514 .716 <.001 .198 .087
pr09 .277 .987 <.001 .448 .894 .548 .596 <.001 .290 .042
pr10 .435 .901 <.001 .260 .522 .497 .630 <.001 .138 .054

Notes: Each cell reports the joint Wald p-value pkj = Pr[χ2
8 > Wkj ] for the pairing

of pre estimation k and post estimation j. Underlined entries indicate p < 0.05,
bold indicates p < 0.01. Decimal points dropped on entries with p < 1. The

headline test in Table 6.15 corresponds to the (pr01, po09) cell, p = 0.165. The
post 03 and post 08 columns together account for 20 of the 22 rejections at 5% and

all 20 rejections at 1%.

Table D.5: Joint Wald W statistics across ETH pre × post-ETF esti-
mations

po01 po02 po03 po04 po05 po06 po07 po08 po09 po10
pr01 8.53 2.47 38.67 9.10 5.91 7.15 6.10 74.49 11.71 16.32
pr02 7.39 6.46 27.10 6.24 8.52 3.21 10.90 61.75 9.29 5.99
pr03 7.82 1.80 33.34 5.73 2.45 4.65 5.07 68.27 6.61 9.93
pr04 9.65 10.12 40.76 11.25 13.61 9.90 9.56 76.62 14.04 8.59
pr05 6.77 2.23 30.25 4.91 4.04 2.11 7.62 62.01 7.00 8.81
pr06 9.97 6.83 41.37 9.69 8.59 9.31 5.95 73.32 10.38 8.96
pr07 8.24 7.95 42.33 10.96 13.46 7.84 11.01 77.51 15.01 12.24
pr08 8.34 3.03 37.55 9.11 6.12 7.21 5.39 71.97 11.07 13.80
pr09 9.83 1.78 38.59 7.85 3.57 6.89 6.45 75.56 9.66 16.06
pr10 7.98 3.48 39.13 10.07 7.14 7.38 6.16 73.65 12.31 15.28

Notes: Joint Wald statistic Wkj = d̂ ′
kj V̂ −1

∆ d̂kj , distributed as χ2
8 under

H0 : θ pre = θ post. Critical values: χ2
8; 0.95 = 15.51, χ2

8; 0.99 = 20.09. The post 03 and
post 08 columns are uniformly elevated, consistent with both estimations sitting at

distant local optima (αpost 03
m = 4.72, αpost 08

m = 35.00 at the upper bound).
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Table D.6: Per-parameter rejection counts across the ETH pre × post-
ETF grid

Parameter rej. at 5% / 100 rej. at 1% / 100 rej. at 5% / 80† median pi

ϕ 0 0 0 0.426
χ 3 0 3 0.556
σf 9 1 9 0.390
σc 26 0 20 0.178
αh 21 11 3 0.371
αp 0 0 0 0.443
αm 0 0 0 0.818
µ 3 0 3 0.485

Notes: Each row reports, for one parameter, the number of pairings (out of 100) in
which the individual Wald statistic Wi = d̂ 2

i /ˆ︃Var(d̂i) exceeds the corresponding χ2
1

critical value. The penultimate column (†) restricts the count to the 80 pairings
remaining after excluding the post 03 and post 08 columns. The chartist demand
noise σc is the only parameter with a non-trivial rejection rate after exclusion; the
herding weight αh generates a substantial signal at the full grid (21/100, 11/100 at
1%) but virtually all of those rejections sit in the post 03 and post 08 columns, and

only 3/80 remain after exclusion.
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