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Abstract

The increasing use of machine learning for prediction and classification tasks
has led to numerous reports of strong model performance across a wide range
of domains. Nevertheless, when data leakage occurs, in which training data
contains information unavailable in real-world settings, such results may not
be fully reliable, as indicated by recent research. This study examines the ef-
fects of data leakage in highly imbalanced binary classification problems. Using
more than thirty datasets with substantially varying sizes and models for su-
pervised learning and novelty detection, we evaluate several common sources
of data leakage across the full machine learning pipeline. The results indicate
that oversampling-related leakage can severely distort reported performance,
despite its presence in some applied studies including published payment fraud
detection research. While the effects of the remaining examined leakage types
appear marginal or even negligible on average, exceptions depending on the
dataset, model, and the modelling process specification may arise, leading to

more inflated performance estimates.
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Abstrakt

Rostouci vyuziti strojového uceni pro predikéni a klasifikacéni tilohy vedlo k mno-
ha zpravam o vysoké vykonnosti modeltt naptis riaznymi doménami. Nicméné
v pripadech, kdy dochazi k iniku dat, kdy trénovaci data obsahuji informace,
které by v realném nasazeni nebyly dostupné, nemusi byt tyto vysledky plné
spolehlivé, jak ukazuje nedavny vyzkum. Tato studie zkouma dopady tnikt
dat v tulohach binarni klasifikace s vyrazné nevyvazenymi daty. Pomoci vice
nez triceti datasetu vyrazné odlisnych velikosti a za pouziti modeli pro super-
vizované uceni i detekci anomalii je hodnoceno nékolik béznych zdroji tniku
dat v celém modelovacim procesu. Vysledky ukazuji, ze tnik spojeny s prev-
zorkovanim muze vyrazné zkreslit reportovanou vykonnost, a to i pres jeho
vyskyt v nékterych aplikacnich studiich véetné vyzkumu detekce platebnich
podvodu. Ackoli vliv zbyvajicich zkoumanych typt inikt se v prameéru jevi jako
marginalni nebo dokonce zcela zanedbatelny, vyskytuji se vyjimky zavislé na
datasetu, modelu a nastaveni procesu modelovani, které mohou vést k vétsimu

nadhodnoceni vykonnosti.
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Chapter 1

Introduction

In recent decades, and particularly in the past few years, the use of Machine
Learning (ML) has expanded rapidly. ML models are now applied across a wide
range of research areas, including predictive modelling of bird species occur-
rence (Bahn & McGill, 2013), classification of magnetic resonance imaging
scans (Yagis et al., 2021), candidate generation in recommendation systems (Ji
et al., 2023), short-term wind speed forecasting (Zhou et al., 2024), detection
of fraudulent payment transactions (Juzova, 2024), and many other diverse

problems.

Some research domains encompass dozens or even hundreds of studies in
which researchers aim to present the best-performing models. In some of these
studies, models are reported to achieve near-zero error rates. Nevertheless, as
Pyle (2009) cautions, perfect or near-perfect performance is rare and often sig-
nals either a trivial problem or Data Leakage (DL), which occurs when a model
has access to information during training that would not be available in a real-
world setting. Such cases should therefore be carefully examined to determine
the true source of predictive power. Overly optimistic results arising from DL
can create the illusion of high accuracy during development, but often result in
less remarkable or even poor performance in practical deployment (Kaufman
et al., 2012). To ensure reliable generalisation and avoid inflated performance
estimates due to DL, models must be evaluated on data not used during de-
velopment, with all preprocessing steps performed exclusively on the training
data, while the test set remains untouched apart from transformations fitted

on the training data (Arp et al., 2022). In addition, datasets with temporal
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structure should be split in a manner that respects chronological order to pre-
vent information from the future relative to the prediction point being used

during training, thereby introducing temporal leakage (Pyle, 2009).

The inflated performance associated with DL is not merely theoretical but
has been demonstrated in numerous empirical studies. Bouke & Abdullah
(2023) show that z-score scaling combined with target encoding can slightly
increase reported performance, particularly for certain ML models. A stronger
effect is reported by Vandewiele et al. (2021), who demonstrate that oversam-
pling imbalanced data prior to proper train-test partitioning can cause models
with limited predictive ability to appear nearly perfect. More recently, at-
tention has also been given to DL arising from the application of Principal
Component Analysis (PCA), an orthogonal transformation and dimensional-
ity reduction method, where prediction error in soil property estimation has
been shown to be artificially reduced when applied to the full dataset (Cor-
rea et al., 2025). Similarly, inflated performance due to random rather than
temporally aware data splitting has been documented in fund transfer fraud
detection (Hsin et al., 2022). Despite these effects, such forms of DL still ap-
pear in publicly available Jupyter notebooks, including tutorials, as shown by
Yang et al. (2023), as well as in published studies across multiple domains, with
larger-scale investigations by Sun et al. (2020) and Arp et al. (2022) further
highlighting the non-negligible prevalence of these types of DL.

Extending current literature, we focus on the Payment Fraud Detection
(PFD) domain and review 64 papers from conference proceedings and Q1 jour-
nals, identifying studies that appear to contain DL arising from scaling, resam-
pling, dimensionality reduction, as well as temporal leakage. Building on this,
we design a controlled experiment using 12 datasets from the PFD domain
and a further 24 datasets from multiple domains, with dataset sizes ranging
from 405 to almost 150,000 observations and imbalance levels ranging from
below 0.2% to over 10% minority-class prevalence. We evaluate both super-
vised models — Random Forest (RF), Support Vector Machine (SVM), k-NN —
and novelty detection models — Isolation Forest (IF), One-Class Support Vec-
tor Machine (OCSVM), Local Outlier Factor (LOF). We systematically analyse
several forms of DL — including scaling (z-score and min-max), encoding (fre-
quency and target), oversampling via Synthetic Minority Oversampling Tech-

nique (SMOTE) or Synthetic Minority Oversampling Technique for Nominal and
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Continuous (SMOTENC), and dimensionality reduction using Principal Com-
ponent Analysis (PCA) or Factor Analysis of Mixed Data (FAMD) — thereby
providing a comprehensive assessment of how DL biases reported ML perfor-
mance. In addition to testing the Ouerperformance Hypothesis using Student’s
t-test and the Wilcoxon signed-rank test, which posits that DL leads to artifi-
cially inflated model performance, we use ordinary least squares regression to
study the influence of dataset size and class imbalance, under the Data Size

Hypothesis and the Imbalance Hypothesis.

Following this introduction to the content of the thesis, Chapter 2 provides
a detailed treatment of DL, with Section 2.1 reviewing the prevalence and effects
of DL documented in the existing literature, and a particular focus on financial
applications in Section 2.2, including a review of PFD studies, which motivates
the hypotheses defined in Section 2.3. Chapter 3 then provides a detailed de-
scription of the controlled experiment designed to assess the impact of DL,
covering dataset collection and preparation in Section 3.1, the ML pipeline in
Section 3.2, and the experimental design and statistical inference in Section 3.3.
Chapter 4 first examines the effect of DL on PFD datasets in Section 4.1, fol-
lowed by an analysis of an extended dataset collection from additional domains
in Section 4.2. The results are then discussed in relation to the existing lit-
erature and their implications for reported performance under DL in the final
Section 4.3. Chapter 5 concludes the thesis. Additional supporting materials
are provided in Appendices A, B, and C.



Chapter 2

Data Leakage in Literature

This thesis aims to contribute to a better understanding of the effects of
Data Leakage (DL). To do so, it is first necessary to establish the current state
of knowledge. This chapter begins by defining DL, its sources, prevalence, and
documented effects across various research domains. It then narrows the focus
to financial applications, including a review of the Payment Fraud Detection
(PFD) domain, with the aim of highlighting the presence of DL in published
studies and the resulting potential overconfidence in reported results. Building

on this, we identify the research gap to which this thesis contributes.

2.1 Causes, Prevalence, and Consequences

The growing adoption of Machine Learning (ML) for prediction and classi-
fication tasks has been accompanied by numerous reports of models achieving
very good performance, promising successful application of such models in var-
ious domains. Yet, in some cases, such reported results may not be fully reli-
able and may be influenced by the presence of DL, where information available
during training would not be accessible in a real-world setting. To examine
this issue in more detail, this section investigates DL in terms of its potential
causes, its prevalence in the published literature, and its impact on reported

performance.
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Introducing Data Leakage

DL can occur both intentionally and unintentionally. Yang et al. (2023)
report that, during their academic careers, they encountered ML tutorials in
which developers acknowledged the presence of DL but ignored it for simplic-
ity and also cases in which research teams at BigTech companies accidentally
evaluated their models only on the data used to build them, without testing
performance on unseen data, thereby presenting unrealistically optimistic re-
sults. Inadvertently, DL can already arise during data collection, when a feature
is strongly correlated with the target in a way unlikely to occur in real-world
scenarios, thus compromising the model’s ability to generalise beyond the de-

velopment context (Kohavi et al., 2004).

A classic example is an early neural network project for the U.S. Depart-
ment of Defence, aiming to classify aerial images of forests with and without
tanks. The model performed almost perfectly during development but failed
on new images. Investigation revealed the model learned to identify tanks
not by their presence, but by background conditions, as the tank images had
been taken on sunny days whereas the non-tank images had been taken on
cloudy days. While the historical accuracy of this anecdote is uncertain, hav-
ing circulated as a legend for over 30 years (Dreyfus & Dreyfus, 1992), similar
DL cases have occurred in more recent real-world examples. In a 2008 data
mining competition for breast cancer detection (Rosset et al., 2010), the chal-
lenge dataset was likely drawn from multiple sources, including preventive care
institutions with a low incidence of malignant cases and treatment-oriented
institutions with much higher cancer prevalence. Because the data rows were
likely not shuffled, patient IDs became highly correlated with the target, as
different intervals contained markedly different proportions of malignant cases.
Consequently, the models effectively learned to identify the data source rather

than the actual presence of tumours, illustrating a classic case of DL.

In the examples described above, DL was already present in the dataset,
but it can also occur later, during the model development process itself. To
ensure that a model is not overfitted to the data it was built on and that its
performance does not drop significantly when applied to unseen data, it must
be evaluated on data that were not used during development (Nisbet et al.,

2009). Typically, the dataset is split into training and testing subsets, often
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using repeated or Cross-Validation (CV) splits to ensure reliable generalisation
estimates. All development steps — including data preprocessing and, where
applicable, dimensionality reduction and resampling, which are formally con-
sidered part of the preprocessing phase but are treated separately in this thesis
due to their distinct implications for DL, as well as hyperparameter tuning
and model training — should be carried out exclusively on the training data.
The testing set must remain untouched, except for applying the preprocessing
steps that were fitted on the training data (Arp et al., 2022).

The infiltration of information from the test data into the development pro-
cess introduces DL and may lead to overestimation of model performance, as
has been demonstrated by many researchers. In extreme cases, it can turn
a model that performs only slightly above a random classifier into one that
appears highly effective on paper. In the following part of this section, we
therefore review the literature highlighting these forms of DL — including DL
arising from preprocessing (such as feature encoding or scaling), dimensionality
reduction, and resampling — across various research areas, while also quantify-
ing the resulting overperformance. In the final part, we will examine studies
showing that the data split into training and testing sets can itself cause DL
if not performed carefully, particularly in the presence of spatial or temporal

dependencies.

Data Leakage from Model Development

To demonstrate the prevalence of DL, Yang et al. (2023) developed a detec-
tion system and applied it to 200 Jupyter notebooks from two Kaggle compe-
titions and over 100,000 from a developer platform GitHub. To validate their
system, they manually inspected 100 randomly chosen GitHub notebooks, iden-
tifying 59 instances of DL; the system correctly flagged 40 with only one false
positive. When applied to all the notebooks, the system suggested that nearly
30% of notebooks contained at least one type of DL, with 12% due to preprocess-
ing the entire dataset (such as data scaling or dimensionality reduction) before
splitting, 6.5% from oversampling, and 18.5% from hyperparameter tuning on
the test set. Prevalence was lower in popular GitHub notebooks, though still
above 20%, with preprocessing-related DL under 5%, while in Kaggle notebooks,

preprocessing DL alone exceeded 55%. Similar patterns have been documented
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in published research. Arp et al. (2022) reported some form of DL in at least
17 of 30 security conference papers, Sun et al. (2020) observed DL arising from
hyperparameter tuning based on test set performance in 32 of 85 recommen-
dation system papers, and Barnett et al. (2024) identified feature-selection DL

in 46 of 99 genomics studies.

Bouke & Abdullah (2023) examined DL from preprocessing, specifically tar-
get encoding and z-score normalisation, by comparing two scenarios across
three cyber-attack detection datasets and six supervised models — preprocess-
ing the entire dataset before splitting, thereby leaking test set information,
versus fitting preprocessing only on the training set and applying it to the test
set. With DL, the average Area Under the Receiver Operating Characteristic
Curve (AUC-ROC), which ranges from 0 to 1 (where 1.0 indicates perfect perfor-
mance and 0.5 corresponds to random guessing), varied from 0.93 for Logistic
Regression to 0.98 for Decision Trees and Random Forest (RF). Without DL,
the Decision Tree’s accuracy fell below 0.70, revealing over 40% inflation due
to DL. Logistic Regression, which appeared weak with DL, remained unaffected
and, without DL, ranked in the upper half, even outperforming RF. The other
models showed only modest effects (0.7%6.5%). In contrast, Becker (2023)
reported no significant overperformance when investigating DL from missing
value imputation and normalisation across 30 diverse datasets and 6 super-

vised models.

Unlike previous ambiguous findings, numerous studies have demonstrated
that DL during dimensionality reduction, also treated as a preprocessing step,
can clearly lead to overoptimistic performance estimates. For the unsuper-
vised method Principal Component Analysis (PCA), it has been shown by that
applying the transformation prior to train-test splitting can substantially re-
duce root mean squared error when predicting soil properties, including pH,
due to information leakage from the test set into the feature space (Correa
et al., 2025). Regarding supervised dimensionality reduction, the effect of DL
was extensively examined by Demircioglu (2021), who focused on radiomics
— a field characterised by a large number of features extracted from medical
scans, making dimensionality reduction essential. The author analysed 10 ra-
diomics datasets using various reduction methods and classifiers, systematically
comparing outcomes between leaky and non-leaky scenarios. AUC-ROC analysis

revealed that DL induced overestimation in the top-performing models for each
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dataset, reaching statistical significance in eight out of ten cases, with effects
ranging from modest (0.97 vs. 0.99) to substantial (0.62 vs. 0.77). When av-
eraging results across datasets, the largest absolute positive bias was observed
for LASSO combined with Logistic Regression, in contrast to the absence of

any DL effect from encoding and normalisation reported for this classifier by

Bouke & Abdullah (2023), as discussed above.

Rather than building two-scenario experiments, Barnett et al. (2024) esti-
mated the effect directly from published research by regressing the reported
AUC-ROC (with average of 0.75) from 55 genomic studies on variables including
a dummy for the presence of DL caused during feature selection, the employed
selection method and classifier, the size of the training data, and other factors.
A univariate mixed-effects linear model indicated that, with other variables
held constant, DL from feature selection increases the AUC-ROC by an aver-
age of 0.17 (standard error 0.05). Overestimation from leaked feature selection
has also been observed in experimental studies on simulated data (Dwork et
al., 2015), breast mass classification (Samala et al., 2021), Alzheimer’s dis-
ease patient classification (Osipowicz et al., 2021), and neuropredictive models
(Rosenblatt et al., 2024).

An even more pronounced positive bias may arise when DL results from over-
sampling imbalanced data across the entire dataset prior to proper partitioning,
as demonstrated by Vandewiele et al. (2021). The authors replicated the results
of 11 studies in the field of birth risk prediction using electrohysterography data,
all of which employed the same dataset, applied various oversampling meth-
ods such as Synthetic Minority Oversampling Technique (SMOTE) to address
a minority class proportion of around 13%, and reported outstanding model
performance. Comparing the metric value of the reproduced models with and
without DL stemming from oversampling, the authors observed that AUC-ROC
ranged from nearly 0.92 to 0.99 with DL, whereas with correctly performed
oversampling, it ranged from below 0.50 (corresponding to the performance of
a random classifier) up to 0.64, thus providing a completely different perspec-

tive on the real-world efficacy of these models.

In contrast to the analysis by Vandewiele et al. (2021), which was based on
a single widely used in-field dataset, Santos et al. (2018) assessed the effect of DL
due to oversampling on 86 real-world datasets from various repositories, span-

ning diverse research domains, dataset sizes (92 to 20,000 observations), dimen-
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sionalities (4-34 features), and class imbalances (2.4%-42% minority propor-
tion). They found evidence of oversampling-induced leakage across 15 different
oversampling algorithms, albeit with varying magnitude. Furthermore, consis-
tent with findings in feature selection, where bias becomes more pronounced in
smaller datasets (Samala et al., 2021), Blagus & Lusa (2015) demonstrated on
simulated data a clear relationship between dataset size and the magnitude of

the effect of oversampling leakage.

Although not part of the analysis in the empirical part of this thesis, DL
arising from repeated observations in the dataset (i.e., duplicates) and from hy-
perparameter tuning are worth mentioning. Whether duplicates originate from
random oversampling of minority-class observations or are already present in
the dataset, they must be carefully managed to prevent the same observations
from appearing in both training and test sets (Kapoor & Narayanan, 2023), as
this would result in direct DL and artificially inflate model performance. DL
may not only result from exact duplicates but also from repeated measure-
ments of the same subjects, such as multiple medical records from a single
patient (Rosenblatt et al., 2024), which will be discussed in the following sub-
section. Finally, hyperparameter tuning is a standard step to improve model
accuracy. Nevertheless, evaluation of hyperparameter settings should be done
on a validation subset of the training data, typically via nested CV, rather than
on the final test set as sometimes occurs (Sun et al., 2020; Arp et al., 2022);
otherwise, selection may overfit the test data (Becker, 2023; Sasse et al., 2025).

Data Leakage from Train-Test Split

As previously discussed, obtaining a reliable estimate of model performance
requires evaluation on data not used during model development, necessitating
the partitioning of the dataset into training and test sets. Several strategies
exist for this purpose (Nisbet et al., 2009), including simple hold-out, where
the data are split once into training and test sets; k-fold CV, which divides
the dataset into k subsets (or folds) and iteratively trains on k — 1 folds while
testing on the remaining one; and leave-one-out CV, a special case where k
equals the sample size and each observation is used as a test set exactly once.
A special case of CV is stratified sampling, commonly applied for imbalanced

datasets, which preserves class proportions across folds; although this exposes



2. Data Leakage in Literature 10

the model to the test set’s class distribution, the resulting bias has been shown
to be negligible (Kiraly & Toth, 2025). If the data are independent and identi-
cally distributed, random sampling of folds is appropriate (Sasse et al., 2025);

however, in the presence of dependencies, it can become a source of DL.

Violations of the independence assumption are quite common in medical
data. Multiple records from the same patient, if split randomly rather than
keeping all of a patient’s data together in either the training or test set, can in-
flate performance estimates (Rosenblatt et al., 2024). Non-independence may
also arise from genetic relationships, for example, among family members (Sasse
et al., 2025), though in such cases the effect on performance is often negligi-
ble (Rosenblatt et al., 2024). A particularly problematic case, affecting many
medical studies reporting near-perfect results (Yagis et al., 2021), concerns
the processing of 3D imaging data for diagnosis. While slicing 3D scans into
2D images is a standard process to facilitate model training, these slices remain
non-independent. If data are then split randomly, slices from the same subject
may appear in both training and test sets, potentially leading to substantial
overestimation of performance, as shown by Tampu et al. (2022) for optical
coherence tomography and Yagis et al. (2021) for magnetic resonance imaging,.
To illustrate the magnitude of the bias, Yagis et al. (2021) reported that, using
10-fold CV, accuracies above 0.9 dropped to around 0.7 (or even below 0.5 for
a small dataset of 34 subjects) when subject-level splits were enforced, yielding
markedly different conclusions regarding the performance of neural networks

for Alzheimer’s detection.

To avoid DL, spatial autocorrelation should be considered when dividing
data into training and test sets. This was demonstrated by Bahn & McGill
(2013) in the context of predicting the distribution of North American bird
species using breeding bird survey data. When splitting data randomly, the model
achieved an AUC-ROC of 0.90 for classifying species presence versus absence. In
contrast, when the split was performed along longitudinal lines to account
for spatial structure, performance dropped to 0.73, highlighting the inflation
caused by spatially correlated observations in training and test sets and pro-
viding a more realistic assessment of model performance for forecasting bird
species distributions under climate change scenarios. The substantial overesti-
mation of performance resulting from not accounting for spatial autocorrelation

was further confirmed by Ploton et al. (2020) in the task of predictive mapping
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of forest biomass in Central Africa.

Moving from spatial to temporal leakage, where models use information
from the future relative to the prediction point (Pyle, 2009), has been shown
to be widespread in published research (Sun et al., 2020). By reviewing 85
conference papers on recommendation system development, they found that
nearly 70% of models employed random sampling, thereby disregarding tem-
poral order and likely producing overestimated predictive performance. To
demonstrate the effect of inappropriate sampling, Lyu et al. (2021) compared
random versus time-based splits on publicly available job and disk failure pre-
diction datasets, finding that random sampling led to modest overestimation
of a few percentage points. Further, Ji et al. (2023) used user-item interac-
tion data for generating personalised recommendations in movies, music, and
electronics. In a series of experiments using a fixed test set and a training
set progressively augmented with future observations relative to the test data,
they confirmed that DL causes overperformance and demonstrated a positive
correlation between the magnitude of bias and the extent of DL. Finally, Zhou
et al. (2024) reported similar findings in short-term wind speed forecasting,

showing that time-unaware sampling underestimates prediction error.

Although there is clear evidence that DL can inflate reported accuracy, its
presence remains pervasive across research domains (Sun et al., 2020; Arp et al.,
2022; Barnett et al., 2024). In the following section, we take a similar approach
to review financial ML applications, focusing on the extensively studied area of
PFD. Before doing so, we briefly address the broader issue of DL in the finan-
cial domain, which we have intentionally postponed here to set the stage for

the subsequent analysis.

2.2 Data Leakage in Financial Applications

Artificial intelligence, and specifically ML, has become a common tool in
both research and industry, including the financial sector. According to a recent
survey, 75% of 118 financial institutions report employing artificial intelligence,
with one third of these applications directed toward PFD (Bank of England,
2024). Similarly, the academic literature documents the widespread use of
ML techniques (Hoang & Wiegratz, 2023; Nazareth & Ramana Reddy, 2023).
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In this section, we briefly review ML applications and the presence of DL in
this domain, continuing the discussion of DL across different research areas
introduced in the previous section. In the second part, we focus specifically on
PFD, aiming to identify hidden DL directly in the published literature.

Machine Learning and Leakage in Finance

In finance, ML models have gradually secured a place in top journals as
alternatives to traditional econometric approaches (Hoang & Wiegratz, 2023).
While ML models often exhibit lower interpretability than econometric models,
their application to sufficiently large datasets can reduce prediction errors (for
instance, in credit risk assessment) or facilitate the construction of enhanced
measures, such as sentiment indicators derived from news for stock prediction
(Hoang & Wiegratz, 2023), a common ML application in finance research (Gao
et al., 2024; Hoang & Wiegratz, 2023; Nazareth & Ramana Reddy, 2023). De-
termining the most common application areas is challenging, as it depends on
the focus and keyword strategy of each systematic review; beyond the fur-
ther discussed PFD, commonly studied domains include portfolio management,
cryptocurrency prediction, credit risk assessment (Gao et al., 2024; Nazareth &
Ramana Reddy, 2023), modelling customer behaviour and demand for market-
ing purposes or energy price forecasting (Gao et al., 2024), as well as exchange
rate and financial crisis prediction (Nazareth & Ramana Reddy, 2023). Out-
side the academic sphere, artificial intelligence is primarily deployed for internal
process optimisation, followed by cybersecurity, fraud detection, customer and
transaction clustering, and customer support, as indicated by a survey con-
ducted by the Bank of England (2024).

An observed issue when developing models in finance is temporal leakage,
which we already discussed in Section 2.1 in other research domains. This
problem is not limited to ML. Nisbet et al. (2009), for example, reports being
asked to examine a model forecasting the direction of a market index, finding
it relied on a three-day moving average centred on the current day, thereby
incorporating future information. A similar issue appears in the literature on
asset-pricing, where Zhang et al. (2025) replicated a prior study that reported
exceptional monthly value-weighted Fama-French five-factor alpha, but had

used one-year-ahead realized earnings to forecast two-years-ahead realized earn-
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ings. Correcting this methodological flaw eliminated the previously reported
statistical significance of the alpha. In another replication study, Arratia et al.
(2025) showed that using a random rather than chronological train/test split
when forecasting implied volatility can falsely suggest that ML models outper-
form traditional approaches, even though the apparent superiority is largely
driven by temporal leakage. The performance bias arising from random sam-
pling of time-dependent data has also been demonstrated in a fraud-detection
context by Hsin et al. (2022).

Addressing both temporal and spatial leakage, Cerqua et al. (2025) used
panel data from 2000 to 2019 to predict income across more than 3000 U.S.
counties, comparing model performance under different data-splitting strate-
gies: by time (without accounting for spatial leakage), by county or state
(without accounting for temporal leakage), or completely at random. Their
results clearly demonstrate the bias introduced by random data division, which
produced the greatest overperformance, followed closely by the state-grouping
split. Furthermore, emphasising that DL can occur already during preprocess-
ing, as discussed in Section 2.1, Hewamalage et al. (2023) demonstrated DL
bias when applying empirical mode decomposition to a random walk, com-
paring performance when applied to the entire dataset versus recomputed for
each training set in a rolling-window CV. Lastly, Kabane (2024) and Hayat
& Magnier (2025) demonstrated DL caused by oversampling the entire dataset
prior to the train/test split, using a widely adopted publicly available dataset
for PFD; in the latter case, the authors also highlight studies in this research
domain where this issue is present. Although not peer-reviewed, these two

studies directly motivate the discussion of DL in PFD research.

PFD is a complex problem that presents multiple challenges (for a broader
discussion, see Juzova (2024)), including extreme class imbalance, with fraudu-
lent transactions typically constituting less than 1% of the data (e.g., Akour et
al., 2025; Hsin et al., 2022; Lunghi et al., 2023). Despite these challenges, ML
is widely employed by financial institutions (Bank of England, 2024), including
Deutsche Bank (2022) and Mastercard (2022), to detect fraudulent transac-
tions and reduce financial losses, which in 2024 amounted to over 33 billion
dollars worldwide (The Nilson Report, 2025). Unsurprisingly, this topic has
also attracted significant academic attention, with researchers striving to de-

velop increasingly accurate models; since 2020, over one thousand papers have
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been published on the subject, as shown in the analysis in the following part
of this section. Some studies report near-perfect performance; however, given
the inherent difficulty of the problem, such results often raise suspicion and
may indicate DL (Pyle, 2009).

As illustrated below, DL is not uncommon in this research domain, whether
arising from resampling the full dataset to address extreme imbalance, pre-
processing prior to the train/test split, or using random CV. In the empirical
part of this thesis, we then demonstrate how these forms of DL affect model

performance in both PFD and other high-imbalance detection tasks.

Hidden Leakage in Payment Fraud Detection

In Section 2.1, we noted that DL is widespread across research domains.
A systematic review by Arp et al. (2022) found that more than half of examined
security papers exhibit some form of DL; Barnett et al. (2024) similarly docu-
mented pervasive DL in genomics research, often arising from feature-selection
procedures. In recommendation systems, Sun et al. (2020) reported extensive
temporal leakage and inappropriate use of the final test set for hyperparameter
tuning. DL has also been observed in domains such as artificial intelligence
for IT operations (Lyu et al., 2021), magnetic resonance imaging (Yagis et al.,
2021), and birth-risk prediction (Vandewiele et al., 2021).

The following section aims to provide evidence and motivation that certain
forms of DL also occur in PFD research. Specifically, we focus on DL aris-
ing from preprocessing (e.g., scaling), dimensionality reduction (either through
feature selection methods or feature extraction techniques such as PCA), and
resampling conducted prior to the train/test split, as well as from neglecting
the chronological order of transactions. We also recognised that some studies
have utilised datasets containing duplicates that were not removed, thereby
creating the risk that identical observations appear in both the training and
test sets, potentially inflating model performance. However, since the identifi-
cation of duplicates is possible only in publicly available datasets, and because
our study does not specifically focus on this type of DL experimentally, we have

excluded this form of DL from the subsequent analysis.

As identifying hidden DL in published studies is often ambiguous, and since
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this master’s thesis was conducted by a single author, performing an analysis
comparable to Arp et al. (2022), which involved independent reviewers vot-
ing on ambiguous cases and deriving percentage-based conclusions about DL
prevalence, was not feasible. The transparently described procedure for select-
ing the subsample of reviewed papers, detailed in the following paragraph, is
intended to justify highlighting specific studies in which methodological weak-
nesses were identified that, according to Section 2.1, constitute DL and may
contribute to overestimation of reported model performance, rather than to
create a fully representative sample of the recent relevant literature. For clar-
ity, we also summarise the highlighted studies in Table 2.1; however, readers
are cautioned not to draw conclusions about the prevalence of DL in PFD re-
search based on their number, for the reasons outlined above. It should also
be noted that some studies are not highlighted, not because we assume that
they are free of DL, but because the methodology is not sufficiently described

to allow us to identify evidence of DL.

Table 2.1: Studies with Indications of Potential Data Leakage

Oversampling prior train/test split
Tleberi et al. (2021), Ileberi & Sun (2024a), Ndama & En-Naimi (2023), Palivela et al. (2024),
Xie & Huang (2024), Zhou et al. (2022), Zou (2021)

Undersampling prior train/test split
Mniai et al. (2023), Ndama & En-Naimi (2023), Talukder et al. (2024)

Data scaling prior train/test split
Adil et al. (2024), Akour et al. (2025), Ge et al. (2023), Ileberi & Sun (2024a), Ileberi & Sun
(2024b), Mniai et al. (2023), Palivela et al. (2024), Talukder et al. (2024), Zhou et al. (2022)

Feature selection prior train/test split
Mniai et al. (2023)

Data scaling & PCA prior dataset publication (selected from prior studies)

Akour et al. (2025), Ge et al. (2023), Ileberi et al. (2021), Ileberi & Sun (2024a), Ileberi & Sun
(2024b), Mniai et al. (2023), Ndama & En-Naimi (2023), Palivela et al. (2024), Xie & Huang
(2024), Talukder et al. (2024), Zhou et al. (2022), Zou (2021)

Random cross-validation (selected from prior studies)
Akour et al. (2025), Carrasco & Sicilia-Urban (2020), Palivela et al. (2024), Talukder et al.
(2024), Tudisco et al. (2024), Xie & Huang (2024)

Note: This table summarises studies identified within the reviewed sample of PFD papers based on strong
indications in the text of potential DL. To maintain a reference list focused on DL-related literature, the final
two, more extensive groups include only studies listed above.

Using Scopus as the recommended database for systematic searches (Sauer
& Seuring, 2023), we combined the terms “credit card fraud detection” and

“payment fraud detection” with “machine learning” or “data mining” and
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filtered for English-language journal articles or conference papers published
between January 2020 and October 2025. This search yielded 1203 results.
To create a smaller, more manageable sample, we focused on the five sources
that contributed the largest number of relevant papers, resulting in 145 arti-
cles: 47 from the AIP Conference Proceedings, 44 from IEEE Access, 26 from
the ACM International Conference Proceedings Series, 15 from the Journal of
Theoretical and Applied Information Technology, and 13 from the Journal of
Big Data. As this number remained relatively high (Arp et al. (2022) analysed
30 papers, Barnett et al. (2024) reviewed 55, and Sun et al. (2020) examined
85), we followed the recommendation of Sauer & Seuring (2023) to include only
Q1 journals according to the SCImago Journal Rank, namely IEFEFE Access and
the Journal of Big Data. Because this metric is not relevant for conference pro-
ceedings, the ACM International Conference Proceeding Series was selected
over AIP Conference Proceedings for its higher citations per document (2020—
2024) and stronger focus on ML. This process yielded 73 articles, of which 64
remained after abstract screening (see Table A.1 in the Appendix), following

the exclusion of systematic reviews and papers unrelated to the topic.

Prior work including Blagus & Lusa (2015), Santos et al. (2018), and Van-
dewiele et al. (2021) in various research domains has demonstrated that ap-
plying oversampling to the entire dataset before the train-test split introduces
substantial DL. Nevertheless, several studies in the reviewed PFD literature ap-
pear to exhibit this methodological flaw, applying oversampling methods from
the SMOTE family (Ileberi et al., 2021; Ndama & En-Naimi, 2023; Palivela et
al., 2024; Xie & Huang, 2024; Zhou et al., 2022; Zou, 2021) or Adaptive Syn-
thetic Sampling (Ileberi & Sun, 2024a; Zou, 2021) to the full dataset. We also
identified studies that seem to apply undersampling prior to splitting (Mniai et
al., 2023; Ndama & En-Naimi, 2023; Talukder et al., 2024), which, although not
shown to introduce significant DL as demonstrated by Vandewiele et al. (2021),
yield a balanced test set that does not reflect real-world class distributions.
Conceptually, such a biased subsample of the population may affect model
evaluation, as argued by Zmijewski (1984). Therefore, confusion-matrix-based
performance metrics, which are often sensitive to class distribution, may, as
Foody (2023) notes, provide misleading evaluations if changes in class preva-

lence are not properly acknowledged.

In the listed studies, potential DL can be inferred from several method-
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ological indicators. In some cases, reported test-set class distributions, visible
through confusion matrices (Ileberi et al., 2021; Tleberi & Sun, 2024a; Ndama &
En-Naimi, 2023; Zhou et al., 2022; Zou, 2021) or explicitly stated class counts
(Mniai et al., 2023; Ndama & En-Naimi, 2023; Talukder et al., 2024), appear
substantially more balanced than the underlying dataset, suggesting that re-
sampling occurred before the train-test split. In other cases, flowcharts (Ileberi
et al., 2021; Talukder et al., 2024; Xie & Huang, 2024), pseudocode (Ileberi &
Sun, 2024a; Mniai et al., 2023), or textual descriptions (Palivela et al., 2024;
Xie & Huang, 2024; Zhou et al., 2022) indicate that resampling was applied
to the entire dataset before its division. For example, Palivela et al. (2024,
p. 125635) state that “following the initial data sampling process, the dataset
underwent partitioning,” directly implying this procedure. For most studies,
multiple indicators converge in suggesting DL. One notable exception is Xie
& Huang (2024), where the flowchart and textual description imply DL, while
the pseudocode describes a leak-free pipeline, leaving the methodology ambigu-

ous.

In addition to resampling, we also sought to identify ML pipeline stages
including feature encoding and scaling or dimensionality reduction performed
prior to the train-test split, relying on flowcharts (Akour et al., 2025; Ge et al.,
2023; Talukder et al., 2024), pseudocodes (Ileberi & Sun, 2024a,b; Mniai et al.,
2023), and textual descriptions (Adil et al., 2024; Akour et al., 2025; Palivela
et al., 2024; Zhou et al., 2022), assuming the studies’ texts accurately reflect
the corresponding codes. The studies suspected of this type of DL reported
procedures including min-max normalisation (Adil et al., 2024; Akour et al.,
2025; Ge et al., 2023; Palivela et al., 2024; Talukder et al., 2024; Zhou et
al., 2022), z-score normalisation of selected features (Palivela et al., 2024),
unspecified data-scaling methods (Ileberi & Sun, 2024a,b; Mniai et al., 2023),
and several feature-selection techniques (Mniai et al., 2023). Consistent with
observations regarding oversampling, performing feature selection on the full
dataset may lead to inflated performance due to DL (e.g., Barnett et al., 2024;
Demircioglu, 2021), as discussed in Section 2.1. In the case of data-scaling
methods, however, to the best of our knowledge, empirical evidence is limited,
and the implications for model evaluation remain unclear (Becker, 2023; Bouke
& Abdullah, 2023).

The limited range of methods observed (excluding, for example, categorical-
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variable encoding or broader feature-selection approaches) reflects that over
70% of reviewed PFD studies, and all papers above except Adil et al. (2024),
rely on a publicly available real-world dataset transformed by the providers
using PCA for confidentiality. This implies that the data were already cleaned,
standardised, transformed, and potentially subjected to dimensionality reduc-
tion prior to release; as a result, these studies operate on data that inherently
contain some degree of DL. Other sources included publicly available synthetic
datasets, used, for example, by Alamri & Ykhlef (2024) and Sharma et al.
(2024), which yet introduce uncertainty regarding generalisation to real-world
scenarios (Van Breugel et al., 2023), real-world dataset from Kaggle competi-
tions shared under controlled access, employed by Nguyen et al. (2022), and
private real-world datasets accessed by Carrasco & Sicilia-Urbén (2020), Hsin
et al. (2022), Lunghi et al. (2023), and Tudisco et al. (2024), albeit in the latter
case cryptographically hashed for confidentiality.

Whether real-world PFD data, typically collected over an extended period
— eg. six months (Carrasco & Sicilia-Urban, 2020; Lunghi et al., 2023; Nguyen
et al., 2022) — or synthetic datasets designed to mimic such temporal structure
are used, splitting the data randomly rather than chronologically can produce
overly optimistic performance estimates, as shown on a 1.5-year real-world
dataset by Hsin et al. (2022). We therefore examined how datasets were parti-
tioned in the reviewed studies. Chronological splitting was applied in Bresku-
viené & Dzemyda (2024), Hsin et al. (2022) and Lunghi et al. (2023), whereas
others used random sampling (e.g., Akour et al., 2025; Carrasco & Sicilia-
Urban, 2020; Palivela et al., 2024) or stratified random sampling to preserve
class imbalance (e.g., Talukder et al., 2024; Tudisco et al., 2024; Xie & Huang,
2024). Although many studies specified a split ratio (e.g., 80/20), they often
did not indicate whether the split was random or chronological (e.g., Alamri
& Ykhlef, 2024; Ge et al., 2023; Mniai et al., 2023). In contrast, Nguyen et
al. (2022) employed a subject-based split. Additionally, some studies did not
report their procedure (e.g., Adil et al., 2024; Ndama & En-Naimi, 2023; Zou,
2021), or it remained unclear whether any split was performed (Sharma et al.,
2024), a recurring issue noted by Nazareth & Ramana Reddy (2023).

The extent to which temporal leakage affects very short observation win-
dows, such as the two-day collection period of the widely used PCA-transformed

real-world dataset (employed, for example, in Breskuviené & Dzemyda (2024),
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Palivela et al. (2024), and Xie & Huang (2024)), remains, to the best of our
knowledge, unexamined in the literature. This, together with several related
gaps, creates opportunities for further research, which the following section

outlines.

2.3 Extending Knowledge on Data Leakage

We begin where we left off. In a manner similar to Sun et al. (2020) in
the domain of recommender systems, Arp et al. (2022) in security conference
papers, and Barnett et al. (2024) in genomics, who systematically reviewed
substantial bodies of literature to assess the prevalence of different types of
DL, we extend the study of DL to the domain of PFD. Specifically, we con-
ducted a review of existing studies, identifying papers that, based on available
evidence, may contain certain forms of DL. In particular, we identified indica-
tions of leakage related to data scaling, resampling, and, in one case, feature
selection, and we discussed the potential risk of temporal leakage arising from
the common use of non-time-aware data splitting strategies. Furthermore, we
observed that a substantial proportion of the reviewed studies rely on a single
real-world dataset, which, to the best of our knowledge, is the only publicly
available dataset in this domain. However, due to confidentiality constraints,
this dataset has been preprocessed by its authors using an unsupervised di-
mensionality reduction method, preceded by data scaling, thereby potentially
introducing DL. Whether the presence of DL in these various forms may influ-
ence the reported model performance and thereby bias estimates of real-world

performance constitutes the central focus of this thesis.

There is already some knowledge of DL effects, although for certain types,
including data scaling and unsupervised dimensionality reduction, the evidence
remains very limited, to the best of our knowledge. Moreover, the studies in
the literature typically focus on a single research domain and examine the ef-
fect on one or only a few datasets. Notable exceptions include Santos et al.
(2018) and Becker (2023), which consider larger numbers of datasets (86 and
30, respectively) drawn from publicly available sources across multiple domains.
This thesis aims to contribute both at the domain-specific level by analysing 12
datasets from the PFD domain and closely examining the effects of the identified

types of DL, and at the cross-domain level by extending the dataset collection
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with a further 24 publicly available datasets from various domains. Further-
more, whereas studies typically focus on a single type of DL, we adopt a broader
perspective by examining multiple types of DL across several commonly used
methods to enable controlled comparisons of their effects under consistent ex-
perimental conditions. In contrast to the work of Becker (2023), which focuses
on small and balanced datasets in the context of multiple types of DL, we con-
sider highly imbalanced datasets and a wide range of dataset sizes, ranging

from a few hundred to almost 150,000 observations.

In our analysis, we focus on supervised models commonly used both in
the PFD literature and in DL-related studies — specifically Random Forest (RF),
Support Vector Machine (SVM), and k-Nearest Neighbours (k-NN) — in order
to better understand their sensitivity to individual types of DL. In addition,
we extend the scope to novelty detection models from related methodological
families, which, although less common, have appeared in some PFD studies but
remain underexplored in the context of DL. Specifically, we consider Isolation
Forest (IF), One-Class Support Vector Machine (OCSVM), and Local Outlier
Factor (LOF). On these models, we investigate the effects of DL arising from
data scaling (in particular z-score and min-max, which are commonly applied
in PFD studies), as well as from the encoding of categorical variables using
frequency and target encoding methods. Furthermore, we examine the effect of
DL from oversampling using the popular SMOTE method, commonly employed
in PFD studies to address severe class imbalance, and the effect of unsupervised
dimensionality reduction using PCA, which, as previously noted, was used to

transform a widely studied real-world PFD dataset.

For all the considered types of DL, we investigate evidence supporting
the Overperformance Hypothesis, which states that in the presence of DL, model
performance, measured primarily in terms of AUC-ROC, is higher than without
the respective type of leakage, suggesting DL leads to an artificial inflation
of reported performance that does not reflect the true classification ability of
the ML model. Furthermore, we define the Data Size Hypothesis to examine
whether the impact of DL is more pronounced for smaller datasets, as suggested
in the existing literature, taking advantage of the wide range of dataset sizes in
our study. Finally, given the imbalanced nature of our datasets, with minority
class proportions ranging from below 0.2% to over 10%, we define the Imbalance

Hypothesis, which posits that the effect of DL is stronger in more imbalanced
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datasets.

By focusing on the PFD research, examining multiple types of DL, and us-
ing several dozen datasets from multiple domains with highly varying sizes and
a diverse set of ML models, this thesis provides a comprehensive assessment
of the impact of DL on model performance, extending the current literature.
The final contribution consists of a detailed description of the controlled ex-
periment designed to investigate the effects of DL and to test the hypotheses,

which is presented in the following chapter.



Chapter 3

Data Leakage in Construction

We have already established an understanding of Data Leakage (DL), its
possible sources, and how this topic is covered in recent literature. DL is highly
relevant, as methodological flaws that could lead to DL occur even in publica-
tions in Q1 journals, as our analysis has shown. This chapter describes the con-
trolled experiments conducted in this study, which aim to isolate and quantify
the effects of DL under different conditions. It covers the data collection and
preparation process, the Machine Learning (ML) pipeline, the experimental
setup, and the statistical tests employed. These experiments are designed to
test the hypotheses introduced in Section 2.3. Specifically, the Overperfor-
mance Hypothesis states that DL leads to artificially inflated model perfor-
mance. The Data Size Hypothesis posits that the effect of DL increases as
the size of the training data decreases. Finally, the Imbalance Hypothesis sug-

gests that DL has a stronger effect in more imbalanced datasets.

3.1 Datasets for Controlled Experiment

To empirically test the hypotheses, a systematically selected pool of datasets
was required. The following section therefore outlines the data collection pro-
cedure and the subsequent cleaning steps that ensured consistency across all

datasets used in the experiment followed by discussion about the prepared data.
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Data Collection and Preparation

To assemble a diverse set of datasets for a controlled experiment investigat-
ing the effects of DL arising from methodological issues, we relied on the Kag-
gle platform, which hosts a large collection of publicly available ML datasets.
Kaggle datasets are commonly distributed as single CSV files with partially
pre-engineered features, rendering them appropriate for the large-scale experi-
mental analysis conducted in this study, as extensive data collection or feature

extraction was beyond the scope of this study.

The primary focus was on Payment Fraud Detection (PFD). Using targeted
search terms (“credit card fraud detection”, “transaction fraud detection”, “e-
commerce fraud detection”), several hundred candidate datasets were identi-
fied. After the initial screening, it was found that datasets with few or no
Kaggle upvotes were often duplicates (i.e., reuploads of existing datasets) or of
low quality. Since Kaggle upvotes represent a community-based indicator of
dataset usefulness and reliability, and because a detailed review of all search
results was infeasible, we considered only datasets with at least 20 upvotes as
of the end of 2025. This threshold corresponds to the Kaggle silver medal level
and thus reflects a basic level of community validation. Additional filtering
removed duplicate datasets, datasets with fewer than 100 anomalous observa-
tions, and datasets with unrealistically balanced class distributions, resulting
in 12 suitable PFD datasets, summarised in the upper section of Table A.2,
with direct links provided in Table A.3. Of these datasets, 11 are synthetic,
while the remaining one is based on real transactions but has already been

orthogonally transformed due to privacy constraints.

The selected PFD datasets generally consist of transaction records with
timestamps capturing the date and time of each transaction. Typical fea-
tures include identifiers such as cardholder ID, receiver ID, and transaction 1D,
along with optional demographic information such as cardholder name, contact
details, and age. Transaction-level features typically include the transaction
amount, transaction location, and binary indicators for international payments
and PIN entry. Each record is labelled to indicate whether it corresponds to
a fraudulent transaction, with some datasets providing additional granularity,
such as the type of fraud. Across all datasets, the fraud class is highly im-

balanced, with fraudulent transactions representing only a small fraction of
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the total. In the single real transaction dataset, which is frequently used in
the literature, as discussed in Section 2.2, the imbalance is even more extreme,

with fraudulent transactions accounting for less than 0.2% of all records.

To increase both the size and diversity of the dataset pool while retaining
imbalanced binary classification tasks, the selection was expanded to additional
domains using search terms “fraud detection”, “anomaly detection”, “novelty
detection”, and “disease prediction”. The same upvote threshold was applied.
As highly imbalanced datasets are relatively scarce, more balanced datasets
were also included, with the intention of inducing imbalance at a later stage.
Only non-time-dependent datasets were selected, and each was required to
contain at least 50 anomalous observations. Based on quality and representa-
tiveness considerations, 24 additional datasets were selected, yielding a total of
36 datasets. This number was considered sufficient for testing the hypotheses
defined later, while keeping the training time of all ML models, including sev-
eral types of DL, on all these datasets still feasible. The key characteristics of

the raw datasets are presented in Table A.4.

All datasets were subsequently cleaned and prepared for the experiment.
This process included removing duplicate records, non-informative variables
(e.g., cardholder names or transaction identifiers), and features that would not
be available at prediction time (e.g., fraud type). Variables with a substantial
proportion of missing values were removed entirely, while individual obser-
vations containing missing entries were dropped. Qualitative features with
a natural ordering and approximately uniformly spaced distances (important
for distance-based ML models) were encoded using ordinal encoding. For PFD
datasets, temporal features were derived from date or datetime variables, in-
cluding sine and cosine transformations of the hour for datasets spanning more
than one week (to capture daily cycles), a binary weekend indicator for pe-
riods exceeding two weeks, and sine and cosine transformations of the day of
the week for datasets longer than 30 days (to capture weekly cycles). Additional

dataset-specific transformations were applied where necessary. !

To ensure sufficient class imbalance consistent with the experimental set-
ting (primarily needed for a fair evaluation of the effect of oversampling prior
to the train/test split), datasets with anomaly rates exceeding 10% were ad-

justed by undersampling the minority class. The retained anomaly proportion

'For details, see the accompanying files _ data_spec_raw.py and _ data_ cleaning.py.
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was randomly selected between a lower bound defined as the maximum of 1%
and the ratio implied by the minimum required number of anomalies (100 for
PFD datasets and 50 for all others), and an upper bound of 10%. To ensure
computational feasibility, datasets exceeding 300,000 observations (150,000 for
non-PFD) were subsampled. The final sample size was randomly chosen between
30,000 observations and an upper bound determined by the expected number
of anomalies, subject to the specified thresholds. For PFD datasets, subsam-
pling respected temporal order by selecting a random contiguous time window,
whereas for other datasets observations were sampled at random. The final

prepared datasets are summarised in Table 3.1 and discussed in the following

part.
Table 3.1: Characteristics of Cleaned Datasets

1D n_obs n_anom imb. n_feat n_float n_int n_ord n_bin n_nom®>° n_nom>® days
P.O1 142,524 463  0.003 14 7 1 0 1 3 2 365.8
P.02 100,000 1,000 0.010 8 5 0 0 2 0 1 366.0
P.03 166,406 7,129  0.043 4 1 1 0 1 0 1 179.0
P.04 210,442 1,446  0.007 4 3 0 0 0 1 0 6.1
P.05 107,830 657 0.006 19 9 3 0 2 0 5 48.0
P.06 250,000 480  0.002 15 4 1 2 1 3 4 365.0
P.07 10,000 100 0.010 9 5 0 0 1 1 2 1727
P.08 275,663 473 0.002 29 29 0 0 0 0 0 2.0
P.09 50,000 502  0.010 10 4 0 0 3 1 2 31.0
P.10 200,000 10,088  0.050 16 4 1 0 2 3 6  30.7
P.11 23,087 1,194 0.052 12 5 2 1 1 3 0 97.4
P12 299,695 6,612 0.022 18 7 2 0 7 1 1 305.0
D.01 4,908 209 0.043 10 3 0 0 5 2 0 -
D.02 405 48 0.119 30 30 0 0 0 0 0 -
D.03 81,616 7,526 0.092 21 0 6 2 13 0 0 -
D.04 884 74 0.084 8 2 5 0 1 0 0 -
D.05 3,344 245  0.073 15 3 5 1 6 0 0 -
D.06 6,265 641 0.102 25 3 10 0 9 1 2 -
D.07 37,862 2,868 0.076 11 1 4 2 4 0 0 -
D.08 96,055 8,431 0.088 8 3 1 0 2 1 1 -
D.09 3,442 307 0.089 9 6 2 0 1 0 0 -
D.10 450 46 0.102 10 5 4 0 1 0 0 -
D.11 449 49  0.109 16 2 1 0 10 2 1 -
D.12 23,726 1,962 0.083 16 14 2 0 0 0 0 -
0.01 90,829 8,833 0.097 5 5 0 0 0 0 0 -
0.02 770 70 0.091 20 0 3 3 3 10 1 -
0.03 118,125 6,100 0.052 20 0 5 4 7 1 3 -
0.04 4,390 173 0.039 9 2 2 1 2 2 0 -
0.05 56,819 5,004 0.088 39 11 23 2 1 0 2 -
0.06 2,000 129 0.064 8 1 5 0 1 1 0 -
0.07 1,657 68 0.041 8 0 3 2 2 1 0 -
0.08 67,876 4,150  0.061 15 6 7 0 1 0 1 -
0.09 7,672 767 0.100 6 4 0 0 0 2 0 -
0.10 10,000 339 0.034 6 3 2 0 0 1 0 -
0.11 57,383 3,675 0.064 43 6 9 2 22 1 3 -
0.12 7,527 443  0.059 20 20 0 0 0 0 0 -

Note: This table presents, for each dataset, the number of observations, the number of anomalies, the resulting
class imbalance, the total number of features (excluding the target and time index, if applicable), the number
of quantitative features (in float or integer data types) features, the number of ordinal and binary features,
the number of nominal features with 3-5 unique values and with more than 5 unique values, as well as
the time period covered (in days).
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Data Analysis

To provide a clearer overview of the metadata of our datasets — specif-
ically the number of observations, the class imbalance, and the number of
features — we visualised these characteristics in Figure 3.1. In accordance with
the methodology described later in Subsection 3.2, for the PFD datasets we
divided the reported values of the number of observations and features by two

in order to better reflect the effective sample size used for training and testing.

As shown in Subfigure 3.1a, PFD datasets are characterised by a high de-
gree of class imbalance, with 9 out of 12 datasets exhibiting an imbalance below
0.025, that is, fewer than 2.5% of observations are labelled as fraudulent. For
this reason, we expanded the dataset pool by including 12 additional datasets
from the domain of disease prediction and 12 datasets from other anomaly
detection tasks. For the disease prediction group, we observe, with one excep-
tion, an imbalance above 0.05, and 8 datasets comprising only a few hundred to
a few thousand observations. Some of the particularly small datasets slightly
exceeded the originally defined imbalance threshold of 0.1 in order to ensure
the presence of at least approximately 50 anomalous instances. The third group
of datasets is more heterogeneous, ranging from a few hundred to more than
100,000 observations, with imbalance ratios between approximately 0.035 and
0.1.

Regarding the number of features — whether the total number shown in Fig-
ure 3.1 by point size or divided into qualitative and quantitative (for this figure,
we assign ordinal features to quantitative rather than qualitative due to the en-
coding method described later in Subsection 3.2) — no substantial differences
are observed among the three groups of datasets. The exception is one dataset
for car insurance claim prediction, which is characterised by over 25 nomi-
nal features (most of them binary), whereas the other datasets contain at most
half as many nominal variables. Furthermore, while most datasets include both
quantitative and nominal features, a few consist solely of quantitative features.
This distinction necessitates careful implementation of oversampling and di-
mensionality reduction techniques — specifically, Synthetic Minority Oversam-
pling Technique (SMOTE) and Principal Component Analysis (PCA) for purely
quantitative datasets, and their extensions for mixed data, Synthetic Minority

Oversampling Technique for Nominal and Continuous (SMOTENC) and Factor
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Figure 3.1: Overview of Dataset Characteristics
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Note: For datasets divided into three groups, the number of observations and class imbalance are visualised
(a). Similarly, the number of different types of features is shown (b), with the size of the points representing
the total number of features.

Analysis of Mixed Data (FAMD), for datasets containing both feature types,

which will be discussed in more detail in Section 3.2.

In contrast to the datasets in the disease prediction and anomaly or nov-
elty detection groups within our pool, the PFD datasets (both real and syn-
thetic) include temporal information for each transaction, either in the form of
a timestamp or as the number of minutes elapsed since the first transaction.
For the synthetically generated datasets, the observed time span ranges from
six days to one year (for our subsample of up to 300,000 observations). In
contrast, in the single real-world dataset, the time span between the first and
the last transaction is only two days. This represents a limitation for the inves-
tigation of temporal leakage, but to the best of our knowledge, no additional
publicly available real-world PFD datasets exist; therefore, we rely on this single
short-duration real dataset, complemented by 11 synthetic datasets with vary-
ing temporal spans, and interpret the results of the temporal leakage analysis

with caution.

Although metadata are more relevant than individual features for our con-
trolled experiment aimed at assessing the effect of DL, we briefly outline the spe-

cific types of features that typically occur in PFD datasets. In the other datasets
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in our pool, the data are from different domains and therefore the features very

diverse.

Among continuous features in the PFD data, these typically include the
transaction amount, principal components of the already transformed dataset
obtained via PCA, as well as sine and cosine transformations of cyclical time-
related features. Discrete features include the account owner’s age. For ordinal
features, we exercised particular caution when deriving them from nominal vari-
ables, as distance-based ML models are sensitive to the imposed ordering and
the resulting distance structure. Therefore, ordinal encoding was applied only
to features describing age groups, education levels, and car segments. Nominal
features are further divided into binary features, features with between three
and five unique values, and features with more than five unique values. Binary
features typically include gender and indicators of international transactions
and weekends. Nominal features with between three and five unique values
include device type or transaction type, while those with more than five unique
values include merchant category or city name. This categorisation is moti-
vated by the differing encoding strategies required for each group, which carry
varying risks of DL and will, together with other steps in the ML pipeline, be

discussed in the following section.

3.2 Machine Learning Models and Pipelines

In a pipeline designed to prevent DL, the dataset is first divided into training
and testing folds. Preprocessing is then performed exclusively on the training
fold and may include steps such as encoding categorical variables, feature scal-
ing, and, in cases of class imbalance, oversampling techniques. Optionally,
dimensionality reduction methods can also be applied. All preprocessing steps
are fitted on the training data and subsequently applied, with the exception of
oversampling, to the testing data to ensure consistency. Following preprocess-
ing, a ML model is trained on the training fold and evaluated on the testing
fold. In this section, we will describe the individual components of the ML

pipeline, beginning with the ML models themselves.
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Supervised Learning and Novelty Detection

In this thesis, three supervised ML models and three novelty-detection mod-
els are examined to compare supervised classification with novelty-detection
approaches within comparable methodological families. While supervised mod-
els are trained using labelled data from both classes (in the context of PFD,
genuine and fraudulent transactions), novelty-detection models are typically
trained only on data representing normal behaviour (genuine transactions).
During inference, these models attempt to identify anomalous observations
(potentially fraudulent transactions) as instances that deviate from the learned
representation of normal data. While supervised models generally achieve su-
perior performance when sufficient training data for both classes are available,
novelty-detection approaches remain valuable when few or no anomalous exam-
ples exist, labels may be unreliable, or as a complement to supervised models by
detecting deviations that may indicate emerging patterns not yet represented
in the labelled data (Kennedy et al., 2023).

To enable a structured comparison across methodological families, the anal-
ysis considers tree-based models Random Forest (RF) and Isolation Forest (IF),
margin-based models Support Vector Machine (SVM) and One-Class Support
Vector Machine (OCSVM), and distance-based models k-Nearest Neighbours
(k-NN) and Local Outlier Factor (LOF). All three supervised models have been
widely applied in PFD (e.g., Adil et al. (2024); Mniai et al. (2023); Talukder et
al. (2024)), while novelty-detection approaches are generally underrepresented
in the reviewed literature in this domain. The selected novelty-detection models
were chosen because each has been applied in at least one reviewed study (e.g.,
Cherkaoui & En-Naimi (2023); Kennedy et al. (2023); Leevy et al. (2023)) and
collectively represent the same three methodological families, though the model
pairs are not exact counterparts in all three cases. This distinguishes them from
other novelty-detection approaches reported in the studies (e.g., Kennedy et al.
(2023); Leevy et al. (2023)).

Tree-based models make decisions by repeatedly splitting the data into sub-
sets based on feature values. In supervised learning, RF (Breiman, 2001) con-
structs a collection of decision trees, each built by iteratively splitting a subset
of data randomly drawn with replacement into smaller subsets. At each itera-

tion, the algorithm evaluates possible splits, defined by a feature and threshold
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value, and selects the one that best separates the classes. For unseen observa-
tions, each tree produces a class prediction, and the final label is determined
by majority voting. While RF optimises the features and thresholds, IF (Liu
et al., 2008) selects them randomly. Trained only on normal data, anomalies
are detected as observations that require the fewest splits, on average across
trees, to be isolated. The number of trees, the size of the sampled data and
features for each tree, and stopping criteria that limit tree growth represent

the hyperparameters that influence model performance.

Margin-based models are designed to find a decision boundary that max-
imises the margin, either between classes or around data points in the feature
space. The supervised model SVM (Cortes & Vapnik, 1995) identifies a hy-
perplane maximising the margin between two classes, classifying unseen points
based on which side they lie. Similarly, the novelty-detection counterpart,
OCSVM (Scholkopf et al., 1999), learns a boundary enclosing most normal data,
marking points outside as anomalies. When linear classification is insufficient
for complex data, nonlinear kernels (mostly polynomial or radial basis function)
can transform the original feature space into a higher-dimensional space. For
large datasets, computing the full kernel matrix is often too time-consuming,
thus, we approximate it via the Nystroem method (Williams & Seeger, 2001),
which subsamples points to construct a low-rank approximation, reducing com-
putation while preserving the main structure. Beyond the kernel choice, key
hyperparameters control the trade-off between margin width and classification

error, and the influence of individual training examples.

Distance-based models perform classification or anomaly detection by com-
paring a data point to its nearest neighbours, i.e., the closest points in the fea-
ture space. The supervised model k-NN (Cover & Hart, 1967) stores the training
data and classifies new observations by a majority vote among their k nearest
neighbours, with a hyperparameter controlling whether all neighbours have
equal weight or influence inversely by distance. In the novelty-detection ap-
proach LOF (Breunig et al., 2000), a point’s local density is estimated as the in-
verse of the average distance to its k£ nearest neighbours, capturing how crowded
the local region is. The model compares this density to those of its neighbours,
with points having substantially lower density identified as anomalies. To sta-
bilise estimates within clusters, distances are replaced by the reachability dis-

tance, defined as the maximum of the distance from a point to its neighbour and
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the neighbour’s distance to its k-th nearest neighbour. For both algorithms,
key hyperparameters include the number of neighbours and the distance met-
ric, such as Euclidean or Manhattan distance, allowing adaptation to different

data structures.

Cross-Validation and Evaluation

To fairly evaluate ML models, data are typically split into training and test-
ing sets, often using random shuffling under the assumption that observations
are independently and identically distributed, and performance is averaged over
multiple splits. We employ random stratified 5-fold Cross-Validation (CV), in
which the data are randomly divided into five folds such that the class imbal-
ance is approximately the same in each fold. In each iteration, four folds are
used for training and one for testing, rotating through all folds so that each ob-
servation is used for testing exactly once. To eliminate the effect of the initial
random fold assignment, this procedure is repeated five times with different

random splits, resulting in a 5 times repeated stratified 5-fold CV.

In PFD, however, the i.i.d. assumption may be violated because the statisti-
cal properties of the data can change over time due to evolving fraud patterns.
Random shuffling may therefore mix observations from different periods, allow-
ing information about future fraud patterns to leak into the training set and
creating unrealistic correlations between training and testing data (Breskuviené
& Dzemyda, 2024). This can lead to overly optimistic performance estimates
and misleading assessments of performance stability, as demonstrated by Hsin
et al. (2022). To address this, we employ a rolling-window approach, in which
the data are ordered chronologically and successive training and testing sets are
constructed by sliding a fixed-size window forward in time. This ensures that
each test set includes only future observations relative to the training data,
providing a realistic evaluation of model performance under evolving fraud

patterns.

Specifically, to make the rolling-window CV comparable to the random CV
described above while preserving temporal order, we defined the folds as il-
lustrated in Figure 3.2. Data were ordered chronologically, and in the initial

iteration the first 40% was used for training and the next 10% for testing; thus,
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exactly 50% of the data was used in this iteration, explaining the anomaly
requirements and data size limit differences between PFD and other datasets
defined in Subsection 3.1. Subsequent folds were shifted forward by 10%, en-
suring that testing sets were non-overlapping. After five iterations, the last
10% of the data remained unused. To reduce dependence on the initial fold as-
signment, the procedure was repeated five times, each time shifting the starting
point of the first fold by 2.5% of the dataset, resulting in the final testing set
covering the last 10% of the dataset. Although these repetitions are not fully
independent, they allow the model to be evaluated across multiple temporal
segments, even though they largely overlap, providing more robust performance
estimates and a more reliable assessment of potential DL, analogous to repeated

random CV.

Figure 3.2: Scheme of Rolling-Window Cross-Validation
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Note: This figure illustrates the rolling-window CV approach, designed to be analogous to repeated random
CV while preserving the temporal order of the data.

In the CV procedure, inner CV was applied to the training data for hyper-
parameter tuning. As outlined, ML models include several tunable parameters,
such as the number of estimators for RF and IF, the kernel function for SVM
and OCSVM, or the number of neighbours for k-NN and LOF. Because opti-
mal values vary across datasets, these parameters are typically tuned using
the training data. For random CV, the training set was therefore further split
using inner 4-fold CV, while an analogous rolling-window procedure was ap-
plied in the temporal setting. Hyperparameter combinations from the grid in

Table A.5 were explored using random search, sampling from 20, 30, or 50
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random combinations depending on dataset size. The best configuration was
selected based on the chosen performance metric calculated on the pooled val-
idation data, as described later. Given the significant computational overhead
of the experiment, hyperparameters were tuned only in the first iteration of
the first repetition and kept fixed thereafter, as the focus was on assessing DL

rather than maximising performance.

In this thesis, we are dealing with a binary classification task, specifically
anomaly detection. Whether for assessing DL effects or selecting the best set
of hyperparameters, we compare predictions with the true labels and eval-
uate performance using Area Under the Receiver Operating Characteristic
Curve (AUC-ROC) and Area Under the Precision-Recall Curve (AUC-PR). Since
the models produce a continuous prediction or anomaly score, a threshold ¢ is
applied to transform the scores into class labels. By varying t across the range
of predicted scores, we obtain different sets of predicted positives and nega-
tives, which are used to construct the evaluation curves. Given the scarcity
of anomalous observations in some datasets, metrics are computed by pooling
predictions from all test folds within each repetition. For novelty detection,
anomaly scores are normalised to the [0,1] range. In both supervised and
novelty detection settings, a single score is then computed per repetition and
averaged across the five repetitions. The rationale for computing scores from
pooled predictions, as opposed to the more common fold-wise averaging ap-

proach, is discussed in greater detail in Section 4.3.

As illustrated in Subfigure 3.3a, the AUC-ROC curve illustrates the trade-off
between correctly identified actual positives (true anomalies) and incorrectly
classified actual negatives (normal observations) as positive. It can be expressed

mathematically as

roc _ [t Pr(t) Pr(t)
aroe= | PT(t)+NF(t)d(PF(t)+NT(t))’ (3.1

where Pr(t), Pr(t), Np(t), and Nr(t) represent the numbers of true posi-
tives, false positives, false negatives, and true negatives obtained when applying
threshold ¢. Values range from 0 to 1, with 0.5 reflecting performance equiva-
lent to random guessing and values approaching 1 indicating a strong classifier.
The advantages of AUC-ROC include its interpretability, its widespread report-

ing in the literature, and its stable scale, since values typically range between
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0.5 and 1 regardless of class imbalance. This makes the metric suitable for
comparing performance across datasets and for assessing the magnitude of DL
effects. Its limitation is that it can mask poor detection of rare positive in-

stances in highly imbalanced datasets.

Figure 3.3: Illustration of Performance Metrics
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Note: The figure illustrates the computation of the performance metrics (a) AUC-ROC and (b) AUC-PR as
the area under their respective curves, including the indicated baselines. The baseline for the AUC-ROC
is a constant value of 0.5, whereas the AUC-PR baseline is determined by the minority class prevalence.
The terms Pr(t), Pp(t), Nr(t), and Ng(t) represent the numbers of true positives, false positives, true
negatives, and false negatives obtained at a given threshold ¢. Various values of ¢ are plotted along the curves
to demonstrate the trade-off between the axes metrics as the classification threshold varies.

The AUC-PR directly accounts for false positives relative to predicted pos-
itives and better reflects the model’s ability to detect rare anomalies, making
it particularly informative for highly imbalanced datasets. In Subfigure 3.3b,
the AUC-PR curve illustrates the area under the curve plotting the fraction
of predicted positives (observations classified as anomalies) that are actually
anomalous against the fraction of actual positives (true anomalies) correctly

identified. It can be expressed mathematically as

APE _ /1 Pr(t) d Pr(t) 7 (3.2)
o Pr(t)+ Pr(t) \ Pr(t)+ Ng(t)

where Pr(t), Pr(t), and Ng(t) denote the numbers of true positives, false pos-

itives, and false negatives obtained when applying threshold ¢. Like AUC-ROC,

AUC-PR ranges from 0 to 1, but its baseline depends on the prevalence of

the positive class, which varies across datasets. Consequently, AUC-PR values

are prevalence-dependent and must be interpreted in context — for instance, in



3. Data Leakage in Construction 35

a dataset with 5% anomalies, an AUC-PR of 0.1 already reflects a twofold im-
provement over random ranking (baseline 0.05), despite appearing small. This
dependence limits direct comparison of absolute AUC-PR values across datasets
with different imbalance ratios. Therefore, for the purpose of analysing within-
dataset differences between evaluation strategies (with and without temporal
leakage), AUC-ROC is used as the main metric for aggregating and statistically
assessing leakage effects due to its prevalence-invariant nature. AUC-PR is re-
ported as a complementary metric in the Appendix B, as it is more sensitive to

minority-class performance and the practical impact of rare-event detection.

Preprocessing Pipelines

Because all ML models require numerical input, but our datasets also con-
tain nominal features (as discussed in Section 3.1), these variables must be
encoded. Binary features, with only two unique values, are transformed us-
ing binary encoding, mapping the categories to 0 and 1, while features with
three to five categories are encoded with one-hot encoding, creating a sepa-
rate binary column for each category. Features with more than five categories
are encoded either by frequency encoding, replacing each category with its
occurrence frequency, or by target encoding, substituting each category with
the mean target value. The latter two methods can introduce some risk of
DL if computed on the full dataset prior to train/test splitting, but the risk is
theoretically higher for target encoding, which directly uses target information,
potentially inflating observed model performance, as demonstrated by Bouke
& Abdullah (2023); frequency encoding, in contrast, exposes only the marginal
distribution-reducing DL risk. By using the parameters such as standard devi-
ation, mean, minimum, and maximal value from the whole dataset, not only

training data, the distributional information may be leaked.

Also numerical variables often require additional preprocessing, including
those created by frequency or target encoding. While RF and IF are scale-
invariant and largely insensitive to feature scaling, scaling is important for
SVM, OCSVM, k-NN, and LOF, where features with larger numerical ranges
would dominate distance computations. Therefore, some form of data scaling

is commonly applied. Two widely used approaches in PFD are z-score standard-
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isation and min-max normalisation. Z-score standardisation is defined as

x = : (3.3)

where z; is the original feature value, i the feature mean, and o the standard
deviation, producing zero mean and unit variance. Min-max normalisation is

defined as

o Zi7 fmin (3.4)

Tmax — Lmin
where T, and x,., are the minimum and maximum feature values, trans-
forming the data to [0, 1]. Computing those scaling parameters from the full

dataset may leak test-set distribution information (Bouke & Abdullah, 2023).

Scaling is also important before applying PCA (Hotelling, 1933), a dimen-
sionality reduction technique that transforms variables into orthogonal com-
ponents capturing the largest variance, as features with larger ranges would
otherwise dominate the analysis. In PFD, PCA has been used, for example,
by Nguyen et al. (2022) to reduce 339 features to 30 and by Tudisco et al.
(2024). Moreover, over 70% of studies reviewed in Section 2.2 used a widely
adopted dataset that already contains standardised and PCA-transformed fea-
tures, meaning preprocessing occurred before the train/test split and may there-
fore leak test-set information, since both scaling parameters and principal com-
ponents were estimated from the full dataset. Because most of our datasets
contain both numerical and categorical variables, we employ FAMD (Pages,
2004), which extends PCA to mixed data by jointly modelling numerical and
categorical variables. Unlike feature selection methods that rely on the target
variable and are therefore limited to supervised models, PCA and FAMD are
unsupervised and applicable in both supervised and novelty detection settings.
However, because they do not use target information, the extracted compo-
nents may be suboptimal for classification, particularly in highly imbalanced

datasets. Therefore, we apply them only in selected experimental scenarios.

To address underrepresentation of one class, data encoding and scaling can
be followed by oversampling when developing supervised models. A widely
used method is SMOTE (Chawla et al., 2002), which for each minority-class
instance identifies its k nearest minority neighbours and generates synthetic
samples along the line segments to randomly selected neighbours, increasing

minority-class representation to achieve a desired balance, for example from
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below 1% to 50%, as in several PFD studies (Ileberi et al., 2021; Ndama & En-
Naimi, 2023). For datasets with both numerical and binary variables, we use
SMOTENC (Chawla et al., 2002), which preserves categorical feature integrity
while generating synthetic samples, ensuring balanced representation without
violating variable type constraints. Although SMOTE-family methods produce
synthetic rather than duplicate samples, applying them on the full dataset,
including the test set, can introduce substantial DL risk and positive perfor-
mance bias (Vandewiele et al., 2021). Nevertheless, some reviewed studies,
including Ileberi et al. (2021) and Ndama & En-Naimi (2023), applied over-
sampling prior to splitting, as evident from confusion matrices, thereby leaking

test-set information.

3.3 Experimental Design and Testing

To evaluate the effect of DL arising from disregarding the temporal order
of observations, as well as from data encoding, scaling, oversampling, and di-
mensionality reduction performed on the full dataset including the test data,
we designed a controlled experiment. The main principle is to compare per-
formance metric values from pipelines with and without leakage while keeping
hyperparameters fixed for each scenario (based on the no-leak version) and us-
ing identical test data, thereby isolating the effect of DL, following the relevant
literature including Bouke & Abdullah (2023) and Vandewiele et al. (2021). In
this section, we first describe the design of the controlled experiment, including
additional technical details of the pipeline methodologies, such as the dimen-
sionality reduction threshold. We then outline the statistical inference proce-

dures used to test the previously defined hypotheses.

Experiment Setup

For each ML model, multiple scenarios are evaluated, as summarised in Ta-
ble 3.2, since different pipeline components may introduce DL. First, rolling-
window and stratified random CV are applied to PFD datasets to assess temporal
leakage. Next, pipeline leakage is analysed across all datasets by systemati-

cally varying preprocessing steps. As the sources of DL differ, we distinguish
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between preprocessing (i.e., encoding and scaling), oversampling, and dimen-
sionality reduction. Baseline configurations (no leakage) combine encoding
methods (binary, one-hot, and frequency or target), scaling techniques (z-score
or min-max), oversampling (SMOTE/SMOTENC or none), and dimensionality
reduction (PCA/FAMD or none). These configurations are then replicated un-
der different leakage scenarios, including preprocessing leakage (encoding and

scaling), oversampling leakage, and dimensionality reduction leakage.

Table 3.2: Overview of Experimental Scenarios

DL Type Encoding Scaling Oversampling Dim. Reduction Models

Temporal Leakage Assessment: PFD datasets

Nome frequency  z-score  SMOTE/SMOTENC - RF, SVM, k-NN *
frequency  z-score - - RF, IF, SVM, OCSVM, k-NN, LOF *

Temporal frequency Z-score SMOTE/SMOTENC - RF, SVM, k-NN

frequency Z-score - RF, IF, SVM, OCSVM, k-NN, LOF

Pipeline Leakage Assessment: All datasets

frequency  z-score  SMOTE/SMOTENC PCA/FAMD RF, SVM, k-NN *
frequency  z-score - PCA/FAMD RF, IF, SVM, OCSVM, k-NN, LOF *
frequency  z-score  SMOTE/SMOTENC - RF, SVM, k-NN *
None frequency Z-score - - RF, IF, SVM, OCSVM, k-NN, LOF *
frequency  min-max - - RF, IF, SVM, OCSVM, k-NN, LOF *
target z-score - - RF, SVM, k-NN *
target min-max - - RF, SVM, k-NN *
frequency  z-score  SMOTE/SMOTENC PCA/FAMD RF, SVM, k-NN
frequency Z-score - PCA/FAMD RF, IF, SVM, OCSVM, k-NN, LOF
frequency z-score  SMOTE/SMOTENC - RF, SVM, k-NN
Preprocessing frequency Z-score - - RF, IF, SVM, OCSVM, k-NN, LOF
frequency  min-max - - RF, IF, SVM, OCSVM, k-NN, LOF
target Z-score - - RF, SVM, k-NN
target min-max - - RF, SVM, k-NN
) . frequency  z-score  SMOTE/SMOTENC PCA/FAMD RF, SVM, k-NN
Oversampling
frequency z-score SMOTE/ SMOTENC - RF, SVM, k-NN
Dim. Reduction frequency  z-score  SMOTE/SMOTENC PCA/FAMD RF, SVM, k-NN
frequency Z-score - T’CA/FAMD RF, IF, SVM, OCSVM, k-NN, LOF

* Hyperparameter tunning performed

Note: The table summarises experiment scenarios with varying methods across models and datasets to
evaluate different sources of DL. For each assessment, a baseline no-leakage scenario is included, with hyper-
parameters trained on the baseline and applied to leakage versions to isolate the effect of DL.

We assess temporal leakage by comparing model performance under strat-
ified random CV and rolling-window CV. To ensure a fair evaluation, results
must be computed on the same test observations while maintaining, on average,
an equal probability that training data are either older or newer than the test-
ing data. To satisfy these conditions, we modify the CV scheme described in
Section 3.2 by reducing the training set size by half. For the rolling-window CV,
the first iteration uses the initial 20% of the data for training and the subse-

quent 10% for testing. In each subsequent fold, the window is shifted forward by
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10%. After the fifth iteration of the fifth repetition, the final 20% of the dataset
remain unused, satisfying the assumption of equal probability, since the first
20% are used only for training and not for testing. In the random CV scheme,
for each repetition we use the same data that appear in the rolling-window
testing folds. Specifically, in the first repetition, the segment between 20% and
70% of the timeline is shuffled and split into a stratified random 5-fold CV. To
keep the training size consistent, only half of the training data are randomly
selected in each fold. In each repetition, predictions from all folds are pooled
to compute performance metrics, ensuring both CV approaches use the same

pooled testing set.

For PFD datasets, if higher performance is observed under random CV, sug-
gesting potential temporal leakage, we further employ rolling-window CV to
assess the effect of DL during scaling, encoding, oversampling, and dimension-
ality reduction. This approach prevents temporal leakage from confounding
the evaluation of these DL steps, while explicitly noting that two different CV
methodologies are applied across the scenario experiments. For the remaining
datasets, we use random stratified CV. In the natural pipeline order, where
encoding and scaling are followed by oversampling, which is then followed by
dimensionality reduction, DL introduced at later stages cannot be evaluated
independently of earlier stages. Consequently, the observed effect of leakage at
a given step inherently includes DL introduced by all preceding steps. In other
words, DL from later stages can be interpreted as an additive effect on top of

the leakage introduced earlier in the pipeline, as illustrated in Figure 3.4.

Figure 3.4: Scheme of Pipeline Leakage Scenarios

Without DL Preprocessing DL Oversampling DL Dim. reduction DL

A

® * ® % o * ® *
Dat Pi i ) /i Dim. reducti Traini Testil Risk of DL
Data reprocessing . Oversampling - Dim. reduction ragmg esting is Aof
Note: The figure illustrates the natural flow of data through the ML pipeline, highlighting the additive effect

of DL. In the no-leakage scenario, data is split into training and testing sets before any preprocessing, whereas
in leakage scenarios, the split occurs later.

Thereby, starting with the non-leakage experiment and fixing the best pa-
rameters obtained from hyperparameter tuning, we proceed to evaluate pre-

processing (scaling and encoding) leakage, where the data are split only after
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this step. This is followed by optional oversampling and dimensionality reduc-
tion. In the case of oversampling leakage, the entire dataset is used both for
preprocessing and for generating synthetic samples, thereby introducing an ad-
ditional DL effect from oversampling on top of the DL effect already induced
by preprocessing, as discussed previously. Finally, we consider dimensionality
reduction performed on the full dataset and evaluate the resulting DL effect rel-
ative to the preceding leakage experiments. To maintain consistency across all
scenarios, we set a threshold of 0.8 for dimensionality reduction when selecting
principal components, meaning that the retained components explain at least
80% of the total variance.

For oversampling, we follow two strategies. First, we balance the data to
a 50/50 class ratio, as commonly done in the PFD literature, which clearly illus-
trates the impact of oversampling leakage on reported performance but remains
strongly influenced by the original class imbalance. Second, we apply oversam-
pling at a 500% rate across all datasets, creating a consistent multiplicative
increase in synthetic minority samples, which allows for a valid test of the Im-
balance Hypothesis. We further account for the fact that applying oversampling
to the entire dataset, as noted in prior studies (see Section 2.2), generates syn-
thetic training samples from test instances and introduces synthetic data into
the test set. This may lead to biased DL estimates due to inconsistencies in
the test data. Therefore, to ensure fair evaluation and enable valid statistical
inference, we restrict the test set to non-synthetic samples, keeping it identical

across all experiments.

Statistical Tests

Given that, in addition to the 12 PFD datasets, a further 24 datasets are
available, we can conduct statistically sound tests to evaluate the proposed
hypotheses for each scenario and each ML model. Specifically, the Ouverper-
formance Hypothesis, which posits that DL leads to artificially inflated model
performance, is assessed using both Student’s ¢-test and the Wilcoxon signed-
rank test. The Size Hypothesis and the Imbalance Hypothesis, which posit that
the effect of DL is negatively associated with original (pre-oversampling) train-
ing set size and minority class prevalence, respectively, are examined using

ordinary least squares regression.
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Model performance is measured using AUC-ROC (or AUC-PR), with val-
ues ranging from 0 to 1, where higher values indicate better performance.
For each model and scenario, we obtain estimates for both a baseline and
a leakage version. The Querperformance Hypothesis is then tested by com-
puting the difference between leakage and baseline performance. Formally, let
d; = Ajeaki — Abase,i denote the performance difference for dataset 7. We then
apply a one-sided paired Student’s t-test to assess whether the mean difference

across datasets is greater than zero, such that

Hy: pg <0 against Hy: pg > 0. (3.5)

The Student’s t-test relies on the assumption that the performance differ-
ences are normally distributed. Given that the analysis includes 36 datasets,
the central limit theorem provides some justification for this assumption, as
the sampling distribution of the mean tends toward normality. However,
since the sample size remains moderate, we additionally report the results of
the Shapiro-Wilk test for normality and as will be shown later, normality is
strongly rejected in the majority of cases, indicating deviations such as skewness
or the presence of outliers. Therefore, to ensure the robustness of the inference,
we also employ the nonparametric Wilcoxon signed-rank test, which does not

rely on the normality assumption.

The Wilcoxon signed-rank test, which was also employed by Lyu et al.
(2021) to assess the significance of effects arising from temporal leakage, is
a nonparametric alternative and it formally tests the so-called pseudomedian
of the differences under the assumption that the differences are symmetrically
distributed. Specifically, we compute the differences d; = Ajeaxi — Abase; and
assign ranks to the absolute values |d;|, excluding zero differences. Each rank is
given a positive or negative sign corresponding to the sign of d;. Unlike the Stu-
dent’s t-test, which is based on the mean of the differences, the Wilcoxon test
formally tests the Hodges-Lehmann estimator 6y, (pseudomedian) of the dif-

ferences defined as the median of all pairwise averages. We test
Hy: 0y, <0 against Hy: 0y >0 (3.6)

to assess whether leakage systematically increases model performance, even

when the normality assumption is violated.
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To gain a more detailed understanding of whether the DL effect is driven by
specific dataset characteristics, we employ an ordinary least squares approach.
To the best of our knowledge, the existing literature does not provide clear
guidance on how such regression models should be specified, as relationships
are typically examined without controlling for additional parameters if at all.
An exception is provided by Barnett et al. (2024), who employs a fixed-effects
model on results from existing studies and focuses on DL arising from feature
selection, examining the influence of metadata such as the number of features

on performance.

Given the relatively limited number of datasets, we adopt the following
regression specification. The dependent variable is the performance difference
between leakage and baseline versions, while the independent variables include
dataset size, class imbalance, and group dummies distinguishing PFD from other
tasks. Due to the wide range of dataset sizes, from a few hundred to over one
hundred thousand observations, the size variable is included in logarithmic
form. A logarithmic transformation of the imbalance variable was not found

to be suitable. The resulting regression model is therefore given by

d; = a+ By log(n;) + Bori + 3P + €, (3.7)

with d; = Ajeaki — Abase;; denoting the performance difference for dataset i,
i = 1,...,36. Here, n; denotes the original (pre-oversampling) training set
size, r; the original training class imbalance, and P; a group dummy variable
corresponding to the PFD. The initial training values prior to any potential
oversampling are used, as they reflect the underlying dataset characteristics

and are therefore consistent with the investigated hypotheses.

To account for the dependence of the observed DL effect on the remain-
ing performance headroom implied by baseline performance, we also introduce

a regression specification based on normalised differences

o Aleak,i - Abase,i
- )
11— Abase,i

Oi (3.8)

which represents the proportion of the achievable performance gain, relative to

a perfect score of 1.0, attributable to DL.



Chapter 4

Data Leakage in Results

Following the description of the methodology and the controlled experiment,
we now proceed to the results. We consider three supervised Machine Learning
(ML) models — Random Forest (RF), Support Vector Machine (SVM), and k-
Nearest Neighbours (k-NN) — and three novelty detection models — Isolation
Forest (IF), One-Class Support Vector Machine (OCSVM), and Local Outlier
Factor (LOF). In the main text, we report results based on the Area Under the
Receiver Operating Characteristic Curve (AUC-ROC). This metric is preferred
because its baseline is independent of class prevalence, making it more suitable
for comparing performance across heterogeneous datasets. For completeness,
results based on Area Under the Precision-Recall Curve (AUC-PR) are provided
in Appendix B. We first examine how individual types of Data Leakage (DL)
affect the 12 Payment Fraud Detection (PFD) datasets in our sample. We
further extend the analysis by including 24 additional datasets from disease
prediction and other anomaly detection tasks to support more robust statistical
inference. Finally, we compare our findings with the existing literature and

discuss their implications, as well as the limitations of this study.

4.1 Data Leakage in Payment Fraud Detection

In the first section of this chapter, we focus on the effect of individual types
of DL on 12 publicly available PFD datasets. We begin by assessing whether

these datasets exhibit evidence of temporal leakage — given the temporal na-
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ture of fraud-related data, random data sampling may introduce dependencies
between training and testing sets that do not reflect realistic deployment condi-
tions (Breskuviené & Dzemyda, 2024). We next extend the analysis of temporal
leakage by examining the effect of DL arising from encoding and scaling, which
we collectively refer to as preprocessing leakage. Finally, we separately analyse
the effects of DL introduced by oversampling and unsupervised dimensionality

reduction, although both can formally be regarded also as preprocessing steps.

Data Leakage from Cross-Validation

To systematically evaluate temporal leakage, we test whether stratified ran-
dom Cross-Validation (CV) yields higher performance than rolling-window CV
under identical test sets. The dataset pool is predominantly synthetic, with
one real-world dataset; nevertheless, all datasets are treated as proxies due
to limited availability of real-world data in this domain. This allows assess-
ment of temporal leakage while acknowledging that observed biases may not
fully generalize. Experiments use frequency-encoded and z-score standard-
ised data. Dimensionality reduction (Principal Component Analysis (PCA)
or Factor Analysis of Mixed Data (FAMD)) is excluded, as the only real-world
dataset was already transformed using PCA by its original authors. Given
the strong class imbalance in PFD data and to cover both supervised and nov-
elty detection settings, evaluations are performed both with and without over-
sampling (Synthetic Minority Oversampling Technique (SMOTE) or Synthetic
Minority Oversampling Technique for Nominal and Continuous (SMOTENC)).

For the following analysis, Table 4.1 reports the sample mean and stan-
dard deviation of AUC-ROC under rolling-window and stratified random CV.
For supervised ML models, stratified random CV consistently yields slightly
higher performance, with differences (defined as the score from rolling-window
CV minus the score from stratified random CV) of at least 0.01 in all cases.
The largest discrepancy is observed for k&-NN without oversampling, with mean
AUC-ROC values of 0.6875 (rolling-window CV) and 0.7154 (stratified random
CV). In contrast, for novelty detection models, mean differences are slightly
negative, except for LOF, where rolling-window CV yields a marginally higher
mean AUC-ROC by 0.0029, indicating broadly comparable performance across

both evaluation strategies.
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Table 4.1: AUC-ROC Across Temporal Leakage Scenarios

DL type | RF IF SVM 0CSVM £-NN LOF
Scenario: frequency & z-score & SMOTE/SMOTENC & — (n =12)

none 0.7267 (0.2277) - 0.6705 (0.1976) - 0.7042 (0.1970) -
temporal | 0.7395 (0.2280) - 0.6854 (0.2068) - 0.7239 (0.2105) -

Scenario: frequency € z-score & — & — (n=12)
none 0.7367 (0.2164) 0.6913 (0.1767) 0.6962 (0.2065) 0.6721 (0.1755) 0.6875 (0.1825) 0.6988 (0.1739)
temporal | 0.7522 (0.2213) 0.6880 (0.1780) 0.7105 (0.2139) 0.6679 (0.1668) 0.7154 (0.1974) 0.7017 (0.1817)

Note: This table reports mean AUC-ROC values (with standard deviations in parentheses) for rolling-window
CV (no-leak) and stratified random CV (temporal-leak) pipeline versions. Results are shown for frequency
encoding, z-score scaling, with and without oversampling, and without dimensionality reduction across 12 PFD
datasets. Highlighted cells in the preprocessing-leak rows indicate values exceeding those in the immediately
preceding row, with darker shading corresponding to differences greater than 0.05.

At the individual dataset level, rather than relying on aggregated means,
Figure 4.1 provides a more detailed view of the observed effects. In general,
differences are mostly centred around zero, although mainly for RF and kNN
a slight positive shift can be observed, suggesting a marginal performance in-
crease across most datasets. However, the larger mean differences are still
driven by a small number of outliers, notably datasets P.05 for SVM and
k-NN, and P.07 for k-NN. Likely due to the predominantly synthetic nature
of the datasets, Figure A.1 shows no clear relationship between the magnitude

of differences and the temporal span of the data.

Figure 4.1: AUC-ROC Differences with Temporal Leakage
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Note: This figure illustrates differences in AUC-ROC between rolling-window CV and stratified random CV
pipeline versions in a controlled experiment with identical pooled test sets. Positive differences indicate po-
tential temporal leakage. Results are shown for frequency encoding, z-score scaling, and no dimensionality
reduction, under (a) oversampling and (b) no oversampling conditions using SMOTE or SMOTENC. The anal-
ysis includes 12 PFD datasets, labelled by their IDs. Darker points highlight the real-world PFD dataset.

Among all datasets, the most important case is the only real-world dataset

(P.08), highlighted in a darker colour in Figure 4.1. For this dataset, consis-
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tently positive differences are observed across ML models, with the exception of
SVM without oversampling; however, these differences remain marginal in terms
of AUC-ROC. This may be partly due to consistently high performance levels (all
exceeding 0.9), leaving limited headroom for improvement. A complementary
perspective is provided in Figure B.1 in the Appendix, where, under AUC-PR,
the same dataset again shows predominantly positive differences (except for
a single case), but with substantially more pronounced effects, particularly for
LOF, where performance under rolling-window CV is 0.1902 compared to 0.5117
under stratified random CV. This suggests that, while overall performance un-
der both CV schemes appears similar in aggregate according to AUC-ROC, larger
differences emerge under AUC-PR, which assigns greater importance to correctly

classifying fraudulent transactions.

To conclude the analysis of temporal leakage, we turn to statistical in-
ference. As the paired differences deviate from normality (Figure 4.1) and
the sample size of 12 is relatively small, we apply a one-sided paired Wilcoxon
signed-rank test. Although the distribution of paired differences shows mild
asymmetry and occasional outliers, the Wilcoxon test remains appropriate, as
it is based on the relative ordering of differences rather than their magnitudes.
In particular, it captures whether performance differences exhibit a consistent

directional tendency.

For the RF and k-NN models, we observe statistically significant positive
effects in Table 4.2. These results are characterised by an imbalance favour-
ing small positive differences over negative ones, along with one or two larger
positive observations. A similar pattern underlies the marginal significance
(p-values between 0.05 and 0.1) observed for the SVM model, where the over-
all tendency remains positive but less pronounced. In contrast, the novelty
detection models do not provide evidence in favour of the Owerperformance
Hypothesis under temporal leakage, as their paired differences show no consis-
tent directional pattern. Results based on AUC-PR present a slightly different
picture (Table B.2). There is no evidence supporting the hypothesis for SVM
without oversampling, while stronger support is observed for IF. Although
the significant effect for IF under AUC-PR may appear driven by a single larger
positive difference observed in one real-world dataset (Figure B.1), a closer
inspection of the paired differences reveals a clear directional pattern. Specif-

ically, positive differences dominate (10 out of 12 observations), albeit with
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small magnitudes ranging from approximately 0.0001 to 0.0174, plus one larger
value. This suggests that the significance is not solely driven by an outlier but

reflects a consistent, though very small, positive shift in performance.

Table 4.2: AUC-ROC Temporal Leakage Inference

Statistical Test ‘ RF IF SVM OCSVM k-NN LOF

Scenario: freq & z-score & SMOTE/SMOTENC & PCA/FAMD (n =12)

Wilcoxon test (fx.) | 0.0102 (0.0081) - 0.0083 (0.0647) - 0.0073 (0.0386) -
Scenario: freq & z-score & — & PCA/FAMD (n =12)

Wilcoxon test (Agr) | 0.0084 (0.0320) 0.0010 (0.4376)  0.0092 (0.0647) -0.0035 (0.6876) 0.0100 (0.0081) 0.0026 (0.3667)

Note: This table reports the Hodges-Lehmann estimator (éHL) (with p-values in parentheses) for differences
in AUC-ROC between temporal-leak (data split based on stratified random CV) and no-leak scenarios. A one-
sided paired Wilcoxon signed-rank test is used to assess whether temporal-leak yields higher performance
(i.e., whether the differences are greater than zero). Results are presented for frequency encoding, z-score
scaling, with and without oversampling, and without dimensionality reduction. Highlighted cells indicate
p-values below 0.1, with darker shading corresponding to p-values below 0.05.

Overall, the findings provide some support for the Overperformance Hy-
pothesis across both metrics, mostly for supervised models, suggesting that
rolling-window CV represents a more robust and reliable approach for the sub-
sequent analysis, but given the predominantly synthetic nature of the data, no

strong conclusions about temporal leakage should be drawn.

Data Leakage from Preprocessing (Encoding & Scaling)

As the preceding analysis indicates higher performance under stratified ran-
dom CV, suggesting potential temporal leakage, we base the subsequent analy-
sis on rolling-window CV. This approach provides a more conservative alterna-
tive to random sampling, as it preserves the temporal structure of the PFD data.
Within this framework, we examine whether encoding (frequency or target en-
coding) and scaling (z-score or min-max), when applied prior to the train/test
split, introduce distributional leakage from the test set and inflate performance
estimates. We evaluate preprocessing leakage across different encoding and
scaling methods, as well as configurations involving oversampling and dimen-

sionality reduction, to assess its effects across multiple experimental settings.

Table 4.3 shows that DL from applying encoding and scaling to the entire
dataset does not appear to have a strong effect on average across the 12 PFD
datasets when evaluated using AUC-ROC, although some marginal differences

are observable. For instance, across all scenarios, the performance of RF is



4. Data Leakage in Results 48

consistently slightly higher under preprocessing leakage, suggesting mild sen-
sitivity to frequency and target encoding. Similarly, in the scenario involving
frequency encoding, z-score scaling, and no oversampling or dimensionality re-
duction, a small mean increase in performance under preprocessing leakage is
Some of these increases are not reflected
in AUC-PR (Table B.3); nevertheless, there are also scenarios in which both

observed across all six ML models.

metrics exhibit broadly similar trends.

Table 4.3: AUC-ROC Across Preprocessing Leakage Methods

DL type \ RF IF SVM 0CSVM k-NN LOF

Scenario: frequency & z-score & SMOTE/SMOTENC € PCA/FAMD (n=11)
0.6728 (0.1792) - 0.6677 (0.1629) -
0.6853 (0.1765) - 0.6449 (0.1663) -

none
preprocessing

0.6655 (0.1660) -
0.6614 (0.1616) -

Scenario: frequency € z-score & — € PCA/FAMD (n =11)
0.6785 (0.1815) 0.6522 (0.1499) 0.6459 (0.1724)
0.6827 (0.1784)  0.6470 (0.1409) 0.6405 (0.1687)

Scenario: frequency & z-score & SMOTE/SMOTENC & — (n=12)
none 0.7387 (0.2186) - 0.6744 (0.1873) -
0.7421 (0.2176) - 0.6983 (0.2175) -

& - (n=12)
0.6881 (0.1829)
0.6893 (0.1820)

none
preprocessing

0.6435 (0.1471)
0.6352 (0.1352)

0.6542 (0.1667)
0.6504 (0.1576)

0.6445 (0.1546)
0.6399 (0.1404)

0.7078 (0.2034) -
0.7070 (0.1956) -

preprocessing

Scenario: frequency € z-score &
none 0.7421 (0.2151)
0.7422 (0.2170)

0.7065 (0.2159)
0.7083 (0.2151)

0.6719 (0.1667)
0.6740 (0.1670)

0.6930 (0.1923)
0.6939 (0.1917)

0.6955 (0.1800)
0.6998 (0.1800)

preprocessing

Scenario: frequency & min-maz € — € — (n=12)
none 0.7419 (0.2153)  0.6881 (0.1829)
preprocessing | 0.7421 (0.2171) 0.6893 (0.1819)

0.6981 (0.2140)
0.7013 (0.2115)

0.6084 (0.1709)
0.6071 (0.1749)

0.6523 (0.1914)
0.6516 (0.1917)

0.6495 (0.1646)
0.6480 (0.1656)

Scenario: target & z-score & — € — (n =12)

none
preprocessing

0.7345 (0.2064)
0.7488 (0.2139) -

0.7055 (0.2087)
0.7198 (0.2200)

0.6817 (0.1873)
0.7066 (0.1958)

Scenario: target & min-maz & — & — (n=12)

none
preprocessing

0.7344 (0.2063) -
0.7487 (0.2140) -

0.6967 (0.2031)
0.7163 (0.2110)

0.6629 (0.1883)
0.6690 (0.1908)

Note: This table reports mean AUC-ROC values (with standard deviations in parentheses) obtained from
rolling-window CV for no-leak and preprocessing-leak pipeline versions, where scaling and encoding are applied
to the full dataset. Results are presented across different combinations of encoding, scaling, oversampling,
and dimensionality reduction methods for n PFD datasets. Highlighted cells in the preprocessing-leak rows
indicate values exceeding those in the immediately preceding row, with darker shading denoting differences
greater than 0.05.

For example, under target encoding, the largest mean differences across
the three supervised models are observed in most cases. It is also important
to note that, during data cleaning, variables that could themselves introduce
leakage due to a high risk of overfitting were removed. For illustration, let
us consider the synthetic dataset P.11, where a feature describing customer
location at city level would be highly problematic, as 48% of locations occur
only once and the feature exhibits a Cramér’s V association with the target
exceeding 0.8. When such a feature is retained, preprocessing leakage leads to

a substantial increase in reported performance, producing models that appear
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to achieve near-perfect classification despite limited true generalisation ability
(Tables 4.4 and B.4).

Table 4.4: AUC-ROC Under Target Encoding Leakage for P.11

No leaked feature Leaked location feature
DL type RF SVM kNN | RF SVM kNN

Scenario: target € z-score € — &
none 0.7622 0.6885 0.7088 | 0.7338 0.7035 0.6167
preprocessing | 0.7614 0.6891 0.7075 | 0.9905 0.9815 0.9717

Scenario: target & min-max & - &
none 0.7622 0.6511 0.5718 | 0.7336 0.6950 0.5391
preprocessing | 0.7614 0.6565 0.5663 | 0.9905 0.9723 0.9156

Note: This table reports AUC-ROC values obtained from rolling-window CV for no-leak and preprocessing-leak
pipeline versions, where scaling and target encoding are applied to the full dataset. Results are presented
across different combinations of encoding, scaling, oversampling, and dimensionality reduction methods for
the PFD dataset P.11, which includes a customer location feature with 48% of locations observed only once
and a Cramér’s V correlation of 0.8046 with the target. Highlighted cells in the preprocessing-leak rows
indicate values exceeding those in the immediately preceding row, with darker shading denoting differences
greater than 0.05.

Returning to the results in Tables 4.3 and B.3, in addition to scenar-
ios exhibiting increased performance under preprocessing leakage, there are
also cases where the non-leakage setting yields higher performance. The rela-
tively large standard deviations further indicate substantial variability across
datasets. This motivates statistical inference, which is deferred to the follow-
ing section. There, an additional 24 datasets are included to enable a more
robust evaluation due to increased variability and, consequently, more reliable
statistical conclusions. Before that, we first examine the effects of oversampling
and unsupervised dimensionality reduction on the PFD datasets, and analyse
in detail the implications of all three discussed types of DL for the real-world
dataset.

Data Leakage from Oversampling and Dim. Reduction

In contrast to encoding and scaling, where only aggregated statistics may
be leaked and the observed effect appears to be generally negligible or ab-
sent, oversampling leads to a clear increase in reported performance when ap-
plied to the entire dataset. This is because synthetic minority instances, on
which the model is also trained, are generated as combinations of existing ob-
servations, including those originating from the test set. Based on AUC-ROC,
an increase in reported performance is therefore observed across all models (Ta-

ble 4.5), particularly for RF and k-NN. For example, for kNN in the scenario
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with frequency encoding, z-score scaling, and no dimensionality reduction, per-
formance increases from (0.7070 under preprocessing leakage alone to 0.9346
when oversampling leakage is introduced, substantially altering the apparent
classification performance of the model. AUC-PR results show a generally con-
sistent pattern for this type of DL (Table B.5), with a single exception for
SVM.

Table 4.5: AUC-ROC Across All Pipeline Leakage Stages

DL type \ RF IF SVM OCSVM kNN LOF
Scenario: frequency & z-score & SMOTE/SMOTENC & PCA/FAMD (n =11)

none 0.6728 (0.1792) - 0.6677 (0.1629) - 0.6655 (0.1660) -
preprocessing | 0.6853 (0.1765) - 0.6449 (0.1663) - 0.6614 (0.1616) -
oversampling | 0.9107 (0.0999) - 0.6765 (0.1852) - 0.9072 (0.0970) -
dim. reduction | 0.9109 (0.1016) - 0.6769 (0.1858) - 0.9075 (0.1002) -

Scenario: frequency & z-score & — € PCA/FAMD (n = 11)

none

preprocessing
dim. reduction

0.6785 (0.1815)
0.6827 (0.1784)
0.6886 (0.1781)

0.6522 (0.1499) 0.6459 (0.1724)
0.6470 (0.1409)  0.6405 (0.1687)
0.6543 (0.1509)  0.6484 (0.1734)

0.6435 (0.1471)
0.6352 (0.1352)
0.6474 (0.1478)

0.6542 (0.1667)
0.6504 (0.1576)
0.6587 (0.1644)

0.6445 (0.1546)
0.6399 (0.1404)
0.6527 (0.1502)

Scenario: frequency & z-score & SMOTE/SMOTENC & — (n =12)

none 0.7387 (0.2186) - 0.6744 (0.1873) -
preprocessing | 0.7421 (0.2176) - 0.6983 (0.2175) -
oversampling 0.8831 (0.1372) - 0.7279 (0.1965) -

0.7078 (0.2034) -
0.7070 (0.1956) -
0.9346 (0.0774) -

Note: This table reports mean AUC-ROC values (with standard deviations in parentheses) obtained from
rolling-window CV for no-leak, preprocessing-leak (data encoded and scaled using the entire dataset),
oversampling-leak (synthetic data generated using the entire dataset), and dimensionality reduction leak
(data transformed using the entire dataset) scenarios. Results are presented across different combinations of
encoding, scaling, oversampling, and dimensionality reduction methods for n PFD datasets. Highlighted cells
indicate values exceeding those in the immediately preceding row, with darker shading denoting differences
greater than 0.05.

Even in terms of AUC-ROC, SVM exhibits the smallest leakage effect, likely
due to its reliance on the decision boundary, which limits the influence of addi-
tional synthetic minority instances unless the boundary is substantially shifted.
A slightly larger increase is observed in the median than in the mean for SVM
(Figure 4.2b) in the scenario with frequency encoding, z-score scaling, and no
dimensionality reduction; here, the mean is affected by a pronounced negative
effect of oversampling leakage in dataset P.03 and a smaller negative effect
in dataset P.08. For RF (Figure 4.2a) and k-NN (Figure 4.2¢), an increase in
reported performance is observed across all datasets. This pattern is not re-
flected in AUC-PR (Figure B.2), where RF shows increases in both mean and
median, while k-NN shows a slight median decrease and SVM decreases in both
metrics. These decreases are largely driven by a drop in performance between
preprocessing and oversampling leakage for dataset P.08, which is analysed in

more detail in the following section.

Before examining this dataset in greater detail, we turn to the final type
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Figure 4.2: AUC-ROC Across Selected Leakage Stages
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Note: This figure presents mean AUC-ROC values obtained from rolling-window CV for 12 PFD datasets
under no-leak, preprocessing-leak (data encoded and scaled using the entire dataset), and oversampling-leak
(synthetic data generated using the entire dataset). The results correspond to a setting with frequency
encoding, z-score scaling, SMOTE or SMOTENC oversampling, and no dimensionality reduction, evaluated
across three supervised ML models. Darker points and lines represent a widely used real-world dataset, while
black markers indicate sample mean (squares) and sample median (diamonds) values.

of DL considered in this study. For both metrics, a performance increase is
observed under dimensionality reduction leakage; however, these effects are
negligible compared to oversampling, with the largest increase in AUC-ROC
being 0.0128 for LOF. The main motivation for this analysis is dataset P.08,
the only real-world PFD dataset in our collection, which is therefore examined

separately.

Data Leakage in a Widely Used Real-World Dataset

This real-world dataset, widely used in the literature, was originally trans-
formed using PCA by its authors (Machine Learning Group, 2016) to conceal
sensitive information. Although the original feature space is unknown, the ob-
served distributions are centred around zero (with the exception of the Amount
feature, which is not a principal component), suggesting that z-score scaling was
likely applied, while the encoding scheme cannot be inferred. In the scenario
with frequency encoding, z-score scaling, and no oversampling, mean AUC-ROC
results across the remaining datasets indicate negligible effects of dimension-
ality reduction leakage relative to the no-leakage baseline across all models,
with the largest effect observed for RF, where an increase of 0.0101 is recorded
(Table 4.5). Assuming that the real-world dataset can be approximated by
these 11 synthetic datasets, the results suggest a slight upward bias induced

by leakage, although its magnitude appears marginal.
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We now turn to the effects of DL directly observable in this dataset, specifi-
cally those arising from scaling (z-score or min-max) and oversampling (SMOTE),
which, as shown in Section 2.2, are known issues in the literature when examin-
ing methodologies used in published studies. Given the non-intuitive patterns
observed in the previous section, we consider both rolling-window CV and strat-
ified random CV, the latter of which is commonly used in this domain despite

potential temporal dependencies in the data.

For preprocessing leakage, SVM shows a clear positive effect under z-score
scaling when combined with oversampling and evaluated using rolling-window
CV, while no such effect is observed under stratified random CV (Table 4.6). For
the other ML models, no performance differences beyond negligible variations
are observed under either CV scheme. Given that RF and IF are largely invariant
to monotonic feature scaling, no effect of preprocessing leakage is expected,
which is broadly confirmed; minor deviations likely arise from differences in
the numerical representation of features after scaling, which can lead to different
split decisions during stochastic tree construction and thus slightly different

learned structures and performance.

Table 4.6: AUC-ROC Across Leakage Stages for P.08

Rolling-Window CV Stratified Random CV
DL type RF IF SVM OCSVM k-NN  LOF RF IF SVM OCSVM k-NN LOF
Scenario: z-score & SMOTE & —
none 0.9770 0.8840 0.9429 0.9608 0.9463 0.9439
preprocessing 0.9690 - 0.9640 - 0.9302 - 0.9248 - 0.9249 - 0.9305 -
oversampling (original)  0.9999 - 0.9403 - 0.9949 - 1.0000 - 0.9875 - 0.9999 -
oversampling (balanced) ‘ 0.9998 - 0.9403 - 0.9949 - 1.0000 - 0.9850 - 0.9999 -

Scenario: z-score & — &
none 0.9608 0.9595 0.9627  0.9458  0.9178 0.9284 | 0.9493 0.9545 0.9123  0.9345 0.9092 0.9434
preprocessing 0.9608 0.9595 0.9640  0.9483  0.9173 0.9293 | 0.9493 0.9545 0.9130 0.9343  0.9092 0.9442

Scenario: min-mazx & — &
none [0.9604 09596 0.9763 0.9314 0.9025 0.9454 [ 0.9493 0.9545 0.9621 0.9296 0.9092 0.9469
preprocessing 0.9609 0.9595 0.9751  0.9365 0.9049 0.9025 | 0.9493 0.9545 0.9623  0.9307  0.9092 0.9470

Note: This table reports AUC-ROC values obtained from rolling-window and random CV for no-leak,
preprocessing-leak (data encoded and scaled using the entire dataset), and oversampling-leak (synthetic
data generated using the entire dataset) scenarios. Results are shown for both the original test set, identical
to the no-leak and preprocessing-leak versions for consistency, and a test set including synthetic data to as-
sess the full effect. They are presented across different combinations of encoding, scaling, and oversampling
methods for a widely used real-world dataset in the PFD research domain (P.08). Highlighted cells indicate
values exceeding those in the immediately preceding row, with darker shading denoting differences greater
than 0.05.

The effect of oversampling leakage is clearly observable across all three su-
pervised ML models when using stratified random CV (Table 4.6). For RF and
k-NN, this leakage inflates performance from 0.9249 to 1.000 and from 0.9305
to 0.9999, respectively, resulting in near-perfect classifiers. A similar effect is

observed for SVM, where performance increases from 0.9249 to 0.9875, although
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to a lesser extent. In contrast, under rolling-window CV, the performance of
SVM slightly decreases when oversampling leakage is introduced. This may re-
flect an interaction between strong preprocessing-induced leakage effects and
the non-stationary distribution inherent to rolling-window CV, potentially caus-
ing instability in pooled score estimates. This is supported by Table A.6, where
fold-wise averaged metrics (as opposed to pooled evaluation) show an increase
in SVM performance, suggesting that the discrepancy is driven by the aggrega-
tion strategy under distribution shift. The substantial effect of preprocessing
leakage persists and remains pronounced in this evaluation, with DL increasing
performance from 0.9132 to 0.9531.

As the evaluation of oversampling leakage has so far been conducted using
a test set containing only non-synthetic observations to ensure a valid assess-
ment, we additionally consider a setting in which synthetically generated fraud-
ulent transactions are included in the test set, resulting in a perfectly balanced
class distribution. While this modification has almost no effect on AUC-ROC,
the same does not hold for AUC-PR, which is strongly dependent on class preva-
lence. Under stratified random CV, substantial differences are observed. For
instance, for k&-NN, performance increases from 0.7026 without pipeline leakage
to 0.8438 with oversampling leakage, and further to 0.9986 when evaluated on
the artificially balanced test set, thereby substantially altering the perceived
predictive ability of the classifier.

Under rolling-window CV, RF performance under oversampling leakage in-
creases as expected, whereas less intuitive behaviour is observed for SVM and
k-NN. In contrast to AUC-ROC, where fold-averaged metrics do not show a clear
decrease, the decline in AUC-PR remains visible, although somewhat less pro-
nounced. This may be related to the fact that fold-wise averaging does not fully
mitigate instability in this dataset, given the highly variable class distributions
across folds (Figure A.2); for instance, the number of fraudulent transactions
ranges from 156 to 236 in training folds and from 18 to 83 in test folds. In
this context, AUC-PR appears more sensitive to distributional variability across
folds, whereas AUC-ROC is less affected, particularly under fold-wise averaging,

and may therefore provide a more stable evaluation signal.

Setting aside these inconsistencies and considering the values under strati-
fied random CV, the models may appear as near-perfect classifiers when over-

sampling leakage is present, including in terms of AUC-PR, suggesting strong
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discrimination of fraudulent transactions; however, such performance is not
supported in practice, as shown by results under the no-leakage setting. Conse-
quently, studies that report aggregate test-set class counts or confusion matrices
in which a perfectly balanced test set is observed despite the original imbal-
ance provide indirect evidence of oversampling leakage. In such cases, the re-
ported results cannot be considered fully reliable. But it should be noted the
no-leakage performance in this thesis may be underestimated due to the gener-
alized methodology applied for consistency across 36 datasets, which may not
be optimal for this specific case; consequently, the observed leakage effect may

be attenuated.

4.2 Statistical Testing with Expanded Data

Moving from the analysis of 12 PFD datasets, which may share similarities
in feature structure and class imbalance, we extend the evaluation by including
a further 24 datasets from diverse domains such as disease prediction, cyberse-
curity, and equipment failure (Table A.2). This yields a collection of 36 datasets
(or 35 in scenarios involving dimensionality reduction), enabling a more com-
prehensive assessment of preprocessing (encoding and scaling), oversampling,

and dimensionality reduction leakage.

Consistent with the previous section, results based on AUC-ROC are reported
in the main text, while AUC-PR results are provided in Appendix B. In light of
the temporal leakage analysis, we apply rolling-window CV to the PFD datasets
and stratified random CV to the remaining datasets; as described in Section 3.2,
these validation schemes are designed to be as comparable as possible. For
completeness, statistical test results for all datasets under stratified random

CV are additionally reported in Appendix C.

Two statistical tests are considered to assess whether preprocessing leak-
age yields higher performance: a parametric Student’s t-test, which assumes
normally distributed performance differences, and a non-parametric Wilcoxon
signed-rank test, which assumes only symmetry of the differences. The kernel
density estimates of mean differences across the three types of DL (Figures 4.3
and B.3), shown for the frequency encoding and z-score scaling scenario, already

suggest deviations from normality. Although the sample size is sufficiently
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large for the central limit theorem to apply, it remains close to commonly cited
threshold of 30. As the Shapiro-Wilk test largely rejects the normality assump-
tion for the paired differences (as shown later), both tests are retained, along

with the Shapiro-Wilk p-values, to enable a more robust interpretation.

The Wilcoxon signed-rank test assumes that the distribution of paired dif-
ferences is approximately symmetric. Although the distribution is markedly
skewed under the oversampling leakage scenario, the predominance of posi-
tive differences indicates a clear directional effect. Therefore, the violation of
the symmetry assumption is of limited practical concern, as inference is driven
by the consistent sign of the differences rather than their exact distributional
shape. In contrast, the preprocessing and dimensionality reduction scenarios
generally exhibit approximately symmetric distributions, with minor skewness
driven by a small number of outliers, which are unlikely to have a substantial
impact given the sample size of 35 or 36. Similar or even more symmetric

patterns are observed in other scenarios not presented here.

Figure 4.3: AUC-ROC Difference Distribution Estimation
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Note: This figure presents kernel density estimates of the differences in AUC-ROC values from rolling-window
CV across 11 PFD datasets and stratified random CV across 24 other datasets for three supervised ML models
under preprocessing-leak (data encoded and scaled using the entire dataset), oversampling-leak (synthetic
data generated using the entire dataset), and dimensionality reduction leak (data transformed using the entire
dataset) scenarios. Each scenario is compared to its immediately preceding pipeline stage, with preprocessing-
leak evaluated against the no-leak baseline. The densities correspond to a setting with frequency encoding
and z-score scaling, SMOTE or SMOTENC oversampling, and PCA or FAMD dimensionality reduction.

Data Leakage from Preprocessing (Encoding & Scaling)

As already indicated by the results on the PFD datasets presented in the pre-

vious section, preprocessing leakage arising from frequency encoding and z-score
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or min-max scaling does not exhibit a consistent statistically significant effect
across models. For some method combinations, statistically significant posi-
tive differences are observed for certain models, while in other configurations
the effect is not significant or appears in different ML models, with no consistent
pattern even within the same methodological families. For instance, based on
AUC-ROC results (Table 4.7), the scenario involving frequency encoding, z-score
scaling, and no oversampling or dimensionality reduction shows at least weak
evidence (p-value below 0.1 under the Wilcoxon signed-rank test) of a prepro-
cessing leakage effect across all three novelty detection models. However, when
dimensionality reduction is introduced or scaling is changed to min-max nor-
malisation, this evidence largely disappears, with only isolated cases of weak

significance for individual models.

Table 4.7: AUC-ROC Preprocessing Leakage Inference

Statistical Test ‘ RF IF SVM OCSVM k-NN LOF
Scenario: freq & z-score €& SMOTE/SMOTENC & PCA/FAMD (n = 35)

Wilcoxon test (0mr) 0.0047 (0.0978) - -0.0333 (0.9993) - 0.0019 (0.2938) -
Student’s t-test (AZ) | 0.0022 (0.3324) - -0.0490 (0.9992) - -0.0002 (0.5191) -
Shapiro-Wilk test (0.0072) (<0.0001) (0.0399)

Scenario: freq & z-score & — & PCA/FAMD (n = 35)
Wilcoxon test (fz) | 0.0004 (0.1954)  0.0001 (0.4609) -0.0001 (0.5989) -0.0009 (0.7190)  0.0006 (0.2080)  0.0004 (0.2216)
Student’s t-test (Az) | 0.0016 (0.2063) -0.0022 (0.8688) 0.0028 (0.2907) -0.0032 (0.8300) -0.0015 (0.7177) -0.0025 (0.8038)

Shapiro-Wilk test (<0.0001) (<0.0001) (<0.0001) (<0.0001) (<0.0001) (<0.0001)
Scenario: freq & z-score & SMOTE/SMOTENC & — (n = 36)

Wilcoxon test (B2) | 0.0030 (0.0460) 20,0055 (0.9810) 0.0011 (0.2805)

Student’s t-test (AZz) | 0.0048 (0.0156) - -0.0151 (0.8332) - 0.0011 (0.3247) -
Shapiro-Wilk test (0.0003) - (<0.0001) - (0.5899) -

Scenario: freq € z-score & — & — (n = 36)

Wilcoxon test (6gz) | -0.0003 (0.9088)  0.0006 (0.0592)  0.0003 (0.1313)  0.0006 (0.0621) -0.0000 (0.5695) = 0.0007 (0.0050)
Student’s t-test (AZ) | -0.0001 (0.5292) 0.0008 (0.1144)  0.0020 (0.0791)  0.0018 (0.1581)  0.0002 (0.2663)  0.0018 (0.1004)
Shapiro-Wilk test (<0.0001) (<0.0001) (<0.0001) (<0.0001) (<0.0001) (<0.0001)

Scenario: freq & min-max & — € — (n = 36)
Wilcoxon test (fz) | -0.0005 (0.9661) 0.0004 (0.0911) -0.0002 (0.7580) -0.0003 (0.6746) -0.0001 (0.6778) 0.0002 (0.3769)
Student’s t-test (Az) | -0.0001 (0.5509) 0.0005 (0.1895) -0.0005 (0.5911) -0.0005 (0.6668) -0.0001 (0.6311) 0.0003 (0.3964)

Shapiro-Wilk test (<0.0001) (<0.0001) (<0.0001) (0.0001) (0.0001) (<0.0001)
Scenario: target & standard & — & — (n = 36)

Wilcoxon test (6gz) | 0.0019 (0.0275) - 0.0011 (0.0097) - 0.0002 (0.2999) -
Student’s t-test (AZz) | 0.0056 (0.0569) - 0.0073 (0.0508) - 0.0095 (0.1232) -
Shapiro-Wilk test (<0.0001) - (<0.0001) - (<0.0001) -
Scenario: target & min-max € ~ & — (n = 36)

Wilcoxon test (fz) | 0.0019 (0.0676) - 0.0028 (0.0225) - 0.0003 (0.0542) -
Student’s t-test (AZ) | 0.0057 (0.0574) 0.0076 (0.0799) 0.0025 (0.1298)

Shapiro-Wilk test (<0.0001) (<0.0001) (<0.0001)

Note: This table reports the Hodges-Lehmann estimator (§7,) and the mean difference (AZ) (with p-values
in parentheses) for differences in AUC-ROC values from rolling-window CV across PFD datasets and stratified
random CV across other datasets between preprocessing-leak (data encoded and scaled using the entire
dataset) and no-leak scenarios. One-sided paired Student’s t-tests and Wilcoxon signed-rank tests are used
to assess whether preprocessing-leak yields higher performance (i.e., whether the differences are greater than
zero). In addition, p-values from the Shapiro-Wilk normality tests are reported. Results are presented across
different combinations of encoding, scaling, oversampling, and dimensionality reduction methods. Highlighted
cells indicate p-values below 0.1 (excluding the Shapiro-Wilk test), with darker shading denoting p-values
below 0.05.

The results also vary depending on the evaluation metric. Focusing on
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AUC-ROC, which treats both classes more symmetrically, the scenario with fre-
quency encoding, z-score scaling, and oversampling shows strong evidence for
the Querperformance Hypothesis under preprocessing leakage only for RF. For
this ML model, which is largely scale-invariant, the effect of scaling appears neg-
ligible, as indicated by nearly identical scores across scenarios differing only in
scaling method, suggesting that the observed leakage effect is primarily driven
by the encoding step. In contrast, when considering AUC-PR, which is more
sensitive to minority-class misclassifications, SVM and k-NN show mostly strong

evidence supporting the hypothesis (Table B.7).

A relatively consistent finding across both ML models and evaluation meth-
ods is the effect of DL arising from target encoding, with the exception of k-NN
based on AUC-ROC (Table 4.7), however, results based on AUC-PR (Table B.7)
and analysis using all datasets under random CV (Table C.1) also indicate sta-
tistical significance. Despite mostly strong evidence for the Overperformance
Hypothesis, mean differences between the no-leakage and target encoding leak-
age scenarios remain consistently below 0.01 in terms of AUC-ROC, suggesting
no material impact on performance interpretation. This may partly reflect
that target encoding is applicable only to a subset of the data, as only 17 of
the 36 datasets contain relevant nominal variables. An important exception
arises when a dataset includes variables strongly or artificially correlated with
the target, which can induce severe DL. In such cases, performance may be-
come unrealistically high, including near-perfect classification, as demonstrated

earlier.

With the exception of the target encoding case noted above, the results of
our controlled experiments indicate that preprocessing steps such as encoding
and scaling applied prior to the train/test split, observed in several published
studies and publicly available codebases (Bouke & Abdullah, 2023; Yang et
al., 2023) in Section 2.1, and identified by the author of this study in several
papers within the PFD domain (Section 2.2), do not appear to substantially dis-
tort the relative assessment of model performance in this setting, nor do they
compromise the validity of published conclusions on average. Nevertheless,
it is important to emphasise that exceptions exist at the dataset level, where
the effect of DL can be more pronounced for some models and method combi-
nations, as already shown in Section 4.1 on the case of SVM with the real-world

dataset with applied standardisation on the whole dataset, where performance
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increased from 0.8840 to 0.9640.

Data Leakage from Oversampling and Dim. Reduction

The effect of DL arising from oversampling, when SMOTE or SMOTENC is
applied to the entire dataset rather than restricted to the training data, is
pronounced. Although the assumption of symmetry is only approximately sat-
isfied, both the paired t-test and the Wilcoxon signed-rank test yield highly
significant and consistent results. The estimated effects (mean difference and
pseudo-median) are directionally consistent and indicate a clear and unam-
biguous shift in performance under oversampling leakage. Mean performance
differences between scenarios with only preprocessing leakage and those addi-
tionally affected by oversampling leakage are substantially larger compared to
preprocessing-only effects. For instance, based on AUC-ROC results reported
in Table 4.8, k-NN exhibits a mean increase of 0.1484 in the scenario with fre-
quency encoding, z-score scaling, and dimensionality reduction, and a slightly
lower increase of 0.1356 without dimensionality reduction. Results based on
AUC-PR (Table B.8) are consistent with this pattern, but with a larger mean
effect. To provide a concrete example, in the real-world heart disease predic-
tion task (ID D.04), the reported performance of k-NN improves from 0.6874
to 0.8988 based on AUC-ROC; in terms of AUC-PR, it increases from 0.2003 to
0.5752, and up to 0.9009 when synthetic data are included in the test set, rep-
resenting a substantial change in the perceived predictive performance of the

model.

Since the primary oversampling strategy considered involves balancing the
classes to achieve perfect class parity, a common approach, the number of gen-
erated synthetic minority instances varies substantially across datasets with
differing initial imbalance ratios (ranging from 0.2% to 11.9%). To control
for this variability, we additionally evaluate the Overperformance Hypothesis
under a fixed oversampling rate of 500%, whereby five synthetic samples are
generated per minority instance. The conclusions remain unchanged, with both
pseudo-median and mean differences showing similar values. Nevertheless, nei-
ther statistic can be interpreted as a general estimate of the effect of this type
of DL, as the magnitude of performance inflation varies considerably across

datasets (Figure 4.4). While the impact is negligible for some datasets, in
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Table 4.8: AUC-ROC Oversampling Leakage Inference

Statistical Test ‘ RF IF SVM OCSVM k-NN LOF

50/50 oversampling

Scenario: freq & z-score € SMOTE/SMOTENC & PCA/FAMD (n = 35)

Wilcoxon test (9rz) | 0.0801 (0.0000) - | 0.0469 (0.0004) - | 0.1296 (0.0000) -
Student’s t-test (AZ) ~0.1219 (0.0000) —  0.0579 (0.0003)  —  0.1484 (0.0000) -
Shapiro-Wilk test (p) ‘ (<0.0001) (<0.0001) (0.0006)
Scenario: freq & z-score € SMOTE/SMOTENC & — (n = 36)

Wilcoxon test (Orrz) | 0.0425 (0.0000) — | 0.0323 (0.0000)  — | 0.1152 (0.0000) -
Student’s t-test (AZ) 0.0699 (0.0001) —  0.0500 (0.0016)  —  0.1356 (0.0000)
Shapiro-Wilk test (p) ‘ (<0.0001) (<0.0001) (0.0001)

500% oversampling

Scenario: freq & z-score & SMOTE/SMOTENC & — (n = 36)

Wilcoxon test (fzz) | 0.0416 (0.0000) — | 0.0295 (0.0000) - 0.1013 (0.0000)  —
Student’s t-test (Az) ~0.0702 (0.0001) —  0.0467 (0.0002) - 0.1193 (0.0000)  —
Shapiro-Wilk test (p) |  (<0.0001)  —  (<0.0001) - (0.0001) -

Note: This table reports the Hodges-Lehmann estimator (6gz) and the mean difference (AZ) (with p-
values in parentheses) for differences in AUC-ROC values from rolling-window CV across PFD datasets and
stratified random CV across other datasets between oversampling-leak (data oversampled using the entire
dataset) and preprocessing-leak. One-sided paired Student’s ¢-tests and Wilcoxon signed-rank tests are used
to assess whether oversampling-leak yields higher performance (i.e., whether the differences are greater than
zero). In addition, p-values from the Shapiro-Wilk normality tests are reported. Both oversampling to
achieve a 50/50 class balance and oversampling at a 500% rate are considered. Results are presented for
settings with frequency encoding, z-score scaling, SMOTE/SMOTENC oversampling, and no or PCA/FAMD
dimensionality reduction. Highlighted cells indicate p-values below 0.1 (excluding the Shapiro-Wilk test),
with darker shading denoting p-values below 0.05.

others it leads to substantial distortions that can fundamentally alter the con-
clusions of the analysis. Moreover, the magnitude of DL effects also varies
considerably across ML models. A notable example is dataset P.01, for which
k-NN performance increases from 0.5054 to 0.9680 under oversampling leakage,
RF also exhibits a substantial increase, albeit smaller, from 0.5186 to 0.8458,

whereas SVM shows no corresponding improvement in performance.

Figure 4.4: AUC-ROC Under Oversampling Leakage
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Note: This figure presents AUC-ROC values obtained from rolling-window CV for 12 PFD datasets and
from stratified random CV across 12 disease prediction and 12 other anomaly detection datasets, comparing
preprocessing-leak (data encoded and scaled using the entire dataset) and oversampling-leak (synthetic data
generated using the entire dataset) scenarios. The results correspond to a setting with frequency encoding,
z-score scaling, SMOTE or SMOTENC oversampling at a 500% rate, and no dimensionality reduction, evalu-
ated across three supervised ML models.
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As the final type of DL considered, we examine DL arising from unsupervised
dimensionality reduction methods, specifically PCA (or FAMD). A variance-
explained threshold of 80% was applied, meaning that principal components
were retained until the cumulative explained variance exceeded this threshold.
On average across datasets, this resulted in 42.2% of features being retained
in the oversampling scenario and 49.8% in the scenario without oversampling
under the no-leakage setting. Under dimensionality reduction leakage, the pro-
portion of retained features was slightly lower in both cases (35.6% and 46.9%,
respectively). However, the preceding leakage configurations (i.e., preprocess-
ing and oversampling leakage) yielded nearly identical proportions, differing
only by a few tenths of a percentage point. This suggests that, in terms of
the number of selected features, applying dimensionality reduction to the en-
tire dataset does not substantially alter the feature space, and that the outcome
is more strongly influenced by prior preprocessing or oversampling steps than

by dimensionality reduction leakage itself.

The results of the statistical tests further support this observation. While
the results from the previous section suggested that a negligible effect could be
observed on the PFD datasets, with mean differences marginally exceeding those
in the baseline leakage scenario, a closer inspection at the dataset level reveals
that more pronounced effects can occur in specific cases. For example, for
a real-world cardiovascular disease dataset (ID D.04), dimensionality reduction
leakage can, under certain model configurations, increase performance from
0.8127 to 0.8851.

Extending the analysis to a broader set of datasets and applying statistical
tests nevertheless reveals little to no consistent evidence supporting the Over-
performance Hypothesis under dimensionality reduction leakage. A partial ex-
ception arises for LOF, where, based on AUC-ROC (Table 4.9), both the Wilcoxon
signed-rank test and Student’s t-test yield p-values below 0.05. Although
the Shapiro-Wilk test indicates a statistically significant deviation from nor-
mality, both the central limit theorem and the approximate symmetry ob-
served upon closer inspection of the paired performance differences suggest
that the observed effect is robust across parametric and non-parametric testing
frameworks. This effect is not supported by AUC-PR (Table B.9) and does not
persist when all datasets are evaluated using stratified random CV (Tables C.3).

A similar pattern was observed when dimensionality reduction leakage was not
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examined as an incremental effect relative to preprocessing leakage; instead,
both sources were considered jointly and evaluated against a no-leakage base-
line. Taken together, these findings suggest that the observed effect is, on av-
erage, not sufficiently robust to be considered conclusive, although exceptions

yielding more pronounced effects do exist.

Table 4.9: AUC-ROC Dim. Reduction Leakage Inference

Statistical Test ‘ RF IF SVM 0OCSVM k-NN LOF
Scenario: freq & z-score € SMOTE/SMOTENC & PCA/FAMD (n = 35)

Wilcoxon test (éHL) 0.0001 (0.3233) -0.0001 (0.6251) 0.0001 (0.2419)

Student’s t-test (Az) | 0.0010 (0.1321) - 0.0017 (0.2118) - 0.0003 (0.3671) -
Shapiro-Wilk test (p) (<0.0001) (<0.0001) (<0.0001)

Scenario: freq & z-score & — & PCA/FAMD (n = 35)

Wilcoxon test (Agz) | 0.0006 (0.2849) -0.0011 (0.7756)  0.0001 (0.4773)  0.0006 (0.2788) 0.0000 (0.4754) = 0.0007 (0.0195)
Student’s t-test (Az) | -0.0009 (0.6598) 0.0014 (0.2909) -0.0038 (0.7660) 0.0028 (0.1899) 0.0016 (0.2867)  0.0051 (0.0344)
Shapiro-Wilk test (p) (<0.0001) (<0.0001) (<0.0001) (<0.0001) (<0.0001) (<0.0001)

Note: This table reports the Hodges-Lehmann estimator () and the mean difference (AZ) (with p-
values in parentheses) for differences in AUC-ROC values from rolling-window CV across PFD datasets and
stratified random CV across other datasets between dimensionality reduction leak (data transformed using
the entire dataset) and oversampling-leak and preprocessing-leak scenarios. One-sided paired Student’s t-
tests and Wilcoxon signed-rank tests are used to assess whether dimensionality reduction leak yields higher
performance (i.e., whether the differences are greater than zero). In addition, p-values from the Shapiro-Wilk
normality tests are reported. Results are presented for settings with frequency encoding, z-score scaling,
no or SMOTE/SMOTENC oversampling, and PCA/FAMD dimensionality reduction. Highlighted cells indicate
p-values below 0.1 (excluding the Shapiro-Wilk test), with darker shading denoting p-values below 0.05.

We have now examined in detail the settings in which there is strong evi-
dence supporting the Querperformance Hypothesis under different types of DL.
At the same time, in the case of oversampling leakage, where the effect was
unequivocally significant when tested across 36 (or 35) datasets, we observed
substantial variability in the magnitude of reported performance gains across
individual datasets. Accordingly, we now turn to an investigation of whether
these findings are driven by dataset characteristics, specifically the training
data size and class imbalance prior oversampling, as suggested by the Data

Size Hypothesis and the Imbalance Hypothesis.

Data Leakage and the Effects of Data Size & Imbalance

In the preceding section, we observed that the oversampling effect is strongly
significant; however, its magnitude varies considerably across datasets. In this
section, we therefore examine whether the magnitude of the DL effect is greater
for smaller datasets, as suggested by Samala et al. (2021) and Becker (2023),

and whether dataset imbalance is linearly associated with this effect.
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To test these hypotheses, we employ a linear regression model with the per-
formance difference as the dependent variable, expressed either as raw differ-
ences or normalised by dividing by the distance of the no-oversampling-leakage
performance from 1.0, to account for the substantial variance in baseline per-
formance across individual datasets. As indicated by the Breusch-Pagan tests,
the residuals of some regressions are heteroskedastic; therefore, for consistency,
we use robust standard errors. In addition, although the models have 32 de-
grees of freedom, the Shapiro-Wilk tests also reject the normality assumption
of the residuals. Consequently, while the central limit theorem would justify
asymptotic inference under standard rules of thumb, we additionally report
confidence intervals obtained via bootstrapping with 10,000 resamples to pro-

vide a more complete picture of statistical significance.

While the regression analysis using raw differences measured by AUC-ROC
suggests at least a weakly statistically significant relationship (p-value below
0.1) between dataset size and the impact of leakage (Table 4.10a), the nor-
malised specification does not support this effect for RF and kNN (Table 4.10b).
This discrepancy demonstrates that the observed performance gains in larger
datasets are not driven by a change in the intensity of leakage, but are likely
an artefact of higher baseline performance on larger datasets. Conversely, for
SVM, the effect remains significantly negative in both regressions, supporting
the Data Size Hypothesis. This finding is further corroborated by bootstrap
confidence intervals, which exclude zero. The negative coefficient suggests that,
keeping other variables constant, a 100% increase in the pre-oversampling train-
ing data size (and thus also in the number of original anomalies) is associated
with an average decrease in the DL effect of approximately 0.0204 - log(2) =
0.0141 in terms of AUC-ROC, corresponding to a 0.0780 - log(2) = 5.41 per-
centage points reduction in the remaining performance gap. This significant
effect is also maintained when measured by AUC-PR (Table B.10) or when fixing
the CV method to random sampling across all datasets (Table C.4).

For the discussed SVM, we find also a significant effect of class imbalance,
even though we control for a fixed oversampling proportion. The estimated
coefficient suggests that a 0.01 decrease in pre-oversampling minority class
prevalence in the training data is associated with an approximate 4.39 per-
centage point increase in the share of the performance gap attributable to

leakage. This effect may be explained by the SVM’s margin-based optimisa-
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Table 4.10: AUC-ROC Oversampling Leakage Regression

n=36 | RF SVM k-NN n=3 | RF SVM k-NN
Scenario: Raw Differences (diff _abs) Scenario: Normalized Differences (norm__diff)
(Intercept) 0.1229 (0.0700) 0.2663 (0.0037) 0.2611 (0.0191) (Intercept) | 0.7769 (0.0094)  1.2792 (0.0000)  0.6908 (0.0061)
| [0.0039,0.2596]  [0.1094, 0.4231]  [0.0654, 0.4541] [0.2080, 1.3389]  [0.8939, 1.6793]  [0.2322, 1.1117]
log(size) -0.0093 (0.0851) | -0.0204 (0.0200) _-0.0146 (0.0437) log(size) | -0.0390 (0.1491) | -0.0780 (0.0006) -0.0069 (0.7848)
[-0.0204, 0.0004]  [-0.0370, -0.0079]  [-0.0278, -0.0010] [-0.0844, 0.0075] [-0.1163, -0.0308] [-0.0491, 0.0347]
imbalance | -0.1200 (0.8207) -0.4127 (0.5082) _-0.7679 (0.3672) imbalance | -1.0493 (0.6439) | -4.3045 (0.0024) -1.7470 (0.4371)
[-1.2150, 0.9264]  [-1.4383, 0.8185]  [-2.2920, 0.7834] [-5.0856, 2.7651]  [-6.8778, -1.8859]  [-5.4253, 2.3714]
group PFD | 0.1272 (0.0082) -0.0146 (0.6958) _ 0.1165 (0.0832) group PFD | 0.1988 (0.2206) | -0.2030 (0.0353) 0.1078 (0.5031)
[0.0454, 0.2121]  [-0.0792, 0.0584]  [0.0040, 0.2395] [-0.0872, 0.4881]  [-0.3915, -0.0302]  [-0.1569, 0.4301]
R 0.3424 0.2418 0.3365 R? 0.2058 0.4053 0.1832
Adj. R? 0.2807 0.1707 0.2743 Adj. R? 0.1289 0.3496 0.1066
(a) Raw differences (b) Normalised differences

Note: This table reports the results of linear regression with AUC-ROC performance differences from rolling-
window CV across PFD datasets and stratified random CV across other datasets between oversampling-
leak and preprocessing-leak experimental versions as the dependent variable (in a) raw and b) normalised
differences) and the logarithm of dataset size, class imbalance, and a dummy variable for the PFD data group
as independent variables. Based on the results of the Breusch-Pagan test, p-values (reported in parentheses)
are computed using HC3 robust standard errors. To account for non-normality in some of the regressions,
bootstrap confidence intervals are also reported. Highlighted cells indicate p-values below 0.1, with darker
shading denoting p-values below 0.05.

tion, which depends on a limited set of support vectors. As classes become
more imbalanced, these support vectors are likely to be drawn from a smaller
and less diverse set of minority-class observations. In combination with over-
sampling, which repeatedly constructs synthetic observations from this limited
pool, the minority class may become more similar across observations in feature
space. In the presence of leakage, this increased similarity may make training
and testing data more alike in the regions that determine the decision bound-
ary, thereby allowing more information to leak between the two settings and
widening the normalised performance gap between leakage and no-leak condi-
tions. Moreover, the effect may be further amplified by kernel approximation
and probability calibration, which may increase sensitivity to low-diversity mi-
nority samples. By contrast, the regression using raw differences (Table 4.10a)
does not reveal any statistically significant effect of class imbalance, suggesting
that the DL effect in absolute performance terms is obscured by substantial
baseline variability across datasets, which the normalisation procedure effec-

tively filters out.

Regarding group effect, for RF, we observe that the average performance
difference is significantly higher for PFD datasets compared to other datasets
(Table 4.10a). Specifically, observations within this group exhibit, on average,
a 0.1272 higher DL effect in terms of AUC-ROC relative to other anomaly detec-
tion datasets. However, this pattern is observed only for raw differences. When

considering normalised differences, no statistically significant group effect is
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found for RF (Table 4.10b). This suggests that the apparent advantage for
PFD datasets is likely attributable to differences in the underlying performance
scale rather than to a systematically stronger relative effect of DL methods
across dataset types. In particular, as illustrated in Figure 4.4a, almost half of
the PFD datasets exhibit relatively low baseline AUC-ROC values (approximately
0.5-0.6), whereas only a single dataset from the remaining group falls within
this range, which may inflate absolute performance differences. In the case
of SVM, we observe a statistically significant group effect in both regression
models (Tables 4.10a & 4.10b). This effect does not persist when the same
CV strategy is applied, suggesting that the observed difference between PFD
and other datasets is primarily driven by differences in the CV methodology
rather than by inherent characteristics of the datasets themselves (Tables C.4a

& C.4b).

Lastly, it is also worth noting that, for the discussed SVM, the regression
with normalised differences explains about 40% of the variance (Table 4.10Db).
While the mean performance differences in the focus scenario are the low-
est for the SVM (Table 4.8), indicating the smallest leakage effect on average,
the regression results suggest that this effect is nevertheless relatively strongly
structured and systematically associated with dataset characteristics such as
size and class imbalance. This indicates that, although leakage does not lead
to large average performance gains for the SVM, its influence is partly condi-

tionally driven by observable properties of the data.

We also examined the effects under preprocessing and unsupervised dimen-
sionality reduction leakage, including additional variables capturing the num-
ber of features or the proportion of features subjected to scaling and fre-
quency /target encoding. However, we found little evidence of any systematic
effects, and the corresponding R-squared values were generally low. An excep-
tion was observed for the OCSVM model, for which, in some scenarios, a sta-
tistically significant effect of the number of scaled features was detected in
the normalised difference regression. However, the estimated effect size was
negligible (below 0.001), indicating limited practical relevance. This suggests
that the DL effect cannot generally be explained by simple linear relation-
ships between dataset size and class imbalance, and performance differences.
Moreover, given that many paired tests for preprocessing and dimensionality

reduction leakage were also statistically insignificant, the low variance in per-
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formance differences may contribute to the absence of detectable systematic
structure in the regression models. In light of these findings, further detailed
exploration of these specific DL scenarios appears of limited additional value
within the scope of the present analysis. Instead, we proceed by situating
the results within the context of existing literature and summarising the main

conclusions of our controlled experimental study.

4.3 Discussion of Experimental Findings

To contextualise the results of our controlled experiment, we first compare
them with findings from the existing literature, particularly studies employing
the same ML models. We then briefly discuss them in light of the potential
limitations of this study and their implications given the presence of DL in

some published ML studies.

Comparison to Published Literature

In Chapter 2, we examined the effects of DL based on evidence reported
in published studies. In the preceding sections of this chapter, we presented
these effects based on our controlled experiment. We now bring these two
strands together by comparing our experimental results with those reported
in the literature. The comparison is conducted using AUC-ROC, with specific
values included for interpretative and comparative purposes. These values are
descriptive rather than inferential, as differences in dataset samples, high vari-
ability in performance effects, and substantial variation across experimental
scenarios preclude their interpretation as reliable estimates of overperformance.
The primary objective of this comparison is to assess whether our findings are
consistent with existing evidence, namely whether certain types of DL can sub-
stantially alter the interpretation of model performance, or whether their effect

remains largely negligible.

Turning first to these negligible effects, we consider DL arising from data
scaling. To the best of our knowledge, there is limited literature examining
this effect, an exception comes from Becker (2023), who, among other types of

DL, investigated the impact of min-max scaling applied to entire data across
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30 datasets from diverse domains. The author reported negligible effects on
performance. This is broadly consistent with our findings. For min-max scaling
combined with frequency encoding, measured in terms of AUC-ROC, we find no
strong evidence supporting the Ouerperformance Hypothesis. When replacing
min-max scaling with z-score scaling, the observed differences likewise remain

largely statistically insignificant.

With regard to z-score scaling and target encoding, Bouke & Abdullah
(2023) provided a detailed comparison, examining this preprocessing combina-
tion in relation to the DL effect across the same three supervised ML models.
Using three attack detection datasets, they report mean AUC-ROC improve-
ments from 0.950 to 0.963 for RF, 0.953 to 0.960 for SVM, and 0.923 to 0.983
for k-NN, corresponding to differences of 0.0130, 0.0070, and 0.0600, respec-
tively. In our controlled experiment, we broadly confirm these findings by
observing predominantly statistically significant, though somewhat smaller, ef-
fects, specifically 0.0056 for RF, 0.0073 for SVM, and the largest 0.0095 for k-NN,
but the latter largely driven by outliers. The low DL effects in our experiment
may also stem from target encoding being applied to only 17 of 36 datasets,
as the remainder reflect z-score scaling alone, and since the performance differ-
ences using frequency instead of target encoding are largely insignificant and all
below 0.0020, indicating limited impact of z-score scaling in isolation. Also, all
datasets were cleaned of potentially overfitting features; retaining even a single
such feature can, with target encoding, substantially inflate performance, as
illustrated earlier for dataset P.11 by an increase from 0.6167 to 0.9717.

In line with findings by authors including Blagus & Lusa (2015), we observe
that oversampling leakage may significantly alter the perceived classification
performance of models in ML tasks. While they demonstrated on simulated
data that a true classification ability corresponding to random guessing (with
AUC-ROC of 0.5007) can be reported as 0.7168 when applying SMOTE with
a 500% rate on the full dataset using a decision tree model, we observe similar
and in some cases even stronger effects. In certain synthetic datasets, k-NN
performance increases from 0.5054 to 0.9680 under the same DL setting. But
as noted earlier, the magnitude of this effect is highly dataset-dependent and
in other cases it is substantially smaller. Also, the results vary across models,
with SVM most often exhibiting the smallest DL effect, and in some cases even

none. The oversampling effect is further supported by Santos et al. (2018),
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who evaluated 15 oversampling methods across 86 datasets. To highlight that
some studies may be misleading, Vandewiele et al. (2021) replicated 11 biomed-
ical engineering studies, showing that with pipeline including RF with SMOTE,
the best achievable performance without DL is an AUC-ROC of 0.5231, compared
to the originally reported 0.9400 and a replicated leakage result of 0.9640, and
similar discrepancies are observed across remaining studies involving different

models and oversampling techniques.

The study by Blagus & Lusa (2015), using simulated data and a decision
tree model, shows that for a dataset size of 1,000 observations, the baseline no-
leak performance of approximately 0.5 increases to around 0.7 when leakage
is introduced, corresponding to a normalised difference of roughly 0.4. When
the dataset size is reduced by a factor of ten, the leakage performance increases
to almost 0.8 (normalised difference of nearly 0.6). Conversely, when the sam-
ple size is increased tenfold to 10,000 observations, the normalised difference be-
tween baseline and leakage performance decreases to just above 0.1, indicating
a clear negative relationship between dataset size and leakage bias in the sim-
ulated setting. In our controlled experiment, we observe a weakly significant
effect (p-value below 0.1) of dataset size in logarithmic form for the Random
Forest model; however, this effect does not persist in the regression using nor-
malised differences, which are adjusted for baseline performance variability. In
the normalised specification, the only statistically significant size-related effect
is observed for the SVM, suggesting that, on average and holding other vari-
ables fixed, a tenfold change in dataset size is associated with approximately
0.0766 - log(10) = 0.18 change in normalised difference. Moreover, our regres-
sion results for the SVM, with an R-squared of approximately 0.4, suggest that
the overperformance induced by oversampling leakage is negatively associated
with minority-class prevalence, even under a fixed oversampling rate and when

controlling for dataset size and data group.

While our results up to this point have been largely consistent with the ex-
isting literature in terms of the statistical significance of DL effects, they diverge
in the case of unsupervised dimensionality reduction. Specifically, Cerqua et
al. (2025) demonstrated, using a linear regression model for predicting three
soil properties, that applying PCA (including z-score scaling) prior to the train-
test split can substantially reduce the root mean squared error, from 1.44 when

applied after the split to 0.51 when performed before splitting, on average. In
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contrast, our analysis across 35 heterogeneous datasets does not reveal statis-
tically significant effects of applying PCA or FAMD prior to the split. The only
exception is an observed difference in AUC-ROC for the LOF model, but this ef-
fect is not robust across alternative evaluation approaches and is therefore not
considered conclusive. In individual cases, some effect can still be observed, as
illustrated by the heart disease prediction dataset, where performance of SVM
increases from 0.8127 to 0.8851.

In the domain of temporal leakage, comparisons between time-aware and
random splits have been explored in prior work. For instance, Cerqua et al.
(2025) reported an AUC-ROC of 0.722 under a chronological split versus 0.772
under random splitting in an income prediction setting. Similarly, Lyu et al.
(2021) observed marginal temporal leakage effects for RF on failure predic-
tion data, with performance increasing from 0.95 to 0.96 under random CV.
A comparable conclusion is reached by Hsin et al. (2022) in the context of
fund transfer fraud detection, where both RF and SVM exhibit higher per-
formance under random than chronological evaluation. Focusing specifically
on the PFD datasets, we examine the effect of temporal leakage by compar-
ing rolling-window and stratified random CV. The results, based on Wilcoxon
signed-rank tests of AUC-ROC differences, indicate at least weak statistical sig-
nificance (p-value below 0.1) for supervised models, while no significant effects
are observed for anomaly detection models. While contributing by identifying
statistically significant differences between supervised and novelty detection
models, the interpretation of our findings is limited by the fact that a sub-
stantial proportion of the datasets is synthetic, which may not fully capture

the structure and temporal dependencies of real-world data.

Limitations and Implications

This thesis is designed to deepen the understanding of the effects of DL
through an extensive controlled experimental framework. The aim is to assess
these effects both within a domain of PFD that has gained substantial attention
in recent years but not in a context of DL, as well as in a broader setting incorpo-
rating datasets from multiple domains. Specifically, we examined several types
of DL across three supervised ML models, and, where applicable, also across

three novelty detection models. To ensure that results are not dependent on
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a single random split, we employed repeated k-fold CV. Taken together, these
components form an extensive experimental setup yielding comprehensive re-
sults; however, they are also associated with certain limitations, including data

availability and time constraints.

One of the main limitations of this study is the public availability of PFD
datasets, particularly real-world ones. We identified only a single non-synthetic
dataset in this domain, which, due to the sensitivity of the information, had al-
ready been transformed using PCA. To obtain a broader set of PFD datasets for
a more comprehensive analysis of DL in this domain, we also included synthetic
datasets, some of which have been used in previous studies in PFD domain. This
resulted in an initial sample size of 12 datasets, which we consider sufficient for
applying the Wilcoxon signed-rank test, albeit with limited statistical power.
To enable more robust testing and to facilitate a more general interpretation of
DL effects, we further expanded the sample to 36 datasets by adding data from
various domains. However, due to certain structural similarities among PFD
datasets, the independence assumption underlying statistical inference may be

only approximately satisfied.

The datasets also imposed substantial computational constraints, as some
comprised hundreds of thousands of observations and dozens of features, ren-
dering full training infeasible within the scope of this study, particularly for
certain ML models. Consequently, we applied random subsampling, using only
a subset of the data and thus not fully exploiting their performance potential.
A further limitation arises from hyperparameter tuning. Despite parallelisation
across models on a 32-core machine, tuning was restricted to the first iteration
of the CV procedure, as even this stage required more than sixty hours across all
scenarios (this does not include the final training phase with the selected hyper-
parameters, which required more than two weeks of continuous computation).
Hyperparameters were nevertheless optimised exclusively on the no-leakage set-
ting to isolate the effect of DL, following Ji et al. (2023). Given time constraints
and substantial dataset heterogeneity, including class imbalance ranging from
as low as 0.001 before oversampling to 0.5 after, the random search grid was
not optimal for all datasets, which may explain cases where oversampling, al-
though typically beneficial, instead slightly reduced performance. In addition,
for SVM and OCSVM, kernel approximation was employed to ensure compu-

tational feasibility on larger datasets. As the primary objective was not to
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maximise predictive performance but to assess the effect of DL, these limi-
tations should not compromise the main conclusions, but remain a potential

source of some seemingly counter-intuitive results.

Some unforeseen results were observed for oversampling leakage in the real-
world PFD dataset, which we attribute to computing the metrics from pooled
predictions. As this dataset is evaluated using a rolling-window scheme and is
not synthetic, test fold distributions vary, leading to differences in score distri-
butions. Nevertheless, we adopt pooling, as in Demircioglu (2021), instead of
more common fold averaging for several reasons. First, despite enforcing a min-
imum number of minority samples, some folds, especially under rolling-window
CV, contain very few minority observations (sometimes fewer than 10), result-
ing in highly variable fold-wise estimates and unreliable metrics, particularly
the minority-sensitive AUC-PR. Second, 24 of 36 datasets use stratified ran-
dom CV, where score distributions are stable across folds, while among the 12
rolling-window datasets, 11 are synthetic and exhibit only limited variation, re-
ducing the risk of substantial mixing of heterogeneous score distributions under
pooling. Finally, pooling is essential for PFD datasets and temporal leakage
analysis, as it enables evaluation on identical observations, which would not
be possible under fold-wise averaging due to differences between random and

time-aware CV.

Despite the aforementioned limitations, this study yields several important
insights. Owing to the substantial variability in DL effects, which in most cases
do not appear to be well explained by dataset characteristics, it is not possible
to directly generalise the estimated effects to results reported in the existing
literature where leakage may have occurred. A partial exception is the SVM,
for which approximately 40% of the variance is explained, suggesting a partial
association between oversampling leakage and dataset size as well as minority
class prevalence. Nevertheless, our results provide a comparative perspective
on the magnitude of overperformance induced by different types of DL, evalu-
ated consistently across the same set of datasets, rather than in isolation as is

common in the literature.

Data encoding, scaling, and dimensionality reduction generally lead only
to marginal DL-induced biases; however, in specific cases they may still affect
model interpretation. For example, in the real-world PFD dataset (ID P.08),

preprocessing leakage under a rolling-window CV scheme increases the AUC-ROC
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for SVM from 0.8840 to 0.9640 (or from 0.9132 to 0.9531 when computed as
a fold-wise average). Similarly, for a real-world cardiovascular disease dataset
(ID D.04), applying FAMD prior to CV increases the AUC-ROC for SVM from
0.8127 (with oversampling leakage only) to 0.8851 when dimensionality reduc-
tion leakage is also present. In contrast, oversampling leakage can fundamen-
tally alter model interpretation, transforming relatively weak classifiers into
seemingly near-perfect ones. For instance, in the real-world PFD dataset, per-
formance increases from 0.9302 to 0.9949 for k-NN, while for the cardiovascular
dataset it rises from 0.6782 to 0.9488 for RF under selected scenarios. For
the real-world PFD dataset, we also observe consistently higher performance
under random CV compared to a rolling-window scheme (with one exception),
suggesting a temporal leakage. The largest difference is observed for LOF, where
the AUC-ROC is 0.9150 under rolling-window CV and 0.9465 under random CV,

both computed on the same pooled observations.

In Section 2.2 we highlighted studies in the domain of PFD that may contain
one or more forms of DL. We do not seek to discredit the results of these works;
however, particularly in cases of oversampling leakage, where near-perfect clas-
sifier performance is reported, such conclusions should be interpreted with
caution, as DL can, in certain cases, have a substantial impact on perceived

performance.
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Conclusion

The main objective of this thesis was to investigate the effect of various
forms of Data Leakage (DL) on a range of models across multiple datasets for
binary classification with highly imbalanced data. The considered sources of DL
include scaling methods, encoding techniques, unsupervised dimensionality re-
duction, oversampling, and time-unaware Cross-Validation (CV). The analysis
tested the QOuwerperformance Hypothesis, which states that DL leads to artifi-
cially inflated model performance, and, primarily in the context of oversam-
pling leakage, the Data Size Hypothesis and the Imbalance Hypothesis, which
posit that DL effects are stronger in smaller and more imbalanced datasets,

respectively.

Prior to the analysis, the state of the art on DL was reviewed to identify re-
search gaps. An examination of over 60 Payment Fraud Detection (PFD) papers
revealed indications of potential DL and possibly unreliable results, motivat-
ing a controlled experimental design. A total of 36 publicly available Kaggle
datasets (12 PFD, 24 from other domains) with varying sizes and imbalance
ratios were collected and prepared. A unified pipeline was constructed using
three supervised Machine Learning (ML) models and three novelty detection
models, incorporating preprocessing (z-score or min—-max scaling), encoding
(frequency or target), oversampling via Synthetic Minority Oversampling Tech-
nique (SMOTE)/Synthetic Minority Oversampling Technique for Nominal and
Continuous (SMOTENC), and dimensionality reduction using Principal Com-
ponent Analysis (PCA)/Factor Analysis of Mixed Data (FAMD). Multiple ex-

perimental scenarios, defined by combinations of methods, were evaluated to
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assess DL effects under various conditions. Model evaluation employed strati-
fied random CV and, for PFD datasets, rolling-window CV. For each DL type,
leakage-prone and leakage-free pipelines were compared under identical settings
(including hyperparameters and test set composition). Following the natural
pipeline structure, each DL type was analysed as an incremental effect of pre-
ceding stages; for example, oversampling leakage was evaluated as an extension
of preprocessing leakage by postponing the data split and applying CV after-

ward.

When DL from oversampling is present, reported performance can be highly
misleading. For instance, in a widely used real-world PFD dataset, the most
pronounced case yields an increase in Area Under the Receiver Operating Char-
acteristic Curve (AUC-ROC) from 0.9302 to 0.9949, while in a real-world heart
disease dataset, the most extreme case increases from 0.6782 to 0.9488. Con-
versely, in some cases no non-negligible overperformance is observed, indicat-
ing substantial variability in the effect. Across 36 datasets, both Student’s
t-test and the Wilcoxon signed-rank test yield statistically significant results,
supporting the Overperformance Hypothesis. The largest mean and pseudo-
median effects occur for k-Nearest Neighbours (k-NN), and the smallest for
Support Vector Machine (SVM). Specifically, under a fixed 500% oversampling
rate, mean AUC-ROC increases (rounded to two decimals) are 0.12 for k-NN,
0.07 for Random Forest (RF), and 0.05 for SVM. As the differences depend
strongly on baseline performance (i.e., available headroom for improvement),
an ordinary least squares model was estimated using normalised differences to
account for that. For SVM, with R-squared of 0.4 and including the logarithm
of dataset size, class imbalance, and a PFD dummy as independent variables,
a 100% decrease in dataset size is associated with a 0.05 increase in normalised
differences, while a 0.01 decrease in pre-oversampling minority-class prevalence
corresponds to a 0.04 increase on average, holding other variables constant and
the oversampling rate fixed at 500%. Both effects are statistically significant,
providing evidence for the Data Size Hypothesis and the Imbalance Hypothesis.

Concerning other sources of DL, the performance inflation is generally marginal.
Small mean performance differences between leakage and no-leakage prepro-
cessing (scaling and encoding) are observed for both the 12 PFD datasets and
the full set of 36 datasets. Although some differences are statistically significant

based on both Student’s t-test and Wilcoxon signed-rank test, they are not con-
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sistent across scenarios or ML models, and effect sizes are negligible on average,
suggesting a limited impact on overall performance. Nevertheless, dataset-level
analysis reveals notable exceptions. For instance, AUC-ROC increases from (.88
to 0.96 for a real-world PFD dataset in one configuration. Moreover, when
a variable strongly related to the target is retained, target encoding leakage
can inflate performance dramatically, from 0.62 to 0.97, as demonstrated on
a synthetic PFD dataset. For DL from dimensionality reduction, average ef-
fects are marginal across models and scenarios for PFD datasets and mostly
statistically insignificant in the extended dataset set. Yet, similar to prepro-
cessing leakage, individual cases exhibit substantial impacts, with performance
reaching from 0.81 to 0.89 (for the heart disease prediction dataset). For PFD
datasets, a comparison of stratified random and rolling-window CV indicates
a small positive shift for supervised models under rolling-window CV, while no
consistent effect is found for novelty detection models based on AUC-ROC; con-
clusions regarding temporal leakage are, however, limited by the predominantly

synthetic nature of the datasets.

Despite the detailed results presented across all models, scenarios, and types
of DL, the main message we propose is not to draw overly strong concrete
conclusions. Rather, given the observed variability, while the effect of DL from
oversampling appears substantial on average and the effects of other types of
DL appear marginal or even negligible, individual cases may tell a different
story. These effects are not necessarily consistent across datasets and may
vary substantially across ML models and experimental scenarios. Therefore,
conclusions drawn from studies involving any form of DL should be interpreted

with appropriate caution.
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Table A.1:

Reviewed Papers on Payment Fraud Detection

No. | Author(s) Year Title Source
1 | Adil et al. 2024 OptDevNet: A Optimized Deep Event-Based Network Framework for Credit Card Fraud Detection IEEE
2 | Akour et al. 2025 Hybrid CNN-LSTM With Attention Mechanism for Robust Credit Card Fraud Detection IEEE
3 | Alamri & Ykhlef 2024 Hybrid Undersampling and Oversampling for Handling Imbalanced Credit Card Data IEEE
4 | Alarfaj et al. 2022 Credit Card Fraud Detection Using State-of-the-Art Machine Learning and Deep Learning Algorithms | IEEE
5 | Almarshad et al. 2023  Generative Adversarial Networks-Based Novel Approach for Fraud Detection for the European Cardhold- | IEEE
ers 2013 Dataset

6 | Almazroi & Ayub 2023 Online Payment Fraud Detection Model Using Machine Learning Techniques IEEE

7 | Almubark 2024 Advanced Credit Card Fraud Detection: An Ensemble Learning Using Random Under Sampling and | IEEE
Two-Stage Thresholding

8 | Alsagri 2025 Hybrid Machine Learning-Based Multi-Stage Framework for Detection of Credit Card Anomalies and | IEEE
Fraud

9 | Braga & Piaba 2025 Operational Benchmarking of ML Models for Fraud Detection: A Comparative Study on AWS EC2 and | IEEE
ECS

10 | Carrasco & Sicilia-Urban 2020 Evaluation of Deep Neural Networks for Reduction of Credit Card Fraud Alerts IEEE
11 | Damanik & Liu 2025 Advanced Fraud Detection: Leveraging K-SMOTEENN and Stacking Ensemble to Tackle Data Imbalance | IEEE

and Extract Insights

12 | Ding et al. 2023 Credit Card Fraud Detection Based on Improved Variational Autoencoder Generative Adversarial Net- | IEEE

work

13 | Esenogho et al. 2022 A Neural Network Ensemble With Feature Engineering for Improved Credit Card Fraud Detection IEEE
14 | Han & Joe 2025 Enhanced Predictive Modeling for Anomaly Detection in Financial Transactions Using Machine Learning | IEEE
15 | Hashemi et al. 2022 Fraud Detection in Banking Data by Machine Learning Techniques IEEE
16 | Hsin et al. 2022 Feature Engineering and Resampling Strategies for Fund Transfer Fraud With Limited Transaction Data | IEEE

and a Time-Inhomogeneous Modi Operandi
17 | Huot et al. 2024 Quantum Autoencoder for Enhanced Fraud Detection in Imbalanced Credit Card Dataset IEEE
18 | Ieberi & Sun 2024 A Hybrid Deep Learning Ensemble Model for Credit Card Fraud Detection IEEE
19 | Ieberi & Sun 2024 Advancing Model Performance With ADASYN and Recurrent Feature Elimination and Cross-Validation | IEEE
in Machine Learning-Assisted Credit Card Fraud Detection: A Comparative Analysis

20 | Ileberi et al. 2021 Performance Evaluation of Machine Learning Methods for Credit Card Fraud Detection Using SMOTE | IEEE

and AdaBoost

21 | Jemai et al. 2024 Identifying Fraudulent Credit Card Transactions Using Ensemble Learning IEEE
22 | Kalid et al. 2020 A Multiple Classifiers System for Anomaly Detection in Credit Card Data With Unbalanced and Over- | IEEE

lapped Classes

23 | Khaled & Shahzadi 2024 Enhancing Fraud Detection in Banking With Deep Learning: Graph Neural Networks and Autoencoders | IEEE

for Real-Time Credit Card Fraud Prevention

24 | Le et al. 2024 Robust Credit Card Fraud Detection Based on Efficient Kolmogorov-Arnold Network Models IEEE
25 | Lebichot et al. 2021 Transfer Learning Strategies for Credit Card Fraud Detection IEEE
26 | Lunghi et al. 2023 An Adversary Model of Fraudsters’ Behavior to Improve Oversampling in Credit Card Fraud Detection | IEEE
27 | Mienye & Sun 2023 A Deep Learning Ensemble With Data Resampling for Credit Card Fraud Detection IEEE
28 | Mniai et al. 2023 A Novel Framework for Credit Card Fraud Detection IEEE
29 | Nguyen et al. 2022 A Proposed Model for Card Fraud Detection Based on CatBoost and Deep Neural Network IEEE
30 | Palivela et al. 2024  Optimization of Deep Learning-Based Model for Identification of Credit Card Frauds IEEE
31 | Taha & Malebary 2020 An Intelligent Approach to Credit Card Fraud Detection Using an Optimized Light Gradient Boosting | IEEE

Machine

32 | Tingfei et al. 2020 Using Variational Auto Encoding in Credit Card Fraud Detection IEEE

33 | Tudisco et al. 2024 Evaluating the Computational Advantages of the Variational Quantum Circuit Model in Financial Fraud | IEEE
Detection

34 | Walauskis & Khoshgoftaar 2025 SHAP-Based Feature Selection for Enhanced Unsupervised Labeling IEEE
35 | Wang et al. 2022 Integrating Machine Learning Algorithms With Quantum Annealing Solvers for Online Fraud Detection | IEEE
36 | Xie & Huang 2024 A Credit Card Fraud Detection Method Based on Mahalanobis Distance Hybrid Sampling and Random | IEEE

Forest Algorithm

37 | Zhao et al. 2024 Improved LightGBM for Extremely Imbalanced Data and Application to Credit Card Fraud Detection | IEEE
38 | Breskuviene & Dzemyda 2024 Enhancing Credit Card Fraud Detection: Highly Imbalanced Data Case JoBD
39 | Tleberi et al. 2022 A Machine Learning Based Credit Card Fraud Detection Using the GA Algorithm for Feature Selection | JoBD
40 | Kennedy et al. 2023 TIterative Cleaning and Learning of Big Highly-Imbalanced Fraud Data Using Unsupervised Learning JoBD
41 | Kennedy et al. 2024 Synthesizing Class Labels for Highly Imbalanced Credit Card Fraud Detection Data JoBD
42 | Kennedy et al. 2025 Unsupervised Feature Selection and Class Labeling for Credit Card Fraud JoBD
43 | Leevy et al. 2023 Investigating the Effectiveness of One-Class and Binary Classification for Fraud Detection JoBD
44 | Leevy et al. 2023 Threshold Optimization and Random Undersampling for Imbalanced Credit Card Data JoBD
45 | Salekshahrezaee et al. 2023 The Effect of Feature Extraction and Data Sampling on Credit Card Fraud Detection JoBD
46 | Salem et al. 2025 From Chaos to Clarity: Unraveling Credit Card Fraud with BGVOA-LS JoBD
47 | Talukder et al. 2024 An Integrated Multistage Ensemble Machine Learning Model for Fraudulent Transaction Detection JoBD
48 | Walauskis & Khoshgoftaar 2025 Unsupervised Label Generation for Severely Imbalanced Fraud Data JoBD
49 | Gao et al. 2021 Machine Learning for Credit Card Fraud Detection ACM
50 | Ge et al. 2023 Research on Credit Card Fraud Detection Based on GAN ACM
51 | Chen 2023 Credit Card Fraud Detection Based on Multiple Machine Learning Models ACM
52 | Cherkaoui & En-Naimi 2023 A Comparison of Machine Learning Algorithms for Credit Card Fraud Detection ACM
53 | Li 2023  Credit Card Fraud Detection Based on Combination of Sparse Autoencoder and Support Vector Machine | ACM
54 | Ndama & En-Naimi 2023 Optimisation and Resampling Methods for Handling Imbalanced Datasets in Credit Card Fraud Detection | ACM

Using Artificial Neural Networks
55 | Prusti et al. 2021 A Design Methodology for Web-Based Services to Detect Fraudulent Transactions in Credit Card ACM
56 | Purwar & Manju 2023 Credit Card Fraud Detection Using XGBoost for Imbalanced Data Set ACM
57 | Qawqzeh & Asfraf 2024 A Fraud Detection System Using Decision Trees Classification in An Online Transactions ACM
58 | Sha 2024 Application of Computer Technology in Financial Investment ACM
59 | Sharma et al. 2024 Al-powered Automation of Fraud Detection in Financial Services ACM

60 | Xu & Chen 2024  Analyzing Factors Affecting Credit Card Fraud: Four Model-Based Approach ACM
61 | Yuan 2022 A Transformer-Based Model Integrated with Feature Selection for Credit Card Fraud Detection ACM
62 | Yuksel et al. 2021 Credit Card Fraud Detection with NCA Dimensionality Reduction ACM
63 | Zhou et al. 2022 Credit Card Fraud Detection Using Boundary Reconstruction and Integrated Classification ACM
64 | Zou 2021 Analysis of Best Sampling Strategy in Credit Card Fraud Detection Using Machine Learning ACM

Note: This table presents the complete list of 64 papers reviewed in the domain of PFD, published in
IEEE Access (IEEE), Journal of Big Data (JoBD), and the ACM International Conference Proceeding Series
(ACM).
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Table A.2: Overview of Collected Datasets

ID Domain Origin Author (Kaggle user) Upvotes
Payment Fraud Detection

P.01 payment fraud synthetic Aryan Kumar 60
P.02 payment fraud synthetic Bhadra Mohit 50
P.03 payment fraud synthetic Edgar Lopez-Rojas 187
P.04 payment fraud synthetic Chitwan Manchanda 154
P.05 payment fraud synthetic Kartik Shenoy 519
P.06 payment fraud synthetic Krypton 37
P.07 payment fraud synthetic Luiz Bueno 30
P.08 payment fraud real, transf. Machine Learning Group — ULB 12,767
P.09 payment fraud synthetic Prajwal Dongre 35
P.10 payment fraud synthetic Sagar Maru 57
P.11 payment fraud synthetic Shriyash Jagtap 92
P.12 payment fraud synthetic UmutUygurr 38
Disease Prediction

D.01 brain attack unknown Fedesoriano 3,464
D.02 breast cancer real The Devastator 36
D.03 cardiovascular disease real Alex Teboul 316
D.04 cardiovascular disease real Fatemeh Mohammadinia 169
D.05 cardiovascular disease real Naveen 543
D.06 cardiovascular disease synthetic Sourav Banerjee 287
D.07 cardiovascular disease unknown Svetlana Ulianova 1,360
D.08 diabetes unknown Mohammed Mustafa 823
D.09 diabetes unknown Sima Anjali 45
D.10 liver disease real UCI Machine Learning 474
D.11  post-op. survival real Manu Siddhartha 26
D.12 skin disease unknown Saurabh Shahane 64
Other Anomaly Detection

0.01 asteroid risk real Sameep Vani 221
0.02  credit risk synthetic Srihari 110
0.03 cybersecurity unknown Ahmed Mohamed Zaki 20
0.04 cybersecurity synthetic Dinesh Naveen Kumar Samudrala 122
0.05 cybersecurity synthetic Mr Wells David 302
0.06 employee behaviour synthetic Anvar Kamaleyev 28
0.07 employee behaviour synthetic Tejashvi 122
0.08 equipment failure synthetic Can Ozensoy 42
0.09 equipment failure synthetic Dinesh Naveen Kumar Samudrala 94
0.10 equipment failure synthetic Shivam Bansal 389
O.11 insurance unknown Iftesha Najnin 135
0.12  water quality synthetic MsSmartyPants 136

Note: This table provides an overview of the datasets for PFD (first section), disease prediction (second
section), and other anomaly detection tasks (last section). It includes information on whether each dataset
is real, synthetic, or of uncertain origin. The table also lists the Kaggle users who published the dataset,
although these are not necessarily the original authors. Finally, the number of votes received from other
Kaggle users is reported.
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Table A.3: Source of Datasets

ID Kaggle path File
P.01 aryan208/financial-transactions-dataset-for-fraud-detection -
P.02 bhadramohit/credit-card-fraud-detection -
P.03 ealaxi/banksiml bs140513_ 032310.csv
P.04 chitwanmanchanda/fraudulent-transactions-data -
P.05 kartik2112/fraud-detection fraudTrain.csv
P.06  skullagos5246/upi-transactions-2024-dataset -
P.07  juniorbueno/pix-banking-transaction -
P.08 mlg-ulb/creditcardfraud -
P.09 prajwaldongre/loan-application-and-transaction-fraud-detection —transactions.csv
P.10 marusagar/bank-transaction-fraud-detection -
P.11  shriyashjagtap/fraudulent-e-commerce-transactions .. Transaction Data_2.csv
P.12  umuttuygurr/e-commerce-fraud-detection-dataset -
D.01 fedesoriano/stroke-prediction-dataset -
D.02 thedevastator/improve-breast-cancer-prognostics-using-machine ~ wdbc.data.csv
D.03 alexteboul/heart-disease-health-indicators-dataset -
D.04 fatemehmohammadinia/heart-attack-dataset-tarik-a-rashid -
D.05 dileep070/heart-disease-prediction-using-logistic-regression -
D.06 iamsouravbanerjee/heart-attack-prediction-dataset -
D.07 sulianova/cardiovascular-disease-dataset -
D.08 iammustafatz/diabetes-prediction-dataset -
D.09 simaanjali/diabetes-classification-dataset -
D.10 uciml/indian-liver-patient-records -
D.11 sid32laxn/thoraric-surgery -
D.12 saurabhshahane/lumpy-skin-disease-dataset -
0.01 sameepvani/nasa-nearest-earth-objects neo_v2.csv
0.02 ppb00x/credit-risk-customers -
0.03 ahmeduzaki/insider-threat-dataset-for-corporate-environments -
0.04 dnkumars/cybersecurity-intrusion-detection-dataset -
0.05 mrwellsdavid/unsw-nb15 UNSW_ NB15_ testing-set.csv
0.06 ankam6010/synthetic-hr-burnout-dataset -
0.07 tejashvil4/employee-future-prediction -
0.08 canozensoy/industrial-iot-dataset-synthetic -
0.09 dnkumars/industrial-equipment-monitoring-dataset -
0.10  shivamb/machine-predictive-maintenance-classification -
0.11 ifteshanajnin/carinsuranceclaimprediction-classification train.csv
0.12 mssmartypants/water-quality -
Note: This table provides the Kaggle dataset path, which «can be accessed at

https://www.kaggle.com/datasets/.

also specifies the name of the file used.

In cases where a dataset page contains multiple files, the table


https://www.kaggle.com/datasets/aryan208/financial-transactions-dataset-for-fraud-detection
https://www.kaggle.com/datasets/bhadramohit/credit-card-fraud-detection
https://www.kaggle.com/datasets/ealaxi/banksim1
https://www.kaggle.com/datasets/chitwanmanchanda/fraudulent-transactions-data
https://www.kaggle.com/datasets/kartik2112/fraud-detection
https://www.kaggle.com/datasets/skullagos5246/upi-transactions-2024-dataset
https://www.kaggle.com/datasets/juniorbueno/pix-banking-transaction
https://www.kaggle.com/datasets/mlg-ulb/creditcardfraud
https://www.kaggle.com/datasets/prajwaldongre/loan-application-and-transaction-fraud-detection
https://www.kaggle.com/datasets/marusagar/bank-transaction-fraud-detection
https://www.kaggle.com/datasets/shriyashjagtap/fraudulent-e-commerce-transactions
https://www.kaggle.com/datasets/umuttuygurr/e-commerce-fraud-detection-dataset
https://www.kaggle.com/datasets/fedesoriano/stroke-prediction-dataset
https://www.kaggle.com/datasets/thedevastator/improve-breast-cancer-prognostics-using-machine
https://www.kaggle.com/datasets/alexteboul/heart-disease-health-indicators-dataset
https://www.kaggle.com/datasets/fatemehmohammadinia/heart-attack-dataset-tarik-a-rashid
https://www.kaggle.com/datasets/dileep070/heart-disease-prediction-using-logistic-regression
https://www.kaggle.com/datasets/iamsouravbanerjee/heart-attack-prediction-dataset
https://www.kaggle.com/datasets/sulianova/cardiovascular-disease-dataset
https://www.kaggle.com/datasets/iammustafatz/diabetes-prediction-dataset
https://www.kaggle.com/datasets/simaanjali/diabetes-classification-dataset
https://www.kaggle.com/datasets/uciml/indian-liver-patient-records
https://www.kaggle.com/datasets/sid321axn/thoraric-surgery
https://www.kaggle.com/datasets/saurabhshahane/lumpy-skin-disease-dataset
https://www.kaggle.com/datasets/sameepvani/nasa-nearest-earth-objects
https://www.kaggle.com/datasets/ppb00x/credit-risk-customers
https://www.kaggle.com/datasets/ahmeduzaki/insider-threat-dataset-for-corporate-environments
https://www.kaggle.com/datasets/dnkumars/cybersecurity-intrusion-detection-dataset
https://www.kaggle.com/datasets/mrwellsdavid/unsw-nb15
https://www.kaggle.com/datasets/ankam6010/synthetic-hr-burnout-dataset
https://www.kaggle.com/datasets/tejashvi14/employee-future-prediction
https://www.kaggle.com/datasets/canozensoy/industrial-iot-dataset-synthetic
https://www.kaggle.com/datasets/dnkumars/industrial-equipment-monitoring-dataset
https://www.kaggle.com/datasets/shivamb/machine-predictive-maintenance-classification
https://www.kaggle.com/datasets/ifteshanajnin/carinsuranceclaimprediction-classification
https://www.kaggle.com/datasets/mssmartypants/water-quality
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Table A.4: Characteristics of Raw Datasets

1D target n_obs n_anom imbalance n_feat n_na n_na feat
P.01 is_fraud 5,000,000 179,553 0.036 17 5,716,960 2
P.02 IsFraud 100,000 1,000 0.010 6 0 0
P.03 fraud 594,643 7,200 0.012 9 0 0
P.04 isFraud 6,362,620 8,213 0.001 10 0 0
P.05 is_fraud 1,296,675 7,506 0.006 22 0 0
P.06 fraud_flag 250,000 480 0.002 16 0 0
P.07 Anomalia 10,000 100 0.010 14 0 0
P.08 Class 284,807 492 0.002 30 0 0
P.09 fraud_flag 50,000 502 0.010 15 0 0
P.10  Is_Fraud 200,000 10,088 0.050 23 0 0
P.11  Is Fraudulent 23,634 1,222 0.052 15 0 0
P.12  is_fraud 299,695 6,612 0.022 16 0 0
D.01 stroke 5,110 249 0.049 11 201 1
D.02 M 568 211 0.372 32 0 0
D.03 HeartDiseaseorAttack 253,680 23,893 0.094 21 0 0
D.04 Result 1,319 509 0.386 8 0 0
D.05 TenYearCHD 4,238 644 0.152 15 645 7
D.06 Heart Attack Risk 8,763 3,139 0.358 25 0 0
D.07 cardio 70,000 34,979 0.500 12 0 0
D.08 diabetes 100,000 8,500 0.085 8 0 0
D.09 Diagnosis 5,132 1,993 0.388 10 0 0
D.10 Dataset 583 167 0.286 10 4 1
D.11 RisklYr 470 70 0.149 17 0 0
D.12  lumpy 24,803 3,039 0.123 19 65,292 3
0.01 hazardous 90,836 8,840 0.097 9 0 0
0.02 class 1,000 300 0.300 20 0 0
0.04 attack_detected 9,537 4,264 0.447 10 0 0
0.05 label 175,341 56,000 0.319 44 94,168 1
0.06 Burnout 2,000 129 0.065 9 0 0
0.07 LeaveOrNot 4,653 1,600 0.344 8 0 0
0.08 Failure_ Within_ 7_Days 500,000 30,032 0.060 21 1,863,666 4
0.09 faulty 7,672 767 0.100 6 0 0
0.10 Target 10,000 339 0.034 9 0 0
0.11 is_claim 58,592 3,748 0.064 43 0 0
0.12 is_safe 7,999 912 0.114 20 3 1

Note: This table presents, for each dataset, the name of the target binary variable, the number of observations,
the number of anomalies, the resulting class imbalance, the number of features (excluding the target), the total
number of missing values, and the number of features containing missing values.
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Table A.5: Hyperparameter Sets for Random Search

Model Hyperparameters
Full set for datasets with (0.6 - n,ps < 10,000): 50 iterations

RF n_estimators: {100,200,400,600,800,1000}; max_depth: {5,10,20,30,50,None};
min_samples_split: {2,5,10}; max_features: {sqrt, log2, 0.3, 0.5}

IF n_estimators: {100,200,300,400,500,600,700,800,900,1000};
max_samples: {0.5,0.6,0.7,0.8,0.9,1.0,auto0,256,512}

SVM c: {0.01,0.1,1,5,10,50,100};  kernel: {linear, poly, rbf, sigmoid};

gamma: {0.001,0.01,0.1,0.5,scale}

OCSVM kernel: {poly, rbf, sigmoid}; nu:  {0.005,0.01,0.05,0.1,0.15,0.2};
gamma: {0.0001,0.001,0.01,0.1,0.5,scale}

k-NN n_neighbors: {3,5,7,10,15,20,30,50,10}; weights: {uniform, distance};
metric: {euclidean, manhattan, chebyshev, minkowski}

LOF n_neighbors: {10,20,35,50,75,100,125,150,175,200};
leaf_size: {20,30,40,50}; metric: {euclidean, manhattan}

Medium set for datasets with (10,000 < 0.6 - nyps < 50,000): 30 iterations

RF n_estimators: {100,250,500,750,1000}; max_depth: {10,20,30,40,None};
min_samples_leaf: {1,2,5}; max_features: {sqrt,0.3}

IF n_estimators: {100,200,300,400,500,600,800,1000,1200};
max_samples: {256,512,0.5,0.8,auto,0.7}

SVM C: {0.1,1,5,10,50,100,500}; kernel: {linear, rbf};
gamma: {0.001,0.01,0.1,0.5,scale}

OCSVM  kernel: {rbf, sigmoid}; nu: {0.01,0.03,0.05,0.1,0.15};

gamma: {0.001,0.005,0.01,0.05,0.1,scale}

k-NN n_neighbors: {5,10,20,30,50,75,100}; weights: {uniform, distance}; met-
ric: {euclidean, manhattan, minkowski, chebyshev}

LOF n_neighbors: {20,50,75,100,150,200,250}; leaf_size: {50,100,150,200};
metric: {euclidean, manhattan}

Lite set for datasets with (0.6 - nyps > 50,000): 20 iterations

RF n_estimators: {100,300,500,1000}; max_depth: {10,30,None};
min_samples_leaf: {1,5,10}; max_features: {sqrt,0.3}
IF n_estimators: {100,200,400,600,300,1000};
max_samples: {256,512,0.2,0.5,0.8,auto}
SVM C: {0.1,1,5,10,100,500}; kernel: {rbf, linear}; gamma: {0.001,0.01,0.05 scale}
OCSVM kernel: {rbf}; nu: {0.01,0.02,0.05,0.07,0.1,0.15,0.2};

gamma: {0.001,0.005,0.01,0.05,0.1,scale}
k-NN n_neighbors: {10,25,50,75,100}; weights: {uniform, distance}; met-
ric: {euclidean, manhattan, minkowski, chebyshev}

LOF n_neighbors: {50,100,150,200,250,300}; leaf_size: {100,200,300}; met-
ric: {euclidean, manhattan}

Note: This table summarises the hyperparameter values used for random search. The hyperparameter sets
and the number of iterations vary with dataset size to improve model fit while reducing computational
complexity for large datasets. The coefficient of 0.6 for data size reflects the proportion of training data used
for hyperparameter tuning in one fold relative to the total training and testing data within a single iteration.
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Figure A.1: AUC-ROC and Time Span with Temporal Leakage
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Note: This figure illustrates differences in AUC-ROC between rolling-window CV and stratified random CV
pipeline versions in a controlled experiment with identical pooled test sets. Positive differences indicate
potential temporal leakage. Results are shown for frequency encoding, z-score scaling, and no dimensionality
reduction, under (a) oversampling and (b) no oversampling conditions using SMOTE or SMOTENC. The
analysis includes twelve PFD datasets. Points are coloured according to dataset time span, with darker
points indicating longer durations. It should be noted that, with one exception, all datasets are synthetically
generated.

Table A.6: Fold-Averaged AUC Scores for P.08

Rolling-Window CV | Stratified Random CV
DL type RF SVM k-NN ‘ RF SVM k-NN
AUC-ROC
none 0.9754 0.9132  0.9354 | 0.9610 0.9477  0.9440
preprocessing 0.9683 0.9531 0.9238 | 0.9249 0.9278  0.9306
oversampling (original) | 0.9999 0.9625 0.9949 1.0000 0.9874  0.9999
oversampling (balanced) | 0.9999 0.9625 0.9949 ‘ 1.0000 0.9927  0.9999

AUC-PR
none 0.7710  0.6134 0.6169 ‘ 0.7957 0.7075  0.6846
preprocessing 0.7679 0.7530 0.7715 0.8056 0.6772  0.7985

oversampling (original) | 0.9471 0.5855 0.4774 0.9884 0.7430 0.8453
oversampling (balanced) | 0.9471 0.5855 0.4774 1.0000 0.9933  0.9997

Note: This table reports AUC-ROC and AUC-PR values averaged across folds obtained from rolling-window
and random CV for no-leak, preprocessing-leak (data encoded and scaled using the entire dataset), and
oversampling-leak (synthetic data generated using the entire dataset) scenarios. Results are shown for both
the original test set, identical to the no-leak and preprocessing-leak versions for consistency, and a test set
including synthetic data to assess the full effect. Results are presented for the z-score scaling and oversampling
scenario for a widely used real-world dataset in the PFD research domain (P.08). Highlighted cells indicate
values exceeding those in the immediately preceding row, with darker shading denoting differences greater
than 0.05.
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Figure A.2: Scheme of Rolling-Window Cross-Validation
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Note: This figure illustrates the imbalance rates and the number of anomalies within individual training and
testing folds for the rolling-window CV applied to the real-world PFD dataset P.08. In contrast, for stratified
random CV, the imbalance rate remains fixed at 0.0015, with the number of anomalies ranging between 161
and 162 in the training sets and 60 to 61 in the testing sets.



Appendix B

Based on AUC-PR

Table B.1: AUC-PR Across Temporal Leakage Scenarios

DL type | RF IF SVM 0CSVM £-NN LOF
Scenario: frequency & z-score & SMOTE/SMOTENC & — (n =12)

none 0.3234 (0.3442) = 0.2207 (0.2515) = 0.2652 (0.2830) =
temporal | 0.3778 (0.3680) 0.2586 (0.2810) 0.3177 (0.3218)

Scenario: frequency & z-score & — & — (n=12)
none 0.4044 (0.3667) 0.1429 (0.2026) 0.3053 (0.3044) 0.1453 (0.1926) 0.2974 (0.3023) 0.1718 (0.1767)
temporal | 0.4262 (0.3887) 0.1536 (0.2106) 0.3267 (0.3189) 0.1399 (0.1847) = 0.3520 (0.3399) 0.2033 (0.2123)

Note: This table reports mean AUC-PR values (with standard deviations in parentheses) for rolling-window
CV (no-leak) and stratified random CV (temporal-leak) pipeline versions. Results are shown for frequency
encoding, z-score scaling, with and without oversampling, and without dimensionality reduction across 12 PFD
datasets. Highlighted cells in the preprocessing-leak rows indicate values exceeding those in the immediately
preceding row, with darker shading corresponding to differences greater than 0.05.

Figure B.1: AUC-PR Differences with Temporal Leakage
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Note: This figure illustrates differences in AUC-PR between rolling-window CV and stratified random CV
pipeline versions in a controlled experiment with identical pooled test sets. Positive differences indicate
potential temporal leakage. Results are shown for frequency encoding, z-score scaling, and no dimensionality
reduction, under (a) oversampling and (b) no oversampling conditions using SMOTE or SMOTENC. The
analysis includes 12 PFD datasets, labelled by their IDs. Darker points highlight the real-world PFD dataset.
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Table B.2: AUC-PR Temporal Leakage Inference

Statistical Test ‘ RF IF SVM OCSVM k-NN LOF

Scenario: freq & z-score € SMOTE/SMOTENC & PCA/FAMD (n =12)
Wilcoxon test (fz.) | 0.0114 (0.0027) 0.0135 (0.0046) 0.0115 (0.0841)

Scenario: freq & z-score & — & PCA/FAMD (n =12)
Wilcoxon test (fr) | 0.0047 (0.0599) 0.0046 (0.0212) 0.0005 (0.2593) -0.0026 (0.8982) = 0.0068 (0.0461) 0.0103 (0.1753)

Note: This table reports the Hodges-Lehmann estimator (éHL) (with p-values in parentheses) for differences
in AUC-PR between temporal-leak (data split based on stratified random CV) and no-leak scenarios. A one-
sided paired Wilcoxon signed-rank test is used to assess whether temporal-leak yields higher performance
(i.e., whether the differences are greater than zero). Results are presented for frequency encoding, z-score
scaling, with and without oversampling, and without dimensionality reduction. Highlighted cells indicate
p-values below 0.1, with darker shading corresponding to p-values below 0.05.

Table B.3: AUC-PR Across Preprocessing Leakage Methods

DL type | RF IF SVM OCSVM kNN LOF
Scenario: frequency & z-score & SMOTE/SMOTENC € PCA/FAMD (n =11)

none 0.1970 (0.2417) - 0.1837 (0.2328) - 0.1818 (0.2235) -
preprocessing | 0.2180 (0.2368) - 0.1923 (0.2210) - 0.1806 (0.2208) -

Scenario: frequency & z-score & — € PCA/FAMD (n =11)
none 0.2261 (0.2427) 0.1465 (0.1867) 0.2036 (0.2288) 0.1352 (0.1920) 0.2094 (0.2319) 0.1357 (0.1732)
preprocessing | 0.2182 (0.2377) 0.1378 (0.1845) 0.1925 (0.2223) 0.1210 (0.1911) 0.1928 (0.2229) 0.1250 (0.1683)

Scenario: frequency & z-score & SMOTE/SMOTENC & — (n =12)
none 0.3547 (0.3506) - 0.2248 (0.2415) - 0.2783 (0.2925) -
preprocessing | 0.4117 (0.3741) 0.3017 (0.3033) 0.2895 (0.2975)

Scenario: frequency & z-score & — & — (n = 12)
none 0.4125 (0.3740) 0.1515 (0.2067) 0.3225 (0.3150) 0.1410 (0.1862) 0.3173 (0.3149) 0.1660 (0.1770)
preprocessing | 0.4123 (0.3738)  0.1512 (0.2059) 0.3232 (0.3162) 0.1424 (0.1872) 0.3186 (0.3152) 0.1673 (0.1774)

Scenario: frequency € min-max & — €& — (n =12)
none 0.4124 (0.3740) 0.1515 (0.2067) 0.2779 (0.3030) 0.1049 (0.1234) 0.2328 (0.3214) 0.1609 (0.2105)
preprocessing | 0.4122 (0.3738)  0.1515 (0.2059) 0.2756 (0.3004) 0.1051 (0.1286) 0.2328 (0.3216) 0.1526 (0.2047)

Scenario: target & z-score & — & — (n =12)

none 0.3621 (0.3628) - 0.2993 (0.3248) - 0.2939 (0.3270) -
preprocessing | 0.4202 (0.3828) - 0.3511 (0.3402) - 0.3433 (0.3335) -
Scenario: target & min-maz €& — & — (n=12)

none 0.3621 (0.3628) - 0.2754 (0.3111) - 0.2368 (0.3188) -
preprocessing | 0.4202 (0.3828) 0.3129 (0.3075) 0.2467 (0.3124)

Note: This table reports mean AUC-PR values (with standard deviations in parentheses) obtained from rolling-
window CV for no-leak and preprocessing-leak pipeline versions, where scaling and encoding are applied to
the full dataset. Results are presented across different combinations of encoding, scaling, oversampling,
and dimensionality reduction methods for n PFD datasets. Highlighted cells in the preprocessing-leak rows
indicate values exceeding those in the immediately preceding row, with darker shading denoting differences
greater than 0.05.
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Table B.4: AUC-PR Under Target Encoding Leakage for P.11

No leaked feature ‘ Leaked location feature

DL type ‘ RF SVM

k-NN RF SVM k-NN
Scenario: target € z-score € — € —
none 0.3378 0.2702 0.2688 | 0.15448 0.1547 0.1025
preprocessing | 0.3377 0.2704 0.2670 | 0.9110 0.8853 0.8676
Scenario: target €& min-max € — & —
none 0.3378 0.2286 0.0698 | 0.1548 0.1460 0.0617
preprocessing | 0.3377 0.2423 0.0685 | 0.9110 0.8669 0.7106

Note: This table reports AUC-PR values obtained from rolling-window CV for no-leak and preprocessing-leak
pipeline versions, where scaling and target encoding are applied to the full dataset. Results are presented
across different combinations of encoding, scaling, oversampling, and dimensionality reduction methods for
the PFD dataset P.11, which includes a customer location feature with 48% of locations observed only once
and a Cramér’s V correlation of 0.8046 with the target. Highlighted cells in the preprocessing-leak rows
indicate values exceeding those in the immediately preceding row, with darker shading denoting differences
greater than 0.05.

Table B.5: AUC-PR Across All Pipeline Leakage Stages

DL type \ RF IF SVM 0CSVM k-NN LOF
Scenario: frequency & z-score & SMOTE/SMOTENC & PCA/FAMD (n=11)

none 0.1970 (0.2417) - 0.1887 (0.2328) - 0.1818 (0.2235) -
preprocessing | 0.2180 (0.2368) - 0.1923 (0.2210) - 0.1806 (0.2208) -
oversampling | 0.5215 (0.3311) - 0.2081 (0.2379) - 0.4066 (0.2224) -
dim. reduction | 0.5235 (0.3322) - 0.2110 (0.2367) - 0.4081 (0.2235) -

Scenario: frequency & z-score & — € PCA/FAMD (n =11)

none

preprocessing
dim. reduction

0.2261 (0.2427)
0.2182 (0.2377)
0.2427 (0.2524)

0.1465 (0.1867) 0.2036 (0.2283)
0.1378 (0.1845)  0.1925 (0.2223)
0.1518 (0.1897) 0.2270 (0.2392)

0.1352 (0.1920)
0.1210 (0.1911)
0.1458 (0.2050)

0.2094 (0.2319)
0.1928 (0.2229)
0.2320 (0.2476)

0.1357 (0.1732)
0.1250 (0.1683)
0.1396 (0.1766)

Scenario: frequency & z-score & SMOTE/SMOTENC & — (n = 12)

none 0.3547 (0.3506) - 0.2248 (0.2415) -
preprocessing | 0.4117 (0.3741) - 0.3017 (0.3033) -
oversampling 0.4918 (0.3638) - 0.2731 (0.2537) -

0.2783 (0.2925) -
0.2895 (0.2975) -
0.4425 (0.2692) -

Note: This table reports mean AUC-PR values (with standard deviations in parentheses) obtained from rolling-
window CV for no-leak, preprocessing-leak (data encoded and scaled using the entire dataset), oversampling-
leak (synthetic data generated using the entire dataset), and dimensionality reduction leak (data transformed
using the entire dataset) scenarios. Results are presented across different combinations of encoding, scaling,
oversampling, and dimensionality reduction methods for n PFD datasets. Highlighted cells indicate values
exceeding those in the immediately preceding row, with darker shading denoting differences greater than
0.05.



B. Based on AUC-PR XIl

Figure B.2: AUC-PR Across Selected Leakage Stages
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Note: This figure presents mean AUC-PR values obtained from rolling-window CV for 12 PFD datasets under
no-leak, preprocessing-leak (data encoded and scaled using the entire dataset), and oversampling-leak (syn-
thetic data generated using the entire dataset). The results correspond to a setting with frequency encoding,
z-score scaling, SMOTE or SMOTENC oversampling, and no dimensionality reduction, evaluated across three
supervised ML models. Darker points and lines represent a widely used real-world dataset, while black mark-
ers indicate sample mean (squares) and sample median (diamonds) values.

Table B.6: AUC-PR Across Leakage Stages for P.08

Rolling-Window CV Stratified Random CV
DL type RF IF SVM OCSVM k-NN LOF RF IF SVM OCSVM  k-NN LOF
Scenario: z-score € SMOTE &
none 0.7820 - 0.4214 - 0.5889 - 0.7933 - 0.7026 - 0.6824 -
preprocessing 0.7650 - 0.7508 - 0.7876 - 0.8014 - 0.6694 - 0.7931 -
oversampling (original)  0.9315 - 0.1112 - 0.1642 - 0.9874 - 0.7403 - 0.8438 -
oversampling (balanced) ‘ 0.9315 0.1112 0.1642 1.0000 0.9481 0.9986
Scenario: z-score € — & —
none ‘ 0.7707 0.2637 0.7386  0.1171  0.7440 0.1286 | 0.8086 0.3133 0.7357  0.1358  0.7818 0.6307
preprocessing 0.7708 0.2637 0.7508 0.1173  0.7465 0.1398 | 0.8086 0.3133 0.7415 0.1361  0.7806 0.6336
Scenario: min-max & — € —
none ‘ 0.7706 0.2638 0.7914  0.2841  0.7270 0.4892 | 0.8086 0.3133 0.7923  0.3053  0.7865 0.6673
preprocessing 0.7707 0.2638 0.7969 0.3083  0.7282 0.4074 | 0.8087 0.3134 0.7923 0.3243 0.7866 0.6767

Note: This table reports AUC-PR values obtained from rolling-window and random CV for no-leak,
preprocessing-leak (data encoded and scaled using the entire dataset), and oversampling-leak (synthetic
data generated using the entire dataset) scenarios. Results are shown for both the original test set, identical
to the no-leak and preprocessing-leak versions for consistency, and a test set including synthetic data to as-
sess the full effect. They are presented across different combinations of encoding, scaling, and oversampling
methods for a widely used real-world dataset in the PFD research domain (P.08). Highlighted cells indicate
values exceeding those in the immediately preceding row, with darker shading denoting differences greater
than 0.05.
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Figure B.3: AUC-PR Difference Distribution Estimation
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Note: This figure presents kernel density estimates of the differences in AUC-PR values from rolling-window
CV across 11 PFD datasets and stratified random CV across 24 other datasets for three supervised ML models
under preprocessing-leak (data encoded and scaled using the entire dataset), oversampling-leak (synthetic
data generated using the entire dataset), and dimensionality reduction leak (data transformed using the entire
dataset) scenarios. Each scenario is compared to its immediately preceding pipeline stage, with preprocessing-
leak evaluated against the no-leak baseline. The densities correspond to a setting with frequency encoding,
z-score scaling, SMOTE or SMOTENC oversampling, and PCA or FAMD dimensionality reduction.

Figure B.4: AUC-PR Under Oversampling Leakage
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Note: This figure presents AUC-PR values obtained from rolling-window CV for 12 PFD datasets and from
stratified random CV across 12 disease prediction and 12 other anomaly detection datasets, comparing
preprocessing-leak (data encoded and scaled using the entire dataset) and oversampling-leak (synthetic data
generated using the entire dataset) scenarios. The results correspond to a setting with frequency encoding,

z-score scaling, SMOTE or SMOTENC oversampling at a 500% rate, and no dimensionality reduction, evalu-
ated across three supervised ML models.
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Table B.7: AUC-PR Preprocessing Leakage Inference
Statistical Test \ RF IF SVM 0CSVM k-NN LOF

Scenario: freq & z-score & SMOTE/SMOTENC & PCA/FAMD (n = 35)

Wilcoxon test (0p1,)
Student’s t-test (Az)
Shapiro-Wilk test

0.0069 (0.0504)
0.0045 (0.3739)
(0.0001)

-0.0220 (0.8965)
-0.0256 (0.9799)
(0.0260)

0.0063 (0.1796)
0.0002 (0.4937)
(0.0001)

Scenario: freq & z-score & — & PCA/FAMD (n = 35)

Wilcoxon test (01,)
Student’s t-test (AZ)
Shapiro-Wilk test

-0.0003 (0.7094)
-0.0019 (0.8284)
(<0.0001)

0.0000 (0.4610)
-0.0023 (0.9046)
(<0.0001)

~0.0001 (0.5573)
0.0006 (0.4580)
(<0.0001)

0.0001 (0.3658)
-0.0032 (0.8055)
(<0.0001)

-0.0002 (0.6444)
-0.0047 (0.8704)
(<0.0001)

0.0003 (0.1547)
-0.0035 (0.9290)
(<0.0001)

Scenario: freq € z-score & SMOTE/SMOTENC & — (n = 36)

Wilcoxon test (0pr)
Student’s t-test (AZ)
Shapiro-Wilk test

0.0189 (0.0001)
0.0324 (0.0019)
(<0.0001)

0.0136 (0.0304)
0.0313 (0.0637)
(<0.0001)

0.0159 (0.0008)
0.0173 (0.0736)
(<0.0001)

Scenario: freq & z-score & — & — (n = 36)

Wilcoxon test (0p1,)
Student’s t-test (Az)
Shapiro-Wilk test

0.0000 (0.4870)
0.0000 (0.4854)
(<0.0001)

0.0004 (0.0220)
0.0004 (0.0605)
(<0.0001)

0.0003 (0.0406)
0.0007 (0.1327)
(<0.0001)

0.0002 (0.0197)
0.0013 (0.1286)
(<0.0001)

0.0001 (0.3525)
0.0003 (0.1871)
(0.0039)

0.3202 (0.0001)
0.0005 (0.1799)
(<0.0001)

Scenario: freq & min-maz & - & — (n = 36)

Wilcoxon test (0z7,)
Student’s t-test (AZ)
Shapiro-Wilk test

-0.0001 (0.8176)
-0.0001 (0.6901)
(<0.0001)

0.0003 (0.0382)
0.0003 (0.0833)
(<0.0001)

-0.0001 (0.6100)
-0.0006 (0.6356)
(<0.0001)

0.0009 (0.0378)
0.0015 (0.1873)
(<0.0001)

0.0001 (0.3376)
0.0003 (0.1178)
(<0.0001)

0.0000 (0.4527)
-0.0024 (0.8222)
(<0.0001)

Scenario: target & sta

ndard & — & — (n = 36)

Wilcoxon test (0p1)
Student’s t-test (AZ)
Shapiro-Wilk test

0.0003 (0.0064)
0.0199 (0.1536)
(<0.0001)

0.0008 (0.0022)
0.0187 (0.1366)
(<0.0001)

0.0009 (0.0299)
0.0175 (0.1328)
(<0.0001)

Scenario: target & min-maz € — & — (n = 36)

Wilcoxon test (0p1,)
Student’s t-test (Az)
Shapiro-Wilk test

0.0002 (0.0589)
0.0197 (0.1567)
(<0.0001)

0.0012 (0.0334)
0.0139 (0.1485)
(<0.0001)

0.0006 (0.0213)
0.0038 (0.0729)
(<0.0001)

Note: This table reports the Hodges-Lehmann estimator (§z1,) and the mean difference (AZ) (with p-values
in parentheses) for differences in AUC-PR values from rolling-window CV across PFD datasets and stratified
random CV across other datasets between preprocessing-leak (data encoded and scaled using the entire
dataset) and no-leak scenarios. One-sided paired Student’s t-tests and Wilcoxon signed-rank tests are used
to assess whether preprocessing-leak yields higher performance (i.e., whether the differences are greater than
zero). In addition, p-values from the Shapiro-Wilk normality tests are reported. Results are presented across
different combinations of encoding, scaling, oversampling, and dimensionality reduction methods. Highlighted
cells indicate p-values below 0.1 (excluding the Shapiro-Wilk test), with darker shading denoting p-values

below 0.05.
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Table B.8: AUC-PR Oversampling Leakage Inference

Statistical Test ‘ RF IF SVM OCSVM k-NN LOF

50/50 oversampling

Scenario: freq & z-score & SMOTE/SMOTENC & PCA/FAMD (n = 35)
0.1557 (0.0000) —  0.0301 (0.0304) -
0.1867 (0.0000) —  0.0357 (0.0044) -

(0.0002) - (0.0022) -

Scenario: freq € z-score & SMOTE/SMOTENC & — (n = 36)

Wilcoxon test (0p1,) 0.0585 (0.0000) - 0.0123 (0.0322) -
Student’s t-test (AZ) | 0.0678 (0.0000) - -0.0097 (0.6448) -
Shapiro-Wilk test (p) (0.0117) - (<0.0001) -

0.1856 (0.0000)  —
0.1872 (0.0000)  —
(0.0155) -

Wilcoxon test (Gp7)
Student’s t-test (Az)
Shapiro-Wilk test (p)

0.1633 (0.0000)  —
0.1496 (0.0000)  —
(<0.0001) -

500% oversampling

Scenario: freq € z-score & SMOTE/SMOTENC & — (n = 36)

Wilcoxon test (0yz) | 0.0561 (0.0000) - ~ 0.0190 (0.0004) -
Student’s t-test (Az) | 0.0650 (0.0000) —  0.0277 (0.0065) -
Shapiro-Wilk test (p) (0.0001) - (0.0002) -

0.1305 (0.0000)  —
0.1334 (0.0000)  —
(0.0059) -

Note: This table reports the Hodges-Lehmann estimator (§zz) and the mean difference (AZ) and (with
p-values in parentheses) for differences in AUC-PR values from rolling-window CV across PFD datasets and
stratified random CV across other datasets between oversampling-leak (data oversampled using the entire
dataset) and preprocessing-leak. One-sided paired Student’s ¢-tests and Wilcoxon signed-rank tests are used
to assess whether oversampling-leak yields higher performance (i.e., whether the differences are greater than
zero). In addition, p-values from the Shapiro-Wilk normality tests are reported. Both oversampling to
achieve a 50/50 class balance and oversampling at a 500% rate are considered. Results are presented for
settings with frequency encoding, z-score scaling, SMOTE/SMOTENC oversampling, and no or PCA/FAMD
dimensionality reduction. Highlighted cells indicate p-values below 0.1 (excluding the Shapiro-Wilk test),
with darker shading denoting p-values below 0.05.

Table B.9: AUC-PR Dim. Reduction Leakage Inference

Statistical Test ‘ RF IF SVM OCSVM k-NN LOF

Scenario: freq € z-score €& SMOTE/SMOTENC & PCA/FAMD (n = 35)

Wilcoxon test (Opr)
Student’s t-test (AZ)
Shapiro-Wilk test (p)

0.0004 (0.3283) -
0.0030 (0.1046) -
(<0.0001) -

0.0002 (0.2282) -

0.0030 (0.2132)
(<0.0001)

0.0006 (0.1631) -

0.0017 (0.0889)
(0.0003)

Scenario: freq & z-score & — € PCA/FAMD (n = 35)

Wilcoxon test (0rr,)
Student’s t-test (Az)
Shapiro-Wilk test (p)

0.0005 (0.3943) 0.0001 (0.3035)

0.0007 (0.4145)
(<0.0001)

0.0004 (0.4304)
(<0.0001)

0.0001 (0.1158)
-0.0043 (0.7615)
(<0.0001)

0.0002 (0.4713)
-0.0015 (0.6204)
(<0.0001)

0.0001 (0.3516)
0.0027 (0.2981)
(<0.0001)

0.0003 (0.2509)
0.0013 (0.3427)
(<0.0001)

Note: This table reports the Hodges—Lehmann estimator (Ag) and the mean difference (AZ) and (with
p-values in parentheses) for differences in AUC-PR values from rolling-window CV across PFD datasets and
stratified random CV across other datasets between dimensionality reduction leak (data transformed using
the entire dataset) and oversampling-leak and preprocessing-leak scenarios. One-sided paired Student’s t-
tests and Wilcoxon signed-rank tests are used to assess whether dimensionality reduction leak yields higher
performance (i.e., whether the differences are greater than zero). In addition, p-values from the Shapiro-Wilk
normality tests are reported. Results are presented for settings with frequency encoding, z-score scaling,
no or SMOTE/SMOTENC oversampling, and PCA/FAMD dimensionality reduction. Highlighted cells indicate
p-values below 0.1 (excluding the Shapiro-Wilk test), with darker shading denoting p-values below 0.05.
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Table B.10: AUC-PR Oversampling Leakage Regression

n = 36 RF SVM k-NN n = 36 RF SVM k-NN
Scenario: Raw Differences (diff _abs) Scenario: Normalized Differences (norm__diff)
(Intercept) | 0.1491 (0.1410) = 0.2180 (0.0003)  0.2169 (0.1322) (Intercept) | 0.4530 (0.0734)  0.5530 (0.0006)  0.1921 (0.3678)
[-0.0275, 0.3249]  [0.1194, 0.3146]  [-0.0505, 0.4686] [0.0422, 0.9386]  [0.2918, 0.8546]  [-0.2055, 0.5762]
log(size) | -0.0135 (0.1520) | -0.0167 (0-0082) -0.0067 (0.5477) log(size) | -0.0342 (0.1515) | -0.0452 (0.0021) 0.0041 (0.8444)
[-0.0309, 0.0010] [-0.0271, -0.0083] [-0.0283, 0.0134] [-0.0752, 0.0070]  [-0.0728, -0.0214] [-0.0336, 0.0390]
imbalance | 0.3797 (0.5791)  -0.4464 (0.3151) -0.3161 (0.7360) imbalance | 1.2462 (0.5419) -0.7585 (0.5303)  1.2483 (0.5122)
[-0.7102, 1.6353]  [-1.1598, 0.4301] [1.8643, 1.5635] [-2.2488, 4.5714]  [-2.9045, 1.4510] [-1.9504, 4.6930]
group PED | 0.0621 (0.2263) -0.0242 (0.3344) -0.0075 (0.9164) group PED | 0.0312 (0.8228) -0.0773 (0.3010) -0.0791 (0.5401)
[-0.0184, 0.1549]  [-0.0709, 0.0249]  [-0.1317, 0.1241] [-0.2127, 0.2702]  [-0.2245, 0.0518] [-0.2996, 0.1678]
R? 0.1414 0.2351 0.0122 R? 0.1814 0.2616 0.1340
Adj. R? 0.0609 0.1634 -0.0804 Adj. R? 0.1021 0.1924 0.0528
(a) Raw differences (b) Normalised differences

Note: This table reports the results of linear regression with AUC-PR performance differences from rolling-
window CV across PFD datasets and stratified random CV across other datasets between oversampling-
leak and preprocessing-leak experimental versions as the dependent variable (in a) raw and b) normalised
differences) and the logarithm of dataset size, class imbalance, and a dummy variable for the PFD data group
as independent variables. Based on the results of the Breusch-Pagan test, p-values (reported in parentheses)
are computed using HC3 robust standard errors. To account for non-normality in some of the regressions,
bootstrap confidence intervals are also reported. Highlighted cells indicate p-values below 0.1, with darker
shading denoting p-values below 0.05.
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CV with Random Splits

Figure C.1: AUC-ROC
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Note: This figure presents kernel density estimates of differences in AUC-ROC values from stratified random
CV across 35 datasets for three supervised ML models under preprocessing-leak (data encoded and scaled using
the entire dataset), oversampling-leak (synthetic data generated using the entire dataset), and dimensionality

reduction leak (data transformed using the entire dataset) scenarios.

Each scenario is compared to its

immediately preceding pipeline stage, with preprocessing-leak evaluated against the no-leak baseline. The
densities correspond to a setting with frequency encoding, z-score scaling, SMOTE or SMOTENC oversampling,

and PCA or FAMD dimensionality reduction.
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Table C.1: AUC-ROC Preprocessing Leakage Inference
Statistical Test ‘ RF IF SVM OCSVM k-NN LOF

Scenario: freq € z-score & SMOTE/SMOTENC & PCA/FAMD (n = 35)

Wilcoxon test (0pr)
Student’s t-test (AZ)
Shapiro-Wilk test

0.0025 (0.2304)
0.0015 (0.3839)
(0.0642)

-0.0299 (0.9809)
-0.0451 (0.9979)
(<0.0001)

0.0015 (0.3223)
0.0007 (0.4404)
(0.2917)

Scenario: freq & z-score & — & PCA/FAMD (n = 35)

Wilcoxon test (01,)
Student’s t-test (AZ)
Shapiro-Wilk test

0.0004 (0.0871)
0.0008 (0.2465)
(<0.0001)

0.0002 (0.3671)
-0.0017 (0.8549)
(<0.0001)

0.0003 (0.2508)
0.0019 (0.3593)
(<0.0001)

-0.0002 (0.6305)
-0.0019 (0.7517)
(<0.0001)

-0.0002 (0.6965)
-0.0006 (0.7928)
(<0.0001)

-0.0001 (0.6033)
-0.0039 (0.9532)
(<0.0001)

Scenario: freq & z-score & SMOTE/SMOTENC & — (n = 36)
Wilcoxon test (0r1)

Student’s t-test (AZ)
Shapiro-Wilk test

0.0026 (0.0950)
0.0039 (0.0717)
(0.0213)

-0.0045 (0.9770)
-0.0296 (0.9851)
(<0.0001)

0.0002 (0.4718)
0.0013 (0.3159)
(0.0576)

Scenario: freq € z-score & — & — (n = 36)

Wilcoxon test (0p1)
Student’s t-test (AZ)
Shapiro-Wilk test

-0.0006 (0.9974)
-0.0004 (0.9973)
(<0.0001)

-0.0001 (0.5849)
-0.0003 (0.7364)
(<0.0001)

0.0003 (0.0928)
0.0005 (0.3791)
(<0.0001)

0.0003 (0.0951)
0.0017 (0.0787)
(<0.0001)

-0.0001 (0.8274)
0.0001 (0.4571)
(<0.0001)

0.0002 (0.0661)
0.0003 (0.3416)
(<0.0001)

Scenario: freq & min-maz & — € — (n = 36)

Wilcoxon test (0p1,)
Student’s t-test (Az)
Shapiro-Wilk test

-0.0006 (0.9985)
-0.0005 (0.9928)
(<0.0001)

-0.0002 (0.6711)
-0.0005 (0.8822)
(<0.0001)

-0.0004 (0.8501)
-0.0020 (0.8861)
(<0.0001)

-0.0002 (0.7036)
0.0000 (0.4849)
(<0.0001)

0.0001 (0.2312)
0.0006 (0.1657)
(<0.0001)

-0.0000 (0.6380)
0.0003 (0.3382)
(<0.0001)

Scenario: target €& z-score & — € — (n = 36)

Wilcoxon test (0z7,)
Student’s t-test (AZ)
Shapiro-Wilk test

0.0041 (0.0019)
0.0044 (0.0069)
(<0.0001)

0.0012 (0.0019)
0.0044 (0.0126)
(<0.0001)

0.0008 (0.0233)
0.0034 (0.0098)
(<0.0001)

Scenario: target & min-max & — € — (n = 36)

Wilcoxon test (0pr)
Student’s t-test (AZ)
Shapiro-Wilk test

0.0044 (0.0118)
0.0044 (0.0072)
(<0.0001)

0.0019 (0.0619)
0.0027 (0.1514)
(<0.0001)

0.0011 (0.0020)
0.0019 (0.0157)
(<0.0001)

Note: This table reports the Hodges—Lehmann estimator (fz7,) and the mean difference (AZ) (with p-values
in parentheses) for differences in AUC-ROC values from only stratified random CV between preprocessing-leak
(data encoded and scaled using the entire dataset) and no-leak scenarios. One-sided paired Student’s t-tests
and Wilcoxon signed-rank tests are used to assess whether preprocessing-leak yields higher performance (i.e.,
whether the differences are greater than zero). In addition, p-values from the Shapiro-Wilk normality tests
are reported. Results are presented across different combinations of encoding, scaling, oversampling, and
dimensionality reduction methods. Highlighted cells indicate p-values below 0.1 (excluding the Shapiro-Wilk
test), with darker shading denoting p-values below 0.05.
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Table C.2: AUC-ROC Oversampling Leakage Inference

Statistical Test \ RF F SVM 0CSVM k-NN LOF

50/50 oversampling

Scenario: freq & z-score € SMOTE/SMOTENC & PCA/FAMD (n = 35)

Wilcoxon test (6gz)  0.0811 (0.0000) -  0.0461 (0.0006) - 0.1316 (0.0000)  —
Student’s t-test (Az) 0.1091 (0.0000) 0.0562 (0.0004) 0.1557 (0.0000)
Shapiro-Wilk test (p) ‘ (<0.0001) - (<0.0001) - (0.0002) -
Scenario: freq & z-score & SMOTE/SMOTENC € — (n = 36)

Wilcoxon test (6gz) | 0.0438 (0.0000) — = 0.0346 (0.0000) - 0.1167 (0.0000)  —
Student’s t-test (Az) 0.0658 (0.0001) 0.0595 (0.0001) 0.1280 (0.0000)
Shapiro-Wilk test (p) ‘ (<0.0001) - (<0.0001) - (0.0004) -

500% oversampling

Scenario: freq & z-score € SMOTE/SMOTENC & — (n = 36)

Wilcoxon test (6;77) | 0.0370 (0.0000) — | 0.0294 (0.0000) - 0.0922 (0.0000) -
Student’s t-test (Az) ~0.0610 (0.0001) —  0.0499 (0.0002) - 0.1114 (0.0000) -
Shapiro-Wilk test (p) |  (<0.0001)  —  (<0.0000) - (0.0001) -

Note: This table reports the Hodges—Lehmann estimator (§HL) and the mean difference (AZ), with p-values
in parentheses, for differences in AUC-ROC values from stratified random CV between oversampling-leak
(data oversampled using the entire dataset) and preprocessing-leak. One-sided paired Student’s ¢-tests and
Wilcoxon signed-rank tests are used to assess whether oversampling-leak yields higher performance (i.e.,
whether the differences are greater than zero). In addition, p-values from Shapiro-Wilk normality tests are
reported. Both oversampling to achieve a 50/50 class balance and oversampling at a 500% rate are considered.
Results are presented for settings with frequency encoding, z-score scaling, SMOTE/SMOTENC oversampling,
and no or PCA/FAMD dimensionality reduction. Highlighted cells indicate p-values below 0.1 (excluding the
Shapiro—-Wilk test), with darker shading denoting p-values below 0.05.

Table C.3: AUC-ROC Dim. Reduction Leakage Inference

Statistical Test \ RF IF SVM 0CSVM £-NN LOF
Scenario: freq & z-score € SMOTE/SMOTENC & PCA/FAMD (n = 35)

Wilcoxon test (8z7) | -0.0000 (0.5273) - 0.0001 (0.4544) - 20.0001 (0.7498) -
Student’s t-test (Az) | 0.0007 (0.1815) 0.0035 (0.0975) 0.0001 (0.3981)
Shapiro-Wilk test (p) (<0.0001) - (<0.0001) - (<0.0001) -

Scenario: freq & z-score € — € PCA/FAMD (n = 35)

Wilcoxon test (6gz) | -0.0032 (0.9956) -0.0006 (0.7223) -0.0002 (0.7637) 0.0001 (0.3511) 0.0001 (0.4346) 0.0002 (0.2171)
Student’s t-test (Az) | -0.0049 (0.9861) 0.0003 (0.4271) -0.0038 (0.7635) 0.0010 (0.3547) -0.0003 (0.5806) 0.0042 (0.0814)
Shapiro-Wilk test (p) |  (<0.0001) (<0.0001) (<0.0001) (<0.0001) (<0.0001) (<0.0001)

Note: This table reports the Hodges-Lehmann estimator (§zz) and the mean difference (AZ) and (with
p-values in parentheses) for differences in AUC-ROC values from only stratified random CV between dimen-
sionality reduction leak (data transformed using the entire dataset) and oversampling-leak and preprocessing-
leak scenarios. One-sided paired Student’s t-tests and Wilcoxon signed-rank tests are used to assess whether
dimensionality reduction leak yields higher performance (i.e., whether the differences are greater than zero).
In addition, p-values from the Shapiro-Wilk normality tests are reported. Results are presented for settings
with frequency encoding, z-score scaling, no or SMOTE/SMOTENC oversampling, and PCA/FAMD dimension-
ality reduction. Highlighted cells indicate p-values below 0.1 (excluding the Shapiro-Wilk test), with darker
shading denoting p-values below 0.05.
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Table C.4: AUC-ROC Oversampling Leakage Regression

n =36 ‘ RF SVM k-NN n = 36 ‘ RF SVM k-NN
Scenario: Raw Differences (diff _abs) Scenario: Normalized Differences (norm__diff)
(Intercept) | 0.1067 (0.1201) 0.2868 (0.0016) 0.2969 (0.0041) (Intercept) | 0.6995 (0.0195)  1.3277 (0.0000)  0.8073 (0.0014)
[:0.0143, 0.2431]  [0.1284, 0.4374]  [0.1167, 0.4774] [0.2114, 1.3001]  [0.9811, 1.6873]  [0.3435, 1.2086]
log(size) -0.0070 (0.1882) = -0.0236 (0.0083) -0.0168 (0.0178) log(size) -0.0264 (0.3519) = -0.0843 (0.0001) -0.0136 (0.5988)
[-0.0175, 0.0027]  [-0.0401, -0.0104]  [-0.0302, -0.0038] [-0.0772, 0.0232]  [0.1205, -0.0493] [0.0565, 0.0294]
imbalance | -0.1820 (0.7556) -0.3073 (0.6379) -0.0747 (0.2156) imbalance | -1.4766 (0.5429) | ~4.3049 (0.0029) -2.4935 (0.2707)
[-1.2996, 0.8684] [-1.3888, 0.9616]  [-2.3987, 0.4869] [-5.8110, 2.6031] [-6.7923, -1.7163] [-6.1376, 1.7585]
group PFD | 0.0017 (0.0649)  0.0077 (0.8614)  0.0853 (0.1522) group PFD | 0.0893 (0.6175)  -0.1522 (0.1300) _ 0.0554 (0.7374)
[0.0141, 0.1827]  [-0.0697, 0.0872]  [-0.0149, 0.1994] [-0.2116, 0.4307]  [-0.3495, 0.0192]  [-0.1976, 0.3929]
R? 0.2599 0.2645 0.2984 R? 0.0951 0.4275 0.1932
Adj. R? 0.1906 0.1956 0.2326 Adj. R? 0.0075 0.3738 0.1175
(a) Raw differences (b) Normalised differences

Note: This table reports the results of linear regression with AUC-ROC performance differences from stratified
random CV across 36 datasets between oversampling-leak and preprocessing-leak experimental version as the
dependent variable (in a) raw and b) normalised differences) and the logarithm of dataset size, class imbalance,
and a dummy variable for the PFD data group as independent variables. Based on the results of the Breusch-
Pagan test, p-values (reported in parentheses) are computed using HC3 robust standard errors. To account for
non-normality in the majority of the regressions, bootstrap confidence intervals are also reported, bootstrap
confidence intervals are also reported. Highlighted cells indicate p-values below 0.1, with darker shading
denoting p-values below 0.05.
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