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Introduction
Machine learning has become omnipresent in our everyday lives, spanning areas

like medicine, photography, and text summarization, as well as intelligent chatbots
and assistants. When solving a machine learning problem, there are various
algorithms and configurations to choose from, as different models are tailored
for different task types. Experienced machine learning practitioners can often
select a suitable algorithm based on prior knowledge of similar problems. However,
inexperienced people from other fields usually rely on manual trial-and-error,
which is inefficient and can lead to suboptimal results.

To address this, Automated machine learning (AutoML) has come in as an
automatic method for selecting algorithms and their configuration. Thanks to
popular AutoML systems like AutoGluon or AutoSklearn (1, 2), people can achieve
good results on tabular tasks regardless of their background.

In our work, we focus on a large subfield of AutoML that aims to automati-
cally discover well-performing neural networks – the neural architecture search
(NAS). We started to work on NAS when it was still a new field and focused on
convolutional network search. Throughout our research, NAS has rapidly gained
in popularity, with over 10̇00 research papers published in the short span of 2 years
(3). It evolved into a field with many different search methods and performance
evaluation strategies.

With the arrival of foundation models, such as large language models, the
research focus shifted from NAS to other methods. Instead of designing an
architecture from scratch, it is usually easier to fine-tune a large pre-trained model.
However, NAS is still very relevant. A key research challenge is to reduce the large
energy demand of large models and find smaller, fast, and well-performing models.
Several NAS techniques can help with this – for example, model compression
can be reframed as a sub-network search task (4, 5), and efficient optimization
methods also hold great potential for discovering truly novel architectures (6).

To achieve that, we need the NAS itself to be as efficient as possible. The main
limiting factor in the search process is expensive network training and evaluation.
Model-based performance predictors, also called surrogate models, are one of
the methods that can decrease the costs of evaluation. They learn to estimate
the network quality from a train set of architecture and performance pairs (7).
Although they were used in NAS with great success, they still needed tens or
hundreds of trained networks, limiting the practical usability when networks are
expensive to train.

To address that, zero-cost proxies were proposed as fast-to-compute scores
that do not require any network training. They are computed by passing a single
mini-batch of data through a randomly initialized network, and they were shown
to correlate with the performance of the networks. However, the reasons for
this correlation were unknown and their performance was not consistent between
different search spaces and tasks.
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The Structure of This Thesis
This thesis presents our contributions to the research of surrogate models in

NAS and their usage in search, where we mainly focus on evolutionary algorithms.
We first present a broad overview of neural architecture search, and then we
dedicate three chapters to the main research areas that we explored in our four
papers (8, 9, 10, 11). The first are graph neural network surrogates, and we present
two studies, one focused on predictor design (8), the other on an application in
genetic programming (9). Next, we present our novel architectural encoding,
which achieved state-of-the-art results compared to other encodings and predictors
at that time (10). Lastly, we present an application of surrogate models in an
expressive search space – einspace (6, 11).

Results

Graph Neural Networks as Surrogate Models
Graph neural networks (GNNs) were one of the first surrogate models used

in NAS. In this chapter, we explore two directions: the first is info-NAS, an
extension of the graph embedding model arch2vec (12). We add an auxiliary
input-output prediction task – that is, predicting the outputs that a network
produces when presented with an input mini-batch of data. The model is trained
in a semi-supervised way and exhibits better embedding quality.

In the second study, we apply GNN surrogates – GIN and TreeLSTM – to
speed up genetic programming. In other words, we transfer the tools from NAS
to a different graph search task, and we are the first to do so. We evaluated our
approach in symbolic regression and reinforcement learning tasks, where both
models helped reduce the number of evaluations needed. We can also look at our
work as bringing GNN surrogates to an AutoML search, as genetic programming
applied to reinforcement learning can be seen as finding the best-performing
interpretable machine learning model.

Main Contributions

We achieved the following results, presented in our two papers (8, 9):

• We propose info-NAS, a novel semi-supervised GNN embedding model for
NAS that integrates input-output data into architectural representations.

• We demonstrate that semi-supervised GNN training leads to improved
performance prediction compared to standard structure-only embedding
models.

• We show that GNN-based surrogates – GIN and TreeLSTM – significantly
improve the efficiency of genetic programming, extending the use of NAS
tools to symbolic regression and reinforcement learning tasks.

8



Zero-cost Proxies and Neural Graph Features
Zero-cost proxies became popular in NAS as very fast estimators of network

performance that do not require any network training. However, their effectiveness
varies between tasks, and the reasons behind their correlation with performance
were unexplored. In this chapter, we analyze these proxies and uncover a key
source of bias – many proxies, such as NASWOT (13), are close to or even equal
to the number of convolutions. This property correlates well with performance on
datasets like CIFAR-10 (14), but fails on tasks beyond image classification. This
explains their drop in reliability across more diverse NAS benchmarks.

Inspired by our findings, we introduce GRAF, a set of neural graph features
that encode structural properties of architectures (10). When combined with the
zero-cost proxy encoding and a random forest surrogate, GRAF achieves state-
of-the-art correlation with validation accuracy and other objectives. GRAF is
simple to compute and interpretable, and provides insight into which architecture
properties matter most for different tasks.

Main Contributions

We presented the following results in an ICML paper (10):

• We identify a key bias in popular zero-cost proxies, revealing that their
correlation on CIFAR-10 is explained by the number of convolutions in the
architecture.

• We introduce GRAF, a set of simple, interpretable neural graph features.
When using this encoding together with zero-cost proxies as input to a
tabular performance predictor, we achieve state-of-the-art results.

• Our performance predictor has strong performance across all available
benchmarks, tasks, and objectives beyond validation accuracy.

• We also highlight the interpretability of our predictor.

Transferrable Surrogates in an Expressive Search Space
Although cell-based NAS search spaces brought in a reduction in search space

size and enabled efficient search, they also limited the expressivity – it is not
possible to find a truly novel architecture in them. einspace was proposed as
an alternative – it is a highly flexible grammar-based search space capable of
representing both CNNs and transformers (6). However, this flexibility complicates
performance estimation, making it harder to apply conventional predictors based
on the one-hot encoding of architectures.

In this chapter, we propose the first surrogate models for einspace. We adapt
the ZCP + GRAF encoding to support a larger operation set and propose language
model surrogates that operate on grammar derivation tree string representations.
We evaluate the model in various settings on the Unseen NAS benchmark and
explore the transferability of our surrogates.

Our results show that fine-tuned language models like ModernBERT (15)
consistently achieve strong correlation with performance, outperforming classical
models like random forests. Nonetheless, the lightweight ZCP + GRAF predictor
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remains competitive and outperforms the baseline in multiple tasks. Transfer
across datasets improves generalization, but performance varies, especially across
modalities. These results highlight the potential of surrogates for complex NAS
spaces and motivate future work on multi-objective and cross-domain transfer.

Main Contributions

These are the main results of our paper (11):

• We introduce the first surrogate models for an expressive NAS search space,
einspace.

• We adapt the ZCP + GRAF encoding to handle a large and diverse set of
operations, providing a strong and interpretable baseline.

• We propose novel language model surrogates using grammar-based string
inputs.

• We evaluate surrogate transfer across datasets and show that training on
diverse tasks improves prediction for new ones, although cross-modality
transfer remains difficult.

• We demonstrate that both surrogate types can speed up NAS search in
einspace, outperforming baselines across most tasks in the Unseen NAS
benchmark.
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1 Related Work
In this chapter, we present the background of automated machine learning

(AutoML) with a focus on neural architecture search (NAS), the subject of
this thesis. We first describe the main components of NAS – search space,
search strategy, and performance estimation. Then, we touch upon the details
of performance estimation via surrogate models, as the main topic of the thesis.
Finally, we present the zero-cost proxies, modern lightweight predictors of network
performance.

1.1 AutoML
The art of designing machine learning models has long been the domain of

practitioners and scientists. For a new problem, it is necessary to choose a suitable
pipeline of data processing, model type, and hyperparameters. The experts have
done so by relying on their prior experience, but still often resorted to default
parameters or inefficient grid searches (16).

AutoML has been proposed as the answer to this trial-and-error process.
We see the search for the optimal machine learning pipeline as an optimization
task. For a given problem, we aim to find the best learning algorithm and
hyperparameters. This is called combined algorithm selection and hyperparameter
optimization (CASH). Formally, Baratchi et al. [16] define CASH as:

A∗, λ∗ ∈ arg min
A(j)∈A, λ∈Λ(j)

1
k

k∑︂
i=1

L
(︂
A

(j)
λ , D

(i)
train, D

(i)
valid

)︂
. (1.1)

AutoML systems approach the CASH problem from different angles. For
example, auto-sklearn leverages Bayesian optimization (2), while TPOT uses
genetic programming (17). Some AutoML systems use ensembles to improve
the final performance, for example auto-sklearn, or AutoGluon, which leverages
stacking ensembles (1).

If the algorithm is fixed, we perform hyperparameter optimization (HPO), while
searching among algorithms with fixed hyperparameters is called the algorithm
(or model) selection (16).

In practice, the algorithm is often fixed, and standalone HPO systems are used
to efficiently find good hyperparameters for a given problem. Commonly used
HPO methods include SMAC3 (18) and Optuna (19).

In the next section, we will focus on the broad subfield of AutoML that focuses
on the architectural design of neural networks – neural architecture search.

1.2 Neural Architecture Search
Neural architecture search (NAS) aims to automatically discover the best-

performing architecture for a given deep learning task [3]. An example could be
searching for the best layout of a convolutional network for image classification
[14, 20].
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Figure 1.1 Overview of neural architecture search as introduced by Elsken et al. [21].

The main components of NAS are the search space, search strategy, and
performance estimation strategy [3]. Each of them has an important impact on the
search process. An unrestrained search space is too large to be effectively searched,
but a constrained search space has hard limits on the novelty of architectures that
we can find. The search strategy helps us to efficiently navigate the search space.
Finally, a good performance estimation method is essential to make the search
feasible, as training networks and evaluating them is a computationally intensive
task, and a good approximation can help us reduce the costs.

In the following subsections, we will talk about the three main components
of the NAS process, shown in Figure 1.1 – search space, search strategy, and
performance estimation methods.

1.2.1 Search Spaces
The search space is a set of network architectures that can be encountered

during the search. Formally, each architecture in a search space is a directed
acyclic graph G(V, E), with either labels on the edges: L : E → O, or on the
nodes: L : V → O. The search space defines a set of operations O that can be
used in an architecture and imposes a limit on the graph structure, e.g., limiting
the number of nodes to 5.

There are both search spaces with operations on nodes and on edges. When
operations are placed on the nodes, other methods can work with the graph more
easily, for example, the graph neural network performance predictors described
in Section 1.4.3. On the other hand, operations on edges allow us to define a
very concise representation of the search space – if zero operations are possible,
each architecture can be represented with the same number of nodes and edges.
This property is useful for many search strategies, as it simplifies the design.
However, it also introduces problems with isomorphism and redundancies, as the
zero operation tends to create unused branches in the graph (10).

Operations

In the early works on neuroevolution, which can nowadays be seen as the
first steps in NAS, the search space was a graph with single neurons as vertices
and the edges represented weighted connections between them [22, 23]. Since
then, we most often operate on operation level, in other words, an architecture
is a set of operations connected through edges (24). Operations are specific to
the target domain. For convolutional networks, a single operation could be a
separable convolution or max pooling (21). For transformer architectures, a single
operation could be the self-attention layer (3).

12



Figure 1.2 An example DARTS architecture. c_(k − 1), c_(k − 2) are the input
nodes, c_k is the output node.

Search space types

Initially, the search space was quite unrestricted, and the network architecture
could be an arbitrary directed acyclic graph (22, 23). Since such spaces are too
large to be efficiently explored, early works in NAS added some restrictions on
what the graph structure can be (25, 21).

The simplest type of such a restricted search space is a chain-structured
search space, in which operations are stacked one after another. Although it is a
minimalistic design, it is still frequently used, for example, for GPT-like search
spaces (4), or networks designed for different hardware devices (26, 27).

The next type is the cell-based search space. Its architecture has two levels –
first, the micro level, denoted as the cell, which is a small directed acyclic graph
with a limit on the number of nodes and/or edges. The second is the macro
architecture, which is a simple chain of cells with various channel dimensions and
stride sizes (21). In many cases, the macro architecture is fixed (20), or has only
2 variants – a small version for search and a large one for final evaluation (28).
Conversely, if the cell is fixed for all architectures in the search space and we
optimize only the hyperparameters (e.g., number of channels, cells), the search
space is called the macro search space – a popular variant for practical use-cases
like hardware-aware search (27, 29, 30, 4). The chain-structured search space can
be seen as a special case of a macro search space with a single-operation cell, and
the two names are sometimes used interchangeably.

An example of a cell-based search space is the DARTS search space (28). Each
cell contains 2 input nodes, 4 intermediate nodes, each connected to 1 final output.
There can be up to 2 edges coming out of each node (always to a node with a
higher number), and each edge has an operation associated with it. Figure 1.2
shows an example cell from the search space. DARTS also distinguishes two types
of cells – the normal cell and the (dimensionality) reduction cell. Not counting
isomorphism, there are around 109 possible cells, making it a quite large search
space even though it is already quite restricted.

Although the restriction on search spaces helped to reduce the combinatorial
complexity of search, it limited the discovery of truly novel architectures. Even
though the cell-based search spaces offer more freedom than chain-structured
search spaces, their macro architecture is usually fixed. Yang et al. [31] have
shown that although the cell structure matters, the number of cells has a larger
effect on image classification performance. Consequently, Wan et al. [32] have
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shown that even with the large number of unique architectures in the search space,
the variance of their performance is very low, meaning that search brings only
marginal improvements. The operation type also matters, as the best-performing
architectures for many computer vision tasks preferred to maximize the number
of convolutions (33, 10).

To answer that, Schrodi et al. [34] proposed a more flexible version – hierarchical
search spaces. Their overall structure is limited by a grammar, and cells are
optimized alongside the macro architecture. The work was followed by Ericsson
et al. [6] with einspace – a grammar-based search space that moves away from a
cell structure, but instead allows for greater expressibility. einspace is described
in detail in Chapter 4.

1.2.2 Search Strategies
Search strategies in neural architecture search commonly fall into the category

of black-box optimization algorithms, because the relation between network search
space and performance is too complex to be analytically approximated. The
most commonly used strategies are reinforcement learning (RL), evolutionary
algorithms (EA), and Bayesian optimization (BO). Recent works also leveraged
the Monte Carlo tree search (35, 36).

Reinforcement Learning

The first search strategies in modern NAS were based on RL (25, 37, 38).
In this setting, a recurrent neural network controller was trained to sequentially
select components (for example, operation type, or kernel size). The task was
framed as the selection of the next suitable operation that would increase the
overall return – validation accuracy.

After the initial works, Real et al. [39] have shown that RL is outperformed
by EA in image classifier search. Because of that, in later works, EA and BO
became the predominant search strategies. It is however important to note that
the RL strategy that was used by Zoph and Le [25] or Pham et al. [37] was quite
simple (REINFORCE), and better algorithms have been introduced since (e.g.,
PPO (40)).

Evolutionary Algorithms

As mentioned in Section 1.2.1, neuroevolution algorithms can be seen as the
first works on NAS (22, 23). Although network weights were initially optimized
along with the architecture, in later works, gradient descent was used for network
training instead, while evolution optimized the connectivity (41). Since Chapter 4
describes our contribution to evolutionary NAS research, we provide a broader
overview of evolutionary works in Section 1.3.

Bayesian Optimization

Bayesian optimization (BO) in NAS usually models the relationship between
architectures and their performance using a surrogate model. Although initial
works used a Gaussian process surrogate with a custom architectural distance
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model (42, 43), their performance was limited due to the complexity of the high-
dimensional search spaces in NAS (3). As a different approach, Ru et al. [44] used
the Weisfeiler-Lehman graph kernel (45) for the Gaussian process surrogate. This
method achieved better results while also being interpretable.

Other commonly used surrogates beyond Gaussian processes (7) include the
Tree-structured Parzen Estimator (46), graph neural networks (47), or other neural
networks (48).

Baseline Strategies

When talking about search strategies, it is very important to mention the
baselines – grid search and random search. Since some elaborate NAS search
methods have been found to perform worse than random, it is necessary to
always include a baseline for comparison (49). In NAS, random search is usually
the baseline of choice, as it was shown to outperform grid search in large high-
dimensional configuration spaces (50).

1.2.3 Performance Estimation
Performance estimation is a key component of the NAS pipeline, as network

training and evaluation are the bottleneck of the search. The early NAS methods
reported runtimes in GPU years (39, 51), which is prohibitive for practical use and
also problematic in terms of energy consumption and sustainability. To address
this, several speedup methods were proposed.

The first speedup methods are model-based performance predictors, which are
surrogate models fitted on a set of trained networks and their performance. The
performance of new architectures is then estimated using these models without
involving any network training. As predictors are the central point of this thesis, we
dedicate Section 1.4 to a detailed overview of them. A special case of performance
predictors are zero-cost proxies – unlike surrogate models, they do not need any
network training or evaluation, and provide a fast estimate using as little as one
mini-batch of data. Zero-cost proxies are described in Section 1.5, and Chapter 3
highlights our contributions to the research.

The second broad group of performance estimation methods is lower-fidelity
approximations. These include several different cases, for example, training on a
subset of data, for fewer epochs, or with a smaller macro backbone compared to
the final architecture (21). An example of a lower-fidelity method is the sum of
training losses (SoTL, also called TSE), a method that achieved especially good
performance compared to other predictors (52, 7). The sum of losses achieves a
good correlation with the final validation accuracy after a few epochs of training,
even better compared to validation accuracy at an early epoch (52). Another
popular class of lower-fidelity methods is the learning curve extrapolation. The
basis of the method is to estimate the full learning curve, which can be done
through several means, for example, by fitting predictors on full curves and learning
to predict the future of a partial learning curve (53, 54). Another possibility is to
fit a parametric model to the partial curve, extending it to a desired length (55,
3).
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1.2.4 One-shot NAS
One-shot methods are a specific type of NAS that became popular due to a

significant reduction in training time. The main idea is to represent the whole
search space as one large network, called super-network. Individual networks are
then subsets of the large network, sharing a portion of its weights. There are two
basic categories of one-shot NAS: non-differentiable and differentiable (3).

The first one-shot works were non-differentiable (56, 37). Before the search,
only the super-network is trained, and afterwards search is performed in the
sub-network space. In each step, one sub-network is selected and evaluated, often
done by evolutionary methods.

In differentiable NAS, the search space is represented as a continuous relax-
ation of the discrete architecture search space. This enables us to search via
gradient descent, jointly optimizing the weights and parameters α that weigh the
contribution of individual operations. After this training, the final sub-network is
selected based on the optimized importance parameters α. This approach was
first introduced by Liu et al. [28] and named Differentiable architecture search
(DARTS).

Lately, one-shot NAS has become a popular method for network compression
and hardware-aware search (57, 58, 5, 4) To do that, we extend the weight sharing
to individual operations – in other words, the weight matrix of the sub-networks
is a subset of the large super-network weight matrix. This approach is different
from the classical one-shot NAS, where the sub-networks contain multiple different
operations at each edge, each with their own weight matrix (28, 3).

It has been shown that this setup can even lead to improved performance of sub-
networks, as demonstrated by Once-for-all (OFA). OFA uses progressive shrinking,
first training the largest sub-networks before moving to smaller ones. It also
included distillation to transfer knowledge from larger to smaller sub-networks (57).
A similar work was proposed for transformers, with Hardware-aware transformers
(HAT) (58).

One-shot NAS could roughly fall into all 3 components of the NAS process
– the super-network represents a nested search space, and for differential NAS,
the search strategy is embedded into the training process itself (28). Finally, the
performance of sub-networks that inherited weights from the parent super-network
can be seen as a performance estimation strategy (7).

Advantages and Disadvantages

The main advantage of one-shot NAS is large savings in network training, as
only the super-network needs to be trained. For network compression, the weight
sharing brings both flexibility in deployment, as well as improved performance
(57, 58).

Although differentiable NAS is substantially faster than black-box search
methods, it is unclear if the sub-network ranking mimics the true ranking, and
both arguments for and against have been found (37, 49, 3). Additionally, the
search space is usually limited in size, as the super-network weights require a
lot of memory to store. This limits the applicability of one-shot NAS to a more
flexible search space like einspace (6).

16



1.2.5 NAS Benchmarks
As we mentioned in Section 1.2.3, the first methods in NAS required up to

several GPU years for search and evaluation (39, 51). Along with high energy
consumption, it was also a great limiting factor for who could conduct research
in NAS. To address this, Ying et al. [59] proposed the first NAS benchmark
– a collection of architectures and precomputed performances. The benchmark
covered the whole proposed search space, enabling search or performance prediction
research without any network training and evaluation (59).

Usual NAS benchmarks are similar collections of architecture and performance
pairs, but due to high training costs, not all benchmarks contain every single
architecture from the search space. Surrogate benchmarks, which we also in-
troduce in this section, replace some of the performances with a model-based
prediction. Newer benchmarks, like NAS-Bench-360, evaluated only a small num-
ber of architectures (60) for a subset of proposed datasets, and Unseen NAS (61)
is a benchmark collection of datasets without any evaluations. Instead, these
benchmarks focused on proposing a wide variety of tasks beyond the usual image
classification.

We will now introduce the tabular and surrogate benchmarks in detail, and
also describe future directions for NAS benchmarks.

Tabular Benchmarks

The first tabular benchmark was proposed by Ying et al. [59] and called
NAS-Bench-101. For every architecture in the search space, it contains an entry
of its validation accuracy on CIFAR-10 (14) and other metadata. This helps
NAS researchers skip expensive training and evaluation when validating the
effectiveness of their methods (search strategies or performance estimators). The
NAS-Bench-101 search space has operations on nodes, and its architectures have
up to 7 nodes (including the input and output nodes) and a maximum of 9 edges,
with 4230̇00 unique architectures. Possible operations include 3x3 convolution,
1x1 convolution, and 3x3 max pooling.

Due to the variability in the number of nodes and edge positions, some search
strategies could not be applied directly to NAS-Bench-101 without modifications
(20). To that end, Dong and Yang [20] proposed NAS-Bench-201, a benchmark
with a fixed number of nodes and edges, which makes it easier to explore with
different search methods (20). It has 4 nodes and 6 edges, each edge associated with
one of 5 operations – skip connection, zero operation, 3x3 and 1x1 convolutions,
and 3x3 average pooling. The authors also provided more metadata (latency, flops,
and number of parameters), and trained the architectures on multiple datasets:
CIFAR-10, CIFAR-100, and ImageNet16-120 (20, 14, 62).

Due to its simplicity, some works added additional metrics to the benchmark.
Li et al. [63] added hardware metrics (e.g., latency or energy) across various
devices, and Jung et al. [64] added adversarial robustness metrics against various
types and strengths of attacks. The original authors also published an extension of
the search space called NATS-Bench, which also explores macro architecture search
(65). Another important extension of NAS-Bench-201 is the TransNAS-Bench-101,
a benchmark that targets diverse computer vision tasks beyond CIFAR-10 and
image classification. The authors provided two variants of the search space –
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macro search space with a fixed cell, and micro architecture, which is the same as
NAS-Bench-201, only omitting the average pooling operation (66).

There are also other tabular benchmarks, targeting tasks and architectures
beyond computer vision – NAS-Bench-NLP (recurrent neural networks) (67),
NAS-Bench-Graph (graph neural network) (68), and SpikeNAS-Bench (spiking
neural networks) (69).

An important NAS benchmark for our work is the NAS-Bench-Suite-Zero,
which contains pre-computed zero-cost proxy scores for all networks and tasks
in NAS-Bench-201 (20), TransNAS-Bench-101 (66), and for a subset of networks
from NAS-Bench-101 (59) and NAS-Bench-301 (70, 71). We describe it in detail
in Section 3.1.1.

Surrogate Benchmarks

Even though NAS-Bench-101 enabled researchers to significantly reduce the
costs of the search, constructing the benchmark required over 100 TPU years (59).
Even for smaller search spaces, the initial costs are very large, and constructing
new benchmarks for novel problems is too expensive.

To address this, Zela et al. [70] proposed a different methodology. For a
potentially large search space, a small fraction of architectures is trained and
evaluated. Then, one or more surrogate models are fitted on the performances,
and predict the performance of all subsequent queries of architectures from
the benchmark. Surprisingly, this approach leads to better modeling of the
performance compared to the scores in the tabular benchmarks, as the surrogates
allow us to model the distribution of the validation accuracy across random
initialization. The authors introduced NAS-Bench-301 as a surrogate benchmark
for the DARTS search space (described in Section 1.2.1) (70). NAS-Bench-
x11 followed, as a surrogate benchmark for learning curve information (72),
and JAHS-Bench-201, which extended NAS-Bench-201 with information about
hyperparameters (20, 73). Another surrogate benchmark, proposed by Mehrotra
et al. [74], is NAS-Bench-ASR, a benchmark for automatic search recognition.

Many super-network-based benchmarks also include surrogates for sub-network
performance, and can therefore be seen as surrogate benchmarks. HW-GPT-
Bench, a super-network-based benchmark, provides a surrogate for hardware and
perplexity metrics (4). OFA (57) introduced an accuracy predictor and a latency
predictor for MobileNetV3 (27), and HAT also provides a latency predictor (58).

Future of NAS Benchmarks

Although NAS benchmarks democratized NAS research for researchers with
less compute at hand, they have some notable flaws. The first is that many
benchmarks focused on CIFAR-10 or ImageNet16-120 only (14, 62). Although
other tasks were proposed in TransNAS-Bench-101, Unseen NAS, or NAS-Bench-
360 (66, 61, 60), many works, e.g., new zero-cost proxies, still report results
primarily on NAS-Bench-201 (75, 76). This limits the broad applicability of
NAS methods, and in Chapter 3, we discuss one specific case where the focus on
NAS-Bench-201 led to ‘overfitting’ of proposed methods.

What made NAS-Bench-201 simple and effective to search in also introduced
many redundancies due to isomorphism. The effective number of architectures
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is less than the 156̇25 unique graphs in the search space – after accounting for
inactive branches due to zero operations and contracting skip-connections, the
search space has only 43̇06 architectures1 (10). This poses a question of how useful
cell-based search spaces are, since combined with operation redundancy (32), only
a small number of architectures is worth exploring. Therefore, search space design
is a large, open research question that could bring the field forward.

1.3 Evolutionary Algorithms in NAS
Evolutionary algorithms are robust population-based optimization algorithms

that are particularly suitable for problems where differentiation is not possible
(78). This makes them a great choice for NAS, as graph-based search spaces
are not differentiable 2. In this section, we present the main design elements of
evolutionary algorithms applied to NAS.

Regularized Evolution The most commonly used EA in simple settings is
regularized evolution (also called aging evolution), designed by Real et al. [39]. Its
design is simple – when introducing a new offspring into the population, instead
of removing the worst-performing individuals, the oldest individuals are removed
instead. That way, we focus on exploring the search space instead of zooming
in on the models with the highest fitness (validation accuracy) too early. In a
noisy search space with a potentially high number of local minima, this is a great
advantage.

Mutation and Crossover Compared to other search problems, most evolu-
tionary algorithms in NAS use only the mutation operator (39, 79, 80), as it is
difficult to design a crossover for graphs. The works that used crossover were
limited in terms of architectural diversity – Lu et al. [81] and Zhang et al. [82] both
used a crossover operator that relied on a fixed structure of the cell. Zhu et al.
[83] proposed EENA, an evolutionary NAS method with elaborately designed
mutation operators. The authors proposed a crossover operator that first found
the common ancestor of two individuals and then applied a subset of mutations
that occurred since then. Recently, the shortest edit path crossover has been
proposed as a powerful way to combine arbitrary neural graphs (84). This opens
up the path for future research on the evolutionary search of more complex search
spaces, with carefully tailored crossover and mutation operators.

Limitations and Future Work Although aging evolution has been shown to
perform better than the non-aging variant, the authors based this claim only on
small-scale experiments and the NASNet search space (38, 39). Since then, other
search spaces have been proposed, including those beyond convolutional networks
(59, 20, 6). It is yet to be explored which evolutionary algorithm setup performs
the best in more complex search spaces, for example, in hierarchical search spaces
or einspace (34, 6).

1originally reported 64̇66 by Dong and Yang [20], but their algorithm did not consider all
skip-connection contractions (20, 77)

2Except when adapted in differentiable NAS, as we described in Section 1.2.4.
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As with any search method, it is essential to reduce the training costs. Notably,
it is important to identify exceptionally poor individuals and avoid training them.
Zero-cost proxies could be a good fit for this, as they usually rank the worst-
performing individuals low. Our work described in Chapter 4 is the first step in
this direction – we used performance predictors to speed up evolutionary search
in a flexible search space (11).

1.4 Performance Predictors
Model-based performance predictors are performance estimators that solve a

regression task by mapping the network architecture to its performance. Formally,
a model-based predictor f ′ learns from pairs of architectures and their performance
(a, f(a)) to approximate the performance of test architectures (â, f ′(â)).

There are several components that constitute good performance predictors,
which we will present in this section. First, we will talk about the encoding of
architectures, an essential part of performance prediction, as the graph represen-
tation cannot be directly passed to most models. Next, we will present the most
common performance predictors, including tabular predictors, neural networks,
and large language models. Then, we will focus in detail on graph neural network
predictors, as they are one of the focal points of this thesis (Chapters 2 and 3).
Finally, we will discuss their usage in search and conclude with an outlook on
their potential for future works.

1.4.1 Architectural Encodings
Since neural architectures are directed acyclic graphs, apart from graph neural

networks, most predictors cannot process them directly and require a modified
encoding. There are various ways to encode architectures for different predictors.

The most commonly used encoding is the one-hot encoding – it consists of a
one-hot encoded list of operations and a flattened adjacency matrix. Its main
advantage is its compatibility with most tabular predictors and universality across
the most common search spaces. The downside of its simplicity is that it loses
spatial information about which nodes are connected to each other. Additionally,
it is not practically usable in search spaces with a large variability in the number
of nodes.

Another popular encoding introduced by White et al. [48] is the path encoding
– for a search space, we compute all possible paths from the input to the output of
the architecture given available operators and edges. Then, we construct a binary
vector where 1 indicates that the path is present in the architecture. It showed
great performance in the NAS-Bench-101 search space (7, 10), but it scales poorly
with architecture size. Because of that, a truncated version has been proposed
(85).

The Weisfeiler-Lehman kernel introduced in NASBOWL by Ru et al. [44] can
also be used as an encoding not only for the Gaussian process surrogate, but also
for other tabular predictors. Zero-cost proxies (described in Section 1.5) can also
serve as encodings for tabular performance predictors – we cover this in Chapter 3,
where we analyze their properties and contribute a novel encoding based on graph
features. String-based encodings have been proposed as the input to recurrent
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neural networks (86, 87, 88) or transformer models (89, 11). Lastly, it is possible
to leverage learned embeddings as an input to tabular predictors – an example
being graph neural network embeddings (more on that in Section 1.4.3) (12).

1.4.2 Overview of Predictors
Performance predictors are the central point of this work. In Chapter 2, we

focus on graph neural networks (GNNs), and we provide here a broad overview of
common GNNs as an introduction to the topic (Section 1.4.3). In Chapter 3, we
introduce a novel encoding based on features of the neural graph, and compare it
against common predictors, achieving state-of-the-art results. We followed the
setup of White et al. [7] that compared them across different training/evaluation
budgets, and we will describe these predictors in this section. Finally, in Chapter
4 we introduce novel performance predictors for a flexible search space, building
on our results from Chapter 3 and recent transformer-based predictors that we
also mention here.

Tabular Predictors

Most of the encodings presented in the previous section are suitable for use
with any tabular predictor. Frequently, random forest or tree boosting methods
are used – for instance, we use random forest on an encoding of zero-cost proxies
and graph features in Chapter 3 (10), and Lukasik et al. [90] used it for the
robustness prediction task. Other boosted predictors include LightGBM (91, 92),
XGBoost, or NGBoost (70, 7). Other works used an MLP predictor trained on
the one-hot encoding (7, 4) or an AutoGluon predictor (4, 1).

Bayesian Optimisation Surrogates

Another line of work is a class of predictors specifically introduced for Bayesian
optimization. BANANAS introduced an MLP predictor fitted on the path encod-
ing, and trained it five times in an ensemble to provide uncertainty prediction
for BO (48). Another BO-focused predictor is BONAS, a graph convolution
network model (93). White et al. [7] also used several BO-based predictors in their
evaluation – a Gaussian process surrogate (94), Bayesian linear regression (95),
Bayesian neural network trained on the one-hot encoding (BOHAMIANN) (96),
or deep neural networks that were used in BO in place of the gaussian processes
(DNGO) (97).

String-based Predictors

Next, we have neural network predictors that use string-based encoding.
The first of them is PNAS, which introduced an LSTM surrogate, and used it
to progressively grow the networks, keeping those that had a large predicted
accuracy (86). NAO followed with an encoder-decoder model combined with a
regressor, that enabled to generate well-performing architectures during search
(87). SemiNAS extended NAO with a semi-supervised learning task, aiming
to improve its embedding and consequently the potential of generating good
architectures. To do so, it learns the predictor from weak labels – predicted
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performance using unlabeled architectures after the first pre-training of the NAO
predictor (88). Recently, large language models were proposed as surrogates (89),
and we proposed LLM and encoder-based predictors for einspace in Chapter 4
(11).

1.4.3 Graph Neural Networks in NAS
Graph data is a tough type of data to handle in machine learning – compared

to tabular data or images, graphs cannot be easily represented in a fixed grid
structure, and some notable preprocessing is usually needed. To use graphs with
traditional machine learning models, several graph kernels were proposed, for
example, the Weisfeiler-Lehman kernel used by NASBOWL (45, 44, 98).

In NAS, some search spaces like NAS-Bench-201 have a fixed structure that
makes a simple one-hot encoding possible (see Section 1.4.1), but spatial informa-
tion is lost in this way. Graph neural networks (GNNs) are an alternative that
specializes in graphs, similarly to how convolutional neural networks are tailored
to image data.

Architectures of Graph Neural Networks

Although there are multiple types of graph networks, the most commonly used
type in NAS are the message-passing GNNs. A message-passing network encodes
the node vectors in a series of transformations. Formally, for a graph G = (V, E)
the transformation of node features of a node v ∈ V with edges vu ∈ E by the
k-th GNN layer is defined as

h(k)
v = Uk(h(k−1)

v ,
∑︂

u∈N(v)
Mk(h(k−1)

v , h(k−1)
u , xe

vu)), (1.2)

where h(0)
v = xv – a vector of node features, xe

vu are edge attributes (often
unused in NAS), Uk(·) and Mk(·) are learnable functions, and N(v) are all neigh-
boring nodes of the node v. In other words, each of the nodes in the graphs
has features that are gradually transformed by 2 functions – the inner function
aggregates the node features of a neighbor together with the corresponding edge
feature, and the outer function aggregates the current node feature with the sum
of aggregated neighbor information (99).

This process is suitable for node-level learning tasks, but it is also possible
to integrate the learned features into graph-level predictions using the readout
function – often implemented as a mean of node features, or through a global
node connected to every other node (99).

A frequently used GNN architecture in NAS is the graph convolutional network
(GCN) defined as

hv = f(ΘT (
∑︂

u∈{N(v)∪v}
Avuxu)), (1.3)

where A = In + D− 1
2 AD− 1

2 is the normalized Laplacian matrix – A is the
adjacency matrix, and D is a diagonal matrix of node degrees (100, 99).

22



Another variant is the graph isomorphism network (GIN), which is more
expressive than GCN in terms of distinguishing isomorphism – it has been shown
that it is as powerful as the Weisfeiler-Lehman isomorphism test (45, 101). It is
defined as

MLP ((1 + ϵ(k))h(k−1)
v +

∑︂
u∈N(v)

h(k−1)
u ), (1.4)

where MLP is a multi-layered perceptron, and ϵ(k) is a learnable parameter
at the k-th GIN layer (101). In simpler terms, ϵ(k) defines how much the current
node embedding should contribute to the sum, and MLP processes the embedding
more flexibly than a single weight matrix in the GCN.

GNN architectures for NAS

Some works have designed new GNNs specifically for neural graphs. GATES
models the flow of the input embedding through the graph, multiplying the
operation embedding with the inputs to each node, and the final output is the
resulting graph-level embedding. This process models the data processing of
a network and outperforms GCN (102). TA-GATES, an extension of GATES,
integrated zero-cost proxies to break symmetries in the graph processing – for
example, it was not possible to distinguish two convolutions connected to the input
node in GATES, as their embedding was the same, but in reality, their weights
differed (103). FLAN added residual connections to combat oversmoothing, a
flaw of GCN where node features become more similar the deeper the network is
(104), as a combination of dense graph flow and graph attention (105). Finally,
Hwang et al. [106] introduced the FlowerFormer, a flow-aware graph transformer
that achieved state-of-the-art results on NAS benchmarks.

GNN Use-cases

GCN has been widely used in many NAS applications as regressors – BONAS
(93), BRP-NAS (107), and HELP (108). We extended the BRP-NAS regressor
with our encodings in Chapter 3. BRP-NAS also introduced a binary ranking
predictor – instead of predicting the exact performance, we estimate whether the
first network has a better performance than the second (107). GIN has been used
in NAS-Bench-301 as one of the surrogate models (70), and also in arch2vec, a
graph embedding method, which we describe in detail in Chapter 2 (12).

Beyond the regression task, GNNs have been used for graph embedding (12,
109) or graph generation (110, 111). In Chapter 2, we present an extension of
arch2vec, an embedding method, and we use the embedding as an encoding for
tabular performance prediction.

Although GNNs were widely used in NAS, some of them fall short when
compared against tabular methods – for instance, our method introduced in
Chapter 3 outperformed GCN-based predictors, and matched or outperformed
TA-GATES in lower data regimes at a fraction of the cost. Therefore, when
introducing new GNN architectures to NAS, it is necessary to compare them with
simple tabular baselines to warrant their high training costs.
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1.4.4 Predictors in the Broad NAS Picture
Performance predictors are an essential part of the NAS process: they serve as

the basis of surrogate benchmarks (70), they are a necessary component of Bayesian
optimization methods (93, 48, 42), and they can speed up evolution and even lead
to improved results, as we demonstrate in Chapters 2 and 4. Their usefulness is not
limited only to black-box optimization methods – many super-network methods
use predictors to estimate the latency and other hardware metrics, and they can
also speed up evaluation of validation accuracy of sub-networks in two-stage NAS
(58, 57).

A promising direction is the meta-learning and transfer learning of surrogates.
Lee et al. [108] proposed a meta-latency predictor, HELP, that adapts to new
hardware devices. BRP-NAS investigated the transfer learning of accuracy predic-
tors from latency predictors (107). Multipredict and FLAN were evaluated on
both cross-dataset and cross-search space transfer, and Multipredict also explored
latency transfer (105, 112). Finally, we present transferrable predictors in Chapter
4.

A key challenge in NAS is to identify networks that should not be trained,
as current search spaces contain networks with poor performance. In Chapter
3, we present an interpretable predictor that can help identify the properties of
underperforming networks. We could leverage it to prune the search space based
on properties associated with low performance, and focus on more promising
regions.

1.5 Zero-cost Proxies
Zero-cost proxies are a specific class of performance estimation methods. Unlike

most estimators, which usually require several trained network architectures, zero-
cost proxies work with untrained, randomly initialized networks. This makes them
perfect for very fast (but less accurate) estimation that can be used to prefilter
architectures, or for search in settings where any network training is prohibitively
expensive.

To compute a zero-cost proxy score, a single mini-batch of data is usually
passed through the network. The exact procedure for computing the score varies,
and based on that, we can divide the proxies into different groups:

• Data-dependent / data-independent: whether they use the input data or
synthetic batches

• Operation-level / network level: whether the score is computed for individual
operations and aggregated, or for the whole network

• Gradient-based / gradient-free: whether the score requires a backward pass
or only the forward pass

We will first provide an overview of commonly used zero-cost proxies, then
discuss their use cases in NAS, and finally provide a summary of future directions
and challenges.
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1.5.1 Overview of Zero-cost Proxies
In this section, we will introduce the most well-known zero-cost proxies,

focusing on the zero-cost proxies from NAS-Bench-Suite-Zero, as we use them
in our evaluations in Chapters 3 and 4. We also briefly introduce new proxies
introduced since then.

Operation-level Proxies

The first class of zero-cost proxies was inspired by work on network pruning.
Snip, grasp, and synflow were the first scores used for pruning at initialization,
where they were used to score parameters, and parameters with the lowest score
were pruned (113, 114, 115). This makes them operation-level proxies, and we
need to aggregate them in order to score the whole neural architecture, usually
through a sum (80, 71). Formally, the parameter saliency score Sp for snip and
grasp is defined as:

snip : Sp(θ) =
⃓⃓⃓⃓
∂L(c ⊙ w)

∂cj

⊙ θ
⃓⃓⃓⃓
, grasp : Sp(θ) = −(H ∂L

∂θ
) ⊙ θ, (1.5)

where L is the loss function computed using a mini-batch of data, θ is the weight,
H is the Hessian, and ⊙ is the element-wise product (115, 113, 114)3. For snip,
we additionally define a set of indicator variables c that are initialized to 1 and
multiplied with the weights. This represents a change in the loss if the weight
were removed. In pruning applications, the score is usually normalized, but this
cancels out through summing.

Synflow follows the same design of Sp, but it uses a different learning objective
R that does not depend on the input data batches (Equation 1.6).

synflow : Sp(θ) = ∂R
∂θ

⊙ θ, R = 1
T

(︃ L∏︂
l=1

|θ(l)|
)︃
1 (1.6)

Practically, to compute the loss R, a vector of ones is passed into the network
and the result is summed up (115, 116, 71). Unlike snip and grasp, synflow
is therefore a data-independent zero-cost proxy (71). Similarly, the zero-cost
proxy plain (80, 71) is computed in the same manner using the regular data-
dependent loss, and l2_norm and grad_norm are an even simpler variant of the
score (Equation 1.7).

plain : Sp(θ) = ∂L
∂θ

⊙ θ grad_norm : Sp(θ) =
⃓⃓⃓⃓
∂L
∂θ

⃓⃓⃓⃓
l2_norm : Sp(θ) = |θ|

(1.7)

Another similar proxy is fisher (117) – it operates on activations z (outputs
of an operation) rather than weights (Equation 1.8).

fisher : Sz(z) =
(︃

∂L
∂z

z
)︃

(1.8)

3Note than synflow (115) and Abdelfattah et al. [80] use a wrong definition of snip, as they
both list a gradient with respect to the weights ∂L / ∂θ
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Finally, the number of floating point operations (flops) and the number of
parameters (params) are often used as baseline proxies, and are often competitive
with more complex zero-cost proxies (118, 71).

Network-level Proxies

As their name suggests, network-level zero-cost proxies are scores computed
for the whole architecture rather than single parameters or operations. Mellor
et al. [13] introduced NAS without training (NASWOT, also nwot) – for a batch
of inputs, we construct a correlation matrix of neuron activation patterns, and the
resulting score is a log determinant of the matrix. The idea is to see how similar
the neuron activations are for different inputs, and higher values indicate larger
linear independence and consequently expressivity of the network (13). Another
proxy introduced by Mellor et al. [13] is jacob_cov that measures the covariance
of the prediction Jacobian matrices of one mini-batch of data (119). Similarly,
epe_nas measures the intra- and inter-class correlations of Jacobian matrices,
making it a proxy tailored specifically for classification tasks (120, 119). Finally,
Zen-NAS approximates the network by piecewise linear functions conditioned
on activation patterns, and the zen score is computed via the Frobenius norm,
re-scaling to account for batch norm (121, 119).

Novel Proxies

After NAS-Bench-Suite-Zero, several new proxies have been proposed, offering
improved performance on NAS benchmarks, or targeting search spaces beyond
convolutional networks. MeCO, ZiCO, SWAP-NAS, and VKDNW demonstrated
better performance in NAS-Bench-201, and also in some TransNAS-Bench-101
tasks (122, 123, 124, 76). AZ-NAS introduced an ensemble of multiple zero-
cost proxies, achieving larger correlations (125). EZNAS experimented with
automatically evolving a well-performing zero-cost proxy (126).

The proxies studied in NAS-Bench-Suite-Zero do not improve with training
the networks, and their correlation sometimes even drops (119). Among the new
proxies, LGA was shown to improve with training, but evaluations were limited
to CIFAR-10, CIFAR-100 and ImageNet-16-120 only (127, 14, 62). The sum of
training losses mentioned in Section 1.2.3 could be seen as a proxy improving with
training (52). Finally, Eproxy introduced a semi-supervised method to improve
the correlations of network after training only 20 architectures (128).

Beyond Convolutional Search Spaces and Accuracy Prediction

There is only few research works on zero-cost proxies on search spaces beyond
standard benchmarks like NAS-Bench-201 or, in general, convolutional networks.
On transformer search spaces, params usually dominates the other zero-cost
proxies (129, 130). New proxies were suggested for these search spaces – Zhou
et al. [131] designed a proxy for vision transformer spaces, and Dong et al. [132]
introduced LPZero, a proxy designed for transformer search spaces.

Zero-cost proxies have mostly been used for accuracy prediction. For hardware
estimation, only flops have been used as a proxy (133), and research focused
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on meta-predictors for new devices (108, 112). The zero-cost proxy CRoZe was
specifically designed with robustness objectives in mind (75).

1.5.2 Applications in NAS
Zero-cost proxies have been used in NAS as a direct approximation for val-

idation accuracy. For example ZenNAS proposed to use the zen score in aging
evolution, replacing the individual with the lowest score in each iteration (121).
Another way how to use them in evolution is in initialization – (80) proposed to
score a large number of networks, and then construct the initial population from
highest-scoring networks. Shen et al. [134] used zero-cost proxies in a Bayesian
optimization search process.

Xiang et al. [135] proposed Zero-Cost-PT, a method for discretizing a randomly
initialized super-network using zero-cost proxies. In every step of the method,
one edge is selected, and the proxy score is computed multiple times, every time
by removing one operation from the edge. Then, we keep the operation whose
removal would lead to the largest decrease in the proxy score. This way, we
continue until we obtain a sub-network with one operation on each edge (135).

An alternative usage of zero-cost proxies is as network encodings for other
performance predictors. It turns out that it is a surprisingly good method of
tabular encoding, as Krishnakumar et al. [71] have shown that it outperforms
the one-hot encoding. In Chapter 3, we show that combining them with an
encoding of graph features outperforms existing performance predictors (although
FlowerFormer has demonstrated superior performance since then (106)). Tybl
and Neumann [76] showed that adding the VKDNW proxy further improves
the prediction results. Zero-cost proxy encodings can also enhance graph neural
networks – we showed that combination with BRP-NAS improves the performance
(10, 107), and TA-GATES improved the performance of GATES by including
zero-cost proxies in the encoding process (103, 102).

1.5.3 Challenges and Future Work
Zero-cost proxies have gained a lot of attention in community, since they

address the important issue of prohibitevely expensive network training. Although
estimating network performance without any training involved sounds appealing,
there are multiple issues with this approach.

Poor Correlation

Although zero-cost proxies have a decent correlation across the whole search
space, they fail to distinguish networks of a similar accuracy or properties. Figure
1.3 shows that the best proxy on NAS-Bench-201 does not rank architectures
over 90% accuracy well. Similarly, all proxies fail to distinguish networks with
the same number of convolutions, even dropping to negative correlations (Figure
1.4). This makes them less suitable if the task is to find the network with the
largest validation accuracy in the search space. However, they can still be useful
in multi-objective settings or for filtering out networks with poor performance. A
combination with multi-fidelity methods could be a promising research direction,
especially with methods like sum of training losses (52) that improve with training,
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or learning curve extrapolation methods. Another useful direction would be to
specifically find proxies and performance predictors for distinguishing similar
networks.

For future research, it is crucial to improve the evaluation methodology. The
usual metrics for evaluating zero-cost proxies are Spearman correlation or Kendall’s
tau. They measure the overall quality of the prediction across both low-performing
and good network regions. However, during the search, we usually score a large
number of networks and select those with the highest score, removing lower-
scoring networks. This means that the individual ranking of good networks is
more important than the ranking of poor networks, which neither Spearman
correlation nor Kendall’s tau captures.

A good step in this direction is to use other metrics, for example, the normalized
discounted cummulative gain (NDCG) used by Tybl and Neumann [76], as it
favors proxies that give a higher ranking to the top-performing networks.

Figure 1.3 nwot scores against
CIFAR-10 validation accuracy
(NAS-Bench-201)

Figure 1.4 Spearman correlation of zero-cost
proxies across networks with the same number
of convolutions, CIFAR-10, NAS-Bench-201

Research Focus on Benchmarks

NAS benchmarks helped to significantly reduce the evaluation footprint of
NAS research. However, this also brought in a negative aspect – some results
in NAS might be ‘overfitting’ on NAS-Bench-201 only, or on CIFAR-10 (and
image classification benchmarks in general) across the 3 common benchmarks.
For zero-cost proxies, this issue can be demonstrated by very poor results of some
proxies on tasks from TransNAS-Bench-101, especially tasks that are not image
classification.

Krishnakumar et al. [71] discovered the biases of zero-cost proxies – they
exhibited correlations with some network properties like the ratio between pooling
and convolution. In Chapter 3, we expanded on this idea – we show that the
good correlation of some zero-cost proxies can be explained by the number of
convolutions in the networks. In fact, NASWOT and l2_norm are equivalent
to the number of 3x3 and 1x1 convolutions in the network (10, 13, 80). The
number of convolutions in the network directly leads to increased performance in
classification tasks, but it is not useful for tasks such as the autoencoder task in
TransNAS-Bench-101 (33, 10, 66) or transformer search spaces (129, 130).
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Novel proxies have mostly improved results in NAS-Bench-201 (20, 123, 76,
124, 122), and even though some of them demonstrate good results across all
benchmarks, including TransNAS-Bench-101, the correlation improvements were
not significantly larger. Focusing on new tasks and larger search spaces, possibly
beyond convolutional networks, could be a more promising research direction,
avoiding only marginal improvements and incremental results. Zero-cost proxies
and performance predictors could help with search space design itself, identify
poorly trainable networks, and shed some light on what properties of networks
are important for their performance.

Zero-cost Proxies for Large Language Models

On transformer search spaces, params showed a greater accuracy than the
other established zero-cost proxies. Transformer-specific proxies could help select
good configurations before training or fine-tuning, or aid in LLM compression by
identifying promising sub-networks. However, a large limitation is that gradient-
based proxies are not practically usable. It is an open question whether zero-
cost proxies can accelerate NAS in transformer search spaces, for example, in
downstream task evaluation, or if methods like model-based performance predictors
are more suited for the task.
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2 Graph Neural Networks as
Surrogate Models

In this chapter, we present two works on graph neural network surrogates. The
first is an extension of arch2vec, a semi-supervised embedding model called info-
NAS that leverages input-output information of architectures. We examine how
including this auxiliary task improves embedding quality and compare the model
with the original arch2vec and another extension of the model, a semi-supervised
accuracy predictor (8). The second work is an application of two GNN-based
surrogates in genetic programming. Since GNNs demonstrated good performance
on NAS tasks, we wanted to assess whether they could help speed up a different
task. We demonstrate its effectiveness on several symbolic regression problems as
well as reinforcement learning environments.

2.1 Info-NAS
In this section, we present our first work on neural architecture search. We

present a novel graph neural network encoder trained via semi-supervised learning.
We propose an input-output learning problem – predict the output of a network
architecture when given an input image, based on the architecture embedding
and the embedding of the image.

Our work was motivated by the fact that GNNs in NAS at the time, like
BONAS, GATES, or arch2vec, distinguished networks only based on structural
properties, and they did not leverage any information about what the neural
network learns from the data. In other words, there could be networks with a very
distinct graph architecture but which learned a similar internal representation of
the problem – they produce similar features when presented with the same inputs.
This idea is supported by works on network morphism (136), where a network
structure is transformed but its learned function is preserved. Later, TA-GATES
became the first work to include an indicator of the inner network representation,
leveraging zero-cost proxies (103).

We will first describe the baseline arch2vec model, then we define the input-
output information and how we extended the arch2vec model, and finally present
results and discuss our contributions in the context of NAS research.

2.1.1 Arch2vec
Arch2vec is a variational graph autoencoder introduced by (12). It has a similar

architecture to the variational graph autoencoder (VGAE) introduced by Kipf
and Welling [137] with key differences – first, the GCN layers (100) were replaced
with the more expressive GIN layers (101). Second, while VGAE decodes only the
adjacency matrix, arch2vec proposes a node feature reconstruction method (137).

Formally, VGAE defines the encoder model as:

q(Z|X, Ã) =
N∏︂

i=1
q(zi|X, Ã), q(zi|X, Ã) = N (zi|µi, diag(σ2

i )), Ã = A + AT
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In other words, the model produces an embedding matrix, and each row in
the embedding is a normally distributed vector (137). To obtain it, X and Ã
are passed through GIN layers (Equation 1.4), and finally to two dense layers
that learn to approximate µ and σ. The generative decoder of the node features
and the adjacency matrix is defined as P (X̂, Â|Z) = P (X̂|Z)P (A|Z), assuming
conditional independence of A and X given the latent variable Z. Practically,
there are two reconstruction branches – adjacency matrix is reconstructed via a
dot product of latent vectors (Equation 2.1), and node features are reconstructed
through a dense layer (Equation 2.2) (137, 12).

P (Â|Z) =
N∏︂

i=1

N∏︂
j=1

σ(zT
i zj) (2.1)

P (X̂ = [k1, . . . kN ]T |Z) =
N∏︂

i=1
P (X̂i = ki|zi) =

N∏︂
i=1

P (WZ + b)i,ki
(2.2)

The model weights are optimized through maximizing the variational lower
bound (Equation 2.3) with p(Z) being a Gaussian prior (137, 12).

Larch2vec = Eq(Z|X,Ã)[log P (X̂, Â|Z)] − DKL(q(Z|X, Ã)||p(Z)), (2.3)

To use the embedding at inference, the representation is summed (12).

Arch2vec Results

Arch2vec showed that the embeddings learned in the unsupervised settings
outperform the embeddings extracted from the supervised accuracy predictor.
They demonstrated this in two settings – on performance prediction and in the
search process. For performance prediction, they sum up the embedding matrix of
networks to create a vector embedding, and then train a Gaussian process regressor.
In this setting, the unsupervised embedding achieves a better correlation than the
supervised embedding. At the time of its publication, arch2vec also outperformed
other baselines in NAS in search on NAS-Bench-101, NAS-Bench-201, and DARTS
(59, 20, 28) (for example, BANANAS or REINFORCE (48, 25)) (12).

2.1.2 Input-output information
To extend the architectural representation learned by arch2vec with functional

information, we construct the input-output dataset (IO dataset) that represents
the network behavior on specific inputs. Each sample in the IO dataset is a triplet
(A, x, y), where A is a network architecture, x is an input image, and y is the
corresponding output feature vector produced by A(x).

For the outputs, we could theoretically consider outputs from different layers
of the convolutional network. We choose the layer before the final dense layer and
softmax, after the global average pooling. Compared to 2-dimensional feature
maps, it requires less memory to store and, at the same time, contains more
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information of individual learned features than the logits, which are already
aggregated.

Practically, it would still be hard to work with these as networks with the same
learned function can learn an arbitrary permutation of features. To overcome this,
we propose a weight-based sorting strategy – for a given image, we identify the
correct class and use the corresponding weights of the final dense (classification)
layer to rank the 512 output features. Intuitively, this means that we will get the
most important features for a given class, and ideally, these should be very close
for networks with the same learned representation. We additionally select only
the top 10 most important features, which reduces the number of output values
the network has to approximate and removes noise coming from low-importance
features.

We construct the IO dataset using NAS-Bench-101 architectures (59) trained
on CIFAR-10 (14). We randomly select 608 architectures for training and 77 for
validation. Each selected architecture is trained on the CIFAR-10 train set for 12
epochs. For each trained network, we forward a subset of validation images (a
batch of 1024 images) through the model and extract the output features.

In our paper, we explore the dataset via clustering and demonstrate that
some networks with a similar performance form clusters, especially in the case of
networks with performance over 92%. However, there are also large clusters with
a large variance in validation accuracies (8).

2.1.3 The info-NAS model
To adapt arch2vec to the IO-dataset, we extend the GVAE part with a second

image-processing and embedding branch. Figure 2.1 depicts the architecture –
the left branch is the arch2vec that encodes the graph into an embedding matrix.
We flatten the matrix and pass it into a dense layer, then concatenate it with
the image embedding produced by the convolutional layers. Finally, we pass this
embedding through a dense layer to predict the output features. We name this
extended model info-NAS.

GNN
encoder

dense

image

outputs

GNN
decoder

graph

graph'

CNN

dense

7/4/25, 5:23 PM infonas.svg

file:///Users/gabika/Documents/infonas.svg 1/1

Figure 2.1 Info-NAS architecture – left branch is the same as arch2vec, right branch
processes image and architecture encoding to predict the architecture outputs

The info-NAS model is trained in a semi-supervised manner – for unlabeled
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architectures, we train it the same as arch2vec, optimizing the variational lower
bound (Equation 2.3). For labeled architectures, we add a third term to the loss,
namely the mean square error of the output feature reconstruction (Equation 2.4,
where (A, I, O) is the IO triplet, Ic is the image class, i is the feature index, and
M(A, I) is the output of the right branch).

Linfonas = Larch2vec + 1
n

10∑︂
i=1

(Oi,Ic − M(A, I))2 (2.4)

We provide more details of the info-NAS training pipeline in our paper (8).

2.1.4 Results of Search and Performance Prediction
We evaluated the info-NAS model on two NAS tasks: REINFORCE-based

search (25) and performance prediction, both on NAS-Bench-101 (59). In both
cases, we compare our model with the original arch2vec and include a second
arch2vec baseline trained on the same batches as info-NAS (dropping the label
information). We also include a semi-supervised accuracy model baseline, which
is trained to predict test accuracy directly from architecture embeddings. Its
architecture is the same as info-NAS, only dropping the convolutional layers
and predicting a single scalar instead of output features. We also compare two
embedding variants – using a mean of the latent matrix (1) and the flattened
matrix (2).

Figure 2.2 Performance prediction:
Pearson’s r across sample sizes.

Figure 2.3 REINFORCE search test re-
gret.

Performance Prediction. For performance prediction, we were unable to
reproduce the results of the original Gaussian process regressor. Because of that,
we opted to use a random forest regressor and trained it on embeddings and test
accuracy.

Figure 2.2 shows Pearson’s correlation coefficient across 10 seeds for varying
train set sizes. Surprisingly, the original arch2vec has a poor performance compared
to the model trained on the same batches as info-NAS. We see that the info-
NAS IO model does not hold up to the accuracy model, but still improves when
presented with more train examples, and has a better performance than arch2vec.
The semi-supervised accuracy predictor achieved the overall best performance.
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REINFORCE Search. We ran the REINFORCE search for 100 runs per
model, and we report the test regret across runtime in Figure 2.3. Contrary to
the first experiment, the flattened embedding leads to better performance, and
the original arch2vec ties with IO and accuracy models on final performance.
This shows that evaluating performance predictors in the search process is not
straightforward.

2.2 Graph Neural Network Surrogates for Ge-
netic Programming

In this section, we explore how methods from NAS can enhance a different
field – genetic programming. Graph neural networks have not been used in genetic
programming, and the proposed surrogates used hand-crafted tabular features
(138). First, we shortly describe genetic programming, and the two types of
tasks on which we benchmark the GNN surrogates – symbolic regression and
reinforcement learning. Then, we present the two GNN surrogates and baselines,
and results on the target tasks.

2.2.1 Genetic Programming
Genetic programming is a special case of evolutionary algorithms tailored for

the evolution of trees. Since trees are a more complex data structure than vectors,
it is not possible to use simple operators like one-point crossover or point mutation.
Instead, genetic programming defines node- and subtree-based operators – for
example, single-node mutation, subtree mutation, or swap of subtrees between
two individuals. Furthermore, it is also necessary to impose limits on the height
and branching of the subtree, as the individual size can grow very large during
initialization and after applying genetic operations (called bloat) (139).

A genetic programming individual is an expression tree whose nodes are
selected from the primitive set. Each primitive can be a constant (e.g., the value
3), a variable (the tree can have 1 or more unique variables), or an operator.
Each operator has a pre-defined arity, i.e. how many child nodes it accepts as
arguments, and in case of typed genetic programming, it also defines the input
and output types (139).

2.2.2 Benchmark Tasks
We evaluate our method on two benchmark tasks – symbolic regression and

reinforcement learning.

Symbolic Regression

In symbolic regression, the task is to discover a mathematical expression that
best fits a given dataset. In other words, for a dataset of input variables and
targets (X, Y ), we minimize the loss between the expression output f(x) and y
across all pairs (x, y). The expression is usually represented by an expression tree
(Figure 2.4). It has been shown that the problem of finding the optimal expression
is NP hard (140). Since expressions are represented as trees, genetic programming
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has been used as a suitable black-box optimization algorithm for the problem
(141).

Figure 2.4 An example expression tree.

For our evaluations, we chose four well-established symbolic regression problems
proposed by (142): nguyen-7, keijzer-6, vladislavleva-4, and pagie-1. We used the
logarithm of the root mean squared error (RMSE) as the fitness function, where
the logarithm serves for better scaling for the surrogate model.

Reinforcement Learning

Reinforcement learning (RL) is a special instance of machine learning in which
an agent learns to make decisions by interacting with an environment. This is
typically formalized as a Markov Decision Process (MDP). An MDP is a tuple
(S, A, P, R, γ), where S is the set of possible states, A is the set of possible actions,
P (s′ | s, a) is the probability of transition between states, R(s, a) is the reward
function, and γ ∈ [0, 1] is the discount factor that controls the importance of future
rewards. At each time step, the agent observes a state s ∈ S, selects an action
a ∈ A, receives a reward r = R(s, a), and transitions to a new state s′ ∼ P (· | s, a).
The goal of the agent is to learn a policy π : S → A that maximizes the expected
discounted cumulative reward over time (143).

In our case, we used genetic programming to learn the policy πtree represented
by the expression tree. We model the states s as variables in the tree, and the
output represents the actions a. Since the actions are usually limited to a specific
range, we apply thresholding to transform invalid values to the correct range. The
fitness is defined as the average cumulative reward across five runs with different
random seeds.

We evaluated our setup on all reinforcement learning problems from the classic
control environments in OpenAI Gym. Out of these, only three were not solved
by the evolution (including baselines) almost instantly – MountainCarContinuous,
Acrobot, and Pendulum. We also included the LunarLander environment as an
example of a more difficult environment to solve (144).

Due to a wide range of reward magnitudes, the fitness values in the training
set are transformed using x ↦→ log(1 + (x − min(T ))) for better stability of the
surrogate model training. We also include a specific typed operator for the
LunarLander task – since it requires multi-output actions, we add an operator
that constructs tuples from the output of two subtrees.
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2.2.3 Models and Baselines
We experimented with two GNN variants. The first model is a 3-layer GIN

network, and for network-level prediction, we add a global node to every other
node (101, 99). Although GCN (100) was used more frequently in NAS, we chose
GIN due to its better properties in the isomorphism distinction (101).

The second model is TreeLSTM – a specific variant of the LSTM recurrent
neural network (145) modified for tree structures. During computation, it re-
cursively computes the hidden state of each node as a function of its children’s
hidden states, using a gated recurrence mechanism that generalizes LSTMs to
multiple inputs. This is done in a single upward pass from the leaves to the root,
aggregating the network-level information in the root.

TreeLSTM is similar to the initially proposed recurrent GNNs, but it is simpler,
as it computes the representation via one pass through the graph, whereas recurrent
GNNs iterate multiple times (146, 99). Compared to message-passing GNNs, it
does not propagate the information across all nodes at once. However, it is similar
to the newly proposed FlowerFormer, which introduced topological sorting prior
to iterative asynchronous message passing (106).

Both models use node features represented by one-hot encoded primitives,
along with indicators for constants and variables. Both surrogate models are
trained using either the mean squared error (MSE) loss or a hybrid loss that
combines MSE with a margin ranking loss. The latter is intended to prioritize
the correct relative ranking of individuals, as it is more important than the exact
prediction for practical use in evolutionary algorithms.

As a baseline, we run the genetic programming algorithm without any surrogate
model. Furthermore, Pilát and Neruda [138] introduced a random forest surrogate
model for the symbolic regression benchmarks. They constructed hand-crafted
static features as an input to the random forest, such as tree size, number of
constants, or the minimum value of a constant (138). We use this surrogate as
the second baseline.

2.2.4 Results
In this section, we present the main results of our experiments on the sym-

bolic regression and reinforcement learning benchmarks. The details about the
exact setup of the genetic algorithm, as well as surrogate hyperparameters, are
summarized in the paper (9).

Across both symbolic regression and reinforcement learning benchmarks, surro-
gate models consistently helped reduce the number of required fitness evaluations.

In the symbolic regression tasks, all surrogate-based approaches outperformed
the baseline evolutionary algorithm without a surrogate, especially during the
earlier stages of the run. TreeLSTM-R model achieved the best results on nguyen-
7, keijzer-6, and pagie-1, often reaching target fitness values with nearly half the
evaluations required by the baseline. The RF-based surrogate typically improved
over the baseline only in the early phases.

In the reinforcement learning benchmarks, surrogate models again outper-
formed the baseline in most cases. The GIN model was the most effective overall,
particularly in the Pendulum, Acrobot, and LunarLander environments. In
LunarLander, all surrogate models showed substantial improvements over the
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baseline, with GIN yielding the best performance. For MountainCarContinuous,
no significant differences were observed, as the problem was easily solved by all
variants even before surrogate models were activated.

2.3 Conclusion and Future Directions
In this chapter, we presented two cases of graph neural networks as surrogate

models. First, we proposed an extension of arch2vec called info-NAS, and we
showed that including an auxiliary task in embedding model training leads to
better embedding quality for performance prediction. In the second case, we
demonstrated that other problem classes than NAS can benefit from GNN-based
surrogate models. We showed that using surrogates in genetic programming speeds
up the search process, showing good results on symbolic regression benchmarks
and reinforcement learning.

Info-NAS Our work was not the first application of semi-supervised learning to
NAS, with SemiNAS achieving good results on benchmarks. However, to the best
of our knowledge, we were the first to use semi-supervised graph neural networks
in NAS, and we demonstrated that this auxiliary task can improve the embedding
quality.

Although info-NAS did not achieve state-of-the-art results, the idea of using
some form of information that represents the internal learned function was novel
at that time. Later works on zero-cost proxies, especially TA-GATES (103) and
our extension of BRP-NAS (107, 10), have shown that including this information
outperforms the simple case where we focus only on the graph itself.

The main limitation of the practical usability of info-NAS was the need for
labeled examples, as training hundreds of networks for simple search or performance
prediction use cases is inefficient. Because of that, in our next work, we focused
on performance predictors that achieved a good correlation even at low counts of
evaluated networks (10). However, info-NAS could still be useful in the case of
transfer learning. We could extract IO features from a simple dataset that is fast
to train on and leverage the learned embedding to search on a larger dataset.

Surrogates in Genetic Programming In our work, we have shown that
evolution can greatly benefit from surrogate models even in cases where the
individual is more complex than a vector of numbers. In Chapter 4, we present
another work on evolutionary algorithms, namely the evolution of grammatical
trees. We use surrogates from Chapter 3, as they outperformed simple GNN
surrogates used in NAS. An interesting insight is that TreeLSTM, a simple
GNN that integrates the information in one pass through the tree, matched or
outperformed the GIN surrogate on some benchmarks. This indicates that modern
GNNs tailored to specific graph classes are a promising direction in NAS research
(for example, FlowerFormer (106)).
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3 Zero-cost Proxies and Neural
Graph Features

Zero-cost proxies (ZCP) appealed to the community as fast-to-compute indica-
tors of performance. They enabled performance estimation without any network
training, requiring only one mini-batch pass. In Section 1.5, we presented an
overview of zero-cost proxies and their common use-cases in NAS. In this chapter,
we present an analysis of the reasons for their good out-of-the-box correlation
with validation accuracy. Namely, we discover a crucial bias that casts a shadow
on their performance, as a much simpler proxy achieves the same correlation on
NAS-Bench-201 (20) – the benchmark where zero-cost proxies shine the most (71).

This finding inspired us to define neural graph features, a set of simple-to-
compute properties that can be used as an encoding of the architecture. When
using them together with zero-cost proxies in model-based performance prediction,
we achieve state-of-the-art results across all benchmarks, tasks, and objectives.
Our proposed method is also interpretable and allows us to see that different
network properties are favorable for different task types.

We first provide a short overview of NAS-Bench-Suite-Zero (71), which we
use for our experiments. Next, we present the zero-cost proxy bias analysis.
Then, we introduce neural graph features – GRAF. Finally, we present the results
of our ZCP and GRAF predictor across benchmarks and tasks, along with an
interpretability analysis.

3.1 Zero-cost Proxy Biases
Zero-cost proxies demonstrated a large correlation on some benchmarks, but

degraded on other benchmarks and tasks. The authors of NAS-Bench-Suite-Zero
discovered that some proxies were biased toward specific architectural properties,
such as the convolutions to pooling ratio or the number of skip connections, and
proposed transformations to lessen the impact of this issue. In this section, we
expand on this idea and present an analysis that sheds light on the reason for this
behavior.

3.1.1 NAS-Bench-Suite-Zero
In our analysis, we used the precomputed zero-cost proxy scores from NAS-

Bench-Suite-Zero (71). The scores are provided for all architectures in NAS-
Bench-201 and TransNAS-Bench-101 across available datasets, and for a subset of
architectures from NAS-Bench-101 and NAS-Bench-301 (on CIFAR-10 (14)) (59,
20, 70, 66).

A key insight from this benchmark is that the effectiveness of a proxy varies
widely between tasks. For instance, on CIFAR-10 and NAS-Bench-201, many
proxies (such as nwot, jacov, or synflow) achieve strong correlations with vali-
dation accuracy, exceeding 0.7 in Kendall tau. However, on TransNAS-Bench-101
tasks, the correlation of proxies degrades, with correlations dropping below 0.5
or even becoming negative. For instance, no zero-cost proxy achieves a (positive)
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Spearman rank correlation larger than 0.2 on the autoencoder task. This high-
lights a major limitation of their usability, and, prior to our investigation, the
cause of this degradation was unknown.

3.1.2 The Number of Convolutions
In this section, we present the true cause of the high correlation of some

zero-cost proxies.
To better understand why zero-cost proxies correlate so well with the validation

accuracy, we plot the proxy score against validation accuracy for all networks in a
benchmark. Figure 3.1 shows the NASWOT (nwot) scores (13) for all architectures
in the NAS-Bench-201 search space and CIFAR-10 validation accuracy, and we
can see that some clusters have formed.

Figure 3.1 nwot scores against
CIFAR-10 validation accuracy
(NAS-Bench-201)

Figure 3.2 nwot scores based on the num-
ber of convolutions (CIFAR-10 and NAS-
Bench-201)

We examined networks in individual clusters, and discovered a pattern – all
networks contained the same number of convolutions. In Figure 3.2, we plot the
scores again, this time coloring the networks by the number of 1x1 convolutions
plus 3x3 convolutions in the architecture. The clusters could also be divided into
two groups depending on whether there are more 3x3 or 1x1 convolutions. In
other words, the correlation of NASWOT, the best-performing zero-cost proxy on
NAS-Bench-201, is fully determined by the number of convolutions in the network.

The behavior is even more pronounced for l2_norm, as it is exactly equivalent
to the number of convolutions (Figure 3.3). Next, we focus on networks from the
Trans-NAS-Bench-101 micro benchmark. This set of networks has a large overlap
with the NAS-Bench-201 networks shown in Figure 3.2, only omitting those with
pooling operations. Figure 3.4 shows the NASWOT scores against class_scene
validation accuracy, and it explains the reason behind the low correlation of zero-
cost proxies with Trans-NAS-Bench-101 micro tasks. Specifically, a higher number
of convolutions does not mean a higher performance on these tasks. In a sense, we
could say that the zero-cost proxies overfitted on CIFAR-10 and NAS-Bench-201.

Although the success of zero-cost proxies was dampened by our findings, other
factors still warrant their use in NAS. Not all zero-cost proxies were affected, and
on more complex benchmarks, they could still be a valuable source of information
about the network, as the effect of the number of convolutions was less pronounced
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Figure 3.3 l2_norm scores against
CIFAR-10 validation accuracy
(NAS-Bench-201)

Figure 3.4 nwot scores against
class_scene validation accuracy
(TransNAS-Bench-101 micro)

on NAS-Bench-101, and not directly visible on NAS-Bench-301. In addition, in
the following sections, we will show that they serve as good encodings for tabular
performance prediction.

3.2 GRAF: Neural Graph Features for NAS
Along with the negative result of zero-cost proxy properties, we discovered a

strong positive result – the network performance is closely tied to its structural
properties. If the number of convolutions determines the success of networks on
CIFAR-10, maybe we could discover other network properties that hint at success
in other tasks (e.g., TransNAS-Bench-101 tasks).

Inspired by this, we proposed an encoding based on neural graph features that
we call GRAF. It is a set of graph-theoretical features that capture meaningful
structural properties potentially relevant to performance. For an architecture
graph G = (V, E), where each edge is associated with an operation o, we define
the characteristics as follows:

• op_count_[o] – number of times each operation o ∈ O is used in the
architecture

• min_path_len_[O′] – shortest path length from input to output limited to
a subset O′ ⊆ O

• max_path_len_[O′] – longest path length from input to output limited to
a subset O′ ⊆ O

• in_node_degree_[O′] – degree of the input node (restricted to O′)

• out_node_degree_[O′] – degree of the output node (restricted to O′)

• avg_in/out_node_degree_[O′] – mean input/output degree of intermedi-
ate nodes (restricted to O′)

These are computed across all subsets O′ ⊆ O, allowing GRAF to capture
a fine-grained picture of the network structure. An example feature could be
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in_node_degree_[conv3x3,skip] – the number of convolutions connected to
the input (Figure 3.6), or max_path_len_[conv3x3,skip] – maximum path over
skip connections and 3x3 convolutions (Figure 3.7).

We chose these features with the motivation to capture useful network proper-
ties. For example, the minimum path length over skip connections tells us whether
residual connections are present. On a different note, a maximum path length over
convolutions is essentially the depth of the networks, and node degrees represent
internal branching.

Additionally, for TransNAS-Bench-101 macro, we include coarse-grained fea-
tures – the number of channel increases or strides, and the state of channels/strides
at a specific position in the macro architecture.

3.3 Experiments
In this section, we present the strength of our proposed GRAF encoding –

combined with zero-cost proxies, it is a surprisingly strong network encoding for
performance prediction. We evaluated it across a wide range of benchmarks and
tasks, and compared it to existing predictors, achieving state-of-the-art results.

3.3.1 Performance Prediction and Interpretability
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Figure 3.8 Kendall tau of different encodings, random forest predictor, CIFAR-10,
train size 1024

We evaluated GRAF as input to a random forest regressor, comparing it against
zero-cost proxies, one-hot encoding, and their combinations. Across multiple
benchmarks and sample sizes, GRAF consistently outperforms standalone ZCP
and one-hot encoding in Kendall tau correlation with validation accuracy (Figure
3.9, more results are presented in the paper (10)). The combination of GRAF and
ZCP yields the best results, indicating that zero-cost proxies still capture some
information about the networks complementary to GRAF. On TransNAS-Bench
micro, GRAF often performed on par with ZCP + GRAF, indicating that the
information captured by zero-cost proxies is not useful for this type of tasks
(Figure 3.8).
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Another advantage of our predictor is its interpretability: we analyzed the
importance of the ZCP and GRAF features using SHAP (147), and present a
subset of the results in Table 3.1. We see that for the autoencoder task, the
minimum path through skip connections is important – a finding supported by
previous work by (33). On the other hand, for a classification task, class_scene,
the number of parameters and FLOPS is a good indicator of network performance,
along with the number of convolutions connected to the output.

Table 3.1 The ten most important features on TNB101-micro (autoencoder and
class_scene datasets) from ranking based on Shapley values computed from random
forest trained on 1024 training samples with ZCP+GRAF.

TNB101-micro - autoencoder TNB101-micro - class_scene
Feature name Mean rank Feature name Mean rank
min path over skip 0.00 params 0.28
jacov 1.00 flops 0.72
fisher 2.00 Average out deg. - C3x3 2.48
min path over [skip,C3x3] 5.50 Average out deg. - [zero,skip,C1x1] 2.52
snip 5.58 Average in deg. - [zero,skip,C1x1] 4.32
min path over [skip,C1x1] 5.64 Average in deg. - C3x3 4.68
grad_norm 6.64 number of C3x3 6.00
zen 8.08 synflow 7.30
grasp 9.34 Input node degree - [zero,C1x1] 9.34
l2_norm 9.74 Input node degree - [zero,C1x1,C3x3] 9.42

Beyond validation accuracy prediction, we evaluate GRAF on hardware metrics
(energy, latency, and other objectives from HW-NAS-Bench (4)) and robustness
tasks on NAS-Bench-201 (introduced by Jung et al. [64]). ZCP + GRAF proves
effective even with small training budgets and across all tasks and objectives.

3.3.2 Comparison with Performance Predictors
Following the comparison of performance predictors presented by White et al.

[7], we evaluate three variants of ZCP + GRAF in the same setting, and compare
them against the other predictors. Figure 3.10 shows the results across different
train sample sizes for NAS-Bench-201 and CIFAR-10, and we see that ZCP +
GRAF is significantly more sample efficient than all predictors presented in the
survey. This result holds for the other benchmarks, as we show in our paper (10).

We also compared our method with GNNs. First, we evaluated BRP-NAS
combined with ZCP and GRAF encoding (107). Its correlation improved over the
original BRP-NAS on most benchmarks, and the model even achieved the best
overall results on NAS-Bench-301 and CIFAR-10. Compared to TA-GATES, the
random forest trained on ZCP + GRAF outperforms it on smaller sample sizes
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Figure 3.10 Performance prediction across train set size, NAS-Bench-201 and CIFAR-
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but is slightly worse when more than 1000 networks are trained. This indicates
that GNNs still have the potential to outperform a simple feature-based encoder.

When passed to a random forest predictor, the ZCP + GRAF encoding also
leads to better results than the arch2vec encoding (12), NASBOWL (although in
a random forest setup, as we did not benchmark it in a BO-based setting) (44),
and the path encoding (48).

3.3.3 Usage in NAS Search
To assess practical utility, we benchmark ZCP + GRAF predictors against

other performance predictors in a Bayesian optimization setting, following the
experimental setup of White et al. [7]. We performed search experiments on
NAS-Bench-201 and ImageNet16-120 (Figure 3.11 – CIFAR-10). GRAF-based
predictors outperform standard baselines in terms of sample efficiency and final
performance, often matching or exceeding the best NASLib predictors while being
substantially faster and easier to train. On CIFAR-10, we match SemiNAS in
the late search stages, indicating that complex methods are more effective when
presented with a sufficient amount of data. However, often the budget allows us
to evaluate only a small number of networks, where our method can provide an
efficient estimate of performance.

3.4 Conclusion and Future Directions
In this chapter, we discovered a crucial bias in zero-cost proxies – some of

them are directly proportional to the number of convolutions. Based on these
findings, we proposed GRAF, a new class of simple and interpretable architectural
features. We show that GRAF combined with zero-cost proxies and a random
forest predictor achieves state-of-the-art results across multiple NAS benchmarks,
tasks, and objectives.

Our work provided valuable insight into the field of zero-cost proxies, as prior
to our analysis, it was unknown why their performance was so good despite their
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simplicity. We hope that our work is a step forward to zero-cost proxies tailored
to tasks beyond image classification, and to the interpretability of what makes
architectures good. Importance analysis can also provide valuable insights to
the search itself. For example, we could prune the search space based on what
architectural features are not relevant to the task or even harmful.

On NAS-Bench-201, GRAF has been since its creation outperformed by
FlowerFormer (106). Nevertheless, it is still an interpretable method with strong
performance across task types. In future work, it could enhance graph neural
networks or serve as a strong baseline to guide the research of NAS performance
predictors.
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Figure 3.11 Bayesian optimization search, NAS-Bench-201 and ImageNet16-120.
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4 Transferrable Surrogates in an
Expressive Search Space

After years of NAS research, the limitations of cell-based search spaces became
apparent. Their design space was small enough to allow for efficient search,
yet too limited for the discovery of truly novel architectures. To address this,
Ericsson et al. [6] proposed the einspace, a very expressive search space based on
a context-free grammar. This design made it possible to represent a wide variety
of architectures, including convolutional neural networks or transformers.

However, with an expressive search space comes a great challenge – how do
we speed up the search? Performance estimation methods in cell-based search
spaces often took advantage of the fixed structure, representing an architecture
with a simple one-hot encoding. This is not possible for architectures with widely
varying sizes and layouts.

In this chapter, we propose the first performance predictors for an expressive
search space. We adapt the ZCP + GRAF encoding from Chapter 3 to the
large number of operations in einspace, and use it as input to a random forest
predictor. We also evaluate language models that accept a string-based encoding
of the architectures. We also investigate the effect of transfer learning on the
performance of the surrogates.

We first introduce the einspace, describing the details of its grammar, and
describe the Unseen NAS datasets and the two proposed surrogates. Then, we
present results of performance prediction, looking at both single-dataset and
transfer learning settings. Finally, we evaluate the surrogates in search on the
Unseen NAS tasks.

4.1 Einspace
In this section, we present einspace, the search space based on probabilistic

context-free grammars (6). We will first introduce the context-free grammars,
and then present the rules and operations that define the search space. Finally,
we will describe the tasks from Unseen NAS, as they serve as an evaluation
framework for einspace and our surrogate models. einspace was also evaluated
on NAS-Bench-360 (60), but we limit our evaluations only to the Unseen NAS
datasets (6).

4.1.1 Context-free Grammars
A context-free grammar (CFG) is defined as a tuple (N, Σ, R, S), where N

and Σ are finite sets of non-terminal and terminal symbols respectively, R is a
set of rules – each rule maps a non-terminal n ∈ N to a string of non-terminal or
terminals n → (N ∪ Σ)+, and S is the starting symbol. We generate strings by
recursively applying the rules to strings, starting with the rules that contain the
starting symbol S, and finishing when only terminals appear in the string. The
set of all strings that can be generated by the CFG is a context-free language (6,
148).
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An extension of CFG, the probabilistic context-free grammars (PCFG), asso-
ciates each rule with a probability, which influences the generation process and
allows us to favor some string sequences over others (6).

In NAS, the CFG can be used for search space definition, allowing for more
expressivity compared to cell-based search spaces, but also limiting the search
space to meaningful architectures. In hierarchical NAS, the CFG defines higher
level concepts like cells, the overall macro structure, or residual connections (34).
In the following section, we will describe the grammar that defines the einspace
search space.

4.1.2 Search Space Definition
The fundamental operations in einspace are organized into four semantic

categories, based on the function’s role:

• Branching: One-to-many operations like clone and group, which replicate or
split tensors for parallel processing. This enables to design, e.g., a multi-head
attention.

• Aggregation: Many-to-one operations like add, concat, and matmul that
merge outputs from parallel paths. For example, skip connections or atten-
tion mechanisms use these operations to fuse features.

• Routing: One-to-one operations that change the layout or shape of tensors
without altering content. This includes functions such as permute, im2col,
and col2im, which facilitate structured transformations like convolutions
and patch embeddings.

• Computation: Parametric or non-linear operations that modify tensor con-
tent, including linear layers, norm, relu, softmax, and positional encoding.

Based on these operations, Ericsson et al. [6] define the following einspace
grammar:

S → M M | B M A | P M R
M → M M | B M A | P M R | C
B → clone | group
A → matmul | add | concat
P → identity | im2col | permute
R → identity | col2im | permute
C → identity | linear | norm | relu | softmax | pos-enc

Looking at the first two rows, we can see that modules are constructed by
composing the four operation types into four macro patterns:

• Sequential modules – linear operations stacks

• Branching modules – branched computation subsequently merged in one
output

46



• Routing modules – represent operations such as convolution or patch em-
bedding from transformers

• Computation modules – a single atomic transformation.

The grammar is expressive enough to represent many commonly used op-
erations. A convolutional block with a skip connection is derived through a
combination of routing, computation, branching, and aggregation modules. An-
other example, dense networks, are easily represented as a sequential chain of linear
computation modules and activations. The grammar also controls the generation
of validity by embedding parameters (e.g., tensor shape) into the sampling process.

4.1.3 Unseen NAS Datasets
To evaluate the potential of the proposed search space, the authors run a search

over einspace architectures trained on the Unseen NAS benchmark tasks(61), a
recently introduced suite of eight classification tasks across diverse data modalities.
This benchmark is specifically designed to test the generalization ability of NAS
methods beyond conventional computer vision datasets, and includes both easy
and difficult problems for humans to solve.

The tasks include four vision datasets – AddNIST, MultNIST, CIFARTile, and
GeoClassing. AddNIST and MultNIST are modifications of the MNIST dataset
(149), where each channel contains one number, and the label is an addition or
multiplication modulo 10, respectively. CIFARTile represents four CIFAR-10 (14)
in a 2x2 grid, and the target label is the number of classes present in one input
image. In other words, the network has to identify which images have the same
class. Finally, Geoclassing requires the network to identify the country in which
the input image was taken.

There are two language datasets encoded as 2-dimensional images, where one
axis denotes the character position in a word, and the second denotes the character
index. The first task, Language, requires the network to classify words into one of
ten languages. The second task, Gutenberg, requires the network to identify one
of 6 authors who composed the encoded sentence.

Finally, there are two additional tasks – the first is from the audio domain,
Isabella, and the task is to identify the era of music composition based on a
spectrogram. The second is Chesseract, a classification of chess positions into win,
loss, and draw.

4.2 Performance Prediction for einspace
We propose two surrogate models for speeding up the search in einspace.

Zero-cost proxy and GRAF Surrogate The first surrogate is the model we
proposed in Chapter 3, a random forest trained on the ZCP + GRAF encoding
(10). However, due to the large number of operations in einspace, it would be
intractable to compute all subsets of the operation set. To address this issue, we
propose a new definition of the path lengths features: the minimum/maximum
path length is the shortest/longest path from input to output that contains a
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given operation. For node degrees, we consider only a single operation and include
only input/output node degrees, as our initial experiments found no benefit
in using average degrees. In addition to GRAF, we incorporate the zero-cost
proxies introduced by Abdelfattah et al. [80] – grad_norm, snip, grasp, fisher,
jacob_cov, plain, and synflow.

Language Model Surrogates We represent each architecture as a grammar-
derived string and fine-tune LMs (e.g., ModernBERT, LLaMA3) to regress its
performance. We also experiment with few-shot learning via PP-style prompting.

The second class of surrogates is pretrained language models. To obtain a
suitable input in string format, we convert the architectures in einspace into a
grammatical derivation tree. This representation fully describes the architecture
and its parameters, and can be easily serialized into a string. We use this
representation in the PP Prompt format introduced by Jawahar et al. [150], and
provide more details in the paper (11).

We evaluate a range of models, including ModernBERT (15) and RoBERTa
(151), Llama3.2 models (152), and Qwen2.5 models (153) (more details provided
in the paper (11). We fine-tune all of the models in a supervised manner, and we
also use the Llama and Qwen models in a few-shot setting.

4.3 Experiments on Unseen NAS
To assess surrogate performance on a single dataset, as well as in transfer

learning from other datasets, we proposed three evaluation settings:

IID Setting This experiment aims to simulate the performance of surrogates in
a search setting. The predictors are trained and evaluated on a single dataset. We
fit the model on early architectures sampled during the search (starting with the
initial population), and predict the performance of the future individuals. This
setting evaluates how well the surrogate generalizes to the individuals encountered
in the future phases of the search.

Leave-One-Out (OOD) Setting To test zero-shot task transfer, we train
surrogates on N − 1 datasets and evaluate them on the remaining one. We
standardize the accuracy distributions across the datasets to unify the performance
labels.

Combined Setting This hybrid setup uses both the transfer data from N − 1
datasets and early search data from the target task. The surrogate is updated
as new samples become available during the search. This simulates the practical
use case where we leverage both information from prior turns and adapt to a new
task.

We first evaluate our proposed surrogates on offline performance prediction –
pre-computed architecture and performance pairs across all Unseen NAS datasets
and CIFAR-10 (61, 14). We test the surrogates in the IID and OOD settings, and
then evaluate them in a search setting. We provide here a brief overview of the
main outcomes, and provide full results in the paper (11).

48



4.3.1 Offline Evaluation
IID Setting

We first evaluated our surrogates on CIFAR-10. ModernBERT-large con-
sistently achieved the correlations with ground-truth accuracy, while smaller
fine-tuned LLMs performed slightly worse. On the other hand, the performance
of LLMs in a few-shot learning setting was poor. The random forest trained on
ZCP and GRAF had a lower correlation than the language models. Based on
these results, we use ModernBERT-large in subsequent experiments and choose
the random forest trained on ZCP + GRAF as a lightweight baseline.

Additionally, we tested the surrogates in a simple transfer setting – we trained
on one dataset and computed rank correlation for a different dataset. In this
setup, training on CIFAR-10 lead to the highest correlation on the other datasets,
especially when transferring to vision tasks. On the other hand, cross-domain
transfer was more difficult, as surrogates trained on language datasets struggled
with vision tasks.

Leave-One-Out Transfer

We show the results in Table 4.1. Compared to transfer learning from a
single dataset, the leave-one-out setting led to higher correlations. However, the
correlations for Isabella were very low, indicating that for a misaligned task, it is
not easy to achieve a good performance even when transferring from a diverse set
of tasks.

Table 4.1 Correlation on the Unseen NAS datasets for Leave-one-out surrogates with
percentile normalisation.

ModernBERT-large Random Forest
Eval Tasks Spearman Kendall Spearman Kendall

AddNIST 0.773 0.625 0.671 0.500
Language 0.610 0.433 0.623 0.450
MultNIST 0.798 0.625 0.722 0.533
CIFARTile 0.629 0.444 0.558 0.374
Gutenberg 0.835 0.658 0.816 0.643
Isabella 0.273 0.186 0.308 0.211
GeoClassing 0.661 0.475 0.693 0.504
Chesseract 0.545 0.384 0.599 0.423

4.3.2 Evolutionary Search Results
Evolutionary Search Setting

We follow the evolutionary search setup used in einspace with some modifi-
cations. We first sample an initial population and use it to fit the surrogate model.
Then, different from the einspace setup where only one offspring was sampled,
we mutate n architectures. We then use the surrogate to select k most promising
individuals. This setup helps us to avoid selecting suboptimal individuals, as the
surrogates are inaccurate, and sampling only one individual would not necessarily
move the search forward.
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Figure 4.1 Search results using different surrogates – validation accuracies across
iterations of the search, with the mean and standard error across three seeds.

We also include a random baseline where k individuals are chosen uniformly
from the n mutated architectures, for a fair comparison with the evolution without
a surrogate.

Search on Unseen NAS

In the search setting, ModernBERT-large achieves the best test results for most
datasets, while random forest shows mixed results – sometimes it outperforms
the baseline, sometimes it falls below it. The transfer variant of RF also had a
variable performance, but it achieved the best results on MultNIST.

We show the validation accuracy during the search for all Unseen NAS tasks
and CIFAR-10 in Figure 4.1, and present the full results in the paper (11).

4.4 Conclusions and Future Directions
In this chapter, we proposed the first surrogate models for an expressive search

space – einspace. We showed that they can speed up the search for tasks beyond
CIFAR-10, evaluating it on tasks from the Unseen NAS benchmark. Moreover,
we have shown that transfer learning across diverse tasks can aid in performance
prediction, including when using surrogates in a search setting.

Both introduced surrogates, ModernBERT and random forest trained on ZCP
+ GRAF achieved a better performance than the baseline on most tasks. We
showed that the ModernBERT surrogates achieve the overall best results, although
the random forest trained on ZCP and GRAF encoding also provided good results
for some tasks.

Although the transfer learning helped to increase the correlation on held-out
tasks, transfer across modalities was challenging, and the performance on the
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Isabella dataset was poor. Future work could explore what other tasks we can
leverage for efficient transfer and experiment with different seeding architectures
to provide a good start for the evolution.

An important next step would also be to expand the surrogates for multi-
objective scenarios, including hardware constraints and robustness. That way, we
can propose novel architectures tailored to practical use-cases.
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Conclusion
In this thesis, we contributed to the research of performance predictors in

neural architecture search in different search spaces, tasks, and objectives.
We explored the use of graph neural networks (GNNs) as surrogate models.

First, we introduced info-NAS, a semi-supervised extension of arch2vec that
incorporates an auxiliary task – predicting network outputs given an input mini-
batch. We have shown that the semi-supervised approach led to better embedding
quality for performance prediction compared to the original arch2vec. Second, we
applied GNN surrogates to a different domain – genetic programming – where we
benchmarked GIN and TreeLSTM models on symbolic regression and reinforcement
learning tasks. Both models improved search efficiency, with TreeLSTM in
particular showing strong results despite its simplicity.

Next, we moved towards zero-cost proxies, a popular class of performance
estimators requiring only a single mini-batch pass through a randomly initialized
network. We revealed a hidden bias behind their success: their high correlation
with accuracy on benchmarks like NAS-Bench-201 was largely dependent on the
number of convolutional layers. This casts doubt on their generalizability across
tasks and benchmarks. However, it also revealed a key insight – network structure
itself carries a strong signal about performance. Based on our findings, we intro-
duced GRAF, an encoding based on simple neural graph features. When combining
GRAF with zero-cost proxies (ZCP + GRAF) and a random forest predictor, we
achieved state-of-the-art performance on multiple NAS benchmarks, including
classification, robustness, and hardware-aware tasks, while being lightweight and
interpretable.

Finally, we evaluated surrogate predictors in an expressive grammar-based
search space – einspace. We were the first to propose surrogates for a search
space where architectures are no longer fixed-size graphs, limiting the usability of
one-hot encoding-based surrogates. We evaluated the ZCP + GRAF predictors
and a novel language model surrogate on the Unseen NAS benchmark – a diverse
set of tasks spanning vision, language, or audio domains. We showed that fine-
tuned language models such as ModernBERT perform best overall, but that the
ZCP + GRAF predictor remains competitive on some tasks. We also showed that
performance predictors can benefit from transfer learning, even though transfer
across different data modalities remains challenging. We demonstrated that these
surrogates can speed up evolutionary search and achieve improved results across
all Unseen NAS tasks.

To summarize, this thesis presents research on how performance predictors can
support NAS across a wide range of search spaces and tasks. We demonstrate that
even simple models, when paired with the right encoding, can be strong baselines
– and that more complex models like language models are a promising direction
for expressive search spaces. As NAS continues to evolve beyond cell-based search
and into broader design spaces, we hope these insights and tools help guide the
development of fast, interpretable, and generalizable search methods.
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The Future of NAS
During our work, the research field of NAS has evolved. For instance, ZCP +

GRAF is no longer the state-of-the-art, as the recent GNN FlowerFormer reached
a better performance on some tasks (106). However, the GRAF-based predictor
still remains a strong, interpretable, and cheap baseline.

With the introduction of large pretrained models like GPT-4 (154) or Llama
3 (152), the interest has shifted from searching for optimal wiring to adaptation
of large models. Because of that, traditional benchmarks paired with black-box
optimization methods became less practically useful, as it is not possible to train
several instances of the large models. However, NAS remains relevant. For large
models, it provides tools for task adaptation and large model compression (4,
5). Performance predictors can play a key role in speeding up these tasks, for
example, as latency predictors or as sub-network performance predictors.

Outside the field of large models, NAS can help us discover novel architectures
that adapt to specific niche tasks or even supersede existing state-of-the-art
architectures like transformers. To do so, we need to move away from cell-based
search spaces and move back to less limited search spaces – but this time, informed
by years of research on efficient speedup methods and insights into search space
design. Flexible search spaces like einspace are the first step in that direction (6).
Our work has helped to reduce the training and evaluation cost, which is a key
limiting factor for NAS in a large, expressive search space. We hope that future
works will bring the dream of ‘the next transformer’ discovered by NAS closer.
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A Attachments
We attach the four papers (8, 9, 10, 11) that we summarized in Chapters 2, 3,

and 4.
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