This thesis advances neural architecture search (NAS), a subfield of AutoML aiming
to discover optimal neural network architectures. We focus on performance predictors
— surrogate models that estimate performance without full training, enabling reduction
of the search costs of NAS. We first propose info-NAS, a semi-supervised graph neural
network surrogate, and extend GNN-based predictors to genetic programming. Next, we
uncover a key bias in popular zero-cost proxies and introduce GRAF, a set of interpretable
graph features that, combined with zero-cost scores, achieves state-of-the-art correlation
with performance. Finally, we present the first surrogates for the expressive grammar-
based search space einspace, adapting GRAF-based predictors and introducing language
model surrogates. We demonstrate their transferability and effectiveness in reducing
search costs. Together, these contributions enhance the efficiency, interpretability, and
practical usability of NAS performance predictors.



