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1 Introduction
Video games span a wide variety of genres. These genres help group similar

games together, making it easier for players to discover games they might enjoy
and for developers to find an audience for their creations. Game genres generally
do not have strict definitions; rather, they are characterized by how people use
them to describe and categorize games.

A common approach to creating original games is to combine multiple estab-
lished genres to form something unique. To the Core is one such game, blending
the Sandbox and Roguelike genres.

1.1 Sandbox
The term Sandbox is often used to describe games that allow significant freedom.

It may refer to games with no defined objective where players create their own
goals, or to games with highly modifiable environments. In this thesis, Sandbox
refers to a subgenre often called Sandbox Survival Crafting, or a variation thereof.

This genre centers around collecting resources and using them to craft new
tools and equipment. A highly successful example is Minecraft, which exemplifies
a true Sandbox experience. It lacks a clear objective, allowing players to decide
their own path and purpose.

Another influential example—and one that To the Core draws heavily from—is
Terraria. Although it may initially appear to be a 2D version of Minecraft, the
two differ significantly. Terraria offers a more structured progression and stronger
emphasis on combat. It features numerous bosses that serve as milestones in
the game’s progression. Defeating a boss unlocks new content and often causes
fundamental changes in the world.

The core gameplay loop of Terraria involves gathering resources, using them to
craft equipment, defeating bosses to unlock stronger enemies and better resources,
and repeating the cycle.

1.2 Roguelike
The term Roguelike originates from the 1980 game Rogue. Rogue is a turn-based

dungeon crawler in which players explore procedurally generated environments
filled with enemies and items. It introduced the concept of permadeath, meaning
players must start over with a new character upon death. The dungeons, along
with the placement of items and enemies, are generated randomly each run,
ensuring that no two playthroughs are identical [1].

This combination of features—permadeath and procedural generation—has
come to define the Roguelike genre.

Rather than mastering a fixed layout, players must adapt to random conditions
and improvise their way through unpredictable challenges. These games typically
offer high replayability due to their inherent variability.
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1.3 Combining Genres
While Sandbox and Roguelike games share similarities—most notably, pro-

cedural generation—they also differ significantly. The key differences lie in the
presence of permadeath and the typical playtime structure.

Sandbox games emphasize shaping and customizing the world. Players often
invest dozens of hours into a single world. In that context, permanent loss of
progress through permadeath can be frustrating. For this reason, permadeath
is usually an optional feature, often referred to as hardcore mode, and not the
standard experience.

A Sandbox game with permadeath, such as Minecraft or Terraria in hardcore
mode, might appear to satisfy the definition of a Roguelike: procedural generation,
item collection, and permanent death. Yet, these games are rarely classified as such.
This is likely due to how they are played. Even with permadeath, the gameplay
loop of a Sandbox title revolves around building and shaping the world—not
simply surviving to complete a run.

1.4 To the Core
World To the Core is a 2D game set on a square tile grid. The world is narrow
horizontally but deep vertically, divided into three distinct layers. Each layer
features a unique procedurally generated cave system and consists of different
materials. Each also contains its own ore type, with coal appearing across all
layers. Deeper layers host tougher enemies and yield better rewards.

Items Chests scattered throughout the world contain equipment. Most items
belong to a specific tier. Tier 1 items appear in the first layer, tier 2 in the second,
and so on. This progression ensures that advancing deeper yields more powerful
items. Players can also craft equipment using ore, with higher tier ores producing
stronger gear.

The game includes a simple inventory system and a crafting mechanic. There
are several item types: pickaxes for breaking tiles, tile items for placing new tiles,
weapons and equipment, and resource items used exclusively in crafting.

Lighting The game features dynamic lighting. The underground environment
is dark, requiring players to carry torches made from coal to illuminate their
surroundings.

Goal Players begin on the surface and must dig downward to reach the bottom
of the world. Initially, they possess a pickaxe that can only break tiles in the first
layer. To progress, players must acquire better pickaxes to penetrate deeper layers.
The bottommost tiles are made of tier 4 material, which can only be broken with
a tier 4 pickaxe. Reaching the bottom is not enough—players must also obtain
the necessary tool to break through. Once they do, they can fall out of the map
and complete the game.
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Relation to genres To the Core clearly incorporates Sandbox elements such
as tile-based world modification and crafting. It also employs Roguelike elements
like permadeath and procedural generation. These features alone are not unique—
permadeath and procedural worlds exist in other games as well. What sets
To the Core apart is the player’s clear goal: to dig to the bottom. This objective
ensures forward momentum. Because players rarely remain in one area for long,
they are not incentivized to build or maintain permanent structures. While tile
placement and destruction are possible, they serve gameplay needs rather than
customization. This departure from world maintenance is what distances the
game from Sandbox titles and places it closer to the Roguelike genre.

1.5 Similar Games
Few games blend the Sandbox and Roguelike genres in the same way as

To the Core. We can group similar games into two categories: Sandbox games
with some Roguelike elements, and Roguelike games with some Sandbox elements.

Sandbox with Roguelike elements As discussed earlier, Terraria offers an
optional hardcore mode with permadeath. In that sense, it shares some Roguelike
features. However, its focus remains on building and maintaining a persistent
world. To the Core shares similarities with Terraria in short-term gameplay, but
diverges over the course of a full playthrough due to its lack of permanence and
emphasis on progression.

Roguelike with Sandbox elements More interestingly, many Roguelike games
borrow Sandbox mechanics, though each does so in a different way.

Spelunky and Noita are Roguelikes with destructible, grid-based environments.
However, these games grant limited control over world modification. Players
typically cannot place tiles, and even tile destruction is restricted, either by
resource limitations or availability. Tile destruction serves mostly as a traversal
aid rather than a core gameplay mechanic. These games lack resource harvesting
and crafting systems.

Magicite and Muck are Roguelikes that include crafting systems. Players can
gather resources and use them to craft equipment. However, these resources are
gathered from static world objects like trees or rocks, not from modifiable tiles.
The terrain remains largely immutable.
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2 Game Design
2.1 Design Goals

As the primary goal of the project is to combine the Sandbox and Roguelike
genres, the game design must support features characteristic of both. To the Core
should simultaneously offer the freedom and creativity associated with Sandbox
games and the replayability and challenge of Roguelikes.

To evoke the feel of a Sandbox game, the player must be given a high degree of
freedom. The world should be open to exploration, allowing the player to progress
at their own pace. Resource collection should play a central role, and players
should be free to decide how to use the materials they obtain.

To capture the essence of a Roguelike, the game must emphasize replayability,
challenge, and a relatively short playtime. Each run should feel unique through
procedural generation or variation in gameplay. While the game should be difficult,
it must also be fair. Player deaths should be understandable and serve as learning
opportunities. A successful run should always be achievable, but not without
mastering the game’s systems. Ideally, the player should reach further with each
attempt until they eventually complete a full playthrough.

Shorter play sessions are also essential due to the inclusion of permadeath.
Since dying resets all progress, excessively long runs can lead to frustration. A
typical playthrough of To the Core is designed to last approximately 1–2 hours.

Many of the design choices were guided by general game design principles such
as clarity, discovery, and meaningful choice, as described in Schell’s The Art of
Game Design [2].

2.2 Progression
The player begins with a weak rusty sword and a basic pickaxe, which can

only break tiles from the first layer of the world. Progression is driven by two
complementary systems: one inspired by the Sandbox genre, and the other by the
Roguelike genre.

The Roguelike path to improvement involves finding chests randomly scattered
throughout the world and looting them for equipment. In contrast, the Sandbox
approach allows the player to mine ore and craft their own gear. Crafted equip-
ment is generally weaker than gear found in chests, but crafting offers a more
predictable and reliable path to power. This duality ensures that the player can
always become reasonably strong—even without finding any chests—while still
encouraging exploration and risk-taking to discover superior loot.

Advancing to deeper layers of the world is essential for finding stronger enemies,
richer ore, and better loot. However, to mine the tiles of a deeper layer, the player
must first acquire a more powerful pickaxe. While it is theoretically possible to
descend through a layer without breaking a single tile, doing so is impractical
and discouraged. Because the world is procedurally generated, cave systems are
not guaranteed to connect every part of a layer. Furthermore, to reinforce the
importance of acquiring a stronger pickaxe, the player is restricted from placing
solid blocks in areas they cannot mine.
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There are two ways to obtain a better pickaxe. The primary method is to clear
the dungeon located within each layer, where a stronger pickaxe can always be
found. Alternatively, pickaxes can be crafted, but doing so requires ore from the
next layer—ore that cannot be mined without the very pickaxe needed to access
it. To resolve this seeming paradox, the game includes indirect ways of acquiring
the advanced ore. Certain enemies fire explosive projectiles capable of breaking
tiles, which the player can exploit to expose ore. Additionally, some chests contain
items made from advanced materials, which can be “decrafted” into usable ore.

While traversing a layer, players can usually place solid tiles to shield themselves
from enemies. In theory, this mechanic could allow a player to complete the game
without engaging in any combat. However, to prevent complete avoidance of
conflict, the restriction on placing blocks in unmineable areas ensures that enemies
must be confronted. Dungeon tiles, in particular, cannot be mined until the
player obtains the corresponding pickaxe, meaning the player cannot hide during
dungeon encounters. If the player skips a dungeon and advances to the next
layer, the inability to mine tiles there will once again prevent them from placing
protective blocks, forcing them into further confrontations.

This structure establishes a clear gameplay loop: explore a layer, loot chests,
mine ore, clear the dungeon to acquire a stronger pickaxe, and descend to the next
layer. Once the player obtains the final pickaxe, they can complete the game by
breaking through the bottommost row of tiles and escaping the world by falling
through the map.

2.3 World
The game’s world is one of the most critical components of its design. It must

be open and engaging to explore in order to satisfy the Sandbox aspect, while also
being procedurally generated to ensure variety and replayability in line with the
Roguelike genre. At the same time, the world should not be excessively large, as
overly long playthroughs would clash with the intended short session length.

2.3.1 General Layout
The world is vertically divided into three layers, which function as distinct

levels and serve as key progression milestones. Each new layer introduces a step
up in difficulty and features a visually distinct environment to make the transition
between layers obvious. Vertically, each layer occupies one quarter of the world,
with the top quarter left empty to provide some initial breathing room and vertical
traversal space.

Horizontally, the world is designed to wrap seamlessly. Although horizontal
traversal is not the player’s primary direction of travel, encountering hard world
boundaries can feel artificial and immersion-breaking. To avoid this, the world
loops horizontally—when a player reaches the far right edge, they reappear on
the left, and vice versa. This wraparound must be entirely seamless to preserve
the illusion of an infinite world.

To prevent exploration from becoming monotonous, there is intra-layer vari-
ation through randomly generated structures. Two major types are currently
implemented:
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Mini-Biomes Mini-biomes are optional subregions within certain layers, made
from unique tiles and backgrounds. They contain distinct enemies and loot, offering
a high-risk, high-reward opportunity for players who choose to explore them. These
enemies are typically more powerful than those found in the surrounding layer.
The moss biome appears in the first layer, while the ant nest biome can be found
in the second.

Dungeons Dungeons consist of rooms and corridors populated with enemies
and loot from the next layer. Each layer contains two dungeons: a smaller optional
one in the upper half and a larger mandatory one in the lower half. The larger
dungeon always includes a special pickaxe chest, which holds the tool necessary
to mine into the next layer.

2.3.2 Enemy Placement
There are two main approaches to enemy placement: static spawning and

dynamic spawning.

Static Spawning With static spawning, all enemies are placed during world
generation. This provides a high degree of control and allows for complex placement
algorithms, since performance is not a concern at this stage. Additionally, because
enemy locations are tied to the world seed, identical seeds would produce identical
enemy placements—an appealing feature for practice or competitive modes.

However, static spawning has significant drawbacks. Managing thousands of
enemies throughout the entire game is resource-intensive, even if most are inactive.
While optimizations can reduce updates for distant enemies, the system still must
track every one of them.

Dynamic Spawning Dynamic spawning occurs during gameplay and is thus
constrained by performance considerations. However, this method offers better
control over the number of active entities. Enemies can be spawned near the
player as needed, and distant ones can be safely despawned, resulting in more
efficient resource usage.

To the Core uses dynamic spawning to improve performance. The main downside
is that enemy placement is not tied to the seed, so identical seeds do not produce
identical runs. While this is not a problem for general gameplay—since Roguelike
games typically do not support deterministic replays—it does mean that consistent
enemy configurations are unavailable for practice.

One remaining design challenge is preventing enemies from respawning in
areas the player has already cleared, which can feel frustrating. This is addressed
by tying enemy spawning to the game’s lighting system. Because players must
illuminate areas to explore them, enemies are prevented from spawning in any tile
that has received light during the current run. This can be based on either the
current light value or the maximum historical light value for a tile.

Using the current light value would allow players to farm enemies by keeping
areas dark, which may suit a Sandbox game but contradicts the forward-driving
nature of a Roguelike. Therefore, To the Core uses the maximum light value: once
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a tile has been lit, it is permanently marked as explored and excluded from future
spawns. This ensures that cleared areas remain safe and encourages continued
progression.

2.3.3 Loot
There are two primary ways to acquire loot: finding it in chests or purchasing it

from shops. Chests are the more common source, while shops appear occasionally
and offer a selection of three visible items, each with a price in coins. Coins are
earned by defeating enemies.

Loot is generated during world creation. The current system randomly selects
empty tiles with solid tiles beneath them as potential chest locations. This chance
is higher in dungeons. After a tile passes the chest check, a loot table is chosen
based on the layer, and there is a small chance that the chest will be replaced by
a shop.

Although effective, this system has several limitations. Shops take up three
tiles, unlike single-tile chests, which can result in one of the items spawning inside
a wall. Rarely, shops or chests may also spawn too close together, causing overlap.

Another issue is uneven chest distribution. Occasionally, a small cave might
contain multiple chests, while a large one may have none. One potential improve-
ment would be to implement a spacing system that ensures chests are more evenly
distributed across the world, improving consistency and rewarding exploration
more fairly.

2.4 Lighting
The primary purpose of the lighting system is to prevent the player from

seeing through walls. Without such a system, all tiles, chests, and enemies within
the visible screen area would be exposed, removing the sense of discovery and
reducing the importance of exploration. Lighting ensures that only previously
explored areas are visible, reinforcing exploration as a central gameplay mechanic.

However, the system must still allow limited visibility through walls to help
the player locate resources such as ore and coal. Complete opacity would hinder
strategic planning and resource gathering.

Each tile maintains a light value that determines its visibility. This value is
highest at the position of a light source and gradually decreases with distance.
Crucially, light attenuates more rapidly when passing through solid tiles than
through air. This ensures that a single light source can illuminate a large open
space, such as a cave, but cannot penetrate walls beyond a few tiles. This behavior
creates natural shadows and boundaries, hiding unexplored regions while still
revealing nearby resources.

2.5 Map
To facilitate navigation, To the Core includes a map that the player can access

at any time. While viewing the map, the player can freely zoom in and out and
pan to observe the entire world. The map records the maximum light value of
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each tile, which is then used as a mask to obscure unexplored regions. These
values are also used to prevent enemy spawns in explored areas, as discussed in
Section 2.3.2.

The map becomes truly useful thanks to automatic markers that appear
whenever the player discovers something valuable. This includes unopened chests,
shops, and dungeon entrances. As with many other systems in the game, discovery
is based on lighting: once any amount of light reaches a tile containing a chest or
shop, a corresponding marker is added to the map.

Dungeon markers operate slightly differently, since dungeons occupy many
tiles. A dungeon is considered discovered once the player enters its bounding box,
expanded by a small margin. The primary purpose of dungeon markers is to reduce
the tedium of locating a dungeon’s entrance. Because dungeon tiles cannot be
mined, the only way in is through a predetermined entrance. Although additional
openings may sometimes exist due to world generation, only one entrance is
guaranteed. Without a marker, the player would need to search blindly around
the dungeon’s perimeter to find it. With a marker, they can simply consult the
map to immediately identify the entrance location upon discovering the dungeon.

2.6 Inventory
Since a large part of the game focuses on resource gathering, the player needs

a way to store those resources. They must be able to carry a wide variety of items,
but inventory space should not be infinite—this forces players to decide which
items are worth keeping.

To the Core uses a simple inventory system, similar to those found in many
survival games. The inventory is a grid of slots, each capable of holding a single
item stack. Different item types have different stack limits. For example, weapons
typically have a stack size of one, meaning a slot can hold only a single weapon.
Tiles and resources—items the player often collects in bulk—have a stack size of
999, allowing one slot to hold up to 999 Stone. Items can be freely rearranged by
swapping them between slots.

The top row of the inventory is the hotbar. These slots function like regular
inventory slots but have an additional purpose. The player can select a hotbar slot
using the mouse wheel or number keys. The currently selected slot is highlighted,
indicating which item the player is holding. Pressing the use input activates the
selected item. The hotbar is always visible at the top of the screen.

One of the key challenges in designing an inventory system is determining
its size. If it is too small, players may feel frustrated when they cannot carry
everything they need. If it is too large, they never have to make meaningful
decisions about what to carry. The same challenge applies to the hotbar. Because
rearranging items takes time, it is impractical to do so during combat. This
means that in a fight, players are limited to the items they previously placed in
the hotbar. However, making the hotbar too large would also be impractical, as
scrolling through too many slots mid-combat would be slow and cumbersome.

To the Core gives the player 8 hotbar slots and 8 regular inventory slots,
allowing them to carry up to 16 different items at a time. (For comparison, there
are nearly 100 items in the game.) This often forces players to decide whether to
discard some items to make room for others. The limited hotbar size also leads to
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interesting tactical decisions. Players must anticipate which items will be most
useful in the next encounter. If they choose poorly, they may need to shuffle items
mid-combat—which is both risky and potentially costly.

2.7 Crafting
Crafting is an integral part of To the Core because it allows players to transform

mineable resources into equipment. There are many ways to implement a crafting
system; the one in To the Core is deliberately simple. When the inventory is
open, a list of craftable items and their requirements is displayed. An item can
be crafted by clicking on its entry in this list. Items that cannot be crafted, as
well as unmet requirements, are greyed out, making it easy to see what can and
cannot be crafted and why.

Because the crafting list does not always fit on screen, it can be scrolled
through with the mouse wheel. Scrolling through every recipe in the game to find
a single item could become tedious. To mitigate this, some recipes are hidden
until certain visibility requirements are met. A recipe is hidden if the player does
not have at least one of its required items in their inventory. For example, to craft
the Iron Sword, the player needs 30 Iron. This recipe remains hidden until the
player acquires at least one Iron. Similarly, a recipe disappears if the player no
longer meets its visibility requirements; if the player runs out of Iron, the Iron
Sword recipe is hidden again.

Some recipes also have requirements marked as required items. A recipe
with a required item does not appear until the player possesses that item in
their inventory, including the required quantity. For example, the Teal Pickaxe
requires 1 required Iron Pickaxe and 10 Tealium (a resource in the game). This
means that regardless of how much Tealium the player has, the recipe will remain
hidden until they have at least 1 Iron Pickaxe. If the Iron Pickaxe were not a
required item, having 1 Tealium would suffice to reveal the recipe. This mechanic
serves two purposes: to hide irrelevant recipes and to create some secret recipes.

The first purpose includes all pickaxe upgrade recipes. Since the Teal Pickaxe
recipe requires 1 required Iron Pickaxe, it will be hidden once the player loses
the Iron Pickaxe. There is a similar recipe to craft a Red Pickaxe from a Teal
Pickaxe and Redium. Once the player crafts the Teal Pickaxe, they no longer
have an Iron Pickaxe. The Teal Pickaxe recipe’s visibility requirement is no
longer met, so it is hidden. Instead, the Red Pickaxe recipe appears, effectively
replacing the Teal Pickaxe recipe. This way, there are never two pickaxe upgrade
recipes visible at the same time (unless the player has two different pickaxes).

The second purpose is currently used mostly for special arrows. There are
three special arrow recipes with all their requirements marked as required items.
These recipes appear only once they are fully craftable. They require items from
different layers, so the player must have preserved resources from previous layers
to discover these recipes. These act as hidden discoveries that players may stumble
upon by chance but can remember and exploit in future runs.
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2.7.1 Decrafting
Another interesting mechanic is decrafting. Most craftable equipment can

also be decrafted, returning 10% of the crafting cost. Some uncraftable equip-
ment—particularly those visually made from crafting materials—can also be
decrafted.

This mechanic reduces potential frustration. For example, a player might
spend many resources crafting a piece of equipment, only to later find the same
item in a chest. Decrafting provides a simple way to recover a small portion of
those resources.

However, the return is intentionally limited to 10%. This ensures crafting
decisions still carry weight. If players could recover all their materials, they could
freely craft and recycle items without considering the long-term value of their
choices.

2.8 Equipable Items
Items are a core part of any roguelike. They play a major role in making

each run feel unique. One way this variety is achieved is through equipable items,
which grant the player passive bonuses. Designers typically handle them in one of
three ways: unlimited stacking, generic slot limits, or type‑specific slots. In the
unlimited model (e.g. Risk of Rain), the player can pick up every item that they
find. All items stack, so the more you have, the better the bonus. In the generic
slot model (e.g. Terraria), the player has a fixed number of equipable slots and
must decide which items to carry. Finally, in the type‑specific slot model (e.g.
Crypt of the Necrodancer), items are divided into categories. Each equipment
category—helmet, armor, ring, etc.—has its own slot, and only one item of that
type can be equipped at a time.

Each of these models has its advantages and disadvantages. We especially
have to consider the randomness. Since the player cannot choose which items
they come across, they might end up having to throw out a lot of items. The
possibility of opening a chest only to find an item that is completely useless makes
finding chests a lot less exciting. That is the biggest advantage of the unlimited
model: the player never has to discard any items, every item is always a bonus.
However, having unlimited items would remove many choices from the game. We
still want the player to have to choose which items best suit their build.

To the Core uses a combination of generic and type-specific equipment slots.
There are three armor slots—helmet, chestplate, and greaves—which are type-
specific. This means that the player can equip only one of each armor type at a
time. Currently, all armor provides only defense, reducing the damage taken. As
a result, armor lacks any meaningful choices: when comparing two helmets, the
one with higher defense is always better.

In addition to armor slots, there are six generic slots. These are used for items
that provide more interesting and varied bonuses. To the Core also takes some
inspiration from the unlimited model. Certain items can stack within a single
slot to improve their effect. Multiple copies of the same item can be equipped
into one slot, up to a defined maximum stack size. Once this limit is reached, no
additional copies—regardless of slot—can be equipped. Any extras beyond that
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point become completely useless. To reduce the chances of this happening, items
with a lower max stack count (and therefore a higher chance of becoming useless)
are generally more rare.

This system is designed to keep chests exciting by minimizing the chance of
receiving useless items. Most items found in chests have a high max stack count
and relatively modest bonuses, making it likely that the player can still benefit
from finding them. Items with a stack count of one are much rarer, but they
offer major advantages: such as immunity to fall damage or the ability to recover
arrows from the ground.

Additional mechanics help ensure that players always gain something from
opening a chest. In addition to decrafting (discussed in section 2.7.1), any item
can be sold at any time. Every item has a defined cost value, which is primarily
used in shops. However, even items that never appear in shops retain a cost value,
because any item can be discarded for 25 % of its value. This means that even
if a player finds an item that is not useful in their current build, they can still
convert it into coins to spend elsewhere.

2.9 Magic
Magic systems differ significantly between games. Most games that include

magic use a resource called mana, which is consumed when casting spells or using
magical abilities. The primary variation lies in how mana is replenished. In some
games, it regenerates automatically over time; in others, it must be restored using
consumables such as potions.

To the Core takes a unique approach: mana is not stored globally but rather
individually in each magic item. As a result, using one magic item does not affect
the mana reserves of another. Each magic item has three key values: mana cost,
mana gain, and maximum mana. Mana cost is the amount consumed per use.
Mana does not regenerate over time; instead, it is restored by defeating enemies.
When the player has at least one magic item in their inventory, enemies have a
chance to drop mana pickups upon death. These pickups can only be collected
when the player is actively holding a magic item, and they replenish an amount of
mana equal to that item’s mana gain. However, this can never exceed the item’s
maximum mana.

A unique aspect of this system is that magic items are destroyed when their
mana reaches zero. Notably, items can still be used even if they have less mana
than their mana cost, allowing the player to consume the final portion of mana
at the cost of losing the item entirely. This creates interesting decision-making
moments—for instance, whether to expend the item for a (potentially cheaper)
final effect or preserve it and attempt to recharge it first. In the inventory, mana
is shown in place of item quantity, and is displayed in blue to indicate its special
role and to signal its connection to mana pickups.

Most magic items are weapons, but some are utility-based. For example,
the Bubble Staff creates a temporary protective shield around the player. One
particularly noteworthy item is the Mana Pouch, which, when used, spawns a
mana pickup. This allows players to store excess mana for future use. It is the
only magic item that is not found at full mana.
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2.10 Combat
Combat is an important part of To the Core. It is what makes the game

difficult, and overcoming this difficulty is what makes the game fun. There are a
few different ways to handle combat in a game like this. It can be focused more
on melee or ranged weapons, there can be a few difficult enemies or many simple
ones, enemies can also be more melee or ranged focused.

2.10.1 Enemies
All enemies in To the Core follow relatively simple behavior patterns. There

are seven main enemy archetypes—ants, bats, slimes, wraiths, eyes, mages, and
trees—into which nearly all enemies fall. The core design philosophy is that
enemies should be easy to avoid individually, but punishing when mishandled.
The player must avoid taking damage as much as possible. A one-on-one fight is
rarely threatening, but combinations of different enemy types can create situations
that are difficult or impossible to escape without harm.

Ants are the simplest enemy type. They are unaffected by gravity and move
directly toward the player when they have a clear line of sight. When vision is
obstructed, they use pathfinding to follow the shortest route around obstacles.

Bats are similar to ants but move less predictably. Every second, a bat applies
a small, random angular offset to its movement direction. This creates erratic
paths that still generally head toward the player. The resulting motion is chaotic,
making bats harder to hit and more dangerous in groups.

Wraiths are humanoid melee enemies affected by gravity. They walk horizon-
tally, climbing small steps and falling down ledges. When they encounter a larger
obstacle, they turn around and walk in the opposite direction.

Slimes are another gravity-affected melee enemy. Unlike wraiths, they move
by jumping, which introduces more variation and unpredictability into their
movement patterns.

Eyes are simple ranged enemies. They float in place and shoot lasers at the
player, but are otherwise immobile. Occasionally, they teleport a short distance.
Because they are unaffected by gravity, they can end up floating high above the
ground. In such cases, the player must either use a ranged weapon or quickly
build a platform mid-combat to reach them with a melee weapon.

Mages are the most varied enemy type. All mages walk in the same manner
as wraiths and occasionally perform an attack. What distinguishes one mage from
another is the type of attack. Some shoot projectiles that pass through walls,
some fire explosive projectiles that destroy tiles, and others summon bats. Each
mage has a unique visual design, allowing the player to anticipate its behavior.

An important aspect of mage behavior is that their attack timer resets whenever
they are not on the ground. Most player attacks apply at least a small amount
of knockback, which pushes the enemy slightly. This can be used to interrupt a
mage’s ability to attack by keeping them airborne through repeated hits. As a
result, mages are relatively easy to handle at close range—provided the player
can close the distance safely.
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Trees are a rare enemy type that combine melee and ranged attacks. When
the player approaches, a tree slams downward to deal close-range damage. If the
player moves out of range, the tree summons thorns on the ground beneath them.
These thorns are telegraphed by a distinct sound effect and deal damage after
a brief delay. Unlike most enemies, trees drop items upon defeat—specifically a
small amount of wood, which can be used to craft a bow or special arrows.

Each enemy type has multiple variants. These are reused across different layers
of the game world, with higher-layer variants having increased health, damage,
and coin drops. To keep variants visually distinct, each layer uses a different
color scheme. For example, the first layer features black wraiths, the second red
wraiths, the third blue wraiths, and the final dungeon white wraiths. Although
their behavior remains the same, the increasing difficulty requires the player to
adapt and prioritize threats accordingly.

2.10.2 Weapons
Weapons in To the Core can be broadly divided into four categories: thrown

weapons, bows, magic weapons, and melee weapons. The central design philosophy
is that increased range should always come at a cost. Among these categories,
melee weapons are the only ones with truly unlimited use. In addition to dealing
damage, most weapons also apply a small amount of knockback, pushing enemies
away. This not only creates space for the player but also provides visual and
tactile feedback that an enemy has been hit.

Thrown weapons Thrown weapons are the only category that stacks in the
inventory. Each thrown weapon is found in a fixed quantity (which varies by
item), but the stack size is generally higher. This means that collecting multiple
instances of the same thrown weapon does not consume additional inventory space.
Using a thrown weapon consumes one item from the stack, making them explicitly
limited in use.

Bows Bows function similarly to thrown weapons, but instead of the weapon
itself being consumed, they require arrows as ammunition. The player must have
at least one arrow item in their inventory to use a bow. The inventory is scanned
from top to bottom and left to right, meaning arrows in the hotbar are prioritized.
When the player right-clicks instead of left-clicking, the second arrow item found
is used. This system allows the player to equip two types of arrows simultaneously
without rearranging their inventory.

The damage dealt by a bow is the sum of the bow’s base damage and that of
the selected arrow. There is a wide variety of arrow types. While most differ only
in damage, some have special effects: homing arrows seek out enemies, phasing
arrows pass through walls, and fire arrows ignite enemies on contact. All arrows
are currently obtained through crafting, requiring the player to sacrifice resources
in exchange for ranged attacks.

Magic weapons Magic weapons follow the mana system described in section 2.9.
They tend to be powerful and, in theory, can be used indefinitely, provided the
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player manages their mana. Enemies drop mana pickups even when defeated with
magic weapons, so some mana can be recovered through continued use. However,
this process is inconsistent due to its reliance on chance. Consequently, magic
weapons cannot sustain their use alone, and the player typically needs a secondary
weapon to reliably replenish mana.

Melee weapons Melee weapons have the shortest range but are the most
reliable in terms of usage, as they do not consume any resources. There are two
primary types: swords and spears. Swords are swung in wide arcs, allowing them
to hit enemies across a broader area. Spears, by contrast, attack in a straight
line, offering longer reach but a narrower hitbox. Spears are less effective against
agile enemies such as bats, which are small and move unpredictably—a significant
drawback, as bats are among the most common enemies.

All melee weapons are craftable, and swords and spears of the same tier share
the same damage and crafting cost. The choice between the two comes down to
player preference: greater reach versus greater coverage.

Melee weapons also have a hidden statistic called pierce, which determines
how many enemies can be hit with a single attack. Spears typically have higher
pierce than swords. This limitation prevents the player from simply jumping
into a crowd of enemies and swinging their weapon without concern. Without it,
knockback alone would allow the player to fend off entire groups with minimal
risk.

Chakrams Chakrams are a special weapon type that does not fall neatly into
any of the four main categories. Like melee weapons, chakrams have unlimited
uses. However, they attack at range by launching a projectile that returns to the
player after traveling a short distance. The item is not consumed when used, but
the projectile must first return before the chakram can be thrown again.

Chakrams are capable of bouncing off walls. When this occurs, their flight
distance is reset, allowing them to travel further. A chakram can bounce up to
two times before it is forced to return. Additionally, if a chakram strikes an enemy,
it immediately begins returning to the player. The key drawback of chakrams
is their vulnerability window: if the player misses their target, they are unable
to attack again until the projectile returns. In certain scenarios, especially after
multiple wall bounces, this delay can be dangerous.

2.10.3 Incentive
In To the Core, the player can freely modify the environment by placing and

breaking tiles. This opens the door to creative problem-solving, but it also allows
players to avoid danger entirely. When encountering an enemy, nothing stops the
player from simply building a wall to block it off or digging a tunnel to bypass it.
Without a reason to engage in combat, there is little motivation to take the risk.

Chests provide some incentive. Although enemy spawns are random, chests
often end up surrounded by a few enemies. Fighting these enemies is typically the
fastest way to reach the loot. However, because terrain can be altered, players can
usually bypass enemies with some digging or building. Dungeons are designed to
address this. In dungeons, the player is unable to place solid tiles, forcing them to
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fight their way through in order to progress. This ensures that combat becomes a
necessary part of the experience—at least in those areas.

Still, combat should not be confined to dungeons alone. Players should have a
reason to fight even in the open world. Some rare enemies drop valuable items,
but most do not. All enemies can drop health or mana pickups, but those are only
useful if the player happens to need them. To give combat consistent value, all
enemies drop coins when defeated. Coins serve two important roles: they act as a
score to compare across runs, and they function as the game’s currency. Shops
always offer a selection of three items, and with enough coins, the player can
choose whichever suits their needs. This creates a constant, meaningful incentive
to engage in combat—even when it is not strictly necessary for progression.

2.10.4 Healing
An important aspect of combat is how the player recovers after taking damage.

In many games, the player’s health slowly regenerates over time. However, this
approach is uncommon in roguelikes, where death usually means starting over
from the beginning. In such games, recovery is often deliberately limited to make
each mistake more meaningful and every hit feel significant.

A popular method in traditional roguelikes is to restore a portion of the player’s
vitality after completing a level. This model does not translate well to To the Core,
as there is no discrete transition between levels—progression is continuous.

Another common approach is to introduce consumable items that restore
health. This aligns well with the genre’s randomness but can easily lead to
frustration. If recovery depends entirely on chance, a string of bad luck can leave
the player without any means to recover.

In To the Core, most recovery comes from enemies. Each defeated enemy has
a small chance of dropping a health pickup. This system encourages players to
remain aggressive even when low on health, as combat becomes the primary path
to restoration.

There are also a few special items that offer alternative healing methods. The
Band-Aid is a single-use item that instantly restores 50 health and can be used in
emergencies when combat is too risky. The Vampire Fangs, an equipable item,
provide a minor restorative effect whenever the player lands a melee hit, rewarding
close-range aggression with gradual recovery.

Together, these mechanics ensure that recovery is always tied to action. Unless
the player finds a Band-Aid in a chest, they must face enemies to regain lost
vitality. This makes each point of damage a serious setback–—but one that can
be overcome through skilled play and calculated risk-taking.

2.11 Future Features
Although To the Core is already a complete and fully playable game, there

remains significant potential for expansion. Currently, the most notable limitation
is its lack of replayability. Due to the game’s difficulty, it may take several
attempts for a new player to complete their first successful run. However, once
this milestone is achieved, there is currently little reason to return for additional
playthroughs.
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2.11.1 Variety
The core issue is limited variety. At the time of writing, the game includes

33 weapons, 10 equipable items, and 6 utility items. These are the rewards
found in chests and are the primary drivers of each run’s uniqueness. While the
world is procedurally generated, its overall structure remains similar between runs.
Dungeons and mini-biomes are always present; only their positions and shapes
vary.

The most straightforward way to improve replayability is by adding more
items. Different loot in each playthrough encourages players to return, eager to
experiment with equipment they may not have encountered during previous runs.

Beyond sheer quantity, introducing interactions between items could deepen
gameplay and incentivize strategic planning. Currently, most items function
independently of one another, allowing them to be used effectively in isolation.
However, a few existing exceptions demonstrate the potential of item synergies.
For example, wood and the Quiver are only useful when paired with a bow: wood
is used to craft special arrows, and the Quiver allows the collection of arrows from
the ground. Finding one of these encourages players to seek the others. Similar
relationships exist between the Vampire Fangs and melee weapons, as well as the
Mana Pouch, Mana Droplet, and magic weapons. Expanding this design space
could lead to meaningful tradeoffs and build diversity. Due to limited inventory
space, players cannot use every possible combination in a single run, motivating
them to replay the game with different strategies.

Variety could also be increased through greater environmental diversity. Cur-
rently, each of the game’s three layers features a fixed biome: the first layer
consists of gray-stone cave systems, the second of wide red-stone caverns, and the
third of blue-stone tunnels. One proposed enhancement is to implement a biome
pool for each layer. During world generation, each layer would randomly select
one biome from its pool. For instance, if each layer had three possible biomes, the
game could generate 27 unique world configurations. Moreover, only three of the
nine total biomes would appear in a single run, encouraging multiple playthroughs
to see everything the game has to offer. Each biome could also include unique
enemies and items, adding even more depth and variety.

2.11.2 Roguelite Elements
Roguelite games are a subgenre of roguelikes, distinguished by elements that

persist across playthroughs. This might include unlocking items before they
can appear, retaining certain power-ups, or gradually expanding the player’s
capabilities between sessions. Currently, To the Core follows a traditional roguelike
model: each attempt starts from scratch, with no carryover from previous runs.
Introducing persistent elements could add meaningful long-term goals and serve
as a powerful incentive for replayability.

One promising avenue for such features lies in the game’s sandbox mechanics.
As noted in section 1.4, base-building currently lacks purpose. A compelling
solution would be to introduce a persistent surface area that exists outside of
individual runs. While the underground world is regenerated each time, the surface
could remain constant. This would allow players to build a permanent base that
evolves over time, without compromising the core permadeath experience.
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Naturally, this raises several design challenges. To preserve balance, the surface
should not be used to store or transfer rare resources between attempts. For
example, all placeable tiles in this zone would need to be purely decorative—they
could not serve as ingredients for crafting. Otherwise, players might exploit the
system by hoarding valuable materials at the end of one run and reclaiming them
at the start of the next.

Another issue is accessibility. As the game currently stands, there is no easy
way to return to the surface mid-run. A solution could be to add portals inside
dungeons that connect to the surface. Once a dungeon is cleared, the player could
briefly return to their base via a portal, make adjustments, and then jump back
into the same dungeon using a return portal.

This system opens up possibilities for engaging, progression-based gameplay.
For instance, inspiration could be drawn from Terraria, where NPC merchants
move into player-built homes. Each merchant might require specific decorations or
materials in their house, and the player could find hints about these requirements
during their descent. Unlocking a new merchant would become a multi-step
process: discover a clue, gather the materials, and build the proper structure
on the surface. This loop would reinforce exploration, crafting, and long-term
planning.

Merchants could also serve functional roles during runs. Players might use
dungeon portals to temporarily reach the surface and trade with merchants. For
example, item selling could be restricted to merchants rather than being done
directly from the inventory. This would encourage more deliberate inventory man-
agement. In turn, merchants could offer useful consumables, gear, or temporary
power-ups, creating additional incentives to engage with the surface base.

24



3 Implementation
3.1 Why Not Use a Game Engine?

To the Core is implemented in C# using the MonoGame framework. Unlike
full-fledged game engines such as Unity, Unreal, or Godot, MonoGame is not
an engine—it is a framework that provides essential building blocks for game
development, including rendering, content loading, and basic project infrastructure.
This raises the question: why not use a game engine like most modern games do?

Broadly speaking, game engines offer three main advantages: built-in rendering
pipelines, physics systems, and visual editors. These features can significantly
accelerate development, especially for general-purpose or visually complex games.
However, To the Core is a special case where none of these advantages offer a
substantial benefit.

Rendering While game engines provide flexible and powerful rendering systems,
implementing the unique world-wrapping behavior in To the Core would still
require a custom solution. Most customization in game engines is done via vertex
and fragment shaders, but those do not easily support the type of large-scale
spatial transformations needed for wrapping a 2D world. Moreover, the game’s
visual style is intentionally simple, which makes a fully custom rendering pipeline
both feasible and efficient.

Physics In theory, To the Core could benefit from a ready-made physics engine.
However, general-purpose physics systems are designed for realism and broad
applicability, which can introduce complications. Common issues include fast-
moving objects tunneling through walls or collisions behaving unpredictably on
tilemap edges. While these problems are understandable in a one-size-fits-all
system, they are often easier to avoid in a tailored solution. Since all physical
interactions in To the Core can be modeled using axis-aligned bounding boxes
on a uniform grid, a custom engine allows for straightforward and highly reliable
collision detection with minimal complexity.

Visual Editor This is arguably the most valuable feature provided by modern
engines. Visual editors simplify tasks such as level design and debugging by
allowing designers to manipulate objects directly in the scene. Yet, because
To the Core generates its world procedurally, a level editor has little to offer.
While an editor could streamline menu and UI creation, these components make
up only a small portion of the game and are manageable without visual tools.

Conclusion Ultimately, the decision to forego a game engine comes down to
relevance. The typical benefits—graphical fidelity, complex physics, and visual
tooling—are either unnecessary or ill-suited for a procedurally generated, mechan-
ically simple game like To the Core. By building the game from the ground up
with a lightweight framework, development remains focused and efficient without
being encumbered by systems that would go unused.
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3.2 Custom Engine Overview
Object Representation A core decision when developing a game engine from
scratch is how to model in-game objects and their behavior. To the Core uses
a component-based architecture: each object is a container for components,
which define its functionality. This approach enables high reusability and flexible
combinations of behavior.

At the center of this system is the GameObject, which represents any object
in the game, including entities, UI elements, and even the world itself. Each
GameObject stores its spatial properties (position, rotation) and a list of attached
components. Components primarily define two methods: Start, used for initial-
ization, and Update, called every frame. The majority of the game’s logic resides
within these Update methods [3].

Scenes Scenes serve as containers for GameObjects and structure them hierar-
chically as a tree. Each object maintains references to its parent and children,
with the scene itself acting as the root. Only one scene is active at a time, which
allows features like pausing or switching between gameplay and menu states by
changing the active scene.

Scenes are also responsible for updating their objects each frame. The update
traversal is done depth-first, providing control over execution order. Since update
order is determined by tree position, empty parent nodes can be used to prioritize
updates of dynamically spawned objects (such as enemies), regardless of when
they were instantiated.

Rendering Rendering is handled through specialized components. The pri-
mary one is the SpriteRenderer, responsible for drawing most in-game entities.
Additional renderers are used for UI, which is not influenced by the camera.

The SpriteRenderer interprets object positions in world space and adjusts
them based on camera position and the game’s world-wrapping logic. In contrast,
UI renderers treat positions as screen-space coordinates and draw objects directly
to the screen. They also support basic interaction, such as click detection for
buttons.

The engine supports hierarchical transformations using the scene tree. Trans-
form matrices are propagated from parent to child during rendering, allowing
relative positioning and rotation. This concept of hierarchical transformations is
commonly used in computer graphics; for a deeper explanation, see Shirley and
Marschner’s Fundamentals of Computer Graphics [4]. While this is somewhat
overengineered for a simple 2D game, it simplifies certain tasks, such as rotating
objects around a pivot using an empty parent node.

Render order is also controlled via the scene tree. Instead of dedicated
rendering layers, objects are drawn in the same order they are updated. This
allows consistent and flexible control over both update and rendering sequence
using the tree structure.

Summary The game’s custom engine is tailored specifically for the needs of
To the Core. It avoids general-purpose abstractions that are unnecessary for a
procedurally generated, tile-based game, while still maintaining a modular and
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reusable internal architecture. More detailed documentation of the engine’s code
and its individual systems is provided in chapter 5.

3.3 Physics
At the core of most physics systems are the concepts of position and velocity.

Each physics object maintains these two vectors, and in each update cycle, a single
step of numerical integration is performed. This is a technical way of saying that
the object’s velocity is added to its position. To apply a force to an object, the
force vector is added to its velocity. For example, applying a constant gravitational
force in every update causes the object to accelerate downward. If the object
initially has an upward velocity, it will first move upward, decelerate until its
velocity reaches zero, and then begin accelerating downward. With this simple
system in place, implementing more complex physical behavior becomes a matter
of modifying the object’s velocity appropriately.

Three components are responsible for physics in To the Core: PhysicsBody
manages an object’s velocity, TilemapCollider detects and resolves collisions
between the object and the world, and ConvexCollider detects collisions between
two arbitrary convex polygons, but does not handle collision resolution.

3.3.1 Tile Collisions
The TilemapCollider component handles collisions between axis-aligned bound-

ing boxes (AABBs) and the world. These collisions are not affected by object
rotation, which simplifies and optimizes the system considerably. In this imple-
mentation, the position of an AABB refers to its top-left corner, not its center.

A key simplification is that collisions always occur between one dynamic object
(the entity with the collider component) and one static object (a tile). This
guarantees a consistent resolution strategy: only the dynamic object needs to be
moved. Moreover, since both objects are axis-aligned rectangles, their Minkowski
sum is also an axis-aligned rectangle [5]. We compute this by expanding the static
rectangle by the size of the dynamic rectangle. A collision is then detected if the
center of the dynamic object lies within this expanded box.

Although this provides a simple collision check, it does not help with resolving
collisions. However, an equally simple method offers both detection and resolution:
raycasting. Once the Minkowski sum is known, a ray is cast from the dynamic
object’s position in the direction of its velocity. This simulates the object moving
along its velocity vector. If the ray intersects the expanded box, a collision will
occur. Otherwise, the object will move without intersecting any solid tile. In the
case of an intersection, the ray-box collision information can be used to modify
the object’s velocity to prevent the collision.

Collision detection Given two AABBs defined by a position and a size vector,
the Minkowski sum can be computed as follows:

sum.Position = static.Position − 1
2 · dynamic.Size

sum.Size = static.Size + dynamic.Size
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With the Minkowski sum computed, the next step is to perform raycasting.
A convenient way to check ray-box intersections is by using slab decomposition.
An axis-aligned rectangle can be represented as the intersection of two slabs: a
horizontal slab (between the top and bottom edges) and a vertical slab (between
the left and right edges).

A ray is defined as:

point = origin + t · direction

To compute intersections with the vertical slab:

t1.x = box.Position.x − origin.x
direction.x

t2.x = box.Position.x + boxSize.x − origin.x
direction.x

We sort the intersection distances to find the interval during which the ray is
inside the vertical slab:

tmin.x = min(t1.x, t2.x)
tmax.x = max(t1.x, t2.x)

This defines the interval [tmin.x, tmax.x], which contains all values of t where
the ray is inside the vertical slab. We compute a similar interval for the horizontal
slab, resulting in [tmin.y, tmax.y].

To determine whether the ray intersects both slabs (and therefore the rectangle),
we compute the intersection of these two intervals:

tnear = max(tmin.x, tmin.y)
tfar = min(tmax.x, tmax.y)

If tnear > tfar, the intervals do not overlap, and the ray does not intersect the
rectangle. Otherwise, the ray enters the box at tnear, and this value is used to
compute the intersection point:

intersection = origin + tnear · direction

To determine the collision normal at the point of intersection, we compare
tmin.x and tmin.y. If the ray hits the vertical slab first, the normal is horizontal; if
it hits the horizontal slab first, the normal is vertical:

normal =

⎧⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎩
(1, 0), if tmin.x > tmin.y and direction.x < 0
(−1, 0), if tmin.x > tmin.y and direction.x > 0
(0, 1), if tmin.x < tmin.y and direction.y < 0
(0, −1), if tmin.x < tmin.y and direction.y > 0

Collision resolution Once a collision has been detected, resolving it becomes
straightforward. Since the ray is cast in the direction of the object’s velocity, the
parameter t corresponds to the fraction of the velocity that results in collision.
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Collisions where t > 1 occur beyond the current frame and require no action. For
t ∈ [0, 1], a resolution vector can be computed as:

resolution = −velocity · (1 − t)

This vector represents the amount by which the object would penetrate the tile
if no correction were applied. However, applying this vector directly would cancel
both velocity components, preventing natural motion like sliding. Instead, the
resolution is projected onto the collision normal to preserve tangential movement:

projected = dot(normal, resolution) · normal
newVelocity = velocity + projected + normal · 0.01

The small offset prevents rounding errors from causing repeated collisions due
to floating-point imprecision.

Tilemap collisions With a method to detect and resolve collisions between
AABBs, the final step is efficiently applying it to a tilemap. Because the world is
represented as a grid of discrete tiles, spatial partitioning is implicit. To avoid
unnecessary checks, we compute the bounding box that encloses the dynamic
object’s current position, its velocity vector, and its size, and only check for
collisions with tiles within that region.

A final consideration is the order in which collisions are resolved. Suppose
a player character is moving along a flat surface with a horizontal velocity due
to player input and a vertical velocity due to gravity. If the character intersects
two solid ground tiles at once — one directly beneath the player, and the other
slightly offset in the direction of movement — both collisions occur during the
same frame. Despite both tiles being below the player, the offset of one tile causes
its Minkowski box to be entered from the side, resulting in a horizontal collision
normal.

If this horizontal collision is resolved first, the player’s horizontal velocity is
removed, and they become stuck at the edge of the offset tile. If the vertical
collision is resolved first, the downward velocity is removed while preserving
horizontal movement, allowing the player to slide smoothly along the surface. To
ensure correct behavior and prevent objects from becoming stuck between tiles,
collisions must be resolved in order of increasing t, i.e., by resolving the closest
collision first.

3.3.2 Object Collisions
The ConvexCollider component handles collisions between arbitrary convex

polygons. It is primarily used to detect overlaps between entities such as projectiles
and enemies. Unlike the tile collision system, this component prioritizes precision
to ensure visual consistency—an essential requirement in combat. For instance, if
a projectile visually overlaps with an enemy but no collision is registered, it may
feel unresponsive or unfair.

Collision test To determine whether two convex polygons overlap, this system
uses the separating axis test, which is based on the separating hyperplane theorem
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[5]. This theorem states that for any two non-intersecting convex sets A and B,
there exists a hyperplane P such that A lies entirely on one side of P and B on
the other. If no such hyperplane exists, the sets must intersect.

In practice, this test is implemented by projecting both polygons onto the
normal vectors of their edges. The projection of a convex polygon onto an axis
forms a one-dimensional interval. If there exists an axis for which the projection
intervals of the two polygons do not overlap, that axis is a separating axis, and
therefore the polygons do not collide.

Program 1 Collision test pseudocode

Interval ProjectPolygon(Polygon polygon , Vector normal)
{

float min = infinity;
float max = -infinity;
foreach (Vector vertex in polygon.Vertices)
{

float projection = Dot(vertex , normal);
if (projection < min) min = projection;
if (projection > max) max = projection;

}
return Interval(min, max);

}

bool OverlapTest(Polygon a, Polygon b)
{

foreach (Vector normal in GetEdgeNormals(a, b))
{

Interval projectionA = ProjectPolygon(a, normal);
Interval projectionB = ProjectPolygon(b, normal);

if (!projectionA.Intersects(projectionB)) return false;
}
return true;

}

Object collisions Each ConvexCollider stores a list of vertices that define
its shape relative to the object’s local origin. Before performing any collision
checks, these vertices are transformed into world space by applying the object’s
transformation matrix. This ensures that position, rotation, and scale are properly
accounted for when testing collisions.

Optimization Because many entities such as projectiles and enemies can exist
simultaneously—and this system does not benefit from the spatial partitioning
provided by the tilemap—another strategy is used to reduce redundant checks.
The world is divided into 16 by 16 tile chunks, each of which maintains a list of
active colliders within its bounds. When checking for collisions, each object only
tests against others in its current chunk and adjacent chunks. This simple yet
effective partitioning significantly improves performance and allows the game to
support a large number of concurrent colliders.
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Keeping track of collisions Each ConvexCollider maintains a list of other
colliders it is currently overlapping with. This allows the system to detect OnCol-
lisionEnter events, which are triggered only when two colliders begin overlapping.
This mechanism is useful for preventing repeated interactions during sustained
collisions. For example, a piercing projectile that remains inside an enemy for
several frames should only register a hit once—on the first frame of contact.

3.4 World Generation
The WorldGenerator component is responsible for all procedural generation.

World generation is divided into four stages: assigning layers to tiles, generating
cave systems, generating dungeons, and placing loot. The generator begins by
creating two grids of bytes: one for the background and one for the foreground.
Each value in these grids represents a tile ID. As generation progresses, these
grids are incrementally filled with tile data.

3.4.1 Assigning Layers
The first step is to assign a layer to each tile. The world is vertically divided

into four quarters: the top quarter is the surface, and the remaining three quarters
form the underground layers. Although the layers could be derived directly from
the vertical position of each tile, this would result in flat, unnatural transitions.
To address this, the layers are precomputed and encoded into the background
grid, allowing later stages of the generator to reference them consistently.

Transitions between layers are smoothed using randomness. The bottom rows
of one layer blend into the top rows of the next. The probability of a tile belonging
to one layer or the other is interpolated across the transition region. For instance,
the top of a transition is more likely to remain in the current layer, and the bottom
more likely to be in the next.

An exception is the transition between the first and second layers. Since the
first layer is mostly solid and the second mostly empty, the transition is defined
by high-frequency simplex noise. This creates stalactite-like formations at the
roof of the second layer, producing a more natural-looking transition.

The surface is generated in a similar fashion, using noise to form smooth
terrain as a transition from the first layer into open air.

3.4.2 Biomes
Each biome uses a distinct generation algorithm to ensure visual and structural

variety. The most important part of a biome is its cave mask—a grid that
determines which tiles are solid (1) and which are air (0). After ore and other
biome-specific tiles are placed, each tile is multiplied by the cave mask to finalize
the foreground and background.

Ore generation uses 2D simplex noise. If the noise value at a tile exceeds a
certain threshold, an ore tile is placed. This produces organic, clumped formations.
Each layer uses different noise parameters to match its cave structure. For example,
the second layer, being more open, requires a higher ore density to achieve a
similar distribution.
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Mini-biomes are also placed via noise, using lower frequency and lower thresh-
olds to create large, irregular blobs within the main biome.

Figure 3.1 Example mini-biome

First Layer The first layer uses a cellular automaton [6]. Each tile begins as
air or stone, randomly chosen with a small bias toward stone. Then, smoothing
iterations are performed: each tile counts the number of stone neighbors in the
3×3 area centered on the tile and becomes stone if the count exceeds a threshold,
or air otherwise.

This process blurs the initial noise into cave-like shapes. Several iterations
enhance this smoothing effect.

Figure 3.2 Example first layer caves

The layer’s mini-biome is moss. For each tile marked by the mini-biome noise,
the foreground is changed to Moss Stone and the background to Moss Stone
Background. The same cave mask is reused to preserve the cave structure.
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Second Layer This layer reuses the first layer’s cellular automaton and param-
eters, but inverts the cave mask. The result is a wide, open cavern dotted with
floating islands.

Figure 3.3 Example second layer caves

Its mini-biome is the ant nest. Like moss, it uses 2D noise to determine its
area. However, after applying the cave mask, tiles near the border of the noise
threshold are forced to be solid, forming natural walls around the biome.

Figure 3.4 Example ant nest mini-biome

Third Layer The third layer is generated using a tunnel system based on
Poisson disc sampling [7]. This algorithm produces evenly spaced points with no
clustering, ideal for creating connected tunnel nodes.

The process begins by generating a grid with cell size r√
2 , where r is the

minimum distance between points. A random point is seeded and added to the
active list. While this list is not empty, a point is randomly chosen and up to k
new candidates are sampled in the annular region between radii r and 2r. If a
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candidate is valid (i.e., not too close to existing points), it is added to the grid
and the active list. Otherwise, the original point is removed.

In this implementation, each point tracks which one it was generated from,
creating a tree structure. Early iterations constrain the sampling angle to within
20° of the parent direction to favor horizontal tunnels.

After generating the Poisson tree, its edges are rasterized into the cave mask.
Initially, all tiles are solid. Then, for each edge, small squares spaced at regular
intervals are placed along the line and used to carve out empty tiles. This method
is inefficient—as many cells are visited multiple times—but is simple and sufficient
for a one-time generation step. There is also a small chance for an edge to be
skipped, to prevent the layer from being a single connected cave.

Figure 3.5 Example third layer caves

3.4.3 Dungeons
The dungeon generator is a variation of the recursive backtracker maze al-

gorithm [8]. It is essentially a randomized depth-first search that constructs a
random spanning tree over a lazily-defined graph.

The dungeon is built on a grid of abstract cells. These cells are the fundamental
units of both rooms and corridors. A room is a rectangular region of cells, while a
corridor is a room with either a height or width of exactly one cell. The generator
is parameterized by grid dimensions, minimum and maximum room sizes, and
minimum and maximum corridor lengths.

Generation begins by placing a single random room somewhere in the grid
and pushing it onto a stack. While the stack is not empty, the algorithm pops a
room, attempts to generate a random neighboring room and a corridor leading to
it, and pushes the new room onto the stack. If no valid neighboring room can be
created, the current room is skipped, and the algorithm backtracks to an earlier
room. This process continues until no further rooms can be added and the stack
is empty.

The most involved step is the creation of a neighboring room. Each room can
have up to four connections—one in each cardinal direction. To create a new
neighbor, the generator selects a random unconnected direction. It then selects
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a cell along the corresponding edge of the current room to serve as the starting
point for a corridor.

From this starting cell, the algorithm scans forward in the chosen direction
until it encounters either another room or the edge of the grid. This determines
the maximum allowable corridor length. If this length is less than the configured
minimum, the connection is marked as dead and another direction is tried. Other-
wise, a random corridor length within the allowed range is chosen, and a corridor
is placed along that path.

After the corridor is drawn, the algorithm attempts to place a new room at its
far end. It enumerates all room configurations (within the allowed size range) that
fit into the remaining space beyond the corridor. If at least one valid placement is
found, one is chosen at random and placed. If no placement fits, the connection is
marked as dead and a new direction is tried. Importantly, the corridor remains in
place even when no room is added. This can result in corridors that lead nowhere,
which contributes to the dungeon’s organic feel. Because corridors are open at
both ends, these “dead ends” can also serve as additional entrances.

Once generation completes, one final corridor is added to connect the dungeon
to the rest of the world. This entrance is created by choosing a random cell along
the grid’s edge and connecting it to the nearest existing room or corridor.

Afterward, the abstract dungeon layout is converted into the world’s tilemap.
Each dungeon cell corresponds to a small rectangular region of tiles (currently 3×3).
All rooms are processed first: every edge of the room is filled with solid dungeon
wall tiles, and interior tiles are replaced with air and the dungeon background.

Corridors are drawn afterward and use a slightly different approach. Unlike
rooms, which place solid tiles on all four edges, corridors only place solid tiles
along their longer edges (i.e., the top and bottom edges for a horizontal corridor,
or the left and right edges for a vertical corridor). The remaining two edges are
filled with air and background tiles instead of solid wall. This effectively breaks
through any adjacent room walls, connecting the corridor to the room. Because
rooms are always drawn before corridors, this ensures that the connecting tiles
are properly overwritten.

Figure 3.6 Example dungeon

35



3.4.4 Loot
The final step in world generation is placing loot. For each empty tile with

a solid tile directly beneath it, there is a small chance that loot is placed. This
probability depends on the background tile—dungeon backgrounds have a higher
chance of spawning chests.

If the random check passes, the loot table is determined. A loot table is a
weighted list of items that can appear in the chest. There are two types: the
utility loot table, which is the same across all layers, and the equipment loot table,
which depends on the current layer. There is an equal chance for either type to be
selected. The layer is determined by the background tile. For example, a dungeon
located in the first layer is classified as layer 2, and thus spawns tier 2 chests.

Finally, there is a small chance to place a shop instead of a chest. The shop
uses the same loot table that the chest would have, but offers three items instead
of one. This ensures that all items in the shop come from the same loot table.

3.5 Tilemap
An important requirement of a grid-based game is the ability to render a

tilemap. A simple solution would be to render each tile as a separate object. This
can work well if only a limited number of tiles are visible at once. However, with
small tile sizes and large visible areas, this approach becomes too inefficient.

A better solution is to render a single full-screen quad and determine the
appropriate tile color within a fragment shader. By calculating which tile a
fragment lies in based on its position, the tilemap can be rendered efficiently in a
resolution-independent way. The only challenge is sending tile data to the GPU.
To solve this, the entire tilemap is encoded into a single texture, which is updated
whenever a tile changes.

This rendering approach is also used for the in-game map, which supports
dynamic zooming. Since this can result in many small tiles being rendered at
once, the fact that performance is independent of the number of tiles on screen is
a major advantage.

3.5.1 Storing a tilemap
There are three main components involved in storing a tilemap. The first is the

SpriteAtlas, which contains a texture holding all tile sprites, along with metadata
for slicing the texture into individual tiles. The second is the TileDatabase, which
is loaded from an XML file and defines the full set of available tiles. Each tile
entry specifies the tile’s sprite location in the atlas and properties such as whether
the tile is solid, emits light, or how hard it is to break. The final component is
the Tilemap, which brings together the atlas and database to manage and render
the tile grid.

Internally, the tilemap is stored as a 2D grid of bytes. Each byte is a tile ID
corresponding to an entry in the TileDatabase. The ID 0 is reserved for air, and
the remaining IDs begin at 1.
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3.5.2 Rendering a tilemap
Each tile’s data is stored in a second texture called the tiles texture, which is

sent to the GPU. Each texel represents one tile and is encoded as an RGBA color.
The red and green channels (R, G) store the tile’s X and Y atlas coordinates. The
blue and alpha channels (B, A) are reserved for dual grid rendering, discussed
below.

Rendering is handled by a fragment shader. Each pixel calculates its tile
coordinates using its screen position and a transformation matrix. This information
is used to look up the correct tile from the tiles texture and then fetch the
appropriate tile sprite from the atlas:

worldPosition = mul(screenPosition, cameraMatrix)
tile = worldPosition/tileSize

tileUV = frac(tile)
tileCoords = floor(tile)

Note that these calculations are done in a fragment shader, so the functions
used refer to shader code.

Using tileCoords, the shader retrieves the atlas coordinates from the tiles
texture. Combining these with tileUV, it then samples the final fragment color
from the sprite atlas.

If a fragment lies outside the bounds of the tilemap, texture wrapping causes
the tilemap to repeat infinitely in both directions.

3.5.3 Dual grid rendering
Some tiles in To the Core use connected tilesets, which adapt their appearance

based on adjacent tiles. For instance, a grass tile may have grassy edges that
should automatically wrap around the tile when surrounded by other grass tiles. A
naive implementation would require considering all eight neighboring tiles, leading
to 28 = 256 combinations—too many to store or draw individually.

Dual grid rendering solves this problem by simplifying the configuration to
just four neighbors. This technique is based on the dual grid system, described by
Oskar Stålberg in his 2021 talk [9]. It works by conceptually placing tiles on a
“dual grid”, where the grid cells are offset by half a tile in both directions. Each
dual grid cell overlaps exactly four base grid tiles, and based on those four, one of
24 = 16 configurations is selected.

This allows a single tile to be procedurally generated from four independent
quadrants. Each quadrant uses the corresponding dual grid tile to select the
appropriate texture variant. As a result, each base grid tile is composed of four
rendered sub-tiles, one for each quadrant.
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(a) Connected grass tileset (b) Generating tile from dual grid

(c) Dual tileset in sprite atlas

Figure 3.7

In Figure 3.7b, the red grid represents the base tile grid, while the black grid
is the dual grid. Each black cell uses the four overlapping red tiles to determine
which of the 16 variants to render. For example, the top-left dual tile in the figure
corresponds to the top-left tile in Figure 3.7a.

Figure 3.7a shows the tileset arranged visually to highlight connections between
variants. However, in the actual sprite atlas (Figure 3.7c), the tiles are ordered
differently for easier lookup. The shader calculates the tile’s configuration ID
as a 4-bit number, with one bit for each overlapping tile. The configuration is
converted to atlas coordinates using:

offsetX = configuration%4
offsetY = ⌊configuration/4⌋

To support this system, the tiles texture uses its remaining color channels: the
blue channel (B) stores a boolean indicating whether the tile uses dual rendering;
the alpha channel (A) stores a boolean indicating whether the tile is considered
solid for the purposes of connectivity.

Because this logic is handled entirely in the fragment shader, it operates at
the pixel level. Each fragment calculates the configuration of its quadrant based
on the four overlapping tiles in the base grid, allowing for smooth, adaptive tile
transitions without requiring a massive number of tile variants.
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Figure 3.8 Results of dual grid rendering

3.5.4 Limitations
This system has a few notable limitations. Since the entire tilemap is stored

in a single texture, the world cannot grow arbitrarily large. This texture must be
resent to the GPU whenever a tile changes, which could become a performance
bottleneck for very large maps.

Another limitation concerns the encoding of atlas coordinates in the R and
G color channels of the tiles texture, which are only 8-bit each. This limits the
total number of addressable tiles. Without dual grid rendering, the maximum
would be 256 × 256 = 65,536 unique tiles. However, with dual grid rendering, each
tile requires a 4×4 block in the atlas, reducing the capacity to 256

4 × 256
4 = 4,096.

While still quite high, this effectively lowers the maximum variety of tiles if all
tiles were to use the dual system. In practice, To the Core currently uses only 33
different tiles, making this limitation insignificant.

3.6 Lighting

3.6.1 Overview
As discussed in Section 2.4, the lighting system assigns each tile a light value.

Tiles representing light sources are assigned the highest light value, and the
value decreases as light propagates outward. While this approach appears simple,
maintaining these values can be complex. In particular, because light travels
more easily through air than through solid tiles, the triangle inequality is violated,
which complicates distance calculations.

There are two main approaches to maintaining light values. The static ap-
proach stores light values for each tile and only recalculates them whenever the
tilemap changes. In contrast, the dynamic approach recomputes light values every
frame. Although the static approach should theoretically be more efficient—since
recalculation occurs only as needed—it requires maintaining light values for the
entire world. The dynamic approach, on the other hand, only needs to calculate
lighting for on-screen tiles and supports moving lights, allowing not just tiles but
also objects to emit light. For these reasons, the dynamic approach was chosen
for To the Core.
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3.6.2 Propagating light values
A key challenge is propagating light through the grid. A simple breadth-first

search might appear sufficient; however, because light propagation violates the
triangle inequality—since light travels further through air than walls—it would
not produce correct results. Instead, Dijkstra’s algorithm is used.

Dijkstra’s algorithm determines the shortest distance from a starting node to
all other nodes in a weighted graph. In this context, the light source is the initial
node, and distances to all other tiles represent light falloff. Since the algorithm
supports weighted edges, it can account for different costs of propagation: air tiles
are currently given a weight of 20, and solid tiles a weight of 80, meaning light
travels four times as far through air as through solid blocks.

Another advantage of Dijkstra’s algorithm is its support for multiple starting
nodes. If multiple light sources are present, they can all be added as initial nodes.
The algorithm will then calculate the minimum distance to any light source in a
single pass, making performance dependent on the number of tiles rather than
the number of lights.

3.6.3 Calculating light values
Each frame, a grid of light values is generated. Although lighting is only needed

for on-screen tiles, the grid extends beyond the screen boundaries to account for
off-screen light sources that may illuminate visible tiles.

The system first scans for all light sources in this extended area and adds them
to Dijkstra’s priority queue. The algorithm then propagates light values across
the grid.

3.6.4 Applying the light grid
Once the light values are computed, they are transferred to a lightmap texture.

This texture only needs enough resolution to cover the visible tiles on the screen.
A Gaussian blur is then applied to the lightmap to smooth out blocky lighting

artifacts that would result from per-tile resolution. Finally, the blurred lightmap
is rendered using multiplicative blending, multiplying the original scene’s pixel
colors by the lightmap. This step occurs after rendering world objects but before
rendering UI elements, to ensure correct visual composition.

3.6.5 Colored lighting
The representation of light values is another consideration. Using a single byte

would be sufficient for monochrome lighting but would prevent color variation.
Instead, To the Core stores light values as RGB colors.

This choice introduces complications for Dijkstra’s algorithm, which requires
prioritizing the lowest-cost node. To order colors, a priority value is assigned
using the maximum of the color’s three channels (equivalent to the HSV value
component). Although imperfect—e.g., pure red (255, 0, 0) has the same priority
as white (255, 255, 255)—it is a practical solution.

40



Additionally, propagating colored light requires subtracting a propagation cost.
This is handled by converting RGB colors to HSV, subtracting the cost from the
value channel, then converting back to RGB.

When multiple colored lights overlap, their contributions must be combined.
Instead of replacing existing values, the system uses a max-blend operation:
combining colors by taking the maximum of each channel. For colors (r1, g1, b1)
and (r2, g2, b2), this results in (max(r1, r2), max(g1, g2), max(b1, b2)). This method
preserves hue consistency while respecting the priority ordering.

Figure 3.9 Lighting system results

3.6.6 Light source types
To the Core uses several types of lights:

Lightsource tiles The tile database assigns RGB values to tiles. If any channel
is nonzero, the tile is treated as a light source. When scanning for lights, these
tiles are added to the Dijkstra queue with their color value.

The Lightsource component Any object can emit light by including the
Lightsource component. All such objects are stored in a static dictionary keyed
by their positions. At the start of each lighting pass, this dictionary is rebuilt to
keep positions current. During the light source scan, these entries are added to
the queue.

Immediate lightsources Immediate lightsources allow adding temporary lights
without persistent storage. These are essentially one-frame lights, often used for
particle effects. They use the same static dictionary as normal lights but are
inserted via a static method, allowing systems outside the component framework
to use them easily.
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Surface light We do not want the world’s surface to be in constant darkness, so
sunlight has to be accounted for. The lighting system maintains a record of surface
heights: for each column of the world, it stores the height of the highest solid
tile. Whenever light sources are scanned, if a tile is above this surface height, it is
treated as a light source with the maximum possible light value (white). Crucially,
this strategy is feasible because the lighting algorithm is not dependent on the
number of active light sources—otherwise, treating potentially every surface tile
as a light source would be computationally intractable. It should be noted that
there is a height limit to the sunlight effect. If the surface height is below this
limit, the limit is used instead, ensuring that underground tunnels still require
torches and are not unintentionally lit from the surface.

Player light The player may also act as a light source. When holding a
lightsource tile (e.g., a torch), the player’s position is treated as a light source
with the tile’s color. If the player equips a lantern, its light value depends on the
number of lantern items held.

Combining lightsources Since multiple types of lightsources can overlap, it is
common for several lights to affect the same tile. In these cases, the maximum
blend of their colors is used as the initial value in Dijkstra’s algorithm. One
important consequence is that non-tile lights, such as objects and immediate
lights, need to be stored in a dictionary indexed by position. Once a light value
has been placed into Dijkstra’s priority queue, there is no efficient way to retrieve
it by its position, so the dictionary guarantees that all overlapping lights can be
combined in advance before enqueuing them.

3.6.7 Brightness
Lighting is central to the game experience, but on some displays, the default

appearance can be too dark. For this reason, the game provides a brightness
slider ranging from 1.0 (default) to 5.0. Brightness scaling is applied after the
Dijkstra calculations, when the light values are transferred to the lightmap texture.
Multiplying color channels with brightness values higher than 1.0 can cause
clamping artifacts and hue shifts, so the maximum is capped at 5.0 to strike a
balance between brightness and color fidelity.

3.7 World Wrapping
As discussed in Section 3.5.2, the tilemap is wrapped implicitly, since the

shader wraps the tiles texture when reading out-of-bounds values. This means we
only need to find a way to implement wrapping for tiles and for objects.

In general, there are two ways to approach this. Either we make sure that
all objects are always within the world’s bounds, by wrapping their positions
whenever they are not, or we can allow objects to leave the world’s bounds and
just treat them as if they never did.

The first approach would result in a completely infinite world, but might cause
small stuttering or similar issues when an object is moved.
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The second approach would be perfectly smooth, but would limit the size of
the world. The biggest issue is floating-point inaccuracy for large numbers. There
would be nothing to prevent an object from going very far in one direction and
gaining a very high position value, which would cause problems.

Since the floating-point issues require very large numbers to be noticeable,
To the Core takes the second approach to make the wrapping as smooth as possible.

3.7.1 World space
Since the world wraps infinitely in the horizontal axis, its space can be described

with an equivalency. Two X coordinates in the world are equivalent, if they ”wrap
into” the same position. In more mathematical terms:

a ≡ b ⇐⇒ ∃n ∈ Z : a + n · worldSize = b

where a, b ∈ R are X coordinates.

3.7.2 Tiles
We need a system that allows us to read out-of-bounds tiles by wrapping them

around the world instead. Essentially, we need a function that takes any position
and returns the equivalent wrapped position within the world’s boundaries. Since
the world only wraps horizontally, the position in question can just be a single
integer representing the tile’s X coordinate.

This can be easily achieved using the modulo operator. The expression

n%worldSize

will nicely wrap around worldSize when n ≥ worldSize. For example:

260%256 = 4

However, it will not work for negative values. The way the modulo operator is
implemented in most programming languages,

(−260)%256 = −4

Our function needs to always return a value in the range [0, worldSize). Note
that this differs from the mathematical modulus, since many languages implement
the remainder operator.

We can fix this by adding one more modulo. Note that the expression

(n + worldSize)%worldSize

is equal to
n%worldSize for n ≥ 0,

but unlike n%worldSize, it will also correctly wrap values for

n ∈ [−worldSize, 0).
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Therefore, we can use one modulo to bring the value into the range
(−worldSize, worldSize), and then a second modulo to wrap that into the valid
range [0, worldSize):

wrap(n) = (n%worldSize + worldSize)%worldSize

This function can then be used whenever we need to access a tile with coordinates
that might fall outside the world’s bounds. This is sufficient to implement tile
collisions, breaking and placing tiles, and any other tile interaction, ensuring they
work correctly no matter how many times the world wraps in either direction.

3.7.3 Objects
Wrapping objects is a much more complicated task than wrapping tiles. The

difference is that we only use tile coordinates to index into the tilemap. The
output always has to be in the world’s range. For objects, this is not good enough.
When rendering an object, we do not want the output to be within the world’s
bounds, but rather in the closest equivalent point to the camera. For example,
when we have an object that is within the world’s bounds near the left edge, and
the camera is also within the world’s bounds but near the right edge, we need
this object to be rendered to the right of the camera—its actual render position
will be outside of the world’s bounds.

We need a function that takes two positions and returns the closest direction
from one position to the other. In other words, it should return how much you
would shift the first coordinate so that it aligns with the second one under periodic
wrapping:

wrapDir(a, b) is the smallest x, such that (a + x) ≡ b

where a, b ∈ R. Note that smallest means in absolute value, i.e. closest to zero.
The result of this operation falls within the range [−worldSize

2 , worldSize
2 ].

In order to find such a function, let us first start with a simpler problem.
Instead of finding the direction between two arbitrary positions, let us find the
direction from the origin to an arbitrary position:

wrapNorm(x) = wrapDir(0, x)

This function must have a value of 0 at the origin, and rise linearly in the
positive direction, until the point worldSize

2 . There, the function must flip into the
negatives and then continue rising until the point worldSize, where it should
once again have a value of 0. Outside of the interval [0, worldSize), it should
periodically repeat.
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(a) wrapNorm (b) wrap

Figure 3.10 Comparison of the wrapNorm and wrap functions over the interval
(−worldSize, worldSize) with a worldSize of 256

Figure 3.10 shows that this wrapNorm function is the same as our previously
defined wrap function, just offset by half the worldSize in both axes. So the
wrapNorm function can be calculated as:

wrapNorm(x) = wrap

(︄
x − worldSize

2

)︄
− worldSize

2

Note that for floating point values, a simpler way of calculating the wrap function
is:

wrap(x) = x −
⌊︃

x

worldSize

⌋︃
· worldSize

using the floor operation.
Now that we can calculate the wrapNorm of a value, we can use it to calculate

the wrapDir between two values. The wrapDir function is the same as the
wrapNorm function, just offset horizontally by the starting point:

wrapDir(a, b) = wrapNorm(b − a)

In other words, it tells us the smallest periodic offset from a to b.
With this function in place, we can calculate the relative position between

two arbitrary points. For example, wrapDir(−300, 700) with a worldSize of 256
would be −24, since

−300 − 24 = −324
wrap(−324) = 188

wrap(700) = 188
↓

−324 ≡ 700

You can see that this works even when the two positions are multiple world sizes
apart.

This function can now be used in any interaction between two objects. It can
be used to calculate the distance between two objects. It is used in rendering, to
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calculate the ”render position” of an object as its closest equivalent position to the
camera. Enemies use this function to find the direction to the player. It is also
used in collisions—when checking for a collision between two objects, the vertices
of one object are transformed into equivalent positions closest to the other object.

The result of using these functions is that, from the player’s perspective,
the world infinitely loops horizontally and all objects remain persistent with this
looping. However, internally, two overlapping objects can have completely different
positions.

3.8 Map
The map uses a rendering system very similar to the tilemap. However, instead

of having a dedicated object with a component for rendering, the map scene itself
handles drawing the tiles. This allows it to directly share the world’s grid data. A
cleaner architecture in the future could separate the tilemap’s grid data from its
renderer, so that multiple renderers could reuse the same grid information.

Unlike the world, the map uses a different atlas in which each world tile is
represented by a single pixel. This results in a much simpler and more abstract
appearance, helping the player distinguish the map from the main game world.

Another key difference is lighting. Since world lighting is only calculated for
tiles currently on-screen, it cannot be reused directly for the map. On the other
hand, a completely unlit map would let players see through walls. Therefore, the
map uses its own lightmap, called the map mask, which is effectively a fog-of-war
system. The map mask is generated by the world’s lighting system: whenever
a tile’s light value is updated, the corresponding map mask value is set to the
maximum of the previous value and the new light value. This means that once a
tile has been lit (and thus explored), its map tile stays visible even if the light
source is removed. The map mask is monochromatic, since its purpose is to record
explored areas rather than depict colored lighting. It is also not blurred like the
world lightmap, but uses bilinear filtering on a low-resolution texture to slightly
soften hard edges. This makes it easier to distinguish walls from backgrounds, as
shown in Figure 3.11.

(a) Map mask with no filtering (b) Map mask with bilinear filtering

Figure 3.11 Comparison of the map view with and without filtering
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3.8.1 Icons
An important feature of the map is its support for icons. These are managed

as a separate overlay from the tilemap itself. The map scene holds a list of icons
to be rendered, and objects add themselves to this list once they are discovered.
There are four types of icons: markers, chests, shops, and dungeons, in addition to
the player icon. Markers can be placed manually by right-clicking anywhere on the
map. Right-clicking an existing marker cycles through three available colors, and
removes it after the last color. Chests and shops mark themselves automatically
as soon as their tile receives any light. For chest icons, the chest’s own texture
is used to distinguish different chest types, and shops use their item’s texture.
Dungeon entrances add an icon once the player enters the dungeon’s bounding
box, showing the entry point for reference.

Icons are drawn at a constant on-screen size. Although the map allows free
panning and zooming, icon sizes do not change, making it easier to separate
overlapping icons by zooming in.

3.8.2 Wrapping
Since the map reuses the world’s rendering system, horizontal wrapping is

handled automatically. The map explicitly ignores pixels above and below the
world boundaries, so only horizontal wrapping is visible. Because the player can
zoom the map out to view a large area, it is possible to see multiple copies of the
world tiled horizontally. This clearly communicates that the world wraps infinitely
in the horizontal direction.

A minor issue arises with icons: ideally, icons would also repeat across wrapped
instances of the world, but this could become very expensive at large zoom levels.
As a simple solution, each icon is only rendered once, at the location nearest to
the camera. When zoomed far out, icons will therefore only appear around the
center of the screen. This also helps players decide whether to travel left or right
around the world to reach an objective, since the closest equivalent position of an
icon is always displayed.

3.9 Animations
Animations are a core element of almost any game. In general, there are two

common approaches to storing 2D animations. Sprite-based animations store a
sequence of individual sprites that an object loops through, while skeletal anima-
tions store a sequence of transformations that the object smoothly interpolates
between. Sprite-based animations are much simpler to implement, whereas skeletal
animations produce smoother motion and offer the significant advantage of being
reusable across multiple objects. If two objects share a similar “skeleton,” they
can use the same animations. However, skeletal animations are considerably more
complex to implement and do not integrate well with pixel art. Pixel art games
almost universally rely on traditional sprite-based animations. Additionally, the
entities in To the Core do not require highly complex animations, so drawing them
separately for each object is not a major issue. For these reasons, To the Core
employs traditional sprite-based animation.
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3.9.1 Animation
The Animation class stores data describing a single animation. The animation

itself is represented as an array of textures, together with information about the
speed of the animation (the time spent on each frame) and whether the animation
should loop.

An animation can be created either directly from an array of textures, or from
a single texture—a spritesheet—by slicing it into individual sprites.

3.9.2 Animators
While storing a single animation is useful, most objects require the ability to

switch between multiple animations. Ensuring that animations remain consistent
with the behavior of an object is not a trivial task. This is handled by an animator.

There are two complementary ways to think about controlling animations:
either the animations depend on the object’s state, or the object’s state depends
on the current animation. Consequently, To the Core implements two separate
animator systems to address both scenarios.

3.9.3 Decision tree animator
The DecisionTreeAnimator component is used in the first case. It is applied to

the player character to keep controls responsive. The current animation is selected
directly based on the player’s state.

As the name suggests, the animations are organized in a binary decision tree.
This tree consists of two types of nodes: decision nodes, which are internal, and
animation nodes, which are leaves. Each decision node has a name, a boolean
value, and two child nodes: one for the true case, and one for the false case. Each
animation node stores a single animation.

The animator allows decision nodes to be identified by name and their values
set accordingly. On each update, the tree is evaluated to determine the current
animation, based on the values of the decision nodes. The current animation’s
frames are then advanced and assigned to the object’s SpriteRenderer.

3.9.4 State machine animator
The second animator type is implemented by the StateMachineAnimator

component. As the name indicates, it uses a state machine to manage transitions
between animations.

Each state stores a single animation and a list of transitions to other states. A
transition consists of a reference to a target state, together with a list of conditions.
The animator holds a set of values, which can be modified and referenced by these
conditions. Three value types are supported: boolean values, float values, and
triggers. Boolean and float values are self-explanatory. A trigger value acts like a
temporary boolean that is automatically reset after being activated, remaining
true for only a single frame.

The separation into these value types is intentional, since each type supports
different condition checks. Boolean values can be compared against true or false.
Triggers can only be checked for whether they were activated in the current frame.
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Float values can be compared against numerical thresholds using inequalities.
Finally, there is a generic value type that can be compared for equality with a
constant.

The state machine animator begins in a specified initial state, typically an idle
animation. On each update, it assigns the current frame to the SpriteRenderer
if necessary, and then checks whether a transition should occur. Transitions are
evaluated in the order in which they were added, which is important for prioritizing
certain transitions over others. As soon as a transition is found for which all
conditions are satisfied, the animator switches to the target state.

A major benefit of this system is that each state offers OnEnter and OnExit
callbacks, which can be used to coordinate the object’s behavior with its animations.
This functionality is leveraged to implement many enemy behaviors in the game.

3.9.5 Conclusion
In theory, the StateMachineAnimator could be used for all animated entities in

the game. However, the DecisionTreeAnimator is far better suited for the player
(and potentially more entities in the future). Since the player’s animations depend
only on its current state, they remain relevant at all times. If the player used the
StateMachineAnimator, there would be a risk of getting stuck in the wrong state
if the state machine were not set up perfectly. Additionally, it makes adding new
animations to the player significantly simpler. Generally, the player should be
able to transition freely between any animations, which would otherwise require
adding many transitions and would make the state machine difficult to maintain
beyond just a few animations.

In contrast, StateMachineAnimator is ideal for enemy entities, which bene-
fit from using the transition callbacks to coordinate their behavior with their
animations.

3.10 Enemies
All enemy behaviors derive from the Enemy superclass. This class encapsulates

functionality common to all enemies and provides methods for reusable behavior
patterns such as following, patrolling, and related logic, which specific enemy
implementations can then build upon.

Additionally, the class defines a set of flags relevant for saving, loading, and
behavior customization. Notably, enemies marked as summoned do not drop coins
or other items upon death and are ignored during save operations.

3.10.1 Common in all enemies
Death The Enemy class defines an OnDeath event that ensures the enemy is
removed correctly once its health reaches zero. If the enemy is not marked as
summoned, it will also drop a predetermined amount of coins and, with some
probability, a health or mana pickup.

Player information Each frame, the base class precalculates the direction
and distance to the player. In addition, it performs a raycast toward the player
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to determine visibility. These precalculated values are used by subclasses to
implement specific behaviors in an efficient and consistent way.

Aggro The Enemy class also manages the aggro state, which defines whether
the enemy is aware of and aggressive toward the player. When not in an aggro
state, an enemy will usually perform a default patrol behavior. The transition into
the aggro state depends on the player’s distance and line-of-sight: if the player
is visible and within a global aggro range, the enemy enters the aggro state. If
the player moves beyond a defined deaggro distance, the enemy forgets the player
and returns to its non-aggro behavior. It is worth noting that line-of-sight is only
considered when entering aggro, not for maintaining it. Furthermore, enemies
immediately enter the aggro state upon taking damage, even if the player is not
currently visible.

3.10.2 Behavior utilities
Contact damage The base class provides a utility method for applying contact
damage to the player. This checks whether the enemy’s collider overlaps with the
player’s and, if so, applies damage and knockback accordingly.

Choose random near point This utility is particularly useful for flying enemies.
It works by casting a number of rays in random directions and measuring the
distance to the nearest tile in each direction. If the measured distance is less than
a defined minimum safe distance, the ray is discarded. Otherwise, a random point
along the ray is chosen between this minimum distance and either the maximum
allowed distance or the distance to the obstacle, whichever is smaller. From the
set of such candidate points, one is randomly selected.

If the enemy is in its aggro state, the method further filters candidate points
based on whether they provide line-of-sight to the player. If any such visible
points exist, all other points are discarded before choosing randomly among the
visible ones. This method ensures that flying enemies select plausible movement
targets while avoiding obstacles and, where possible, maintaining visibility of the
player.

Pathfinding Pathfinding is implemented separately from the Enemy class to
facilitate potential reuse by other systems in the future. The game employs an A*
pathfinding algorithm to calculate the shortest path between two tiles, returning a
list of tile coordinates along the path. This system is commonly used by enemies
to reach the player after losing direct line-of-sight.

Walking patrol This utility supports patrolling behavior for ground-based
enemies. While patrolling, an enemy checks for walls ahead. If a wall is detected,
its height is evaluated: if the wall is low enough, the enemy climbs over it; otherwise,
it reverses direction. Similarly, if there is no wall ahead, the enemy checks for a
downward step. If the step is too high, it reverses direction. Finally, the enemy
applies forward velocity to move in its current facing direction. The resulting
behavior makes enemies walk back and forth, climbing over small obstacles and
avoiding steep drops.
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Walk to player This method is similar to the patrol routine, but targets the
player directly. The enemy first turns to face the player and then moves forward,
climbing over low obstacles. A potential issue arises when the player is directly
above (or below) the enemy on roughly the same X coordinate, which may cause
repeated direction changes. To mitigate this, if the horizontal distance to the
player falls below a certain threshold, the enemy temporarily reverts to its default
patrol routine. This allows it to overshoot the player slightly before turning back
to pursue.

3.10.3 State machines
Because all enemies have at least two states—such as aggro and patrol—they

rely on a state machine for behavior control. Simpler enemies (for example, the
ant or bat) can use straightforward if-else logic to manage these states. Others,
especially those with multiple animations (such as the slime or tree), rely on their
animation state machine to drive most of their behavior.

In general, each enemy combines these utility methods based on its current
state. However, certain more complex enemies, such as the mage, require a
dedicated state machine. Mages, for instance, have only two animations (idle and
run) but four distinct states: Patrol when not aggro, Follow when out of attack
range, WaitForCooldown while within range but unable to attack, and Charge
while preparing their spell. After charging, the mage fires at the player. Managing
these states with simple conditionals would be impractical, so a dedicated state
machine is used.

The StateMachine class resembles the StateMachineAnimator, but with key
differences. Instead of tying transitions to animator-driven parameters, it uses
arbitrary boolean-returning functions as conditions, allowing far more complex
logic. Furthermore, each state supports an OnUpdate callback, in addition to
OnEnter and OnExit, enabling richer in-state behavior. This powerful system
allows for more advanced logic than the animation-driven state machine but is
less convenient for purely visual transitions, which is why it is used exclusively for
complex cases like the mage.

3.10.4 Spawning enemies
The EnemyManager is responsible for spawning and despawning enemies. In

each frame, it first despawns any active enemies that have moved outside the
allowed region.

Next, it selects a random point from a 90 × 60 tile area around the player,
excluding the screen area itself. This effectively covers about 10 tiles beyond
the visible screen in each direction, providing an off-screen spawning region. To
qualify as a valid enemy location, the chosen point must meet several conditions:
the tile must not be solid, its corresponding map mask value must be 0 (meaning
the tile has not yet been visited), and the enemy density around that point must
be below a certain threshold. Enemy density is calculated as the total number of
enemies within an 8-tile radius, which helps prevent overcrowding.

Once a valid point is found, the background tile at that location is used to
determine the appropriate enemy table and the isDungeon flag. There is a separate
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enemy table for each layer (including the fourth layer, which represents the final
dungeon), as well as for each mini-biome. Each enemy table consists of pairs
containing the enemy’s name and a weighting factor. For the purposes of the
EnemyManager, mini-biomes are also considered dungeons.

There is a maximum count of active enemies to maintain performance. Once
this maximum is reached, no further enemies will spawn until another enemy
dies or is despawned. However, the maximum is tracked separately for dungeon
enemies (based on the isDungeon flag), ensuring that dungeons remain densely
populated even if the outside world is at its limit.

After all conditions have been satisfied and the current count allows it, a
random enemy is selected from the appropriate table and spawned at the chosen
point.

3.11 Projectiles
Projectiles are a core mechanic in To the Core, appearing in both player and

enemy attacks. Since many projectiles share similar patterns but still require a
high degree of configurability, a robust and reusable system was developed to
handle their behavior.

3.11.1 Projectile data
The ProjectileData class describes the available projectile types. These de-

scriptions are read from an XML file, which makes it easy to define many different
projectile types without modifying code. Each projectile data entry consists of an
identifier—the projectile’s name—and a list of projectile components.

The ProjectileComponent base class is extended to define the different projectile
components. However, these subclasses only store configuration data. The actual
runtime behaviors are implemented via standard components on the projectile’s
GameObject, or through flags within its Projectile component. This separation is
mainly due to how XML data is loaded in MonoGame.

A detailed list of all projectile components can be found in Section 5.7.4.

3.11.2 Projectile factory
The ProjectileFactory is responsible for creating an instance of a projectile

based on its name. It also takes as arguments the initial position and direction,
along with a DamageTargetType and a damage value. The DamageTargetType
allows specifying whether the projectile should affect only the player, only enemies,
or both, enabling shared use of projectile types between the player and enemies.
Damage is decoupled from the projectile type and specified when an instance is
created, which allows, for example, an arrow to deal more damage when fired
from a stronger bow.

3.11.3 Creating a projectile instance
To create an instance of a given projectile type, the ProjectileFactory first

creates an empty GameObject with the provided position and rotation. It then
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iterates over all projectile components defined in the data and applies their con-
figuration. The way this is applied depends on the component. Some components
simply add a new component to the GameObject; others modify the parameters
of an existing component, adding it if it does not yet exist. Multiple projectile
components can affect the same GameObject component. Some do not alter the
projectile instance at all, such as the Sound projectile component, which only
specifies a sound effect to play when the projectile is created. In these cases,
the factory handles the action directly without needing to store the data in the
projectile instance itself.

3.11.4 The Projectile component
The Projectile component (a standard GameObject component named ”Pro-

jectile”) is attached to every projectile. It stores the projectile’s damage, handles
collisions with the player or enemies, and controls the projectile’s lifetime. Many
simple projectile behaviors are implemented through this component by setting
its internal flags. These include, for example, whether the projectile should be de-
stroyed upon hitting a tile, whether it should pierce through enemies, or whether it
should bounce off walls. The Projectile component also defines an OnHit callback
that is triggered whenever the projectile collides with another object, which can
also be utilized by projectile components.

3.11.5 Derived projectiles
Some projectile behaviors are too complex to be achieved purely through

projectile components. In these cases, the Projectile class can be subclassed to
implement custom behavior. The Behavior projectile component specifies the
subclass to use via the XML data. Additionally, the BehaviorWithArgument
component provides a string argument, enabling the same subclass to handle
multiple slightly different projectiles. For example, arrows use this argument to
specify which item they correspond to, so the projectile knows what to add to the
player’s inventory on pickup.

It is important to note that these two components (Behavior and Behavior-
WithArgument) must appear first in the projectile’s component list. This ensures
that the correct GameObject component is attached before other components
apply their modifications, avoiding potential conflicts in the initialization order.

3.12 Particles
Particles are an essential tool for conveying visual feedback in the game. They

provide fast, lightweight, and flexible effects to highlight significant events.
Particles are currently used in three main scenarios: when an entity takes

damage, when a projectile explodes, and when an entity is on fire.
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3.13 Items
Items in the game are handled through a clear hierarchy of classes, rather

than using the Component system directly. This approach was chosen because
item behaviors are generally simple and well-defined, which makes inheritance a
more practical solution than a component-based composition. Items are primarily
loaded from an XML file, and managed through various systems including the
inventory and crafting interfaces.

3.13.1 Loading and storing items
At the top of the hierarchy is the Item class, which defines an item’s ID, icon

texture, cost, stack size, and an autoUse flag indicating whether the player can
hold the input to repeatedly use the item. Each item uses two textures: one as
its inventory icon, and one rendered in the player’s hand when selected. The
second, “held” texture is automatically determined by adding the suffix _held to
the icon’s texture name. If this held texture does not exist, the icon texture is
reused for both cases.

For more specialized data, the Item class can be subclassed. For instance, the
TileItem class adds a tile ID, while the WeaponItem class adds damage, knockback,
and a use interval. All items are loaded by the ItemDatabase class from XML and
stored in a dictionary keyed by their string IDs. String-based IDs make it easier
to reference items in other systems, such as crafting recipes.

3.13.2 Using items
The Item class provides several virtual methods to define behavior, including

Use, AltUse, and WhileSelected. These methods can be overridden in subclasses
to implement specific item effects. For example, bows override AltUse to fire
a second arrow type, while shields and bows use WhileSelected to continuously
rotate towards the mouse cursor.

When an item is used, its held version is animated. These procedural ani-
mations are implemented with tweens, which smoothly interpolate a value over
time. By default, items slightly rotate when used, but this can be customized. For
example, the SpearItem rotates towards the mouse cursor, then moves forward
and back to create a stabbing motion. These animations are important because
the held item checks for collisions with enemies, and the collision depends on its
current animated state.

3.13.3 Inventory management
The foundation of all item-related systems is the ItemSlot component. It stores

an item ID and quantity, and handles rendering this information as part of the
UI. Specialized slots are implemented by subclassing ItemSlot.

The InventorySlot class extends ItemSlot and adds interaction capabilities via
the OnClick event, handling item movement and selling. The Inventory class then
manages collections of these slots, divided into the hotbar, main inventory, armor
slots, and equipable item slots. It provides methods to add and remove items,
check for item presence, and manage which hotbar slot is currently selected.
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Beyond storing items, the inventory is also responsible for using them. It
handles applying the correct held item texture, size, and collider. The held item is
scaled according to its texture to ensure consistent pixel sizes. For melee weapons,
the inventory actively checks collisions between the held weapon and enemies to
apply damage and knockback effects while the weapon is in use.

Two specialized inventory slot types, ArmorSlot and EquipableItemSlot, extend
a LimitedInventorySlot class, which restricts what they can hold. There is one
armor slot for each armor piece—helmet, chestplate, and greaves—while equipable
slots ensure an item cannot be equipped in multiple slots simultaneously.

3.13.4 Crafting
Crafting is implemented with the CraftingSlot class, which extends ItemSlot by

adding a list of requirements representing the recipe’s input. The slot’s own item ID
and quantity represent the recipe’s output. When clicked, a CraftingSlot removes
its requirements from the inventory and adds the output item. Requirements are
also displayed next to the recipe’s output for clarity.

All crafting recipes are loaded from an XML file at the start of the game.
A CraftingManager component handles their visibility, hiding recipes until their
visibility requirement is met, and tinting uncraftable but visible recipes with a
darker color. The crafting slots themselves are laid out neatly in a UIVerticalLayout
component, which aligns all visible recipes vertically.

3.13.5 Tooltips
Tooltips provide item descriptions and are built through a virtual method

in the Item class called BuildTooltip, which uses a StringBuilder to generate
the tooltip text. By default, tooltips show the item’s display name and an
optional description, but subclasses can expand them with additional data. For
example, the WeaponItem appends damage, knockback, and use interval, and
the MagicWeaponItem expands it further by its mana cost, mana gain, and max
mana.

At startup, a single tooltip object is created and hidden. When the mouse
hovers over an ItemSlot, the tooltip is updated with the item’s description and
moved to the cursor’s position. This system is shared across both inventory and
crafting slots. Additionally, if the sell key is held, the tooltip is temporarily
replaced with the item’s sell cost to support selling mechanics.

3.14 Saving and Loading
To the Core is capable of saving and loading its game state, allowing a run to

continue across multiple sessions. The state is saved to a single binary file, which
makes it difficult to modify without access to the game’s code.

3.14.1 Saving
The game state is stored in a single object whenever the game is saved. This

object records the current game time, as well as both player data and world data.
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Player data Player data includes the player’s position, health, coins, and the
contents of the inventory.

World data World data includes the world grid and background grid, along
with chests and shops. It also stores information about the map, such as the
map mask, map markers, and which dungeons have been discovered. Finally, it
includes enemy information.

Enemies are saved only as pairs of position and name, which is sufficient
to reconstruct them later by referencing the enemy database. However, only
non-summoned enemies are stored. Certain enemies, such as bat mages, can
summon others (e.g., bats). Because the bat mage has a limit on how many bats
it can summon, it would be complex to track which summoned bats belong to
which mage. Without such tracking, saving and reloading could allow infinite
duplication of bats. To prevent this, summoned enemies are excluded from the
saved game state.

The game is saved whenever the ”Exit” button is pressed, and also automatically
every five minutes.

3.14.2 Loading
When the game starts, it searches for the save file. If the file is found, game

objects are reconstructed from the saved game state. If no save file is found (or if
loading fails for any reason), the game initializes objects with default values (such
as the player’s health) or procedurally generates them (such as the world).

56



4 User Documentation
A precompiled windows build of the game can be found in the attachments

in the folder ”ToTheCore”. To run the game, simply run the ”ToTheCore.exe”
binary.

4.1 Menu
The game starts in the main menu, which contains three large buttons and

a small slider in the top-left. The ”NEW GAME” button starts a new run of
the game. The ”CONTINUE” button loads the game state from a previous save
file. If no such file exists, a new run of the game is started instead. The ”EXIT”
button saves your progress and exits the game. The slider in the top-left can be
used to adjust the game’s brightness. If the game is too dark on your display, you
can use this slider to make the game brighter. However, it is recommended to
keep the slider on the default value of 1.0.

The game saves automatically every 5 minutes, as well as when you press the
”EXIT” button. To safely quit the game, use the ”EXIT” button from the menu.
Closing the window directly could result in a loss of progress.

Figure 4.1 Main menu

4.2 Controls

4.2.1 Scenes
The game has three scenes that you can freely switch between.
While in the main game scene, the ESC key can be used to switch to the

Menu, and the M key to switch to the map. This pauses the game.
While in the menu, pressing the ESC key again, or pressing the ”CONTINUE”

menu button takes you back to the game scene.
While in the map scene, pressing M or ESC takes you back to the game scene.
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4.2.2 Game
Movement The A and D keys can be used to move horizontally and the W key
can be used to jump.

Hotbar The mouse wheel can be used to scroll through items on your hotbar.
The 1-8 number keys can be used to immediately jump to a specific hotbar slot.
The currently selected hotbar slot is highlighted with a white outline.

Using items The currently selected item can be used with LMB (left mouse
button). Some items also have an alternate use that can be triggered with RMB.
Note that with some items, the input can be held down, with others it has to be
repeatedly pressed.

Interact The F key can be used to interact with chests to open them or with
shops to purchase their item.

Smart select The SHIFT key can be held to smart select an item. Depending
on whether the cursor is above a solid tile, either a pickaxe or a torch will be
selected from the player’s inventory. This works even if the item is not in the
hotbar. This can be used to quickly place a lightsource or break a tile.

Inventory The inventory can be opened with the TAB key or with the C key.

4.2.3 Inventory
While the inventory is opened, the game is not paused and the player cannot

move or use items.

Figure 4.2 Inventory and crafting view

Tooltips Hovering over an inventory slot with the mouse cursor displays some
information about the item in that slot.
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Moving items Clicking on an inventory slot selects it. Then, clicking on another
inventory slot swaps the contents of the two slots. This can be used to move items
around your inventory. Additionally, clicking on a slot while holding down the
SHIFT key can equip or unequip armor and equippable items.

Dropping items While holding down the Q key, clicking on an inventory slot
drops the item in that slot. The tooltips adjust to warn the player they are about
to drop an item. LMB can be used to drop a single item and RMB to drop the
whole stack. The item cannot be picked up for a few seconds after being dropped
to prevent the player from immediately picking in back up.

Selling items While holding down the X key, clicking on an inventory slot with
sells the item in that slot. The tooltips adjust to warn the player they are about
to sell an item and show how many coins the item will sell for. LMB can be used
to sell a single item and RMB to sell the whole stack. Note that a sold item is
permanently lost and cannot be retrieved.

Crafting While the inventory is opened, available crafting recipes are displayed
on the left side of the screen. A recipe shows the craftable item on the left and the
requirements to craft the item are displayed slightly smaller on its right. Recipes
whose requirements are not met, as well as the requirements themselves, are tinted
darker.

The mouse wheel can be used to scroll through recipes. Clicking on a recipe
with LMB crafts it once, while clicking on it with RMB crafts it up to five times.
Additionally, clicking on a recipe while holding down the SHIFT key crafts it as
many times as possible.

Closing the inventory The inventory can be closed with the TAB or C key.

4.2.4 Map
While in the map view, LMB can be used to pan and the mouse wheel can

be used to zoom in and out. RMB can be used to place a marker. By clicking
on an existing marker with RMB, its color can be cycled through three variants,
removing the marker after the last one.
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Figure 4.3 Map view with some chest markers, a dungeon entrance marker, and a
shop with three items
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5 Developer Documentation
5.1 Project Structure

5.1.1 Projects
To the Core is divided into two C# projects. The ToTheCore project contains

all of the game’s logic. The CustomData project only contains classes used for
loading custom XML data using the MonoGame content pipeline. MonoGame
requires these data classes to be in a separate project.

5.1.2 Directories
Most of the source files in the main project are divided into different directories

to make them easier to navigate.

Engine The Engine directory contains code that is more or less independent of
To the Core and could, in theory, be used as a base for an entirely different (2D)
game.

Components The Components directory contains most of the game’s logic
since it is where all components are stored. It is further divided into Enemies,
ItemSlots, Objects, and Projectiles. Most of these are self-explanatory, Objects
refers to components in charge of miscellaneous in-game objects such as chests,
shops, pickups, etc.

Items The Items directory contains classes for all item types as well as some
individual items.

Factories The Factories directory contains classes used to create different
objects in the game, such as the EnemyFactory or ProjectileFactory.

Scenes The Scenes directory contains classes for each of the game’s scenes.

Content The Content directory is part of the MonoGame content pipeline. It
contains all of the data in the game, such as textures, sounds, or custom XML
data.

5.2 Engine
The Engine is the foundational code that supports To the Core, including the

reusable GameObject–Component architecture, scene graph, and utility functions.
It is largely independent of the game’s own logic and could be reused for other
projects.
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5.2.1 GameObject
The GameObject class represents a single object in the game. This could be

the player, an enemy, the tilemap, or even a piece of UI such as a button.
Each GameObject holds a position, rotation, flipHorizontal flag, and a list

of components, as well as information about its position in a scene graph—a
reference to its parent object and children.

A GameObject is mostly just a container for components. It does not do
anything on its own. Components are used to add behavior to an object. They
can be added using the AddComponent method and retrieved using a variety of
GetComponent methods. Note that there is no support for removing components
from an object.

The GameObject class also provides a Destroy method, which removes the
object, as well as all of its children, from the scene graph.

There are also a number of methods regarding transformations. Each GameOb-
ject stores its local transformation matrix (relative to its parent). The GetGlobal-
Matrix method can be used to retrieve its global transformation matrix (relative
to the root). The forward property can be used to calculate the object’s global
forward direction. This assumes that an untransformed object’s forward direction
is directly to the right (in the positive X-axis direction). Finally, the Calculate-
GlobalVertices and GlobalizeVertices methods can be used to take an array of local
positions and transform them into global world-space coordinates. The Global-
izeVertices method does it in place, while the CalculateGlobalVertices method
returns a new array.

5.2.2 Component
The Component abstract class represents a single component. It stores a refer-

ence to its GameObject. This reference should never change. Once a component
is created, it should be added to an object and never removed. The only way to
destroy a Component is to call the Destroy method on its GameObject, which also
destroys all other components on that object.

A component is defined using two abstract methods: Start and Update. These
methods are called through the GameObject class. Start can be used to initialize
a component. It is mostly useful to get references to other components on the
same GameObject via the object’s GetComponent method. Update is called in
every frame. This method defines most of the component’s behavior.

The Component class also has an enabled property. This can be used to
disable or enable certain components. A disabled component will be skipped when
updating the game and its Update method will not be called. Additionally, the
OnEnabled and OnDisabled methods can be overridden to react to changes in a
component’s enabled state.

Lastly, the OnDestroy method is called when a component (or rather its
GameObject) is destroyed. It can be overridden to free up some resources or
implement any other behavior that might require it.
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5.2.3 Scene
The Scene abstract class represents a scene of the game. It mostly functions as

a container for GameObjects. It stores a scene graph and updates and renders all
of the objects in that graph. It is mainly used to initialize the scene by creating
objects and inserting them into the graph. This is done in the constructor.

The Update and Draw methods, used for updating and rendering respectively,
are virtual, so they can be expanded upon in a derived scene if necessary.

5.2.4 ContentLoader
The ContentLoader static class provides access to textures, sounds, and shaders,

loaded via MonoGame’s content pipeline. These resources are automatically loaded
from the Content/Textures/, Content/Sounds/, and Content/Shaders/ directories,
and can then be accessed through static dictionaries on the ContentLoader class.
The keys correspond to the file names without their extensions. For example,
the file Content/Textures/Items/dirt.png is available under the key ”dirt” in the
textures dictionary.

The class also provides a static PlaySound method. While sounds can be
accessed directly through the sounds dictionary, the recommended way to play a
sound effect is through PlaySound. This method uses a pool of sound instances,
allowing reuse of the same instance across multiple plays. If no available instance
is found, a new one is created. However, if the optional once parameter is set to
true, and no free instance is available, the method will refrain from playing the
sound again.

5.2.5 Creating objects
The first step to creating a new object is creating an empty GameObject.

Next, position and rotation can optionally be assigned. The next step is to add
components to the object via the AddComponent method. After all components
have been added, the object has to be inserted into the scene graph using the
SetParent method. Most objects use the scene’s root as their parent, but other
previously created objects can be used instead. Finally, the object’s Start method
should be called.

There are two ways to call the Start method depending on when the object
is created. When creating an object at the very start of the game (in a scene’s
constructor), this is done by calling the root’s Start method after all objects have
been created and properly added to the graph. This recursively calls the Start
methods of all children objects, their children, and so on.

When an object is created dynamically during the game (e.g., a newly spawned
enemy), only the Start method of the created object should be called (rather than
the root’s). Once again, this should be done after all components have already
been added to the object and the object has been inserted into the scene graph.
This is generally done in one of the Factory classes.

This ensures that components can gain references to other components on the
same object using the GetComponent method.
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5.3 Game
As with all MonoGame projects, the main entry point of the application is

the Game class. It is responsible for saving and loading, managing scenes, loading
content, and updates and rendering (though this is mostly done through scenes).

One notable feature of the Game class is the DebugDraw static method, which
can be used to draw a polygon on screen. This can be useful for drawing colliders
or similar objects for debugging purposes.

5.4 Utilities
This section documents reusable utility classes available throughout the project.

5.4.1 Vector2Int
The Vector2Int struct represents a two-dimensional integer vector, used for

example to interact with the tilemap.

Creating a vector An integer vector can be created in several ways. The
default constructor creates a zero vector. One constructor takes explicit x and
y values, while another converts a Vector2 to integer coordinates by flooring its
components. Static properties provide convenient access to common vectors: Zero,
One, Up, Right, Down, and Left. Note that in To the Core’s coordinate system,
the positive Y-axis points down, so the Down vector is (0, 1).

Directions The four cardinal directions can also be accessed through the Di-
rections array, ordered as Up, Right, Down, and Left. The static method Direc-
tionIndex serves as its inverse: it takes a direction vector and returns its index, or
-1 if the vector is not a cardinal direction.

Operators The struct defines arithmetic operators for element-wise addition
and subtraction (+, −), scalar or element-wise multiplication (∗), and scalar
division (/). The unary minus operator negates the vector. Comparison operators
== and != test vector equality. All these operations work strictly on integer
values.

5.4.2 Time
The Time static class tracks game timing. It provides ElapsedTime, the total

time in seconds since the application started, and DeltaTime, the time in seconds
since the last update. Both values are floating-point.

5.4.3 Input
The Input static class provides access to mouse and keyboard state. Mouse-

Position gives the mouse position in screen pixels. MouseWheel indicates wheel
scrolling with a positive, negative, or zero value, whose magnitude depends on
scroll speed.
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The mouse buttons MouseLeft, MouseMiddle, and MouseRight report their
current state. GetKey queries arbitrary keys specified by MonoGame’s Keys enum,
and GetNumberKey queries number keys 0–9.

All these queries return a KeyState object with:

• IsPressed: true while the button or key is held down

• IsReleased: negation of IsPressed

• IsJustPressed: true only in the first update the key/button was pressed

• IsJustReleased: true only in the first update the key/button was released

5.4.4 Camera
The static Camera class represents the main in-game camera (the map scene

handles its own camera). It maintains a transformation matrix and its inverse.
The ScreenToWorld and WorldToScreen methods convert coordinates between
these spaces.

The camera can be repositioned by changing its Position. It does not support
rotation or scaling directly; instead, scale is determined by the PixelsPerUnit
constant. The camera’s position refers to the world coordinate at the screen’s
center, so moving it to an object’s position centers the object on screen.

Screen dimensions are available through the Width and Height properties.

5.4.5 Timer
The static Timer class allows delaying the execution of a method. The Set

method takes a duration in seconds and an Action, calling it after the given time.
Note that this timer is tied to application ElapsedTime, so it does not pause when
the game is paused.

5.4.6 Tweens
The Tween class supports smooth interpolation between values, useful for

simple procedural animations.
Its static Create method takes an Action for applying the tween, a duration,

and from and to values. Optionally, it accepts an ease type (currently only linear
easing is supported). The returned tween can be configured further using:

• ThenTo to add another point to the interpolation path (each segment reuses
the same duration)

• OnEnd to specify an action when the tween finishes

Multiple ThenTo calls allow arbitrarily long tween sequences.

5.4.7 Helpers
The static Helpers class collects various utility methods, many of which are

specific to To the Core.
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Math Lerp and InverseLerp perform linear interpolation and its inverse.

Vector math VectorAngle returns the angle of a vector in radians. VectorFro-
mAngle builds a unit vector from an angle. Normalize returns a unit vector in the
same direction, or zero if the input is zero. Rotate rotates a vector by a specified
angle in radians.

Random Random returns a random float in [0, 1), or between two bounds if given
one or two arguments. Overloads exist for both floats and integers. RandomChoice
selects a random element from a collection, while WeightedRandomChoice uses a
weighting function to bias selection. RandomUnitVector returns a random unit
vector. RandomPointBetweenRectangles returns a random point contained in a
larger rectangle but outside a smaller, concentric one.

Wrapping Wrap implements the wrap function from Section 3.7.2, with over-
loads for floats and integers. WrapPosition applies wrapping to the X-coordinate
of a world position. WrapDir implements the wrapDir function from Section 3.7.3,
with overloads for floats and integers. WrapVectorDir applies wrapping to two
vectors. WrapDistanceSquared returns the squared distance between two points
under wrapping.

Colors ColorMax computes the max-blend of two colors as in Section 3.6.5.
RgbToHsv and HsvToRgb convert between RGB (using MonoGame’s Color struct)
and HSV color spaces. Hue is in 0–360, saturation and value in 0–1.

Raycasting Ray casts a ray against the world’s tilemap, ignoring objects, and
returns a TileRayHit object with:

• the point of intersection

• the tile coordinates of the hit tile

• a reference to the tile type

• the distance from the ray origin

If the ray leaves the world bounds vertically, the tile reference is null and the
distance infinite, while coordinates and intersection are still computed. If the ray
exceeds the maximum step count without hitting a tile, coordinates are zero, the
tile reference null, and the distance infinite.

Pathfinding FindShortestPath finds the shortest tile-to-tile path, with overloads
for float and integer coordinates (float coordinates are converted to tile coordinates).
It returns a list of tile coordinates from start to end, or an empty list if no path
exists.
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Explosions Explode creates an explosion that damages entities, breaks tiles,
and spawns a particle effect. Parameters include the explosion center, radius,
damage to tiles (center and edge), maximum tile toughness, damage to entities,
color for particles and lighting, and the explosion target type (player, enemies, or
both).

Time formatting FormatTime converts a duration in seconds into a string
formatted as hours, minutes, and seconds separated by colons.

5.5 Common Components
This section documents some of the most frequently used components.

5.5.1 SpriteRenderer
The SpriteRenderer component renders an object in world space, using the

GameObject’s position as the origin. The assigned sprite is centered on the object’s
position and automatically scaled to match the size of its texture. By default, one
world unit (the size of a tile) corresponds to 16 pixels in the sprite. An additional
size field can rescale the sprite, but it is generally recommended to keep it at the
default value of one to maintain consistent pixel density. The color field allows
tinting the sprite for visual effects or transparency. If the sprite field is null,
nothing is rendered, which can be useful for temporarily hiding objects before
assigning a texture.

5.5.2 Physics
There are three main physics-related components: PhysicsBody, TilemapCol-

lider, and ConvexCollider.

PhysicsBody The PhysicsBody stores the object’s velocity. Changing this value
is the primary and recommended way to move physics-enabled objects. Directly
modifying the GameObject’s position is discouraged, as it may bypass proper
collision handling. The gravityScale field adjusts how strongly gravity affects the
object, with zero disabling gravity altogether. The fallThroughPlatforms field
controls whether platforms are ignored by the object. When true, platforms
behave as air tiles; when false (the default), platforms block the object only from
above, allowing it to pass through from below.

TilemapCollider The TilemapCollider detects and resolves collisions with the
tilemap. A PhysicsBody on the same GameObject is required for these collisions to
function. Only axis-aligned rectangles are supported as collision shapes. The rect
field configures the collider’s size and offset, with no offset centering the rectangle
on the GameObject’s position. The bounce field allows the collider to reflect off
tile collisions. The Grounded property indicates whether the object is currently
on the ground. The onCollision event is triggered every frame in which at least
one collision is detected, while the onCollisionResolution event is fired each time
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a collision is resolved, potentially multiple times per frame. For debugging, the
debugDraw field can be enabled to visualize the collider.

ConvexCollider The ConvexCollider detects overlaps with other ConvexCol-
lider instances, but does not resolve collisions. It supports arbitrary convex
polygons, specified via the vertices field in coordinates relative to the GameObject.
A common way to initialize a collider is to pass a Rect to its constructor, avoiding
the need to define vertices manually. In this case, the top-left corner of the
rectangle will align with the GameObject’s position, unlike the TilemapCollider,
which centers its rectangle by default. Note that colliders should not exceed
16 world units in size to ensure correct detection within the spatial grid. The
onCollisionEnter event is triggered whenever a collision begins, but will not repeat
until the objects separate and re-collide.

5.5.3 Animations
There are two main animation components: DecisionTreeAnimator and

StateMachineAnimator. Both require a SpriteRenderer on the same GameObject.

Animation The Animation class represents a single animation. It can be
created either from an array of textures (animation frames) or from a spritesheet
texture that is sliced into frames. Its speed is controlled with the frameTime field,
specifying the time in seconds for each frame. The loop field determines whether
the animation repeats.

DecisionTreeAnimator The DecisionTreeAnimator organizes animations in
a decision tree structure made of two node types: AnimationNode, which stores
an animation, and DecisionNode, which holds a boolean value and references to
two child nodes (for true and false branches). To change the animation, use the
SetValue method to update a decision node’s value. On each update, the animator
evaluates the tree until it reaches an animation node, whose animation is then
assigned to the sprite. Non-looping animations will stay on their last frame until
a new animation is selected.

StateMachineAnimator The StateMachineAnimator organizes animations
as a state machine. First, value objects must be created, acting as variables for
controlling transitions between states. Each value has a string identifier and can
be one of four types: BooleanValue, FloatValue, TriggerValue, or GenericValue.
Booleans and floats are straightforward; a trigger acts like a boolean that resets
itself after one update, and a generic value stores arbitrary data.

Next, you define states using the State class. Each state requires an animation
and can optionally provide OnEnter and OnExit callbacks. States connect to each
other through transitions, added with the AddTransition method. Transitions
take a target state and a list of conditions. There are five types of conditions:
BooleanCondition, FloatCondition, TriggerCondition, GenericCondition, and An-
imationEndedCondition. Boolean and generic conditions compare their values
against constants. Float conditions compare the float against a threshold, with
the direction set using the greater argument. Trigger conditions are true whenever
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their trigger value is set, and automatically reset afterward. The animation-
ended condition is true when the current state’s animation finishes, but only for
non-looping animations.

Once values, states, conditions, and transitions are set up, the StateMachineAn-
imator can be constructed with the initial state and its list of value objects. The
animator plays the current state’s animation and evaluates all its transitions each
frame. If multiple transitions match, the first transition whose conditions are
fully satisfied is taken immediately. For non-looping animations, the final frame
remains visible until a transition occurs.

5.5.4 UI
Simple user interface components are also available. These use the GameOb-

ject’s position as screen coordinates (pixels), ignoring the camera.

UIRenderer The UIRenderer component draws a texture as UI. The texture
is assigned through the texture field and may be null. The size and offset fields
allow scaling and shifting the texture on screen. Unlike SpriteRenderer, the size
here is specified in absolute screen pixels.

UIRenderer can be subclassed to create custom UI elements. It offers virtual
methods for OnClick and OnHover mouse interactions, and the RenderCustom
virtual method allows custom rendering, called between the SpriteBatch’s Begin
and End calls.

UIButton The UIButton derives from UIRenderer and adds an action callback
that is invoked when the button is clicked.

UITextRenderer The UITextRenderer renders text on screen as part of the
UI.

UISlider The UISlider implements a simple slider UI element. Its constructor
parameters are:

• texture – the handle texture

• graphicSize – the size of the handle texture in pixels

• width – the total width of the slider in pixels

• min – minimum slider value

• max – maximum slider value

Its current value can be retrieved through the OnValueChanged event, which fires
whenever the handle moves.
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5.6 Tilemap
There are four classes related to tilemaps: SpriteAtlas, Tile, TileDatabase,

and Tilemap. The SpriteAtlas holds a single atlas texture with all possible tile
graphics, the Tile class describes a single tile type, the TileDatabase stores all
available tiles, and the Tilemap component stores and renders the tilemap itself.

5.6.1 SpriteAtlas
The SpriteAtlas requires an atlas texture, along with details about how that

texture should be divided into tiles. This is specified by three fields: TileSize (the
size of a single tile in pixels), TileOffset (the top-left padding of the atlas image,
in pixels), and Tiling. Tiling accounts for any spacing or padding between tiles,
and should be equal to the tile size plus any such padding. If there is no padding,
then Tiling is identical to TileSize.

5.6.2 Tile
The Tile class represents a single tile type. Tile objects are not meant to be

created manually in code, but rather are loaded by the TileDatabase from an
XML description.

The tile definitions are stored in the Content/TileDatabase.xml file. This file
follows standard MonoGame XML content pipeline syntax, and contains an array
of CustomData.Tile objects. Each tile specifies the following fields:

• AtlasX and AtlasY – the atlas coordinates of the tile

• Collider – either None, Solid, or Platform, describing how the tile interacts
with TilemapColliders

• ItemID – the string ID of the item dropped by breaking this tile (if left
empty, no item is dropped)

• Toughness – how strong of a pickaxe the player needs to damage this tile

• Health – how much damage must be dealt to break this tile

• DualGrid – a boolean specifying whether the tile uses the dual grid system
described in Section 3.5.3; if true, the atlas coordinates should point to the
top-left tile of the 4 × 4 block

Optionally, a tile can act as a light source. In that case, its XML entry should
have its Type attribute set to CustomData.Tile+LightsourceTile. Three additional
fields must then be specified:

• LightR, LightG, LightB – the color of the light emitted by the tile, specified
as single-byte values (0–255)

5.6.3 TileDatabase
The TileDatabase holds an array of all Tile objects along with the shared

SpriteAtlas. It supports retrieving a Tile by its byte ID via the indexing operator
([]).
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5.6.4 Tilemap
The Tilemap component stores and renders a tilemap. Internally, tiles are

stored only as their byte IDs, which are defined by their order in the TileDatabase.
The Tilemap therefore needs access to the database in order to render tiles
correctly.

The Tilemap has a single constructor, which takes the following arguments:

• size – the dimensions of the tile grid

• tileSize – the size of a single tile in world units (usually set to Vector2.One)

• tileDatabase – a reference to the TileDatabase

• graphicsDevice – required for rendering

The Tilemap provides several useful methods for accessing or modifying tiles.
The SetTile method sets a single tile, either by its ID or by its Tile object. Note
that this method does not perform bounds checking and does not handle world
wrapping. Because it resends the tilemap texture to the GPU, it should not be
called frequently. For bulk updates, the SetTiles method is recommended, which
replaces all tiles in the grid at once and then sends the data to the GPU.

To retrieve tiles, the GetTile and WrapAndGetTile methods return a Tile
object from coordinates. GetTile does not check bounds or handle wrapping, while
WrapAndGetTile performs world wrapping on the X coordinate, but does not
check whether the Y coordinate is within bounds. The GetTileID method behaves
similarly to GetTile but returns only the tile’s byte ID. The IsInBounds method
is a simple way to check whether coordinates are valid. Finally, for debugging
purposes, the SaveTexture method can export the tilemap’s tiles texture to a file.

5.7 Projectiles
All projectile types available in To the Core are defined in the Content/Projec-

tileDatabase.xml file. The ProjectileFactory class is used to instantiate projectile
objects based on their descriptions.

5.7.1 Description
Each projectile description consists of a unique string identifier (its name)

and a list of projectile components. These components determine the projectile’s
appearance, physics, and behavior—including texture, collider size, collision
settings, gravity, and more. Note that projectile components are unrelated to
the engine’s game component system; they are only used within this XML-driven
projectile definition system.

Each component is specified using the Type attribute in the XML. For example,
the Speed component is written as:

<Item Type="CustomData.ProjectileComponent+Speed">
<Value>50</Value>

</Item>
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5.7.2 ProjectileFactory
The static ProjectileFactory class provides a single method, Spawn, which cre-

ates a projectile instance by name. The method accepts the following parameters:

• position — the projectile’s spawn position

• direction — a direction vector; only the vector’s direction is used, not its
magnitude

• type — a DamageTargetType, specifying whether the projectile should collide
with the player, enemies, or both

• damage — the amount of damage dealt on impact

• knockbackMultiplier — optional; defaults to 1.0

The Spawn method creates a GameObject, attaches all required components,
and returns a reference to the Projectile component (which is always present).

5.7.3 Projectile
The Projectile component handles core projectile functionality, such as lifetime,

damage dealing, and destruction on tile collision. All projectiles include this
component by default. For complex behavior beyond the standard components,
the Projectile class can be subclassed.

5.7.4 Components
Projectile components are additive. A projectile may include any number of

components. However, some components may override others (e.g., setting the
same property multiple times).

Behavior Specifies which Projectile subclass to use instead of the default
Projectile component. This component should be listed first.

Arguments:

• Name — the name of the subclass (e.g., Arrow)

BehaviorWithArgument Same as Behavior, but also includes a string
argument usable by the subclass.

Arguments:

• Name — the name of the subclass

• Argument — the argument passed to the subclass

Texture Specifies the texture to be used for the projectile.
Arguments:

• Name — the texture name, as recognized by the ContentLoader (see Sec-
tion 5.2.4)
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ConvexCollider Adds a rectangular collider for entity collisions. By default,
the collider’s top-left corner aligns with the projectile’s center. All values are in
pixels.

Arguments:
• X — horizontal offset

• Y — vertical offset

• Width — width of the collider

• Height — height of the collider

TilemapCollider Adds a collider for solid tile collisions. Always uses a
centered collider of size 0.2 × 0.2 units. No arguments.

Gravity Applies gravity to the projectile.
Arguments:
• Scale — gravity multiplier

Animator Adds an animation using a sprite sheet. A Texture component is
not required.

Arguments:
• SpriteSheet — texture name

• FrameWidth — width of a single frame (pixels)

• FrameHeight — height of a single frame (pixels)

Speed Sets the projectile’s initial speed.
Arguments:
• Value — speed value

Light Makes the projectile emit colored light. All values are integers in the
range 0–255.

Arguments:
• R, G, B — red, green, and blue components

Explosion Triggers an explosion on collision.
Arguments:
• Radius — explosion radius

• CenterDamage — damage at center

• EdgeDamage — damage at edge

• MaxToughness — maximum tile toughness affected

• Delay — delay before explosion (in seconds)

• H, S, V — explosion color (hue: 0–360, saturation and value: 0–1)
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StickInWalls Prevents the projectile from being destroyed upon colliding
with tiles. No arguments.

Bounce Enables bouncing off tiles.
Arguments:

• Count — maximum number of bounces

• Restitution — bounce elasticity (range: 0–1)

Lifetime Sets the projectile’s lifetime.
Arguments:

• Time — duration in seconds

RandomLifetime Gives the projectile a random lifetime from a range.
Arguments:

• Min — minimum duration

• Max — maximum duration

Inaccuracy Adds random angular offset to the projectile’s direction.
Arguments:

• MaxDirectionOffset — maximum angular offset (degrees)

Pierce Allows the projectile to pierce enemies. No arguments.

BreakTiles Destroys tiles on impact.
Arguments:

• Toughness — maximum tile toughness affected

Sound Plays a sound when the projectile is created.
Arguments:

• Name — sound effect name

• Once — see Section 5.2.4

StatusEffect Applies a status effect to damaged entities.
Arguments:

• Status — the status effect; currently only Fire is supported

• Duration — duration of the effect (in seconds)
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5.7.5 Extending the System
Currently, adding new projectile components is limited by technical constraints.

Due to the MonoGame content pipeline, all projectile component classes must
reside in a separate C# project. This makes it impossible for them to reference
game-specific data or behavior directly. As a result, new components are not
implemented via a clean interface or base class, but instead handled through a
large switch statement in the ProjectileFactory.

While inelegant, this system is functional and allows components to be defined
declaratively. A future version of the project may include a custom build step
to generate the required secondary project automatically, allowing for a more
maintainable and extensible architecture.

5.8 Enemies
Enemy behaviors in To the Core are implemented by subclassing the abstract

Enemy class. Enemy definitions are stored in Content/EnemyDatabase.xml, which
specifies attributes such as health and damage. The static EnemyFactory class is
responsible for creating enemy instances based on their XML entry.

5.8.1 Description
Each enemy is described in the XML database using the following fields:

• Name — the unique string identifier used to reference the enemy

• Behavior — the name of the Enemy subclass that implements this enemy’s
logic

• TextureBaseName — the base name of the texture used for rendering; allows
reuse of behavior classes with different visuals

• Health — the enemy’s maximum health

• Damage — the amount of damage dealt to the player

• TilemapCollider — defines the dimensions and offset of the tilemap collider

• ConvexCollider — defines the dimensions and offset of the convex (entity)
collider

• Coins — the number of coins dropped when the enemy is defeated

Both colliders are specified using Rect objects, which require X, Y, Width, and
Height. As with projectile definitions, collider dimensions are in pixels. Tilemap
colliders are centered on the enemy by default, while convex colliders are positioned
by their top-left corner.
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5.8.2 EnemyFactory
The EnemyFactory class provides a static method, SpawnEnemy, which creates

an enemy instance by name, as defined in the XML database. It returns a reference
to the resulting GameObject. The method accepts the following parameters:

• position — the world position at which to spawn the enemy

• isDungeon — a flag indicating whether the enemy is spawned in a dungeon;
see Section 3.10.4

• debug — optional; if true, the enemy’s colliders are rendered for debugging
purposes

5.8.3 Enemy
The Enemy abstract class provides a base implementation for enemy logic. It

handles generic behavior such as death (dropping coins, health, and mana pickups)
and aggro state management. It also exposes a number of useful values and helper
methods to subclasses.

Provided properties These protected get-only properties are available to
subclasses:

• PlayerDirection — vector pointing to the player, scaled by distance; accounts
for world wrapping

• PlayerDistanceSquared — the squared distance to the player

• IsPlayerVisible — true if the line-of-sight to the player is unobstructed by
solid tiles

• Grounded — true if the enemy is standing on solid ground

• Animator — reference to the StateMachineAnimator component

• Player — reference to the player’s Player component

• PlayerCollider — reference to the player’s collider; can be used for manual
collision checks

• damage — the damage value from the database

• textureBaseName — the texture base name from the database

• aggro — the current aggro state; see Section 3.10.1
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Provided methods These helper methods can be used or overridden by sub-
classes:

• DealContactDamage — checks whether the enemy overlaps the player and
applies contact damage

• FlipToPlayer — flips the enemy horizontally to face the player

• WalkingPatrol, WalkToPlayer, ChooseRandomNearPoint — utility move-
ment methods; see Section 3.10.2

Creating new behaviors To define a new enemy type, subclass the Enemy
class. The class must have a public, parameterless constructor, as required by the
EnemyFactory. No abstract methods must be implemented, but several virtual
methods can be overridden to customize behavior.

• CreateAnimator — override to create (but not attach) an animator compo-
nent for the enemy; the returned component will be attached later by the
EnemyFactory to ensure correct initialization order; use textureBaseName
to determine the animation textures

• Start — called during initialization; override to add setup logic; always call
base.Start first

• Update — main behavior loop; override to define custom logic; always call
base.Update first

• OnAggro — called once when the enemy enters the aggro state

• OnDeath — called when the enemy dies; override to add additional effects
or drops; always call base.OnDeath first

• TakeDamage — called when the enemy is hit; return false if the hit should
be ignored (e.g., if the enemy is already dead); always call base.TakeDamage
first

Spawning enemies Enemy spawning is handled automatically by the Enemy-
Manager. Spawn tables are defined in the Content/EnemySpawnTables.xml file.
The first four tables correspond to the four layers of the game world (the three
main layers and the final dungeon), while the remaining two define spawn rules
for the two mini-biomes.

Each table consists of a list of name-weight pairs. The Name refers to the
enemy’s identifier in the enemy database, and the Weight controls the relative
frequency with which each enemy type appears in that layer.

5.9 Items
The item system in To the Core is split between data definitions and runtime

behavior. Item descriptions are defined in the Content/ItemDatabase.xml file and
loaded into the game via the CustomData.ItemDatabase class. At runtime, items
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are represented using a hierarchy of classes under the Item base class. Due to
limitations of the MonoGame content pipeline, which cannot serialize arbitrary
game logic or behavior, the item definitions and their implementations must be
kept separate. As a result, certain classes—such as PickaxeItem, TileItem, or
SwordItem—exist both in the CustomData namespace (for parsing XML data)
and in the main project (for implementing runtime behavior).

Items are assigned their runtime types based on the Type attribute in their
XML entry, which is matched to a corresponding class in the CustomData.Item-
Database. The actual game logic is then determined by the runtime Item class
that corresponds to this type.

Most item types use a shared class for all instances (e.g., all sword items
are implemented using a single SwordItem class). However, some items require
custom logic and therefore use a separate class for each item. These are referred
to as special items, and their XML definitions include a Behavior parameter that
specifies the runtime class to use.

Stacking behavior Whether an item is stackable is determined by its runtime
class and not solely by the XML description. All item types derive from the
base Item class, whose constructor accepts a stackSize parameter. This value
defines how many instances of the item can be stacked in a single inventory
slot. Some item types (like EquipableItem and ConsumableItem) read this value
from a StackSize XML parameter. Other items hardcode this value in their
constructor—e.g., MeleeWeaponItem passes 1 to disallow stacking entirely.

Notably, while SpecialMagicItems accept a StackSize parameter in their XML,
this value is ignored since, in that case, stacking depends on the MaxMana
parameter.

5.9.1 Description
The item XML descriptions have different parameters based on the item types.

These item types are defined in the CustomData.ItemDatabase class. Then, in the
XML description, the type is specified using the Type attribute. For example:

<Item Type="CustomData.ItemDatabase+TileItem">
...

</Item>

These item types form a hierarchy where each subsequent type only builds upon
a previous type. This is the list of all available item types and their parameters:

Item The base item type.
Parameters:

• Name — the string ID of this item

• PrettyName — the display name shown in the item’s tooltip

• Description — description shown in the item’s tooltip; can be left empty

• Texture — the name of the texture used as this item’s icon
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• AutoUse — boolean; specifies whether the use input has to be repeatedly
pressed or whether it can be held down

• Cost — the cost of this item; defines the item’s cost in shops and the sell
price of the item

TileItem Extends Item. When used, places down a tile.
Parameters:

• TileID — the ID of the tile placed

LightSourceItem Extends TileItem. Always shows the item in the player’s
hand. No additional parameters.

PickaxeItem Extends Item. Can be used to break tiles.
Parameters:

• Strength — specifies which tiles the pickaxe can damage; can only damage
tiles with a toughness less than or equal to its strength

• TileDamage — how much damage it does to tiles; how fast it breaks tiles

WeaponItem Extends Item. Abstract—only used as a base for other item
types.

Parameters:

• Damage — how much damage the weapon deals to enemies

• KnockbackMultiplier — how much the weapon knocks enemies back

• UseInterval — how often the weapon can be used; specifies the delay between
uses in seconds

MeleeWeaponItem Extends WeaponItem. Abstract base class for melee
weapons.

Parameters:

• Hitbox — a Rect specifying the hitbox used when the weapon strikes

• Pierce — how many enemies the weapon can hit in a single use

SwordItem Extends MeleeWeaponItem. Represents a swinging sword.
Parameters:

• SwingDuration — duration of the swing in seconds

SpearItem Extends MeleeWeaponItem. Represents a stabbing spear. No
additional parameters.

BowItem Extends WeaponItem. Represents a bow. No additional parame-
ters.
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ProjectileItem Extends WeaponItem. Fires a projectile when used.
Parameters:

• Projectile — the name of the projectile in the projectile database

AmmoItem Extends ProjectileItem. Represents ammunition used by ranged
weapons.

Parameters:

• Type — ammo type; see enum AmmoType (currently only Arrow)

ChakramWeapon Extends ProjectileItem. Represents a throwable chakram.
No additional parameters.

MagicWeapon Extends ProjectileItem. Uses mana when fired.
Parameters:

• ManaCost — how much mana is consumed when using the item

• MaxMana — the maximum mana capacity this item can store

• ManaGain — how much mana the item gains from mana pickups

ArmorItem Extends Item. Represents a piece of armor.
Parameters:

• Defense — how much damage reduction this armor piece provides

• Type — the type of armor; see enum ArmorType (Helmet, Chestplate,
Greaves)

Special items Most item types reuse a shared class for all instances. However,
in cases where a particular item requires custom logic, a separate class must be
written. These items are known as special items. Their XML definitions specify
a Behavior parameter, which corresponds to the name of a custom class that
implements the item’s behavior.

Each behavior class must derive from a specific base class, depending on the
item type. For example, a special sword must derive from SwordItem, while a
special magic item must derive from SpecialMagicItem.

EquipableItem Extends Item. Represents an item that can be equipped.
Parameters:

• Behavior — must derive from EquipableItem

• StackSize — how many instances of this item can be equipped at once

ConsumableItem Extends Item. Represents a consumable item.
Parameters:

• Behavior — must derive from ConsumableItem

• StackSize — how many items can be stacked in a single inventory slot
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SpecialPickaxeItem Extends PickaxeItem.
Parameters:

• Behavior — must derive from PickaxeItem

SpecialItem Extends Item. Only used for very special cases.

• Behavior — must derive from Item

• StackSize — how many items can be stacked in a single inventory slot

SpecialMagicItem Extends SpecialItem. Used for magic items that are not
necessarily weapons but use the game’s magic system.

Parameters:

• ManaCost — how much mana is consumed when using the item

• MaxMana — the maximum mana capacity this item can store

• ManaGain — how much mana the item gains from mana pickups

SpecialWeaponItem Extends WeaponItem. Only used for very special
cases.

Parameters:

• Behavior — must derive from WeaponItem

SpecialSwordItem Extends SwordItem.
Parameters:

• Behavior — must derive from SwordItem

SpecialSpearItem Extends SpearItem.
Parameters:

• Behavior — must derive from SpearItem

5.9.2 ItemDatabase
ItemDatabase is a static class used for easy access to all items in game. This is

done using the static Get method, which takes the item’s ID as its argument. This
can either be its string ID (name) specified in the XML description, or its integer
ID, which is assigned automatically based on the order in the ItemDatabase.xml
file.
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5.9.3 Item
Item is the base class for all items. By itself, it allows for items that cannot be

used (with the ”use” input) but can be utilized in crafting recipes (such as coal).
It can be subclassed to create more interesting item behaviors.

It provides a few virtual methods that may be useful when creating new item
types.

• Use — called when this item is selected in the hotbar and the ”use” input
is pressed

• AltUse — called when this item is selected in the hotbar and the ”alternate
use” input is pressed

• OnSelect — called when this item is selected in the hotbar

• WhileSelected — called in every update when this item is selected in the
hotbar

• GetAnimationTween — can be used to override the hand item’s animation
when using this item

• BuildTooltip — can be overridden to extend the item’s tooltip; it is rec-
ommended to first call base.BuildTooltip and extend its result; returns a
StringBuilder

There are also some other derived Item classes that might be useful to subclass.

ConsumableItem Automatically removes one instance of the item from the
inventory when used. Has an abstract OnUse method that is called when the item
is used.

EquipableItem Has an abstract OnEquip method that is called to apply the
item’s effects when it is equipped.

MeleeWeaponItem Has a virtual OnDealDamage method that is called when-
ever the weapon deals damage to an enemy.

SpecialMagicItem When overriding Use, base.Use should be called first to
apply the mana cost to the item.

5.9.4 Loot tables
Many items can be found in chests and shops. Which items appear in which

chests is specified in the Content/ChestData.xml file. Each entry in that file
defines one loot table. A loot table consists of a unique string identifier (its name),
a texture used for the associated chest, and a weighted list of items that can
appear in that chest (or shop). Each entry in the loot table contains the item’s
string ID and a weight.
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By default, loot entries do not specify a quantity and assume a single item.
To include a quantity field, the entry’s Type attribute must be set to Custom-
Data.ChestData+LootTableEntry+Multiple. This allows specifying how many of
the item should be given when it is rolled. Since most items found in chests do
not stack, the default quantity is one. Magic items are, by default, found with
full mana, although this can be overridden by setting a different quantity.

Examples of loot table names and usage:

• Tier1Equipment — Chests on layer 1

• Tier2Equipment–Tier4Equipment — Chests on deeper layers

• Utility — Green chests across all layers

• TealPickaxe, RedPickaxe, BlackPickaxe —End-of-dungeon reward chests
(do not modify)

• FireChest — Special loot in the ant nest mini-biome

5.9.5 Crafting
All crafting recipes are specified in the Content/CraftingRecipes.xml file. Each

recipe has a single output and a list of requirements. Both the output and the
required items are specified as ItemID-Quantity pairs.

Optionally, an entry in the requirements can set the Type attribute to Custom-
Data.CraftingRecipe+RequiredItem to mark it as a required item. This controls
when the recipe is visible to the player; for details, see Section 2.7.

Below is an example recipe that crafts 1 Torch Staff from 1 Coal and 1 Wood,
where the Wood is marked as a required item:

<Item>
<Output>

<ItemID>torch_staff</ItemID>
<Quantity>1</Quantity>

</Output>
<Requirements>

<Item>
<ItemID>coal</ItemID>
<Quantity>1</Quantity>

</Item>
<Item Type="CustomData.CraftingRecipe+RequiredItem">

<ItemID>wood</ItemID>
<Quantity>1</Quantity>

</Item>
</Requirements>

</Item>
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5.10 Particles
Unlike other game entities, particles are intentionally kept separate from the

GameObject-Component system to ensure they remain efficient, allowing large
numbers of particles to be active simultaneously without affecting performance.

5.10.1 Particle
The Particle class represents a single particle. It stores information such as

position, velocity, size, color, and a reference to the particle’s texture. Particles
also manage their own lifetime, ensuring that they are automatically removed
after a certain time to prevent performance issues.

By default, a particle uses a single white pixel as its texture. This texture
is then tinted with the particle’s color and scaled by its size, which is sufficient
for most particle systems. Particles are also capable of emitting light via the
immediate lightsource system, and can smoothly interpolate between two sizes
over their lifetime.

Particles do not participate in collisions and are purely visual elements.

5.10.2 Particle manager
The ParticleManager tracks all active particles in the game. It is responsible for

updating and drawing particles each frame and removing any that have exceeded
their lifetime.

5.10.3 Particle systems
The ParticleSystems class provides convenient methods for creating the three

particle effects described below.

Hit particles Hit particles are spawned randomly within a short distance of a
given point, with a random direction assigned to each particle. These serve as a
visual cue when the player or an enemy takes damage.

Explosion particles Explosion particles are generated in large numbers but
with a short lifetime. They emit light and are created at random positions within
a circle around the explosion’s center. The position is determined by sampling a
uniform angle and a uniform distance from the center, which results in a greater
density of particles near the center of the explosion. Explosion particles help
communicate the area of effect visually.

Fire particles Fire particles differ from the other two systems by being spawned
continuously over time rather than in a single burst. Each fire particle begins
with an upward direction, randomly offset by up to ±30◦. They emit light, shrink
smoothly to zero size over their lifetime, and are also slightly influenced by gravity.
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5.11 ObjectFactory
The ObjectFactory is a static utility class responsible for creating various

in-game objects that do not fall under the categories of enemies, projectiles, or
particles.

It provides methods for instantiating chests, shops, item pickups, and other
miscellaneous entities, including those spawned as a result of using specific items.

5.12 Saving and Loading
Saving and loading is handled via the MessagePack library, which serializes a

single SaveState object containing all persistent game data. This object includes
player data, world data, and the current in-game time.

The Game class is responsible for invoking save and load operations. Its static
Load method is called when the application starts, while the static Save method is
triggered either automatically at regular intervals or manually via the Exit menu
button.

5.12.1 Creating the SaveState
A SaveState primarily consists of two components: a PlayerData object and a

WorldData object. These are created using the GetData methods of the Player
and WorldGenerator components, respectively.

5.12.2 Applying the SaveState
The SaveState is applied during scene construction. The GameScene uses the

SaveState to initialize gameplay-relevant objects, while the MapScene only reads
marker data from it.

When constructing objects affected by the save system, the GameScene passes
the SaveState object to their constructors. If the object is null, this indicates
a new game, and the world is procedurally generated. Otherwise, the object
restores the saved state. For example, the WorldGenerator ’s constructor accepts
a SaveState and decides between loading or generating the world accordingly.

5.13 Known Issues

5.13.1 Collisions
Since collisions with the tilemap rely on the object’s velocity, an object that

is not moving does not resolve its collisions. Sometimes an enemy can spawn
already in collision with a tile and that collision is then never resolved. This is
more common with large enemies, such as trees. To combat this, a simple static
resolution is computed whenever an enemy spawns, but this does not work in all
cases. It is not a game-breaking issue, but sometimes enemies may apppear in
walls.
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5.13.2 Resolution
Currently, not all parts of the game scale correctly when changing its resolution.

It is highly recommended to keep it at the default of 1920 × 1080. Additionally,
changing the camera’s PixelsPerUnit constant also causes some rendering issues.
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Conclusion
This thesis presented the design and implementation of To the Core, a 2D game

that blends roguelike mechanics with sandbox-style crafting. The project aimed
to create a procedurally generated world rich in interaction and replayability,
supported by a modular architecture and efficient data-driven systems.

Throughout the development process, a number of challenges had to be
addressed, including the integration of a custom tile system, the implementation
of dynamic lighting, and the creation of a flexible item and crafting system.
Each of these components required balancing performance with extensibility and
usability.

The development of To the Core provided valuable insights into the structure
of larger game projects, particularly in the importance of clean abstractions and
consistent content pipelines. The use of external tools and libraries—such as
MonoGame and MessagePack—enabled rapid iteration while maintaining control
over low-level systems.

While the game is functional and includes a wide range of features, there
remains room for future enhancements. These could include expanding the variety
of biomes and items, improving AI behaviors, or refining the user interface.

The game was extensively tested during development, both by the author
and by a small group of regular playtesters. This continuous testing led to the
discovery of several usability issues and the implementation of features that were
not part of the original design, such as the save system and the world map view.
After completion, the game was also informally tested by a group of approximately
30 students aged 13–15, as part of a classroom activity. While the feedback from
this group was limited—since most students were not part of the game’s target
audience—it did reveal some broader trends. Notably, many students lacked
experience with keyboard and mouse controls, which made the game harder to
play despite its use of standard inputs. This reflects a general shift in gaming
habits toward touchscreen devices and consoles among younger users.

Despite the positive reception from players familiar with similar games, such
as Terraria, the difficulty level was a common point of feedback. Some rebalancing
may be warranted to make the early game more approachable, especially for
players new to the genre. The game was played extensively by the author during
development, which helped identify and resolve many bugs. However, due to the
game’s procedural nature, it is likely that rare edge cases still remain undiscovered.
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A Attachments
The attachments of this thesis are in a .zip file called attachments.zip. It

contains two folders:

• ToTheCore — A precompiled windows build of the game. Further instruc-
tions can be found in Chapter 4.

• src — The project’s source code.
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