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Abstract
Accurate short-term financial forecasting is critical for guiding investment de-
cisions and managing risk in dynamic markets. This thesis examines hy-
brid Recurrent Neural Network (RNN) architectures–specifically Long Short-
Term Memory (LSTM) and Gated Recurrent Units (GRUs)–combined with
FinBERT-based sentiment analysis to forecast Alibaba Group’s (BABA) stock
price. By merging daily price data with sentiment scores from financial news
headlines, we create a multivariate time series capturing technical signals and
market psychology. A Genetic Algorithm (GA) is then systematically employed
to optimize key hyperparameters, balancing exploration and exploitation. Ex-
perimental results indicate the optimized hybrid model achieves a test-set mean
squared error (MSE) of approximately 0.00125. These findings underscore the
value of integrating sentiment analysis with evolutionary hyperparameter opti-
mization, producing accurate forecasts beneficial for financial decision-making.
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Abstrakt
Přesné krátkodobé finanční predikce jsou klíčové pro efektivní investiční
rozhodování a řízení rizik v dynamických trzích. Tato bakalářská práce zk-
oumá hybridní architektury rekurentních neuronových sítí (RNN), konkrétně
Long Short-Term Memory (LSTM) a Gated Recurrent Units (GRU), v kom-
binaci se sentimentální analýzou založenou na modelu FinBERT pro predikci
ceny akcií společnosti Alibaba Group (BABA). Sloučením denních cenových
údajů se skóre sentimentu odvozeným z finančních zpráv vzniká vícerozměrná
časová řada zachycující technické signály i tržní psychologii. K systematické
optimalizaci klíčových hyperparametrů je následně použit genetický algoritmus
(GA), který vyvažuje průzkum nových řešení a využití osvědčených konfigurací.
Experimentální výsledky ukazují, že optimalizovaný hybridní model dosahuje
střední kvadratické chyby (MSE) na testovací sadě přibližně 0,00125. Tato
zjištění zdůrazňují přínos integrace sentimentální analýzy s evoluční optimal-
izací hyperparametrů pro vytváření přesných predikcí užitečných pro finanční
rozhodování.
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Chapter 1

Introduction

In today’s fast-paced financial markets, the ability to predict stock price move-
ments can inform effective investment decisions, refine risk management strate-
gies, and guide broader market analysis. Recent developments have demon-
strated that incorporating Long Short-Term Memory (LSTM) networks along-
side technical indicators can reduce mean squared error (MSE) by as much
as 30% compared to more traditional forecasting methods [Qiu et al. 2020].
These advancements highlight the practical potential of machine learning tech-
niques in financial modeling, while also emphasizing the complexity and evolv-
ing nature of market prediction. To further enhance predictive accuracy, in-
corporating additional data sources such as sentiment analysis from financial
texts is increasingly recognized as valuable and may further boost accuracy
[Asgarov 2023].

Stock price prediction has long commanded the attention of analysts and
traders. Classical methods often rely on technical factors such as historical
price trends and trading volumes. However, integrating sophisticated machine
learning and natural language processing methods allows finance profession-
als to harness market sentiment extracted from textual data. By combining
quantitative and qualitative data, this thesis directly contributes to finance by
providing more accurate, robust, and actionable predictive models that seek to
improve the decision-making frameworks used by analysts.

Neural networks, a mainstay of modern artificial intelligence, are adept
at modeling complex, high-dimensional relationships. These models rely on
interconnected layers of neurons, each possessing adjustable weights and bi-
ases. When sequential or temporal data is involved, Recurrent Neural Networks
(RNNs) are especially relevant [More & Pawar 2021], enabling the capture of
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patterns over time. Standard RNNs, however, often struggle when learning
long-range dependencies due to vanishing or exploding gradients. In response,
more robust variants such as Long Short-Term Memory (LSTM) and Gated
Recurrent Unit (GRU) networks have been introduced to assuage these issues.
By overcoming these challenges, advanced neural network architectures enable
finance professionals to develop more reliable and accurate forecasting tools
that have the potential to directly contribute to improved financial outcomes
and market strategies.

The remainder of this thesis is structured as follows: Chapter 2 explains
key concepts, introducing neural network models like LSTM, GRU, and Trans-
formers, as well as the main research question and methods used in this thesis.
Chapter 3 then provides an overview of previous studies, looking at traditional
econometric models as well as modern machine learning approaches, which an
emphasis on how sentiment analysis has been used in stock market predictions.
Chapter 4 describes the methododology in detail, including how data was col-
lected, the preprocessing phase, model building, and use of a Genetic Algorithm
for hyperparameter tuning. Chapter 5 shows the results of the study and com-
pares model performances and analyzes the accuracy of forecasts. Chapter 6
discusses these results and looks to address potential limitations and suggests
areas for future research. Finally, Chapter 7 summarizes the thesis and high-
lights the main conclusions and their importance for investment strategies and
financial market analysis.



Chapter 2

Theoretical Background

This section introduces foundational neural network architectures—specifically
Long Short-Term Memory networks, Gated Recurrent Units, and Transform-
ers—highlighting each of their strengths and unique contributions to financial
forecasting. Additionally, this section introduces the principal research ques-
tion in this thesis.

2.1 Neural Networks
Neural networks generally consist of multiple layers—input, hidden, and output—
that uncover meaningful patterns in raw data. More sophisticated designs, in-
cluding stacked or hybrid (e.g., combining LSTM and GRU layers) networks,
leverage the best of different approaches [Karim et al. 2022]. In volatile mar-
kets, such architectures can provide a deeper understanding of both price move-
ments and sentiment signals.

2.2 Long Short-Term Memory (LSTM)
LSTM architectures incorporate gating mechanisms that dynamically regulate
information flow [Hochreiter & Schmidhuber 1997], maintaining past context
for longer spans. This feature has made LSTMs a strong choice for finan-
cial time series forecasting [Sen & Datta Chaudhuri 2016], where market trends
may span multiple days, weeks, or months.
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2.3 Gated Recurrent Unit (GRU)
Gated Recurrent Units (GRUs), proposed by Cho et al. [Cho et al. 2014],
streamline the gating structure relative to LSTMs and merge the input and
forget gates into a single update gate. This compact design can yield com-
parable performance to LSTMs while offering faster training times, making
GRUs appealing for financial forecasting where accuracy and training speed
are crucial.

2.4 Transformers in Sentiment Analysis
Transformers have revolutionized natural language processing (NLP) by in-
troducing attention-based architectures that model long-range dependencies
more efficiently than RNN-based methods. Models like BERT and FinBERT
[Araci 2019] are extremely adept at capturing nuanced sentiments in text, in-
cluding financial news and filings, identifying sentiment-driven market trends
that may influence stock price movements.

2.5 Principal Research Question
This thesis evaluates several RNN-based architectures—LSTM, GRU, stacked,
and hybrid—to determine which model most effectively integrates technical
and sentiment analysis for predicting daily price movements of Alibaba Group’s
stock (NASDAQ: BABA). LSTMs exhibit a strong track record in short-term
forecasting [Sen & Datta Chaudhuri 2016], while GRUs offer a more lightweight
yet powerful alternative. Hybrid LSTM-GRU designs [Zafar et al. 2022] can
further capitalize on each network’s strengths. To incorporate market senti-
ment, FinBERT [Araci 2019] is used, which complements traditional technical
indicators with headlines extracted from financial texts.

Hyperparameter tuning is facilitated by a Genetic Algorithm (GA), an al-
gorithm designed to explore hyperparameter search spaces efficiently based
on evolutionary principles. Building upon progress in GA-based optimiza-
tion for time series models, this work not only leverages the GA to identify
promising architectures but also pinpoints specific hyperparameters—notably
dropout, learning rate, and input window size—as critical levers of perfor-
mance. Through technical indicators, sentiment analysis, and hyperparameter
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optimization, the selected framework seeks to provide a robust, empirically
driven framework for best practices for stock price prediction.

2.6 Proposed Contributions and Methodology
The methodology is

• Split historical price data into training and testing sets to establish a
foundation for model evaluation.

• Implement a GA-driven framework where multiple RNN models, incorpo-
rating both technical indicators and FinBERT-derived sentiment features,
are systematically trained and evaluated.

• Use the GA to explore a diverse set of hyperparameter configurations,
optimizing dropout, learning rate, window size, and other key parameters.

• Select the most optimized model based on validation performance, then
test its predictive accuracy on the unseen test set by computing its final
MSE.

• Compare the effectiveness of baseline, stacked, and hybrid LSTM-GRU
models to determine the best-performing architecture for forecasting.

This thesis combines technical and sentiment analysis within a hybrid neu-
ral network framework to produce a predictive model that is both accurate
and highly configured at forecasting stock prices. The evaluation reported in
the coming sections demonstrates how these hyperparameter choices shape the
model’s learning dynamics and forecasting reliability. Ultimately, the results
provide valuable insights into financial market behavior which offers practical
value for both economic and financial forecasting as well as academic research.



Chapter 3

Literature Review

The purpose of this literature review is to explore how financial forecasting
methods have developed towards better predicting market behavior. This sec-
tion first examines traditional econometric models like ARIMA, highlighting
their practical use cases and limitations in the financial industry. Then, the
review proceeds to discuss recent advancements, particularly machine learning
methods, focusing on neural network architectures such as LSTM and GRUs,
demonstrating their increasing importance for financial predictions. Genetic
Algorithms are introduced as an effective tool for optimizing these neural net-
work architectures, crucial for improving forecasting accuracy. Finally, the
review evaluates how sentiment analysis from financial texts improves predic-
tive models by capturing market sentiment. Together, these topics provide the
necessary foundation for understanding and justifying the financial forecasting
methods used in this thesis.

3.1 Traditional Time-Series Models
Classical econometric models such as ARIMA and its variants have long been
utilized for financial time-series forecasting. Recent additions to this work
have extended these models to better capture the dynamics in financial data
– for example, integrating ARIMA with GARCH to model both trend and
volatility patterns [Adhikari 2024]. This hybrid approach improves on the ba-
sic ARIMA by addressing both heteroskedasticity and volatility clustering in
asset returns. Despite these advancements, traditional econometric models
typically assume linear relationships and stationary data, which makes it diffi-
cult to capture non-linear dependencies present in markets [Vuong et al. 2024;
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Pilla & Mekonen 2025]. Empirical studies have shown that while methods like
ARIMA can effectively model short-term patterns, they often struggle with
long-term forecasts in highly volatile and non-linear environments such as the
stock market [Vuong et al. 2024]. Consequently, new interest in more flexible
machine learning approaches that can accommodate the intricate behavior of
financial time series beyond the reach of classical econometric techniques has
developed thoroughly.

3.2 Machine Learning Models for Time-Series Pre-
diction

Over the past decade, machine learning methods—especially deep neural net-
works—have transformed time-series prediction. Recurrent Neural Networks
(RNNs) were specifically designed to handle time-series data by maintaining
information across time steps, though standard RNNs are often afflicted by van-
ishing/exploding gradients when modeling long-term patterns [Hewamalage et al. 2021].
The evolution of RNN architectures then introduced gating mechanisms to
mitigate these exploding gradient issues, leading to Long Short-Term Mem-
ory (LSTM) networks and Gated Recurrent Units (GRUs). These innovations
have made deep RNN-based models a viable option for financial forecasting,
enabling them to capture non-linear patterns and multi-step dependencies in
stock movements [Hewamalage et al. 2021; Gao et al. 2021].

Recent literature shows LSTMs and GRUs often outperform traditional
methods in predicting financial time series. Gao et al. showed that prop-
erly optimized LSTM and GRU networks yield similar accuracy for stock
price prediction, which highlights the critical role of hyperparameter tuning
[Gao et al. 2021]. Simultaneously, Kim et al. demonstrated that a GRU-based
model could slightly outperform an LSTM on cryptocurrency price predic-
tions under certain market conditions [Kim et al. 2021]. This suggests that
either gating mechanism can perform well if adequately tuned. These find-
ings underscore the notion that modern gated RNNs constitute a strong base-
line for capturing the complex temporal structures inherent in asset prices
[Pilla & Mekonen 2025]. Nonetheless, LSTM and GRU networks often require
substantial training data to effectively learn longer-range dependencies and can
be computationally intensive, particularly when deeper architectures or more
frequent retraining are necessary. This added complexity further underscores
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the importance of hyperparameter tuning to balance model capability with
runtime constraints.

3.3 Hyperparameter Optimization Using Genetic
Algorithms

While LSTMs and GRUs are powerful, their performance strongly depends on
hyperparameters—like network depth, learning rate, or dropout—which can
be non-trivial to tune [Vuong et al. 2024]. Thus, Genetic Algorithms (GAs)
have gained favor as a robust solution. GAs use evolutionary mechanisms
(selection, crossover, mutation) to evolve a population of hyperparameter sets
[Sukestiyarno et al. 2024]. This approach systematically explores large, search
spaces in ways that manual tuning or grid search might miss or take vast
amounts of time and compute to uncover [Ghadhban et al. 2024].

Sukestiyarno et al. employed a GA-LSTM hybrid for stock price forecast-
ing, demonstrating that GA-driven tuning of layer depth, window size, and
learning rate reduced forecast errors below 10% in mean absolute percentage
error (MAPE) [Sukestiyarno et al. 2024]. Although GA-based approaches can
be computationally expensive, they consistently uncover higher-fitness solu-
tions, which validates the efficacy of evolutionary hyperparameter searches in
financial time-series modeling [Ghadhban et al. 2024].

3.4 Sentiment Analysis for Financial Prediction
Forecasting models based solely on historical price data may overlook the in-
fluence of market sentiment and textual information on asset prices. In re-
cent years, sentiment analysis—particularly via transformer-based models like
FinBERT [Araci 2019]—has been incorporated into forecasting frameworks to
capture qualitative signals. FinBERT, a domain-specific adaptation of BERT
trained on financial texts, excels at interpreting finance-related language, of-
fering more accurate sentiment scores than benchmark NLP models
[Mamillapalli et al. 2024].

Studies integrating sentiment indicators with LSTM/GRU models illus-
trate improved predictive performance. Mamillapalli et al. added sentiment-
derived features to a GRU-based stock predictor, which boosted the reported
R2 from 0.39 to 0.50 [Mamillapalli et al. 2024]. These results highlight how
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public mood, interpreted from news or social media, can strongly affect price
movements. It has been found that incorporating sentiment data often in-
creases a model’s resilience to sudden market shifts precipitated by news events
[Araci 2019].

3.5 Summary of the Literature
In summary, the literature reviewed in this study underscores a shift from tradi-
tional econometric time-series models (e.g., ARIMA, GARCH) to advanced ma-
chine learning architectures, particularly LSTMs and GRUs, in financial fore-
casting [Adhikari 2024; Vuong et al. 2024]. Gated RNNs excel at learning long-
term dependencies and complex patterns but require careful hyperparameter
tuning to reach their full potential [Hewamalage et al. 2021; Gao et al. 2021].
Genetic algorithms have emerged as a robust heuristic for optimizing neural net-
works, systematically searching high-dimensional spaces where manual tuning
or simpler algorithms might fail [Sukestiyarno et al. 2024; Ghadhban et al. 2024].
Meanwhile, incorporating sentiment analysis from domain-specific transformer
models (like FinBERT) augments traditional price inputs with qualitative mar-
ket signals [Araci 2019; Mamillapalli et al. 2024].

This body of work supports the approach adopted in the present study,
which unifies technical analysis, sentiment features, and a GA-driven LSTM/GRU
hyperparameter search to achieve robust, highly accurate time-series forecast-
ing. By leveraging these insights, the following sections detail how these tech-
niques are integrated into a comprehensive framework for daily stock price
prediction.



Chapter 4

Methodology

This study employs a hybrid approach combining financial text sentiment anal-
ysis with a deep learning model for stock price prediction, optimized via a Ge-
netic Algorithm (GA). We integrate a FinBERT-based sentiment feature with
historical price data, use an LSTM/GRU neural network to model temporal
patterns, and apply a GA for hyperparameter tuning. Key hyperparameters
(learning rate, dropout rate, window size, layer units, batch size, layer architec-
ture, and patience) are optimized to improve predictive performance. Below,
we detail the data preparation, model design, and GA optimization process.

4.1 Data and Sentiment Features
Historical stock price data is utilized alongside news-based sentiment features.
Price data (e.g., daily closing prices) are structured into sequences using a
sliding window of length W (days) as input for the model. The choice of window
size is crucial. A shorter window might overlook long-term trends, whereas a
larger one can add noise and complicate the model. Therefore, W is treated
as a tunable hyperparameter, allowing the GA to find an optimal trade-off for
capturing relevant temporal contexts. All pricing data was retrieved using the
Yahoo Finance Python library, yfinance.

In parallel, sentiment analysis was performed on financial news text to in-
corporate market sentiment as an input feature. We leverage FinBERT, a
BERT-based language model pre-trained on large financial corpora, to extract
sentiment from news headlines and articles [Araci 2019]. FinBERT is specif-
ically designed for financial language, yielding more accurate sentiment clas-
sification in this domain than general-purpose models. The financial headline
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data for the sentimental analysis is sourced from a Kaggle dataset contain-
ing massive stock news entries [Enlle 2020]. For each day, relevant news is
processed by FinBERT to produce sentiment scores (e.g., probabilities of pos-
itive/negative sentiment). These daily sentiment signals are aligned with the
stock price timeline and merged with technical data.

4.2 LSTM/GRU Predictive Model and Hyperpa-
rameters

For prediction, this study employs a Recurrent Neural Network (RNN) archi-
tecture, specifically Long Short-Term Memory (LSTM) and Gated Recurrent
Unit (GRU) networks. Both of these architectures are designed for and per-
form best on sequence data, as they capture long-term dependencies in time
series [Hewamalage et al. 2021]. In this study’s framework, the RNN takes as
input the sequence of length W (consisting of past prices and corresponding
sentiment signals) and outputs the next-day stock price. The study uses both
LSTM and GRU cells to ensure proper robustness; the choice of cell type is
not fixed, as the GA can also select it if it improves performance.

The network’s architecture can contain one or more stacked LSTM/GRU
layers, each with a certain number of hidden units or nodes. A layer with
higher numbers of units can learn more complex patterns but suffers from slower
training times and possible overfitting. Likewise, additional layers capture more
abstract temporal features at the cost of higher model complexity. Per common
convention, dropout layers are included between recurrent layers to mitigate
overfitting [Srivastava et al. 2014]. The dropout rate p is crucial: p = 0 risks
overfitting, while p too high undertrains the network. Therefore, it was elected
to treat the dropout rate as a hyperparameter, allowing the GA to find an
optimal balance.

The learning rate η is also tuned for the optimizer Adam. Learning rate crit-
ically affects convergence: too small a value slows training or leads to subopti-
mal minimums, whereas too large a value causes instability [Kingma & Ba 2014].
Finally, the window size W (mentioned above) is likewise set by the GA, since
the ideal amount of historical context varies by dataset. These hyperparameters
collectively define the model’s capacity, regularization, and training dynamics,
thus directly impacting predictive accuracy and generalization.
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4.3 Genetic Algorithm for Hyperparameter Opti-
mization

A Genetic Algorithm was employed to automatically search for the optimal set
of hyperparameters for the LSTM/GRU model. Genetic Algorithms explore
large hyperparameter spaces by iteratively improving a population of candi-
date solutions [Ghadhban et al. 2024]. In this study, each individual (chromo-
some) in the GA population encodes a specific combination of hyperparameters:
dropout rate, patience, learning rate, window size, number of units, number of
layers, batch size, and RNN cell type.

Fitness Function. Each individual’s quality is assessed through a fitness func-
tion based on model performance. The LSTM/GRU model is trained with the
individual’s hyperparameters on the training set and its error is evaluated on
a validation set. The fitness is defined as a function of the validation loss—
specifically, fitness = −MSEval so that lower error yields higher fitness. Using
validation performance seeks to ensure the GA optimizes for generalization
rather than overfitting.

Evolutionary Process. The GA evolves the population over multiple genera-
tions, repeatedly applying:

• Selection: A population competes against each other. The strongest
performers are selected as parents and pass-through their configurations.
This favors higher-fitness solutions while maintaining genetic diversity.

• Crossover: With probability Pc = 0.5, uniform crossover is performed by
swapping genes between two parent chromosomes. This creates offspring
that combine traits. For example, dropout from one parent and learning
rate from another.

• Mutation: After crossover, each gene can mutate with probability Pm =
0.2. Mutation replaces a gene (e.g., dropout) with a new random value in
the allowed range. Ultimately, the aim is to allow the genetic algorithm
to escape any non-global optima. This rate was chosen to keep sufficient
diversity in a complex hyperparameter space.

• Replacement: Offspring form the new population for the next gen-
eration, often leaving the best solution unchanged. This is referred to
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as elitism. This process is iterated for a fixed number of generations
[Ghadhban et al. 2024].

• Population Size and Generations: A population size of 75 provided
a practical balance between comprehensive exploration of the hyperpa-
rameter space and manageable runtime. Preliminary tests showed dimin-
ishing returns beyond 40 generations—chosen primarily due to hardware
limitations—indicating that the Genetic Algorithm converged adequately
within these parameters.

4.4 Implementation Details and Pipeline
Data Assembly: Historical price data (windowed) are first merged with Fin-
BERT’s daily sentiment scores, resulting in 3D input tensors with the shape
(samples, W, features).
Population Initialization: The Genetic Algorithm (GA) randomly generates
an initial population of individuals, each representing a distinct set of hyper-
parameters.
Evaluation (Fitness): Each individual’s hyperparameters are used to con-
struct an LSTM or GRU model, which is then trained on a designated training
split. Model performance is measured by computing the validation loss, which
is then converted into a fitness score.
Selection, Crossover, and Mutation: The GA refines the population through
evolutionary processes, favoring higher-fitness individuals. Offspring are pro-
duced via uniform crossover, while mutation randomly introduces new hyper-
parameter values to maintain diversity.
Generations and Elitism: Over successive generations, the GA evolves the
population, preserving top-performing individuals. Statistical metrics, such as
minimum, maximum, and average fitness, are recorded to track evolutionary
progress.
Final Best Configuration: Upon completion of the evolutionary cycle, the
highest-ranked individual (stored in a Hall of Fame) is selected. This optimal
model configuration is retrained using both the training and validation datasets
for enhanced generalization and subsequently evaluated against an unseen test
set to measure its final predictive performance. Lastly, out-of-sample forecasts
are generated for visualization and analysis.
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4.5 Evaluation Metrics
To benchmark predictive performance, Mean Squared Error (MSE) was tracked,
along with validation loss, enabling a multifaceted evaluation of each hyperpa-
rameter set’s accuracy, stability, and practicality in real-world scenarios. MSE
measures the average squared difference between actual (yi) and predicted clos-
ing prices (yî). The equation is shown below.

MSE = 1
N

N∑︂
i=1

(︂
yi − ŷi

)︂2
.

4.6 Summary
In summary, the methodology integrates FinBERT-derived sentiment analysis
with a windowed time-series approach to stock prices, feeding this data into an
LSTM/GRU model whose hyperparameters are optimized by a GA. Through
the application of selection, crossover, and mutation, the GA systematically
refines network structure (layers, units), training parameters (learning rate,
batch size), and regularization (dropout), ultimately discovering configurations
that minimize forecasting error while controlling for overfitting. The final model
is then evaluated on test data and further validated, ensuring predictive and
practical precision.



Chapter 5

Results & Findings

5.1 Fitness Evolution and Distribution Over Gen-
erations

Understanding the evolution of fitness over generations provides valuable in-
sight into how the genetic algorithm (GA) optimizes hyperparameters. The
following figure, Figure 5.1, illustrates how the fitness metrics progress and
how the final generation distributes its fitness values.

These fitness values are derived using Mean Squared Error (MSE) evalu-
ations of each hyperparameter configuration tested by the Genetic Algorithm
(GA). Specifically, for every hyperparameter configuration (individual) in each
population and generation, the GA computes its performance using MSE.
Lower MSE indicates higher predictive accuracy, and thus higher fitness scores.
Consequently, maximum, average, and minimum fitness scores displayed reflect
the best, average, and worst-performing hyperparameter configurations across
all populations and generations evaluated by the algorithm. Figure 5.1 reveals
key trends in the GA’s optimization process:

• Maximum fitness (orange line) stabilizes early, suggesting that opti-
mal hyperparameter configurations emerge immediately and persist across
generations.

• Average fitness (blue line) remains relatively steady, indicating that
a consistently strong population of solutions prevents significant deterio-
ration in performance.

• Minimum fitness (green line) exhibits periodic dips, likely due to
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mutations or crossovers introducing suboptimal configurations that are
later eliminated through selection.

• Most individuals cluster around near-zero fitness, confirming that
the GA successfully minimized error across multiple individuals.

• A small tail of outliers with lower fitness persists, reflecting the explo-
ration by the GA, which occasionally yields less optimal solutions.

By Generation 40, the GA has largely converged on stable, high-fitness so-
lutions. Notably, the steady maximum fitness suggests effective carry-through
of strong hyperparameter sets, while low-fitness outliers point to continued ex-
ploration. These observations will be revisited in the upcoming discussion to
evaluate the GA’s balance between exploration and exploitation and to consider
its convergence properties in greater detail.

Figure 5.1: Fitness Evolution and Distribution Over Generations.
The green line indicates the minimum fitness, the blue
line represents the average fitness, and the orange line de-
notes the maximum fitness in each generation. The graph
illustrates how most individuals achieve near-zero (high)
fitness, while a few outliers remain at lower fitness values.
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5.2 Hyperparameter Correlations and Model Per-
formance

To refine optimization strategies, it is crucial to understand how hyperparame-
ters interact and influence model performance. Figure 5.2 displays a correlation
matrix that captures relationships between key hyperparameters and fitness
metrics.

Figure 5.2 highlights several notable relationships:

• Alignment Among Fitness Metrics: The strong positive correlation
among Fitness_Test, Fitness_Forecast, and overall Fitness (near or
above 0.99) indicates that models performing well on the test set also
generalize effectively to the forecast set.

• Hyperparameter-Fitness Relationships: A slight positive correla-
tion for Dropout suggests that moderate regularization through dropout
layers can boost model robustness, while a negative correlation for
Window_Size implies that overly large input windows can hinder perfor-
mance.

• Recurrent Layer Type and Depth: LSTM vs. GRU encodings and
Num_Layers exhibit moderate relationships, indicating that deeper or
specific recurrent architectures can improve performance—but not uni-
versally.

• Interdependencies Among Hyperparameters: For instance, Units
correlating with Dropout suggests that larger architectures may require
stronger regularization to avoid overfitting.

• Interpretation Caveats: Because correlations capture primarily linear
trends. Low or insignificant values may misrepresent critical nonlinear
effects.
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Figure 5.2: Correlation Matrix of Hyperparameters and Fitness. Pos-
itive correlations (red) indicate that higher values of the
hyperparameter or metric tend to coincide with higher fit-
ness scores, whereas negative correlations (blue) suggest
an inverse relationship.

These correlations provide a starting point for understanding which hy-
perparameters are most influential, but a more in-depth look—particularly at
nonlinear interactions—may offer more meaningful insight. The following sec-
tions delve further into how these relationships can guide model design and
tuning, especially when scaling to new datasets or architectures.

5.3 Hyperparameter Impact on Model Fitness
To visualize each hyperparameter’s effect on fitness, Figures 5.3–5.9 show scat-
ter plots and a heatmap. The first eight graphs include a regression trend line,
and each graph is color coded to highlight notable patterns.
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Figure 5.3: Batch Size vs Fitness. Larger batch sizes do not signifi-
cantly impact fitness, with most values clustered near zero
loss.

Figure 5.4: Dropout vs Fitness. A slightly negative trend suggests
that higher dropout values may lead to marginally worse
fitness scores if set too high.

Figure 5.3 indicates that batch size has minimal overall effect on fitness but
can introduce variance when it is too large or too small. In contrast, Figure 5.4
points to the importance of tuning dropout to avoid stifling model capacity.
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Figure 5.5: Learning Rate vs Fitness. A slightly positive trend sug-
gests that, within the tested range, larger learning rates
can improve optimization.

Figure 5.6: Number of Layers vs Fitness. The flat trend suggests
that deeper networks do not guarantee better results in
this range.

Figure 5.5 shows that moderately higher learning rates can yield faster or
more effective convergence. Meanwhile, Figure 5.6 suggests that additional
layers do not always enhance performance—possibly due to overfitting risk or
diminishing returns on representational depth.
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Figure 5.7: Units per Layer vs Fitness. A slight positive correlation
indicates that more units can improve representational
capacity up to a point.

Figure 5.8: Window Size vs Fitness. A mild negative trend suggests
excessively large windows may introduce noise.

Increasing units per layer (Figure 5.7) can boost performance but may also
increase training cost and overfitting risk if taken too far. Likewise, the negative
trend for window size in Figure 5.8 demonstrates the trade-off between captur-
ing sufficient context and over-burdening the model with extraneous historical
data.
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Figure 5.9: Heatmap of Units vs Learning Rate on Fitness. Darker
red areas correspond to better-performing combinations,
while blue regions indicate poorer results.

The heatmap in Figure 5.9 underscores how hyperparameters interact: spe-
cific ranges of Units and Learning_Rate together foster strong fitness, whereas
deviations in either parameter elicit less effective solutions from the model. This
finding highlights the need to optimize hyperparameters jointly rather than in
isolation. In the subsequent discussion, we will examine how these interactions
shape the model’s overall performance and where further refinements could be
made.

5.4 Final Model Selection and Evaluation
After using the genetic algorithm to explore the broad search space, the best-
performing hyperparameters were determined. The optimal model comprises 3
recurrent layers, each with 135 units. It uses a dropout rate of 0.0279, a learning
rate of 0.003389, and a batch size of 86. Additionally, the optimal window size
is 5, and early stopping patience is set at 10 epochs. The configuration of
recurrent layers consists of two GRU layers followed by one LSTM layer.

Figure 5.10 illustrates the model’s training progression. Early epochs show
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Figure 5.10: Training and Validation Loss Over Epochs. Both losses
converge around epoch 10, with minimal fluctuations
thereafter.

a sharp decrease in loss, indicating effective parameter updates and rapid initial
convergence. Around epoch 10, both training and validation losses plateau at
relatively low values, marking stable convergence. Minor fluctuations in vali-
dation loss appear, but the early stopping mechanism prevents severe overfit,
reflecting controlled overfitting. The final loss remains low, suggesting robust
performance and effective generalization on unseen data.

5.5 Model Performance on Training, Testing, and
Forecasting

After the optimal hyperparameters were identified, the final model was further
reassessed on training, test, and forecast data to validate its predictive accuracy.

Figures 5.11 and 5.12 reveal strong alignment between predicted and actual
values, particularly in the test window. This reliable performance is further
corroborated by the distribution of prediction errors within the forecast set.

Figure 5.13 shows that most errors cluster near zero, with only a few outliers,
implying a well-calibrated model that avoids most systematic bias. Taken
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Figure 5.11: Training, Test, Predictions, and Forecast with Confi-
dence Interval. The model accurately captures past pat-
terns and extends its forecasts with measured uncer-
tainty.

Figure 5.12: Predicted vs. Actual Closing Prices on Test Set. Predic-
tions closely track actual values, reinforcing the model’s
reliability.
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Figure 5.13: Distribution of Prediction Errors for the Forecast Set.
Errors are mostly distributed around zero, indicating
slight bias.

together, these results confirm that the selected hyperparameters deliver both
reliable in-sample learning and robust out-of-sample forecasting performance.

The following section will build on these findings to explore their broader
implications and limitations. Furthermore, the following section addresses how
the genetic algorithm’s search strategies address potential pitfalls (e.g., pre-
mature convergence, overfitting) and discusses future opportunities to extend
or refine the approach (e.g., alternate architectures, dynamic mutation rates).
Additionally, the following section delves into the trade-offs between different
hyperparameters and the practical impact of the resulting forecasts.
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Analysis

The results presented in the Results and Findings Section highlight the ef-
fectiveness of the genetic algorithm (GA) in optimizing hyperparameters for
a time series forecasting model. While the findings demonstrate notable im-
provements in model convergence, particularly average fitness per generation,
hyperparameter synergies, and accuracy, several important aspects point to the
necessity of further examination to contextualize these achievements and guide
future research.

6.1 Genetic Algorithm Convergence and Explo-
ration

One of the key insights is the GA’s ability to converge on near-optimal hy-
perparameter configurations by Generation 40, as indicated by a stable max-
imum fitness and a consistently high average fitness. Despite periodic dips in
minimum fitness due to new or mutated individuals, the overall population re-
mained strong. This outcome reflects a healthy balance between exploitation,
where promising solutions are passed through, and exploration, where genetic
operators introduce variability to avoid getting trapped in local minima.

However, the presence of occasional outliers with low fitness highlights that
the GA continues to explore less effective configurations even at later gener-
ations. While these outliers have minimal impact on the final best solutions,
they are essential for maintaining genetic diversity. Future work could consider
adaptive mutation rates—decreasing over time or triggered based on certain
convergence criteria—so that a more efficient balance of exploration and ex-
ploitation is reached.
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6.2 Hyperparameter Interactions and Correlations
The correlation matrix and scatter plots underscored the significant impact of
dropout, learning rate, and window size on model performance. Specifically:

• Dropout: Mildly positive correlations indicated that moderate dropout
often improves generalization by mitigating overfitting. Excessive dropout,
however, can reduce performance by constraining the model’s robustness.

• Learning Rate: The slight positive trend suggests that, within the range
tested, higher learning rates led to faster or more effective optimization.
Extremely high rates still risk instability though, which points to the
importance of fine-tuning this parameter.

• Window Size: The negative correlation with fitness implies that very
large windows likely introduce noise or excessive complexity, reducing
the model’s accuracy in prediction. Finding an optimal window size is
crucial.

These correlations provide a starting point for more refined, domain-specific
analyses. For example, the impact of recurrent layer types (LSTM vs. GRU) or the
synergy between Units and Dropout can be further explored by using specific
techniques that account for non-linear relationships.

6.3 Model Performance and Generalization
The final model’s strong performance on both the test set and the forecast
horizon emphasizes the GA’s success in finding hyperparameters that generalize
beyond the training domain. Specifically, and notably:

• Stable Training and Validation Loss: Convergence around epoch
10, with only minor fluctuations thereafter, indicated that the model
effectively learned the underlying patterns without overfitting.

• Forecast Accuracy: Forecast plots exhibit close alignment between
predictions and actual data, reinforcing the pertinance of the selected
hyperparameters. The decently-centered error distribution also points to
relatively low systematic bias.
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Nevertheless, the possibility remains that alternative architectures or reg-
ularization techniques could further improve predictive stability. Additionally,
the applicability of these hyperparameters across different datasets, such as
particularly non-stationary periods (e.g., extremely volatile market conditions)
should be further explored.

6.4 Limitations and Future Work
While the GA-based hyperparameter search demonstrated clear benefits, a few
limitations and improvements should be noted:

• Computational Cost: Interations of this genetic algorithm we’re trained
and retrained over the course of weeks. GAs can be extremely computa-
tionally expensive, especially if the model training is lengthy as it was in
my case. Ensuring that proper hardware is used is paramount to achiev-
ing results within a realistic timeframe.

• Sensitivity to Initialization and Search Spaces: Part of the GA’s
effectiveness depends on the initial population and parameter ranges.
Should the initialization be poorly selected, the GA might miss optimal
regions or bias the search toward suboptimal solutions. Although this
did not occur during the study, as demonstrated by maximum generation
fitness, it was nonetheless a notable concern.

• Hyperparameter Interactions: The correlation and scatter plots cap-
ture linear or pairwise relationships. Future research should investigate
multi-dimensional interactions or leverage more advanced analysis to cap-
ture more complex, possibly non-linear, dynamics.

• Domain-Specific Considerations: Time series often entail seasonality
or external events. Incorporating these aspects into the GA’s fitness could
potentially yield further gains.

6.5 Summary of Discussion
Overall, the genetic algorithm proved effective in uncovering hyperparameter
configurations that achieve both rapid convergence and strong forecast accu-
racy. Key factors such as dropout, learning rate, and window size were high-
lighted as crucial factors in performance, though other hyperparameters also
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played a role in fine-tuning the final model. Subsequent research should ex-
tend the findings by considering non-linear hyperparameter interactions and
potentially refining the search strategy to mitigate significant computational
costs. By addressing these aspects, future research can further enhance both
the precision and efficiency of time series forecasting models incorporating GAs.
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Conclusion

This research has demonstrated the effectiveness of a genetic algorithm (GA)
for optimizing hyperparameters in a deep learning-based time series forecast-
ing model. By exploring different configurations of recurrent layer types, units,
dropout, and other parameters, the GA successfully converged on a solution
that allowed for both rapid training convergence and robust forecasting accu-
racy. In particular, tuning dropout, learning rate, and window size proved
particularly important in balancing overfitting risks and improving predictive
performance.

From a financial forecasting perspective, these findings highlight the use-
fulness of an automated hyperparameter search to select model architectures
that capture temporal dependencies in market data. The resulting forecasts
offered strong alignment with test data and a decently well-calibrated error
distribution. This reliability is critical for decision-making processes that rely
on accurate short-term or medium-term predictions, highlighting the value of
combining evolutionary search methods such as a genetic algorithm with opti-
mized recurrent networks.

Beyond the technical results, this study demonstrates how improved pre-
dictive accuracy has the potential to translate into financial advantages such
as improved portfolio returns, risk mitigation, and optimized strategic plan-
ning. These implications function as a bridge between theoretical academic
methodologies and real-world finance applications. Specifically, the findings in
this study underscore the potential of machine learning algorithms to help pro-
vide financial solutions. Moreover, the successful implementation of GA-driven
hyperparameter tuning in this research highlights evolutionary strategies as ef-
fective tools for advancing financial time series forecasting. By methodically
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selecting hyperparameters, designing robust model architectures, and consis-
tently validating model performance, future researchers can continue refining
predictive models to adapt to evolving market conditions and deliver valuable
decision-making insights.

Overall, the successful use of GA-driven hyperparameter tuning shows that
evolutionary strategies can work well for financial time series forecasting. By se-
lecting hyperparameters methodically, designing effective model architectures,
and continuously testing performance, future researchers can improve predic-
tive models to keep up with evolving market conditions and provide valuable
decision-making insights.
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Appendix A

The following files used in this analysis are available upon request:

• ga_logbook.csv – A logbook of the Genetic Algorithm process, which in-
cludes each generation’s population size, their respective hyperparameter
configurations, and their corresponding fitness scores.

• Thesis_Code_V2.ipynb – This is the full Jupyter Notebook that contains
all the Python code used for data processing, model training, hyperpa-
rameter tuning, graph generation, and evaluation.

• Sentiment_Data.csv – The dataset used for sentiment analysis, contain-
ing the imported financial text excerpts analyzed with FinBERT.

• ga_errors.log – A full error log that captures any failures that occurred
during runtime, including any exceptions during the execution of the
Genetic Algorithm.

• best_model.h5 – The final, most optimal model architecture and weights
discovered via the Genetic Algorithm, saved in HDF5 format.

• hall_of_fame.json – A JSON file that contains the top-performing indi-
viduals from the Genetic Algorithm throughout all generations, including
their hyperparameters and fitness scores.

• Folder: ga_results – All figures, charts, and plots that are presented in
this thesis, along with other images not included.

These materials are not included directly in this document due to file size
and formatting limitations but will be provided for any purpose upon request.
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