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Abstract: The Transformer model is the architecture behind many recent break-
throughs, such as LLMs and their various applications. However, in its default
definition, it is limited to only one input sequence. At the same time, many real-
world phenomena are expressed as multichannel sequences, such as measurements
from personal wearable devices or car sensors. This work describes a multichannel
Transformer capable of working with such inputs. We evaluate it on the MIMIC-
IV dataset on in-hospital mortality and length of stay classification problems.
The proposed architecture outperforms baseline models on both problems. We
also show that it scales well to sparse inputs, unlike baseline models. Due to the
limitations of the dataset and the chosen problems, we cannot make a definitive
conclusion about the proposed architecture’s general performance on multichan-
nel sequences. We also highlight a need for expert domain knowledge to assess
the results.
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Introduction
Background and motivation. Since its introduction by Vaswani et al. [2017],
the Transformer architecture has received widespread adoption. Initially, it was a
sequence-to-sequence model that performed well on tasks such as translation and
text summarization [Raffel et al., 2019]. However, in this work, we are specifically
interested in applying Transformers to classification problems. A technique of
using Transformers for the classification was introduced by Devlin et al. [2019]
for the sentence classification. Later, this technique was used by Dosovitskiy et al.
[2021] to perform image classification with performance comparable to the state-
of-the-art convolutional models while requiring fewer computational resources.
Another example of a successful application is the video classification by Bertasius
et al. [2021].

The above works share one thing in common: they work with only one in-
put sequence. However, there are many cases where we have more than one
input sequence simultaneously. For example, car sensors capture multiple in-
put sequences, multiple cameras record an object, etc. Fortunately, there exists
a multi-channel transformer extension, which was successfully used for multi-
channel speech recognition by Chang et al. [2021] and multi-articulatory sign
language translation by Camgoz et al. [2020].

We aim to evaluate this multi-channel transformer architecture for the multi-
channel, multi-modal biometric data. For example, personal wearable devices
may gather information about sleep cycles, temperature, heart rate, and men-
strual cycles, which can be used to predict an individual’s health risks. We would
also be able to more accurately evaluate health risks for patients in the Intensive
Care Unit (ICU), where we can access various multimodal channels, such as heart
rate, blood pressure, or information from laboratory measurements. It is impor-
tant to note that we were particularly interested in the long-term predictions of
the data rather than short-term problems, such as activity classification [Reiss,
2012].
Thesis structure. This thesis is structured into three parts. In Chapter 1,
we describe the multi-channel transformer architecture for the sequence classi-
fication problems. Later, in Chapter 2, we describe our dataset of choice and
how we process it. Lastly, in Chapters 3 and 4, we describe our experimenta-
tion setup, evaluate the multi-channel transformer and two baseline models, and
discuss the achieved results. In Appendix A, we provide some comments on the
implementation part of this work.
AI tools usage disclaimer. Grammarly1 was used to check the grammar and
spelling of this thesis.

1https://www.grammarly.com

2



1. Architecture
We are now going to describe the multi-channel transformer architecture, an
overview of which can be seen in Figure 1.1. We will describe all of the prin-
ciple components, such as embedding, channel-wise encoder, and cross-channel
encoder, one by one.

Embedding

Heart Rate
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Normal

Verbal Response
[CLS]


Confused

Confused

Oriented

sum sumsumsum

Positional Encoding Positional EncodingPositional Encoding

Channel-wise encoder

Cross channel encoder Cross channel encoder
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Channel-wise encoder

sumsum

Linear

Probabilities

N

Figure 1.1: Multi-channel transformer classifier.

Let us first technically introduce the problem. Assume that we are given
C ∈ N channels of input sequences X = (X0, · · · , XC−1) and one of the do ∈ N
target labels y ∈ [0, · · · , do − 1], where Xk ∈ NL are k-th channel sequence of
tokens of length L ∈ N from vocabulary V common for all channels. We aim to
learn the conditional probability p(y|X ).

1.1 Embeddings and positional encoding

1.1.1 Embedding
Embedding is a lookup table V → Rdmodel from tokens of vocabulary V to their
representation in continuous vector space Rdmodel . They allow us to learn which
tokens lie close to each other in the context of a chosen task. For example, in the
in-hospital mortality prediction, it may be useful to associate high diastolic and
systolic blood pressure tokens, like in Figure 1.2.
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Figure 1.2: An example of embedding in R3

Let, Xk = (x0, · · · , xL−1) be a k-th channel sequence of tokens from the vocab-
ulary V . We will use learned (weights are shared for all channels) embeddings to
map input tokens to vectors of dimension dmodel ∈ N. We will call this embedded
sequence X ′

k:

X ′
k = Embedding(Xk) = (Embedding(x0), ..., Embedding(xL−1)) (1.1)

1.1.2 Classification token
We append a special [CLS]k token to each channel X ′

k, where [CLS]k ∈ Rdmodel is
a learnable token unique for each channel k. The role of the [CLS]k token is to
aggregate sequence representation, which we can later use for classification. This
technique was initially introduced by Devlin et al. [2019], where it was used to
classify sentences. Later, it was also used successfully for image classification by
Dosovitskiy et al. [2021].

1.1.3 Positional encoding
Next, we need to inject positional information about the symbols so that the
model can utilize the order of the symbols in the input. This is done by applying
sine and cosine functions of different frequencies [Vaswani et al., 2017]:

PE(pos, 2i) = sin
(︃

pos

100002i/dmodel

)︃
(1.2)

PE(pos, 2i + 1) = cos
(︃

pos

100002i/dmodel

)︃
(1.3)

Where pos ∈ {0, L−1} is the position of the embedded token in the sequence,
and i is an index of the vector element it is applied to. We apply positional
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encoding separately for each element of the embedded token x′
pos ∈ X ′

k, denoting
i-th element of x′

pos as xi
pos

′:

PE(pos)(x̂) = (PE(pos,0)(x̂0), ..., PE(pos,dmodel−1)(x̂dmodel−1)) (1.4)

To apply positional encoding, we add the encoded sequence to the unencoded
one. We label this embedded and positionally encoded sequence as X̂k:

X̂k = X ′
k + PE(X ′

k) (1.5)
where PE(X ′

k) = (PE(0)(x′
0), ..., PE(L−1)(x′

L−1))

1.2 Attention
Attention could be described as a weighted mapping between a query and a set
of key-value pairs, all of which are vectors. It is used to compute such a rep-
resentation of the input sequence that allows for learning dependencies between
tokens. The first model that relied solely on attention was introduced by Vaswani
et al. [2017] for machine translation. Prior to that, the attention mechanism has
been successfully used in conjunction with RNNs and convolutions [Cheng et al.,
2016, Parikh et al., 2016, Paulus et al., 2017, Lin et al., 2017]. We will introduce
a variant of the attention mechanism we will use to learn both intra-channel and
inter-channel dependencies.

Linear

MatMul

Scaling

Softmax

MatMul

Concatenate

Linear

Linear Linear

Q KT V

h

Figure 1.3: Multi-head attention.

1.2.1 Multi-head attention
Multi-head attention [Vaswani et al., 2017] with h ∈ N heads shown at Figure 1.3
is a variant of the attention mechanism that allows the model to jointly attend
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to information from different representation subspaces at different positions. It
achieves this by applying multiple attention mechanisms in parallel, each with its
own set of learned linear projections of the query, key, and value vectors. The out-
puts of these parallel attention heads are concatenated and linearly transformed
to produce the final output:

MultiHead(Q, K, V ) = Concat(head1, . . . , headh)W O (1.6)
where headi = Attention(QW Q

i , KW K
i , V W V

i )

In the above equation W Q
i , W K

i , W V
i ∈ Rdmodel×dk , and W O ∈ Rdmodel×dmodel are

learnable weight matrices specific to each attention head i, and dk = dmodel/h
The exact Attention function that we use is the scaled dot product attention:

Attention(Q, K, V ) = softmax
(︄

QKT

√
dmodel

)︄
V (1.7)

Scaling factor 1√
dmodel

is added for numerical stability [Vaswani et al., 2017,
Britz et al., 2017].

1.3 Multi-channel encoder
A subclass of the Transformer architectures we use is an encoder-only Trans-
former. As the name suggests, the goal of the encoder layer in such models is to
“encode” the input sequence in a more suitable form to perform some given tasks.
The multi-channel encoder consists of multiple sub-encoders: a channel-wise en-
coder, which allows capturing intra-channel dependencies, and a cross-channel
encoder to capture inter-channel dependencies. To allow the model to learn more
subtle dependencies, we stack N multiple multi-channel encoders as in Vaswani
et al. [2017]:

MultiChannelEncoderN = MultiChannelEncoder ◦ · · ·⏞ ⏟⏟ ⏞
N

(1.8)

1.3.1 Channel-wise encoder
We apply a channel-wise encoder for each channel sequence X̂k, which differs
from the encoder from Vaswani et al. [2017] by the fact that layer normalization
[Ba et al., 2016] is applied prior MultiHead and FeedForward, similarly to Chang
et al. [2021]. The channel-wise encoder consists of two sublayers. To compute
the first sublayer, we apply a multi-head attention on the input sequence X̂k,
employing a residual connection [He et al., 2016]:

X̂
′
k = LayerNorm(X̂k) (1.9)

Ĥk = MultiHead(X̂ ′
k, X̂

′
k, X̂

′
k) + X̂

′
k (1.10)
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Figure 1.4: Channel-wise encoder and cross-channel encoder. Left to right.

Next, we apply a FeedForward layer on each token of the sequence separately,
again employing a residual connection:

Ĥ
′
k = LayerNorm(Ĥk) (1.11)

Hk = FeedForward(Ĥ ′
k) + Ĥ

′
k (1.12)

(1.13)

FeedForward layer is defined as two linear transformations with ReLU activa-
tion in between:

FeedForward(x) = max(0, xW1 + b1)W2 + b2 (1.14)

1.3.2 Cross-channel encoder
With a cross-channel encoder, we aim to allow the model to learn inter-channel
dependencies, given the self-encoded inputs from other channels [Chang et al.,
2021]. The cross-channel encoder consists of two sublayers. First, we need to
compute the aggregated representation of inputs HA from other channels Hj

where j ̸= k:

HA =
∑︂

∀j∈C, j ̸=k

Hj ⊙ Aj (1.15)

Where ⊙ is an element-wise multiplication and Aj is a learnable weight pa-
rameter specific to each channel’s sequence j. Now we can apply a multi-head
attention, employing a residual connection:

H ′
k = LayerNorm(Hk) (1.16)

Ôk = MultiHead(H ′
k, HA, HA) + H ′

k (1.17)
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Note that in this step, the attention queries are provided solely by the current
channel while the keys and values are provided by all channels except the current
one, as illustrated in Figure 1.4. The current channel had its self-attention step
earlier, as shown in Figure 1.1.

Finally, we can apply a FeedForward network to obtain a final output sequence
for channel k:

Ô
′
k = LayerNorm(Ôk) (1.18)

Ok = FeedForward(Ô′
k) + Ô

′
k (1.19)

1.3.3 Classification
After embedding, we appended a classification token [CLS]k, which is learnable
and unique for each channel, to each channel’s sequence Xk. Subsequently, we
applied positional encoding and multi-channel encoder to the sequence Xk with
[CLS]k token. During these operations, the [CLS]k token in each of the channel’s
sequences aggregated information about these sequences.

Now, we can compute the final probabilities of do labels by taking values of
the [CLS]k tokens from each of the C channels, concatenating them, and applying
linear transformation:

y = σ(Concat([CLS]0, . . . , [CLS]C−1)Wo + bo) (1.20)

Where Wo ∈ R(Cdmodel)×do , b0 ∈ Rdo are learnable weight and bias parame-
ters, and σ is an activation function of choice. For example, sigmoid or softmax
activation functions could be used for binary/multiclass classification.
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2. Dataset and preprocessing
When choosing a dataset for our experiments, it was important for us to satisfy
the following criteria:

1. The dataset had to consist of biometric multi-modal data.

2. The dataset had to consist of time-series data, or we could extract such
samples from the dataset.

3. There had to be some papers or benchmarks to compare the new architec-
ture to.

The best dataset satisfying these criteria was Medical Information Mart for
Intensive Care (MIMIC-IV) [Johnson et al., 2020]. MIMIC-IV provides data
for the patients admitted to intensive care units (ICU) of Beth Israel Deaconess
Medical Center. The dataset is diverse, containing data about patients’ infusions,
various measurements (such as heart rate), electrocardiogram recordings, chest
X-ray scans, and doctor’s notes. What is important for us is that MIMIC-IV
allows the creation of naturally multi-channel data samples for each patient (one
channel for heart rate, another for blood pressure), which is well-suited for testing
our new transformer architecture.

We adapted our data processing from Harutyunyan et al. [2019] benchmark to
have a reliable baseline to compare our architecture. Their work used MIMIC-III
[Johnson et al., 2016] to evaluate models such as Logistic regression and LSTM-
based models on classification problems: in-hospital mortality, physiological de-
compensation, length of stay, and phenotype classification. We chose two prob-
lems for the evaluation: in-hospital mortality and length of stay prediction. We
chose a smaller scope of problems to allow more time to focus on the architecture
rather than data processing. The length of stay prediction is particularly inter-
esting since, in the work of Harutyunyan et al. [2019], according to the authors,
all models performed suboptimally. We will now describe the data processing
pipeline, pointing out the differences from the original paper. For an overview of
the pipeline, see Figure 2.1.

2.1 Common preprocessing
We start with the raw MIMIC-IV dataset, containing 50 920 unique patients with
66 239 hospital admissions. During one admission, a patient might have multiple
ICU stays. Following the simplification of the original paper, we exclude such
stays to simplify the identification/definition of the outcome between hospital
admission and ICU stay. Namely, if the patient had multiple ICU stays within
one hospital admission and passed away during or after (in some other hospital
unit) the last ICU stay, it’s unclear how to determine a mortality label of the first
ICU stay. Next, we aggregate all physiological measurements that are relevant
to each patient. Events are aggregated from multiple tables: chartevents, which
represents a dump of data from patients’ electronic chart; outputevents — infor-
mation on patients’ output such as urine, drainage, etc.; labevents — results of
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50 920 Patients
66 239 Hospital admissions
73 181 ICU stays

313 645 063 Rows in chartevents
118 171 367 Rows in labeevents

4 234 967 Rows in outputevents

extract subjects
Patients Admissions ICU stays

ICU transfers 4 297 2 670 5 323
multiple ICU stays 3 123 5 034 10 950

45 127 Patients
56 908 Hospital admissions
56 908 ICU stays

308 609 511 Events

validate events
Missing admission id 17 833 104
Unknown admission id 51 574 120
Unknown ICU stay id 8 109 819

45 127 Patients
56 908 Hospital admissions
56 908 ICU stays

231 092 468 Events

extract episodes Filtered event not from the selected clinical variables

45 127 Patients
56 908 Hospital admissions
56 908 ICU stays

34 411 610 Events

prepare in-hospital mortality
ICU stays with missing length of stay
ICU with length of stay less then 48 hours
ICU stays with no events before 48 hours

25 071 Total samples
3 154 Positive samples

prepare length of stay
ICU stays with missing length of stay
Samples shorter then 24 hours
Samples with no events

Less than a day 19 037
Less than 2 days 9 405
Less than 3 days 5 005
Less than 4 days 2 919
Less than 5 days 1 754
Less than 6 days 1 207
Less than 7 days 861
Less than 2 weeks 2 632
Greater than 2 weeks 1 288
Total 44 108

Figure 2.1: Data processing pipeline
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laboratory measurements taken from the patient. On the output, we get 45 127
patients with 56 908 stays and 300+ million aggregated events.

After we aggregated all events, we needed to clean them up. All of the events
in MIMIC-IV are attributed to a specific patient via a hospital admission ID
and an ICU stay ID. This is needed to construct a sequence of events for a
given patient. However, some events might have one or both of those parameters
missing. In case when both admission and stay IDs are missing, we exclude such
events. When only a stay or admission ID is present, we try to reconstruct a
missing ID using the mapping between the stay and admission IDs obtained in
the previous step. If we fail to do so, we also exclude such events.

Finally, we are going to extract only events we are interested in. Again, to
deviate as little as possible from the original benchmark, we will use the same set
of variables listed in Table 2.1.

After we filtered out irrelevant events, the event count dropped from 230+
million to 34+ million. Additionally, for each stay, we aggregate events relevant
to it and save it into independent episodes. We will use these episodes as data
samples.

Variable Type
Capillary refill rate Categorical
Diastolic blood pressure Numerical
Fraction inspired oxygen Numerical
Glasgow coma scale—eye opening Categorical
Glasgow coma scale—motor response Categorical
Glasgow coma scale—verbal response Categorical
Glasgow coma scale—total Categorical
Glucose Numerical
Heart rate Numerical
Body height Numerical
Mean blood pressure Numerical
Oxygen saturation Numerical
Respiratory rate Numerical
Systolic blood pressure Numerical
Temperature Numerical
Body weight Numerical
pH Numerical

Table 2.1: Variables in our final dataset, indicating categorical and numerical
ones.

2.2 In-hospital mortality
We formulate in-hospital mortality prediction as a binary prediction task. For the
preparation of data samples, we will first filter out episodes for which the length
of stay is unknown, shorter than 48 hours, or contains no events for the first 48
hours. Patients’ death time is compared to the admission and discharge times
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to determine the mortality label. The resulting ratio of positive death labels is
around 12.6%.

Positive Samples Negative Samples Ratio of Positive Samples
Test 378 2629 0.1257
Train 2681 18630 0.1258
Validation 95 658 0.1262

Table 2.2: In-hospital mortality predictions sample split

We obtain train, validation and test datasets by randomly splitting the data.
See Table 2.2 for the distributions of the data split.

2.3 Length of stay
Formulating the length of stay as a regression task would be natural. Instead, we
formulate it as a multi-label classification problem, adhering to the benchmark.
Each sample is labeled with one of nine classes: one class for stays shorter than
one day, six classes for intervals between the first seven days, one class for stays
lasting between one and two weeks, and one class for stays longer than two weeks.
The original benchmark used an additional label for stays between 7 and 8 days,
which we don’t include since it contradicts the description in the text:

First, we divide the range of values into ten buckets: one bucket for
extremely short visits (less than one day), seven day-long buckets for
each day of the first week, and two “outlier” buckets – one for stays of
over one week but less than two, and one for stays of over two weeks.

To prepare the data samples, we first excluded samples that were missing
length of stay, didn’t have any events, or were shorter than 24 hours. We then
randomly split the resulting dataset into the train, validation, and test sets. Data
splits are available in the repository.

Train Validation Test
Less than a day 15,188 1,871 1,978
Less than 2 days 7,530 943 932
Less than 3 days 4,008 528 469
Less than 4 days 2,343 300 276
Less than 5 days 1,445 166 143
Less than 6 days 972 117 118
Less than 7 days 673 110 78
Less than 2 weeks 2,095 245 292
Greater than 2 weeks 1,032 131 125

Table 2.3: Length of stay data split label distribution.
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3. Training
In this section, we are going to describe the models we use for the evaluation.
Moreover, we describe how data is additionally processed for each of these models.
Finally, we describe techniques and hardware used for training all of these models.

3.1 LSTM-based classifier
Taking inspiration from the Harutyunyan et al. [2019], we use Long Short-Term
Memory (LSTM)-based models as a baseline model to evaluate Transformer-based
models described below.
Architecture. LSTM is a type of recurrent neural network (RNN) introduced
by Hochreiter and Schmidhuber [1997] to alleviate a vanishing gradient problem.
To apply it to the classification problems, we stack multiple LSTM layers and
apply a linear transformation to the last output of the last layer to get the final
probabilities. An overview of the LSTM-based classifier can be seen in Figure 3.1.

LSTM

LSTM

LSTM

Linear

Probabilities

N

Input

Figure 3.1: LSTM-based classifier.

Training data. Following Harutyunyan et al. [2019], for the LSTM-based clas-
sifier, we normalize all of the numerical features by subtracting the mean and
dividing by standard deviation, and one-hot encode all of the categorical features
[Table 2.1]. As in the original benchmark, we also aggregate inputs that happened
during the same hour: we take the mean of the numerical features and the most
frequent class for the categorical features. To understand why this is done, it’s
important to consider that only one or a few measurements are usually recorded
at the time, so there are many input vectors consisting mostly of missing values.
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The aggregation of events helps to condense information from multiple vectors
into a single one. You can see an example of the data aggregation process in Fig-
ure 3.2 where each row is measurements that occurred at different timestamps.
Also, it reduces computational resources needed for training by decreasing se-
quence lengths. However, we additionally run experiments on the unaggregated
input sequences to see how a model performs on sparse data.
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Figure 3.2: An example of data aggregation.

3.2 Transformers
We hypothesize that a multi-channel Transformer allows for better capturing of
dependencies in the multi-channel input, which in turn should result in a better
performance in the chosen classification tasks. It is beneficial to see the perfor-
mance of a model that does not utilize the multi-channel input for a comprehen-
sive comparison. That is why we evaluated two Transformer architectures, which
possess similar ability to capture dependencies in the sequences.

Linear

Probabilities

Linear

Probabilities

Channel-wise encoder N

Embedding

Positional Encoding

sumsumsum

Positional Encoding

Inputs
[CLS]


Elevated blood pressure

Verbally confused

Elevated heart rate

Figure 3.3: Simple Transformer classifier.
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Simple Transformer. You can see an overview of a simple Transformer archi-
tecture for the classification in Figure 3.3. Instead of a C sequence of inputs of
length L for each channel, we concatenate all of the sequences into one larger
sequence of length C · L. Concatenation is done in such a way as to preserve
the relative order of the tokens in the input. From the first to last position
i ∈ [0, L − 1] in the input sequences, we concatenate all of the i-th tokens from
all channel’s sequences Xk denoting them as X i

k to obtain a final sequence X.

X = Concat(X0
0 , · · · , X0

C−1, · · · , XL−1
0 , · · · , XL−1

C−1) (3.1)

Similarly to the multi-channel Transformer, we embed the input sequence
X, add a special learnable [CLS] token, and add positional encoding to the
sequence. Instead of a multi-channel encoder, we run the sequence through a
stack of channel-wise encoders. Finally, we linearly transform the value of the
[CLS] token to get the final probabilities.
Multi-channel Transformer. We use a multi-channel transformer as described
in Chapter 1.
Training data. The data processing step is common for both transformers.
First, we discretize the numerical features by putting them into meaningful ranges
gathered from various online resources. For example, for the “Diastolic blood
pressure”, we chose ranges [0, 80), [80, 90), [90, 120), [120, inf) according to the
Heart.org recommendations. You can see a number of ranges for each numer-
ical feature in Table 3.1. For more details see Appendix A.

Variable Number of Ranges
Diastolic blood pressure 4
Fraction inspired oxygen 10
Glucose 6
Heart rate 16
Body height 6
Mean blood pressure 5
Oxygen saturation 6
Respiratory rate 5
Systolic blood pressure 5
Temperature 7
Body weight 11
pH 5

Table 3.1: Number of ranges for the numerical features.

Categorical features are left unchanged. For each feature, we introduce a
special class denoting a missing value. Finally, we map all of the classes for each
feature into one large common vocabulary V of size 132. We aggregate the events
that happened during the same hour, by taking the most frequent class, which
is not a missing value. Similarly to the LSTM-based classifier, we also train
Transformer-based models on unaggregated data to see whether the sparsity of
the data affects the models’ performance.
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3.3 Training procedures
Implementation. All of the models described above are implemented in Python
3.11.3 using the PyTorch 2.2.0 library. Additionally, the PyTorch Lighting 2.2.0
library was used to avoid boilerplate code and to take advantage of useful pre-
implemented utilities such as model checkpointing. For more details, refer to
Appendix A
Hardware. All the models in this work were trained using 1 NVIDIA A100
GPU. The training time for the LSTM models was ∼5 minutes for aggregated
and unaggregated inputs, Simple Transformer ∼30 minutes for aggregated inputs
and ∼40 minutes for unaggregated inputs, and Multi-channel Transformer ∼90
minutes for aggregated inputs and ∼110 minutes for the unaggregated inputs.
Optimizer and learning rate schedule. We used Adam optimizer [Kingma
and Ba, 2014] with β1 = 0.9, β2 = 0.999 and = 10−8. We have also applied a
learning rate schedule. Whenever loss on the validation set does not improve for
three epochs, we scale the learning rate by 1

10 .
Regularization techniques. For both Transformer models, we apply dropout
[Srivastava et al., 2014] on the output of MultiHead and FeedForward layers before
the residual connection and the normalization. For the LSTM-based model, we
apply dropout between every LSTM layer, including the last one. We use label
smoothing els = 0.1 [Szegedy et al., 2015] to train the models.
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4. Results
In this section, we present results achieved by the models described in Chapter 3
for the in-hospital mortality and length of stay classification problems. We also
discuss achieved results, what it means for the problems, and the proposed multi-
channel transformer architecture.

To ensure that the achieved results reported in this chapter are affected by
randomness as little as possible, all models have been trained using three random
seeds. The reported metrics are averaged and rounded to three decimal places.
For more details on evaluation and metrics, see Appendix A.

Also, to facilitate the interpretation of the models’ performance, we report
metrics for the most frequent baseline (MFB), which is a model that always
outputs the most frequent class. Refer toTables 2.2 and 2.3 for distributions.

4.1 Evaluation measures
Assume we have S samples with binary labels. Let N be a number of negative
samples and P positive samples, and N +P = S. Now we make some predictions
and obtain a number of correctly classified positive samples TP (true positive),
falsely classified positive samples FN (false negatives), correctly classified negative
samples TN (true negatives), and falsely classified negative samples FP (false
positives). We can now define accuracy as a ratio of correctly classified examples:

Accuracy = TP + TN

S
(4.1)

Recall is the ratio of correctly identified positive samples from their total size:

Recall = TP

P
(4.2)

Precision is the ratio of true positive samples in the total number of samples
predicted to be positive:

Precision = TP

TP + FP

(4.3)

Let us assume that a model we use to get the predictions instead gives a
probability of whether a given sample is positive. Consider the following set of
output probabilities o and true labels y:

o = [0.13, 0.26, 0.08, 0.19, 0.34]
y = [0, 0, 1, 1, 1]

Depending on the threshold of probability we use, we will get greatly varying
values of accuracy, precision, and recall. For example, if we use a threshold
of 0.5, the recall will be 0, while if we use a threshold of 0.05, the recall will
be 1. This situation has been studied in a number of fields, and the common
strategy is to plot all values of the studied measures as a curve for the full range
of possible thresholds. This curve is traditionally called the receiver operating
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curve (ROC), and the area under the curve quantifies the performance of the
systems regardless of the threshold. To understand how it does that, let us sort
both predicted probabilities o and true labels y based on the values of o:

o′ = [0.08, 0.13, 0.19, 0.26, 0.34]
y′ = [1, 0, 1, 0, 1]

If there existed a threshold that would split all positive and negative labels y′

into two sets, the model would be considered a perfect classifier. Let us choose
the n thresholds to evaluate the models and calculate true positive rate TPR and
false positive rate FPR on these thresholds:

TPR = Recall = TP

P
(4.4)

FPR = FP

N
(4.5)

If we choose a sufficiently large number of thresholds n and plot the values
of TRP and FPR, we will obtain some curve similar to the curves depicted in
Figure 4.1.

Figure 4.1: Examples of ROC curves. Taken from WikiMedia.

If we calculate the area under the plotted curve, we will obtain our final AUC
measure. We approximate this value by:

AUC =
∑︂

n

FPRn − FPRn−1

TPRn

(4.6)

A perfect classifier would have an AUC equal to 1.0, while an absolutely
random classifier would have an AUC of 0.5.

To calculate the AUCPR, we can calculate average precision for the same n
thresholds as above:
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AUCPR = Average Precison =
∑︂

n

Recalln − Recalln−1

Precisionn

(4.7)

Additionally, a linearly weighted Cohen’s kappa by Cohen [1960] is used to
measure agreement between true labels and models’ predictions.

4.2 In-hospital mortality prediction
To reiterate, we formulate in-hospital mortality prediction as a binary classi-
fication problem, where a model is given the first 48 hours of patients’ ICU
measurements shown in Table 2.1, and outputs a probability that they will pass
away.

Model Accuracy % Recall % AUC AUCPR
MFB 87.4 0.0 .500 .125

Aggregated sequences
LSTM 88.8 27.3 .832 .525

Simple Transformer 88.9 31.4 .856 .545
Multi-channel Transformer 89.2 32.6 .861 .563

Unaggregated sequences
LSTM 87.4 0.0 .675 .318

Simple Transformer 88.6 23.5 .830 .521
Multi-channel Transformer 88.8 32.0 .850 .551

Table 4.1: Results for the in-hospital mortality prediction. The best results are
in bold.

Metrics. Similarly to the original benchmark, we evaluate models with the area
under the receiver operating characteristic curve (AUC) and the area under the
precision-recall curve (AUCPR). Additionally, we provide accuracy and recall
measurements to improve the interpretability of results.

4.3 Length of stay prediction
We formulate the length of stay as a multiclass classification problem, where a
of measurements of patients’ ICU shown at Table 2.1. The goal is to predict the
expected length of stay.
Metrics. To provide a result comparable to the original benchmark, we evaluate
models using Cohen’s linearly weighted kappa. However, this metric is hard to
interpret, with multiple authors suggesting different ranges for the interpretation
[Fleiss, 1973, Landis and Koch, 1977]. That is why we evaluate the accuracy of
the models, which more naturally shows the models’ performance.
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Model Accuracy % Kappa
MFB 12.4 .000

Aggregated sequences
LSTM 17.4 .259

Simple Transformer 16.5 .248
Multi-channel Transformer 18.0 .267

Unaggregated sequences
LSTM 12.8 .025

Simple Transformer 17.3 .251
Multi-channel Transformer 17.8 .267

Table 4.2: Results for the length of stay prediction. The best results are in bold.

4.4 Discussion
As shown in Tables 4.1 and 4.2, the multi-channel Transformer outperforms both
LSTM-based and simple Transformer classifiers, suggesting that capturing multi-
channel dependencies does provide better results in the context of both tasks.
Another interesting quality of the multichannel Transformer is that it is robust
to sparse inputs, which is especially visible from the performance on aggregates
versus unaggregated sequences in Tables 4.1 and 4.2. In contrast, the LSTM-
based classifier performs poorly on sparse sequences, showing results slightly bet-
ter than a most frequent baseline. Simple Transformer, as seen in Tables 4.1
and 4.2, performs significantly worse on the unaggregated data compared to its
performance on the aggregated data, which we suppose is due to the generally
poor Transformer performance on longer sequences [Tay et al., 2020]. However,
even though all of the benefits of multichannel Transformer are interesting for
practical application, it is important to remember the increased computational
requirements of such models as we stated in Chapter 3.

If we look at the models’ performance on the aggregated data, as the bench-
mark initially intended, we notice a small difference between the worst-performing
and best-performing models. This small difference between the worst and best-
performing models is consistent with the original benchmark Harutyunyan et al.
[2019] and works based on it [Lyu et al., 2022, Li et al., 2023]. This observation
raises the question of whether achieving considerably better results is possible.
We used the same set of 17 variables as the original benchmark, which in turn
is a subset of 42 clinical variables used in Silva et al. [2012]. However, no jus-
tification for using that exact set of variables was provided. Also, it was not
justified whether the same reused set of variables is suitable for other problems in
the benchmark, such as length of stay prediction, for which it was not originally
intended.

We conclude that for problems such as in-hospital mortality and length of
stay prediction, which require a deep knowledge of the medical domain, it is
necessary to involve medical professionals in choosing appropriate variables for a
given problem and interpreting the results.
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Conclusion
In this work, we describe a multichannel Transformer classifier architecture. We
evaluate it on the in-hospital mortality and length of stay classification problems
from the MIMIC-IV dataset, both with and without per-hour data aggregation,
on the benchmark by Harutyunyan et al. [2019]. The proposed model outperforms
baseline LSTM-based and simple Transformer models, both on the aggregated
and unaggregated data. The difference is especially drastic for the unaggregated
data, where a multichannel Transformer maintains similar performance as for
the aggregated data, whereas performance degrades severely for other models.
However, we notice a small difference between the worst and best models, which
is consistent with similar works. We speculate that it happens because the original
benchmark’s authors’ choice of variables might have been sub-optimal as it was
made by non-medical professionals. Unfortunately, due to the rare availability of
multi-channel and multimodal biometric datasets and lack of knowledge in the
medical domain, we could not evaluate the proposed architecture further or on
different datasets. That said, we see a provided functional implementation of a
multi-channel Transformer encoder, which can be easily extended to an encoder-
decoder model, as the most valuable contribution of this work, simplifying future
experiments with the architecture.
Future work. As we state in the Introduction, multi-channel sequences are a
relatively common and convenient representation of real-world phenomena. While
multi-channel Transformers are a promising approach to interpreting or predicting
such sequences, our experiment illustrates that they still do not free us from a
careful feature selection and broad experimenting. That said, we see experiments
with the application of multi-channel architecture in Multimodal Large Language
Models (MLLM) as the most promising research direction. For example, such
models could be used for question answering about user interfaces and video
sequences [Arjun Majumdar, 2024, You et al., 2024]. Additionally, there exists
an extension of the attention mechanism by Chen et al. [2024], which effectively
works with continuous sequences. Extended for the multi-channel setting, this
can be utilized for data from car sensors, such as dataset by Skar et al. [2023].
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A. Attachment
All of the code for this work is available at GitHub repository1.
Data. Instructions on getting the MIMIC-IV dataset and how to process it can
be found in the README.md. All of the code for the data preprocessing is located
inside the src.preprocessing module. The code for features discretization and
all ranges for it are located inside src.mimic module
Model Implementations. The code implementing LSTM-based models is lo-
cated in the respective training scripts — src.in hospital mortality.train
and src.length of stay.train. The implementation of the simple Transformer
classifier is located in src.common.transformer model. Most importantly, our
implementation of the multichannel Transformer shown in Figure 1.1 is located
in the src.multi channel transformer module.
Reproducibility. Instructions on how to train all models are in the README.md.
We report all of the hyperparameters and random seeds for training.

1https://github.com/zavidnyi/multi-channel-transformer
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