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Abstract: The performance of a neural network is dependent on several fac-
tors including its underlying architecture. The eld of neural architecture search
(NAS) is an important part of automated machine learning (AutoML - Hutter

et al. [2019]) as it focuses on automatization of a previously manually performed
search process for the best performing architecture for a given task. Estimation
of performances of architectures is an inseparable part of NAS. As the standard
full training and consequent evaluation of architectures is computationally in-
feasible a lot of research is focused on creating less computationally demanding
ways for performance estimation. In this work we will explore the behaviour and
implications of utilizing two types of lower delity proxies in conjunction with
model based performance predictor. The rst type of lower delity proxies being
zero cost (ZC) proxies used as additional input features for the model besides of
standard architecture's encoding. The second type being learning curve extrap-
olation used for generating labels of the model based predictor's training dataset
hence compensating for its otherwise very long initialization time.
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Introduction

This day and age neural networks are around all of us. Each one of us daily uses
services which are based upon them. Whether you have only watched a video on
your favorite streaming service or translated anything in a modern translator you
have used them.

Due to their growing popularity and applications, the desire for better per-
formance only grew. This resulted, among many other things, in an increase in
their complexity. The increased complexity makes the task of designing a com-
petitive architecture more and more di cult, time consuming and error prone
thus creating demand for automatization of such process.

Neural architecture search, or NAS for short, is a research area concerned
with automatization of searching for the best performing architecture for a given
task. NAS methods essentially include some algorithm which looks through the
architectures within the given search space, querying the performance of the
promising ones, while trying to nd the best one. The best architecture is usually
de ned by performing the best on yet unseen data which in practice tends to be
de ned as having the highest validation accuracy or lowest validation loss after
being fully trained.

Unfortunately, the full training of even a single complex and potentially state-
of-the-art architecture can take up to several days, hence making the full training
of each queried architecture computationally unfeasible. This led to research in
lower delity proxies which are able to predict the architecture's nal performance
without having to fully train it.

In this work, we will be combining three types of performance predictors in
such a manner, which should mitigate the disadvantages of all of them. The
backbone of our approach is a model based predictor.

Besides of architecture's encoding the model based predictor will also take
zero cost proxies scores as additional input features. This should improve the
performance of the model while also mitigating the biggest problem of zero cost
proxies - their unpredictable performance on di erent datasets or even various
search spaces. Furthermore as zero cost proxies are extremely fast to compute
they do not increase the runtime of our method in any signi cant manner.

However the major disadvantage of model based predictor is that as it is used
for predicting nal performances of architectures, the labels in its training sedre
the nal performances of architectures. This would once again require us to fully
train each architecture in the train set. In order to combat this time complexity
we have decided to use learning curve extrapolation for generating train set labels
while basing our extrapolations on only the rst 10% of otherwisely ran training
epochs. This allows us to form training dataset, although having lower quality,
in nearly 1% of the otherwisely required time.

We will measure the performance of our approach by means of its capability of
correctly ordering sets of architectures according to their real nal performance.

Moving through this work, we will now take a look at the overview of the
concepts and techniques setting context for understanding the latter part of this
work where we will explain our method in greater detail and at the end run
experiments with it. Lastly we will conclude our ndings.



1. Overview

In this chapter we will go through concepts which lay the ground for under-
standing our approach and motivation behind it. We will start with the neural
networks explaining their structure, training process and lastly we will mention
few of their properties. After that we will continue with the regression trees de-
scribing them in similar depth. Lastly we will overview the neural architecture
search (NAS) by dividing it into three distinct parts and going over alternative
approaches in each of the parts.

1.1 Neural Networks

In recent time neural networks are the go to machine learning model to use. They
can be used for both classi cation and regression tasks and their computational
demands can be adjusted by using di erent architectures.

1.1.1 Neuron

Neural networks, as the name suggests, are built from neurons. The way we
de ne arti cial neurons is heavily inspired by how the biological neurons look.
Biological neurons gather their inputs by so called dendrites. From there the
cell's body takes over and calculates the output of the neuron which is in the end
sent to other neurons via axons. Both axons and dendrites can vary in size and
therefore a ect the strength of the signal being received or sent.

Figure 1.1: Comparison between Biological neuron (a) and Arti cial neuron (b).
Source: Meng et al. [2020]

Arti cial neurons imitate this by having n inputs 8i 2f1;2;:::;ng: % 2 R
representing dendrites. The strength of the dendrites is simulated by the fact
that each one of these connections has weightw; 2 R associatgd with it. We
de ne potential of a neuron as weighted sum of its inputs = = L, xjw; + b,
whereb2 R is bias of the neuron. In order to get the outputy of the neuron we
pass it's potential through it's activation function :R! R gettingy= ().

Regarding the activation function it is important to note that we require it
to be di erentiable. This will be necessary for the training of the neural network.
Some of the examples of commonly used activation functions are:



x ifx>0

(a) Recti ed linear unit: ReLU(x) = 0 ifx 0

1
I+e *

(b) Sigmoid: sigm(x) =

(c) Linear: lin (x) = x

Figure 1.2: Commonly used activation functions
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1.1.2 Layers of Neural Networks

Now that we have de ned neurons we could in theory just connect bunch of them
together and we would get a neural network. But this is not what is done in
practice. In practice we furthermore group neurons into structures which we call
layers|; 2 L and connect them together. The types of these layers and the way
in which we connect them together de ne thearchitecture of a neural network.

With this in mind we will now take a look at few types of layers which we will
be using later.

Dense layer

Figure 1.3: Example of dense layer going from dimension = 3 to dimension
n=4.

We start with the layer which is the easiest to understand. All of the neurons in
the dense layer are connected with all of the neurons from the previous layer and
with nothing else. This layer is great for processing vectorized data but brings
with itself a lot of parameters to train. To be more precise, dense layer of
neurons connected to layer containingh neurons hasm n weights.

In addition, dense layer ofn neurons in conjunction with softmax activation
function is used for tasks of classifying inputs intm classes.

De nition 1.  Softmax activation function softmax : x 2 R"! y 2 [0;1]" is a
function transforming vector of real numbers into probabilities de ned as follows:

y; = softmax (x); = PW



Convolution layer

Figure 1.4: Example of convolution operation on both input and output images
with one channel. Source: Figure 9.1 in Goodfellow et al. [2016]

Convolution layer is the most commonly used layer for working with images.
It utilizes sliding window which we callkernel in order to compute convolution
operation over the input image. The increments by whiclkernel moves over the
input image are de ned bystride. The product of this operation is also an image.
Images in this context are 3D tensors and therefore besides having height and
width they also have number of channels. The number of channels is usually one
(in case of gray scale images) or three (in case of color images) but generally it
can be arbitrary number when we are talking about internal representation in
the neural network. With this in mind we can now de ne what the convolution
layer does.

De nition 2  (Convolution layer computation). Let us have convolution with
kernel K with width W and heightH using stride s on the input imagel with
number of channelsC calculating output imageO with number of channelsF
which is then de ned as:

B1w 1 1

HH - li s+ m;j s+ n:c K minicit

m=0 n=0 c=0
Where O;;¢ represents pixel ini™" row, j™ column in f ™ output channel. De -
nition based on Straka [2021].

Utilising such moving window technique grants us three properties which are
bene cal for working with images:

Shift invariance. Image of a dog shifted one pixel is still picture of a dog.
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Local interactions only. For each pixel the calculation regarding it is per-
formed only with data spatially close to it.

Parameter sharing. The same kernel is used throughout the whole image.

Pooling layer

Figure 1.5: Example of pooling operation where both input and output images
have single channel. Source: Li and Adeli [2023]

Very common thing to use in conjunction with convolution layers are pooling lay-
ers. They are used for reducing dimensionality by only keeping some descriptive
information from portions of images and therefore helping neural network to con-
centrate on what is interesting. How the image is split into portions is de ned,
similarly as with convolution layers, by window moving across the whole image
by stride de ned increments, although this window works on per channel basis.
The descriptive information that is generated depends on what pooling method
is being used. Two most common pooling methods are:

A

Max pooling. For each pooled portion of the image only keep the maximum
value.

Average pooling. For each pooled portion of the image keep the average
value.

One big advantage of pooling operation is that it introduces zero trainable
parameters with itself and therefore allows us to concentrate our computing re-
sources elsewhere.

Pushing this idea even further, it is not uncommon to see the so called global
variants of these pooling operations. They, instead of only working on by moving
window de ned portions, work on the entire image channels at once.

Batch normalization layer

Neural networks work better when their input features are normalized. Unfor-
tunately as the input is processed by the network there is no guarantee that its
hidden states will continue possessing any reasonable scaling. This may hinder
the training process and also the nal performance. This brings us to thieatch
normalization layer (lo e and Szegedy [2015]).

8



The goal of batch normalization layer is to normalize all features indepen-
dently so their mean is equal to zero and variance is equal to one with further
rescaling being an option. As reasoning about mean and variance of features of
single input sample does not make much sense batch normalization layer relies
on usage obatchesduring the training.

How batch normalization layer acts depends on whether we are in process of
training it or we are at inference mode. Now we will take a look at how this layer
acts in which case starting with behaviour during training.

As we have previously said this layer requires usage of batches. We de-
ne batch b as set ofn input examples each havingk features asb =

batches is bene cial will be explained in the following subsection. Now,
going back to batch normalization layer, the rst thing it needs to do is to
compute the mean and variance 2 for each one of thek features based
on n examples it has seen in the batch:

V
u

hd
: _¥f 1 i ’
= = X! i = + — (Xj j)
J n. J N,

Where ; (respectively ;) is the observed mean (respectively variance)
of ji feature of the batchband 2 R is a small constant employed for
numerical stability. Furthermore batch normalization layer keeps track of
moving averages of both meamoving- ; and variancemoving_ ; forallj 2

are used only during the inference.
Finally, the result yji of transformation performed by batch normalization
layer for input X; during training is:

. . ) X!
yj = X+ ;whereg = -

j
Where ; 2 R are trainable parameters of batch normalization layer used
for optional rescaling of its outputs.

During inference, batch normalization layer performs the same scaling op-
eration with the only di erence being that it performs it using already
learned moving averagesoving_. and moving_ . Hence the resultyji of
transformation performed by batch normalization layer for inputx; during
inference is:

_ : . x!' moving_ ;
yi= X+ wheregl = 9-
moving_ |

1.1.3 Training of Neural Networks

The idea of training a neural network is that we show it enough of the concrete
training examples which we want it to predict so that it can learn patterns in the
data and generalize this learnt knowledge for new, yet unseen, examples.
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The process of training itself consists of iteratively changing weights of the
neurons in network in such way that thelossfunction decreases on given training
data. We achieve this by going against the gradient of the loss function with
respect to the weights of the neurons. The size of the step we take against the
gradient is scaled with parameter calledearning rate often denoted by .

As the training is based on the gradient of the loss function it is apparent
that it needs to be di erentiable and as it is supposed to align neural network's
predictions with desired outputs it takes both of them as parameters. One of the
most popular loss functions for regression tasks Mdean Squared Error

De nition 3. Mean squared error, often abbreviated tMSE, is de ned as:
. 1 XX i i\2
|: J:

whereX andY contain the same number of elements of equal lengtm.

Now to sum things up we show bare bones training procedure using generic
loss function bellow:

Algorithm 1  Training of Neural Network

function train _network ( Neural Network NN, loss functionloss, learning
rate , training data (inputs, targets) X;Y )
for all x';y' 2 X;Y do
prediction NN (x') . Do forward pass of training data
for all weightsw; 2 NN do
Wi Wi @Iossprg:;tlon;y D)
end for
end for
end function

Updating the network's weights after each one example may prove trouble-
some. It is better to do the update according to averaged out gradient across
some set of examples - batch and it is also usually done in practice. By using
batches we achieve reduced variance of updates during training which in turn
re ects in smoother convergence and also the scale of impact of noisy examples
is scaled down as they get averaged out.

1.1.4 Properties of Neural Networks

When we are training neural networks encoding and normalization of the input
data is very important.

Normalization of the input data prevents situation of some features dominat-
ing the training process simply because of their order of magnitude. It is usually
done into unit interval [O; 1].

Regarding encoding, instead of having simple number describing the state of
a discrete feature it is recommended to encode the feature by so caltete hot
encoding

10



De nition 4. One hot encoding of a discrete feature with stata is equal to
x 210;19" wherex,, =178i2f1,2;:::;ngnm : x; =0 wheren is the amount
of states the feature can have.

Using one hot encoding allows neural network to train weights speci c to each
feature's state as always only one input element responsible for that state will be
active.

One quite unfavorable property of neural networks is their lack of explain-
ability. Due to this we can not look at the trained neural network and get any
interpretation of how it understands and uses di erent features.

1.2 Regression trees

Another very popular machine learning model which is being used are regression
trees (Breiman [2017]). By their nature, regression trees can provide interpretable
insights into various relationships contained within the given data whilst having
low computational demands.

1.2.1 Structure of Regression trees

Opposed to neural networks regression trees do not consist of any neurons. Rather
they are made ofcondition and value nodes which are connected in very specic
manner.

Figure 1.6: Example of a regression tree for retrieving discount percentages. The
is theroot node, the areondition nodes and the
arevalue nodes.

For understanding precisely the manner in which the nodes of a regression
tree are organized we rst need to de ne few terms. First of them being graph
in its oriented form.

De nition 5. We de ne oriented graphG = (V;E) as a tuple of set of vertices
V and oriented edges in between of theBhde ned as8e?2 E : e= (v;;V;) where
Vi;Vi 2V AV 6y,
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In oriented graphs we can de ne oriented paths.
De nition 6. Oriented path p in oriented graphG = (V;E) is de ned by se-
p=(e;e;:::;e 1) where8i 2f1,2;:::;n 1g:e =(Vvi;Vis1)* e 2 E. In
oriented paths we require that every edge and vertex is unique.

Furthermore in oriented graphs we can further de ne two terms describing
relationship of two nodes:

De nition 7. Having oriented graphG = (V; E) we say node&/paren: IS @ parent
of nodevehig and thatveig is a child of nodevparen: If and only if (Vparent ; Venild ) 2
E:

Now we can combine these de nitions together and de ne concrete type of
graph which regression trees use.

De nition 8. Oriented tree is an oriented graphT = (V;E) which has one
root node Voot Which is a node without parents. Furthermore it holds thev 2

Regression trees use two kinds of nodes.

First of them is the condition node The condition node de nes condition
on some feature comparing it against some trainable threshold.

N

Second of them is thevalue node The value node consists simply of one
singular returning value.

With all of this in mind we can now de ne regression tree.

De nition 9.  Regression tree is an oriented tre§ = (V;E) where every node

v 2 V is either condition node or value node. From condition nodes we require
that they always have two children and from the value nodes we require that they
always have zero children.

1.2.2 Inference of Regression trees

Now we will take a look of how inference on regression tree works:

Algorithm 2 Inference of Regression tree

function infer _regression _tree ( Regression tre€l, Input data x )
current_node rootof T
while current_nodeis condition nodedo
if x satis es current _nodeés condition then
current_node left child of current _node
else
current_node  right child of current_node
end if
end while
Return value of thecurrent _node . current _nodeis value node at this step
end function

Note that inference on a regression tre& = (V;E) can take up to O(jVj)
opposed toO(log(jV))) what we may generally expect from tree-based structures.
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1.2.3 Training of Regression trees

When we are training a regression tree we build it in iterative way. At each
iteration we need to decide based on thgtopping conditionwhether we want to
continue adding condition nodes or we want to add value node and thus nish
current branch. If we decide to add condition node we need to decide two fur-
ther things. The rst being on which feature the new condition node should be
operating and the second thing being what will be the threshold for the chosen
feature. This recursive creation of new nodes on respective subsets of training set
is continued until the regression tree is fully built.

Now we will show pseudo code of generic recursive regression tree learning
algorithm:

Algorithm 3 Training of Regression tree

function train _regression _tree ( training data (inputs, targets) X;Y )

if stopping.condition(X;Y ) then

Create and return value node with valueaveraggy)

end if

feature, threshold  getbestsplit(X;Y)

cond lambdax: return Xseawre  treshold . De ne condition used by
current node in creation

train _data_left XiY; condX;)

left _child  train _regression_tree(train _data_left)

train dataright  X;;Y; :: condX;)

right child  train _regression.tree(train _data_right)

Create and return condition node with conditioncond left child left _child
and right child right _child
end function

1.2.4 Ensembles

Regression trees are rarely being used on their own. What we usually do is that we
create an ensemble of regression trees. Two main ways to create such ensembles
are baggingand boosting Both of them are characterized by the way in which
they create training datasets for each one of its regression tree.

Bagging, short for bootstrap aggregating, is used for reducing variance of
the predictions. It achieves so by training individual regression trees on
datasets which it creates by randomly sampling with replacement from the
original training dataset. This is done independently for each one of the
regression trees and therefore the whole process can be done in parallelized
manner. The output of such ensemble is the average of the outputs of the
individual regression trees themselves. Probably the best known bagging
method is Random Forest(Breiman [2001]).

Boosting on the other hand is used for reducing bias of the predictions. It
trains its regression trees in an iterative way on the whole training dataset.

The trick lies in the fact that each regression tree concentrates on the ele-
ments of the training data on which the previous tree has made mistakes.

13



This is achieved for example by assigning weights to each element of train-
ing dataset while starting with them being the same. The output of such
ensemble is also, as with the bagging, the average of the outputs of the
individual regression trees themselves. Examples of popular boosting meth-
ods areAdaBoost (Freund and Schapire [1997]) ancKGBoost (Chen and
Guestrin [2016]).

1.2.5 Properties of Regression trees

Opposed to neural networks, normalizing features makes little to no di erence
for regression trees. This makes them good t for applications where we do not
know at all in advance what the numerical ranges of features might be.

Furthermore opposed to neural networks they are explainable. We can see
directly from the structure of regression tree based on what features and which
of its thresholds the decisions were made. This is bene cial if we are interested
not only in the results but also the cause for them.

1.3 Neural Architecture Search

It is not only the data and the training procedure which de nes how good a
neural network can perform. It is also its architecture. According to thao free
lunch theorem(Wolpert and Macready [1997]) when an algorithm performs above
average on one task then it has to perform worse than average on other tasks.
This in our context means that there is not a single best architecture suitable
for each and every task but for each one there is a speci ¢ architecture which
performs the best on it. Therefore in order to achieve the best performance on
any concrete task we need to tailor the architecture to its needs.

Up until recently all of the state-of-the-art results have been achieved by neural
networks with hand designed architectures. Unfortunately manually designing an
architecture brings with it several undesirable aspects such as time complexity and
therefore limited scope of architectures searched which may be further worsened
by bias of the human experts towards concrete architecture types. Also from
the practical point of view the task of nding and employing human expert may
prove to be di cult.

This gave rise to the automated search for the architectures, so calladural
architecture searchor NAS for short. We base this chapter on Elsken et al. [2019]
and therefore we divide NAS accordingly into three parts which are indepen-
dent on each other. Those bein@earch SpaceSearch Strategyand Performance
Estimation Strategy as shown on image bellow.

Figure 1.7: Schematic sketch of how neural architecture search works. Source:
Elsken et al. [2019]
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The roles of speci ed parts are as follows

A

Search spac@ de nes the set of architectures within which we are searching
for the best one for our concrete task. Search space may therefore enforce
some patterns into searchable architectures which are proven to perform
well thus ideally skipping noncompetitive architectures. However by incor-
porating such previous bias we may limit ourselves from getting new, even
better performing, architectures.

Search strategy's main role is to nd as fast as possible such architecture
A2A :8A; 2 An A : A performs better on yet unseen data ther,;.
This naturally poses exploration versus exploitation problem with which
the search strategy needs to deal with.

Performance estimation strategy is there to tell the search strategy how
good concrete architecture is. Trivial performance estimation strategy is
to fully train and then test each architecture. Such strategy, even though
valid, is too time consuming and thus giving rise to faster methods.

Now we will take a deeper look into these three parts of NAS starting with
search space.

1.3.1 Search space

We can divide search spaces into two main groups based on whether they inher-
ently force architecture to be using repeated blocks of operations, so caltsdls
or not.

15



Search spaces which do not enforce usage of cells

Figure 1.8: On the left we can see an example othain-structured neural network
with n layers while on the right we can see an example ofnaulti-branch neural
network, also with n layers, containingskip connectionfrom layer |, to layer Is.

The simplest example of search space which does not enforce usage of cells in
its architectures would be the space afhain-structured neural networks. Chain-
structured neural network's architectureA is speci ed by the fact that 8l; 2 L :

the only input of layer |; is layerl; ;, whereL is the set of layers of architecture

A.
The advantage of such search space is that it can be speci ed with quite a
small amount of parameters. Those being:

The number of layers which each architecture has to have.

The set of possible operations which each layer can use such as convolution,
pooling or any other.
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A

With di erent possible operations also come di erent parameters of theirs.

We can decide here whether to x the parameters of operations and thus
being able to store the complete description of an architecture in a xed
length vector or to let the parameters of each layer's operation be variable
and thus allowing ner ne-tuning of architectures.

However by sticking only to chain-structured architectures we would miss
out on more modern, and usually also better performingnulti-branch neural
networks. Intuitively speaking, they allow multiple splitting and reconnecting of
their hypothetical chain. By allowing this we can also take advantage of useful
concepts such askip connectionswhich allow features to skip multiple layers.
Hence by termmulti-branch neural network we understand neural network with
architecture A which allows 8l; 2 L : " = g (13" 194 ::;1°4), where L is
the set of layers of architectureA and II" (respectively|°"') represents the input
(respectively output) of layerl;. Lastly g is here a function such as addition or
concatenation which joins the results of previous speci ed layers into one tensor.

Cell based search spaces

Figure 1.9: On the left we can see an example of an while on the
right we can see whole neural network which uses two of such connected in
series.

For a long time now many state-of-the-art neural networks, such asception
network (Szegedy et al. [2014]), have been using repeated blocks of operations in
their architectures. We call such repeated block of operatiorezl|.

In cell based search spaces, as the name suggests, we search for architectures

of such cells. This is advantageous in sense that cells are in principle much smaller
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than the whole architecture thus making the search space smaller for analogously
sized networks. We call the architecture of the cell thenicro architecture.

On the other hand we still need to somehow decide how to connect these
cells together in order to build the whole network thus giving rise to thenacro
architecture. This can be either hard-coded or also searchable depending on the
concrete search space.

Another advantage of cell based neural networks is that their complexity can
be rescaled to dierent data sets simply by just adjusting the number of cells
used by the macro architecture or the amount of Iters being used in the micro
architecture.

1.3.2 Search strategy

Search strategy determines how we explore the search space of architectures with
the goal of nding the best performing architecture for given task. Now we will
take a look at di erent kinds of search strategy families.

Random search

Trivial strategy which samples architectures in random manner and in the end re-
turns such seen one which it considers to be the best according to its performance
estimation strategy. The use case for this strategy is mainly setting a baseline
for other search strategies to beat.

Reinforcement learning

Reinforcement learning, or RL in short, is concerned with training an agent to
navigate an environment in such manner which maximizes its reward. We can
de ne simple reinforcement learning problem as follow:

De nition 10.  Reinforcement learning problem consists of environmef&inv and
agentA.

Environment is a tuple Env = (S;A) of its statesS and actions A which
agent can perform. The possible stochasticity of the environment and therefore
the probability of states,e,, 2 S being the outcome of an agent's actican2 A from
state sy 2 S is determined by functionp(Soiq; @; Shew) ! [0; 1]. The environment
also gives reward de ned by function : S! R to agent based on which concrete
states 2 S he has visited.

Agent is de ned by itspolicy function :S A'! [0; 1] giving probability to
each actiona 2 A in every states 2 S.

Having now properly de ned reinforcement learning problem we can say that
the goal of reinforcement learning is to teach agent such policy which maximises
the expected acquired reward. We can do this with algorithms such as for example
Q-learning (Watkins [1989]) or REINFORCE (Williams [1992]).

The way we use reinforcement learning in context of NAS is that we let
the agent be responsible for creating new promising architectures for evaluation.
Therefore the state spac& needs to be in some way responsible for representing
the architectures. In the end the agent's reward for creating some concrete archi-
tecture is its performance on yet unseen data given by performance estimation
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strategy. By doing this repeatedly the agent should learn how to propose better
and better performing architectures.

Gradient based approach

As we optimize neural networks themselves based on gradient descent we might
also want to do the same with their architectures. However this is not possible if
we would use discrete representations of architectures. In order to get over this
problem Liu et al. [2018] de necontinuous relaxationof architecture representa-
tion and thus allowing for its optimization based on gradient descent.

Figure 1.10: lllustration of continuously relaxed search space and how search
strategy DARTS, also proposed by Liu et al. [2018], utilises it. (a) We do not
know which operation to choose. (b) Thus we continuously relax the search
space by initializing all possible operations for every edge. (c) During alternating
optimization of both network's architecture and its weights some operations get
preferred. (d) We get the nal architecture by keeping only the most preferred
operation for each edge. Source: Liu et al. [2018]

Cell's architecture which is being optimized is de ned as set afi nodes
x(M i 2f1;2:::;ng representing latent representations and edgegj() : i;j 2
f1;2;:::;ng connecting them. Further each edgei( ) is associated with its oper-
ation o) responsible for transforming latent representations ad!) = o) (x(™).
Lastly as they allow latent representation to be calculated from multiple previous
ones the nal equation describing how a latent representation is calculated is as
follows: X
x{) = ol )(X(i))

i<j

Now we will take a look at how the discrete choice of which operation is
performed by o) is made continuous. LetO be the set of possible operations
then the continuous relaxation of operatioro(™ ) is de ned as the sum of outputs
of all possible operations weighted by softmax de ned coe cients:

(i )
o) (x ) = X 5 expl o %_,)
I

020 %20 eXp( 00J )

where () 2 ROl js trainable parameter where (1) represents how good the
algorithm thinks having operationo on the edge {j ) is.

O(X(i))
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By using this approach Liu et al. [2018] are able to represent the whole archi-
tecture asA = f (i)g. In the end when it is time to discretize the architecture
A = f ()gthey choose the operations a8i;j : o) = armgaxeo ( 1)).

In tandem with this architecture relaxation Liu et al. [2018] also introduced
search strategy working with it called DARTS. They de ne the best architecture
as the one with the lowest validation loss. Here the problem rises that the valida-
tion loss does not depend only on the architecture but also on the weights of the
network. Thus optimizing only one aspect without the other may not produce
optimal results. DARTS deals with this problem by alternating training of the
network's architecture and training of the network's weights until termination
condition is met.

Evolutionary algorithms

Evolutionary algorithms (Eiben and Smith [2015]) evolve a set of architectures
called population denoted aspop The perceived quality of population members
m 2 popin evolutionary algorithms is called tness and is de ned by function
fit :m! R. At each evolution cycle evolutionary algorithm creates new popu-
lation members based on chosegparents called children and adds them into the
population usually by replacing already existing members of the population. The
process of creating children from parents consists of two operationgpssover
and mutation, at the roles of which we will now take a look:

Crossover is responsible for combining features of parents and thus creating
their children.

Mutation on the other hand works with already created children. It consists

of altering them in random manner thus enabling us to explore the whole
search space and not being limited by what might the initial population

and their crossovers cover.

The way the evolutionary algorithm chooses parents is important as it guides
how the population evolves in time. Naturally we would like to select well per-
forming population members as parents thus hopefully receiving well performing
children. However by doing so we might focus too much only on the well per-
forming members of the current population and therefore insu ciently explore
the rest of the search space hence possibly missing even better performing in-
dividuals. Therefore the mechanism of parents selection needs to balance the
exploitation and exploration. Now we show examples of two well known selection
mechanisms:

N

In roulette wheel selectiorthe member is chosen from populatiompop at
random where the probability p; of choosing membem; 2 popis de ned
asp = p_ftm) - The main disadvantage of roulette wheel selection

2% pop 1L (M)

is that it requires that 8m; 2 pop: fit (m;) 0.

In k-way tournament selectionwe selectk members from populationpop
where each membem; have the same probability of being chosen = jp%pj
Then the chosen member is the one with the highest tness from thle

chosen ones.
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Now we will show pseudo-code of generic evolutionary algorithm:

Algorithm 4  Evolutionary algorithm
function evolutionary  _algorithm ( population sizep, evolution cyclesn,

)

pop empty population
while jpog<p do
ind random individual
ind:fitness fit (ind)
add ind into pop
end while
for n evolution cyclesdo
parents  choose members gbop to become parents based on their
tness
child  crossovelparents)
child  mutation (child)
child:fitness fit (child)
add child to popin place of some population member
end for
return argmaxmzpop(m:fitness’)
end function

The strengths of evolutionary algorithms are their simplicity and the small
amount of hyper parameters they require. On the other hand one needs to be
careful when choosing the tness function as it solely de nes the way in which
the population will evolve.

Currently the evolutionary algorithm of choice for NAS purposes seems to be
Aging evolution (Real et al. [2019]), often abbreviated toAE. Aging evolution
creates only one child per evolution cycle and as it foregoes crossover choosing
only single parent is required. The parent is chosen using tournament selection
which uses sampling from population with replacement. This newly created child
is rstly mutated and after that is added into the population at the expense of
the population member with the highestage AE considers the oldest popula-
tion member as the one which has been observed the earliest. In the end aging
evolution returns the best performing individual it has seen throughout its run.

1.3.3 Performance estimation

The role of performance estimation is to guide the search strategy by scoring
queried architectures. The quality of the architecture is de ned by its perfor-
mance on yet unseen data which can be represented by its validation loss or
accuracy. As we have previously said the trivial performance estimation strategy
consisting of fully training and then testing the architecture is valid but it is way
too much time consuming. The need for making performance estimation more
computationally e cient has given rise to severallower delity methods.

Besides their performance, the time which di erent lower delity performance
estimation methods require is therefore important property of theirs. This re-
quired time can be split into two categories:
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" Initialization time is the time which the method requires before it is able
to make its rst prediction.

" Query time is the time which it takes the method to estimate the perfor-
mance of a single architecture.

White et al. [2021] divided lower delity methods into four groups over which
we will now go through.

Model based performance predictors

Figure 1.11: lllustration of work ow for model based performance predictor. At
rst we encode the network's architecture into a vector. Then we feed it into
predictor which in turn outputs the expected nal validation accuracy of the
network using such architecture.
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Model based performance predictor is based on supervised learning of some ma-
chine learning model such as regression tree or neural network. In order to use
model based predictor it is necessary to be able to encode every architecture in
the search space. The reason for this is that the model uses the encoding of
an architecture as an input feature for predicting that architecture's expected
performance.

The initialization time of this group of methods is divided between the time
necessary for acquiring training data and the time necessary for subsequent learn-
ing of the predictor itself. As the training data map an architecture's encoding
to its expected performance it is necessary to fully train and test each one of
them. Therefore, since training datasets contain large number of examples the
part of acquiring the training data is the one which dominates the initialization
time budget of model based predictors.

On the other hand the strong point of model based predictors is that their
guery time is nearly negligible as for predictions to occur we only need to encode
the architecture and do a forward pass of a model both of which being very fast.

Learning curve based performance predictors

Figure 1.12: Illustration of partial learning curve on the left and its two possible
usages on the right. The plot in the upper right corner shows extrapolation of
validation accuracies via the dotted green line while on the plot in lower right
corner shows the sum of observed training losses with the red area.

Since fully training networks is deemed too slow we might want to train the net-
works for signi cantly reduced number of epochs and estimate the performance
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they would have achieved if being fully trained based on that. This is the under-
lying idea behind learning curve based performance predictors.

Having done only partial training run we can essentially do only one of two
things:

N

We can either look forward and try to extrapolate how the network would
perform in case of being fully trained. This is the path which Domhan et al.
[2015] took. Their method ts several parametric models to validation
accuracies observed during partial training run and then based on that
extrapolates what the validation accuracy would be in the nal training
epoch. This method is in literature often referred to a&CE.

Or on the other hand we can take a look back and score the network based
on its performance so far. This is the path which Ru et al. [2020] took with
their sum of training losses(SoTL) method. SoTL scores the network's
architecture based on the sum of the training losses observed during its
partial training run.

As all of the computation which learning curve based performance predictors
perform is network specic they do not require any initialization time. Conse-
qguently the overall time requirements which these methods pose are given solely
by their query times which in turn depends on the number of epochs used during
partial training and optionally also the time required for tting the parametric
models.

Weight sharing methods

Figure 1.13: lllustration of the main concept of weight sharing methods. On the
left we can see an example of supergraph network which needs to be trained.
On the left we can see several examples of subgraph networks performance of
which can be already measured as they use weights inherited from the trained
supergraph network.
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In previously mentioned methods we train networks solely for purpose of measur-
ing their certain performance metric while the trained weights are immediately
forgotten. This can be wasteful as later during the search we might encounter
similar architecture which could reuse such weights instead of learning them again
from scratch.

Weight sharing methods address this ine ciency by de ning all architectures
of the search space as the subgraphs of one singuapergraph This allows us to
train only the supergraph as any possible architecture will simply use the weights
inherited from it. Therefore once we train the supergraph we can simply rank
the architectures by performance of their corresponding subgraph networks.

Di erent weight sharing methods di er in how they train the supergraph net-
work. For example the previously mentioned DARTS method alternates between
optimizing parameters de ning scaling of the operations on the supergraph's
edges and optimizing the weights of the supergraph itself. On the other hand
ENAS (Pham et al. [2018]) learns supergraph weights by training only concrete
subgraph networks sampled by their controller.

As the only training these methods require is training the supergraph net-
work most of their time budget is spent by their initialization. The query time
for architectures is given only by measuring performance of their corresponding
subgraph networks.

Zero cost proxies

Figure 1.14: lllustration of usage of zero cost proxy. On the left we have a network
with an architecture of which the performance we want to predict. We then feed

such network into zero cost proxy which runs batch of data through the network.

Based on that the proxy calculates its score.

Even despite the reason that the main driving force behind using lower delity
methods is that training networks in order to asses quality of their architectures
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is very slow, we might have noticed that every previously mentioned method has
been training networks for at least few epochs.

Zero cost proxies, since the introduction of the rst one by Mellor et al. [2021],
represent a novel view at the e cient performance estimation problem. This is
because zero cost proxies score networks based only on a single batch of data
while for most of them doing only forward pass is su cient.

Due to this nature zero cost proxies do not need any time for initialization.
Moreover, since forward pass of a batch of data is very fast, their query time is
negligible and comparable to query time of the model based performance predic-
tors.

Now we will take a look at few concrete zero cost proxies:

N

The rst zero cost proxy, introduced by Mellor et al. [2021], is known in
literature as Jacobian covarianceor jacob.cov. A key role in their approach
is played by the fact that a neural network using ReLU activation function
can be locally de ned for a xed input as a linear operator (Hanin and
Rolnick [2019]). In order to do so, for each laydr containingj neurons we
de ne binary indicator B' as square diagonal matrix:

2 3

L
:
where8k 2 1;2;:::;jg: g =1 1> 070 =0 I 0 where
| is the potential of k™ neuron in layerl;. In other words, binary indicator
for concrete network's input and layer plays the role of ReLU activation

function. Using this and weight matrices of layers we can get our linear
operator M for network's input x as

y oo
M= WDB'
i=1
wheren is the number of layers W' is weight matrix of layer |; and B' is
binary indicator of layer I; xed for network's input Xx.

Such linear operatoM for a network which for inputx 2 R™ outputsy 2 R
can be also calculated a3acobian

Finally, what jacob_cov method does is that it looks at how correlated such
linear operatorsM ' for inputs x' from the training set are. They argue that
for the network to be able to model complex target functions it would need
to have di erent linear operatorsM' for di erent inputs x', as two di erent
points having the same linear map would make them coupled.

Now we will take a look at the group of zero cost proxies which are inspired
by pruning of neural networks literature.

The task of pruning a neural network is to remove as many of its parameters
as possible while retaining as much of the performance as possible. Main
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motivation behind pruning neural networks is that smaller networks take
less space, running them requires less power and they are also usually faster
to run. One way to prune a neural network is by assigning scores to their
weights and then simply removing set amount of weights having the worst
scores. Now we will go over three methods which are designed to score
weights of untrained networks and were later used as zero cost proxies by
Abdelfattah et al. [2021].

SNIP, introduced by Lee et al. [2019], scores weights of neural networks
based on the change of the loss their removal would cause based on a batch of
training data. Later GraSP (Wang et al. [2020]) tried to improve upon SNIP
by predicting what e ect would removing a weight have on the gradient,
which is also given by a batch of training data. Wang et al. [2020] argued
that trying to preserve loss, although useful with fully trained network,
makes little sense with just initialized, untrained, network as the loss of
such network is basically random and it is better to concentrate on how
the network would train - size of its gradient. At last Tanaka et al. [2020]
introduced SynFlow which they based onsynaptic saliencyclass of scores
which they de ned as scores which can be written in following form:

s()= &

where S( ) are scores of network's weights, L is a scalar loss function of
the network's output and is the Hadamard product which is de ned as:

De nition 11. The Hadamard product of two matricesA;B 2 R™" is
matrix A B=C2R™ suchthat8i 2f1;2;:::;mg:8j 2f1;2;,:::;ng:
Cij = Aij Bij.

Based on this synaptic saliency score framework they de ned Synow's
scores of weights as:

> Q .-
@ (i Ot
@
where1 is a vector of onesn is the number of layers the network has and

j j are the absolute values of weights of thi" layer. Notice that Syn ow
does not require any training data in order to score network's weights.

S()=

Following this Tanaka et al. [2020] have also rewritten scores given by SNIP
and GraSP using this notion as:

SNIP:S():ng j GraSP :S( )= (Hgl)

Where H is hessian matrix andL is the training loss of the network.

Later Abdelfattah et al. [2021] used those three parameter scoring ap-
proaches for scoring whole neural networks for performance estimation pur-
poses in NAS by means of setting the score of network’s architecture equal
to sum of respective scores of all weights in the network.
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The last zero cost proxy which we will take a look at, which was also in-
troduced by Abdelfattah et al. [2021], is calledgrad.norm. Score which
grad_norm assigns to network’s architecture is de ned as the sum of Eu-
clidean norms of gradients of each layer based on a singular batch of training
data.

1.3.4 Comparison of Neural Architecture Search methods

As we have seen so far there is a lot of di erent approaches we can use when
designing NAS methods. So how do we compare them? The goal of NAS isto nd
the best performing architecture available in the search space. But architectures
alone can not be compared, only the networks bearing that architectures can.
But the performance of the network does not depend only on its architecture.
It also depends the training setup such as for how many epochs do we train the
network, what learning rate do we use, whether we perform augmentation of the
input data or what regularization techniques do we use. All of this is making
comparing results of NAS methods di cult.

This problem gave rise toNAS benchmarks The role of NAS benchmarks is
dual:

Their main role is that they allow for fair comparison of competing NAS
algorithms. They do so by xing search space and training setup for the
networks which also includes dataset used.

Their secondary role is that they can speed up the development of new
NAS methods. As they x the mapping of architecture to its performance
together with the training progress it is common for them to contain these
statistics precomputed. This saves users time which would be otherwise
spent by repetitive and unnecessary training of the networks in the search
space.

Due to their usefulness, we will also be using NAS benchmark for our exper-
iments in chapter 3. Speci cally we will be usingNAS-Bench-201 (Dong and
Yang [2020]) which we describe in the beginning of the mentioned chapter.
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2. Description of our approach

In our work we will look at how combining several lower delity performance
prediction methods into one a ects both their performance and computational
requirements. We base our approach on model based predictor. Besides of ex-
tremely low query time we consider the biggest strength of the model based pre-
dictor to be its conceptual ability to be able to employ any additional features.
On the other hand, as we have previously mentioned, the biggest disadvantage
of the model based predictor is its lengthy initialization time.

Opposed to only using encoding of an architecture, we will further exploit the
ability of the model based predictor to use additional features by setting them
as the results of other lower delity methods. As we want to keep the low query
time of model based approach while not worsening its already bad initialization
time we should use such lower delity methods which have both initialization and
guery time very small. According to this train of thought we decide to use results
of zero cost proxies as additional features.

We also address the slow initialization of the model based predictor. This
initialization time is mostly spent training architectures in order to nd out their
validation accuracies so the predictor itself can be learned on them. We reduce
this large amount of time spent by training these architectures by using valida-
tion accuracies acquired from extrapolated learning curves of partially trained
networks as the labels for the predictor.

As we have now described the conceptual idea behind our performance pre-
dictor we also show the pseudo code of both its initialization procedure (using
standard parameter's initialization approach as described later in 2.1.3) and query
procedure:

Algorithm 5 Initialization procedure

function initialize _predictor ( training set sizen, search spacé\ )
pred model based predictor
train _set ;
while jtrain setj<n do
arch ~ random architecture fromA
arch_enc  encoding of architecturearch
ZC feats  results of zero cost proxies foarch
val_.acc extrapolate nal validation accuracy of arch
add (Jarch_enc; ZC feats]; val_acq into train _set
end while
train pred on train _set
return pred
end function
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Algorithm 6 Query procedure

function query _arch _performance ( trained predictor pred, architecture
arch)

arch_enc  encoding of architecturearch

ZC feats  results of zero cost proxies foarch

val_.acc  pred([arch_enc; ZC feats])

return val_acc
end function

Now in the following sections we will take a deeper look into both of these
procedures starting with the initialization one.

2.1 Initialization procedure

The goal of the initialization procedure is to gather a training dataset for predictor

tuples each representing an architecture from the search spate When creating
a training dataset sample X;;y;) from an architecture A 2 A we setx; 2 R*!
as a concatenation of an encoding of the architectus® with length k 2 N and
results ofl 2 N chosen zero cost proxies. In continuation, we sgt 2 R as the
expected validation accuracy of fully trained network with architectureA based
on extrapolation of its partial learning curve.

We will now go through three main parts from which the initialization proce-
dure is composed.

2.1.1 Architecture encoding

As the encoding of an architecture is input feature for the model we require it to
be a vector of a xed length. During experiments we will consider two encodings
- one-hot encodingwhich we have already talked about in di erent context (4)
and what we callstandard encoding

We will now de ne both of these architecture's encodings as follows:

De nition 12. Let A 2 A be an architecture withE being its set of edges
each one of them implementing single operation from set of allowed operations
O. Then we de ne the one-hot encoding of architecturd as a vectorv =

plements operationg, 20 () v/ =178k 2f1;2:::;j0Ojgnj : v =0.

De nition 13. Let A 2 A be an architecture withE being its set of edges each
one of them implementing single operation from set of allowed operatidds Then
we de ne the standard encoding of architectur& as a vectorv 2 f 0;1;:::;jOjg’®)
wherev; = | () edgee 2 E implements operationg 2 O.

2.1.2 Zero cost proxies

We will now explain our motivation behind using zero cost proxies as additional
features and how we expect the model should learn to incorporate them into the
nal results.
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Measuring the quality of predictions

Before we go further we need to de ne how we can measure performance of
performance predictors. The most popular approach is to usank correlation
coe cients . For concrete set of architectures they allow us to compare how similar
the orderings determined by scores given by predictors and the nal validation
accuracies of architectures, the ground truth, are. We will now de n&pearman's
rank correlation coe cient, often denoted by , within the context of scoring
performance predictors in NAS:

De nition 14. Let A be a set of architectures used for evaluation with size of
JAj = n. We further de ne x;y 2 R" : x; is the real nal validation accuracy of
architecture Aj 2 A andy; is the performance predictor's predicted nal validation
accuracy ofA; 2 A. Furthermore we de nerank(x;) as the index ofx; within
the would-be-sorted vectox. We de ne rank(y;) analogously.

Then we can nally de ne the Spearman's rank correlation coe cient ofx and
y as:

6" 1 (rank(x) rank(y;))?

=1 nnZ 1)

The Spearman’s rank correlation coe cient always falls into [ 1; 1] range.
The interpretation of is as follows:

N

If > 0 then the ranks determined by scores given by performance predic-
tor correlate positively with the real validation accuracies of the networks.
Furthermore if =1 then the ranking of architectures is absolutely identi-
cal to the real one. This is the desired behaviour of performance predictors
in general.

If < 0 then the ranks determined by scores given by performance predictor
correlate negatively with the validation accuracies of the networks.

" If =0thenthe ranks determined by scores given by performance predictor
do not correlate at all with the validation accuracies of the networks thus
rendering the predictor useless.

Properties of zero cost proxies predictions

Zero cost proxies, although being able to achieve good rank correlations with
ground truths while being very fast to compute, can be viewed as a quite noisy
scoring method. White et al. [2022] empirically demonstrated that the rank
correlation achieved by zero cost proxies can be heavily depended on the concrete
dataset being used even if the search space was xed. In some cases the rank
correlation of zero cost proxies would even change signs between di erent datasets.
This makes blind usage of zero cost proxies as sole performance predictor for NAS
unfeasible as they could posses any, even negative, rank correlation. On the other
hand if we knew the rank correlation of zero cost proxy on the dataset and search
space beforehand, using it as a performance predictor would be ne.
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Zero cost proxies and model based predictor

This problem of unknown rank correlation of zero cost proxies for concrete dataset
and search space can be solved by using them as features for a model based
predictor. This idea was rst outlined by White et al. [2022], however we develop
this topic much more deeply. So, moving on, the predictor during its training
(which we emphasize is always dataset and search space specic) will see how,
or even if at all, the scores given by zero cost proxy correlate with the nal
validation accuracies of the architectures. This enables the model based predictor
to incorporate the zero cost proxies regardless of their rank correlation.

We will now illustrate how the model based predictor can incorporate zero
cost proxies as features based on three cases. These being when the scores given
by zero cost proxy correlate positively, negatively and not at all with the ground
truth. In this example we will use a neural network based predictor where the
zero cost proxy scores are used only within the output neuron.

Figure 2.1: Neural network based predictor which incorporates scores given by
positively correlated zero cost proxy in input neurorx,. by setting w,.> 0.

If the correlation coe cient of the zero cost proxy scores and validation accu-
racies is positive then it means that higher score means higher validation accuracy.
The predictor can incorporate such zero cost proxy by setting,. > 0 as shown
on gure 2.1.
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Figure 2.2: Neural network based predictor which incorporates scores given by
negatively correlated zero cost proxy in input neuroix,. by setting w,.< O.

On the other hand if such correlation coe cient would be negative then the
predictor can incorporate such zero cost proxy by setting/,. < 0 thus using it
again towards our advantage. This case is shown on gure 2.2.

Figure 2.3: Neural network based predictor which ignores scores given by uncor-
related zero cost proxy in input neuronx,. by setting w,.= 0.

In the last case such correlation coe cient would be near zero meaning that
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the zero cost proxy does not tell us absolutely anything about the nal perfor-
mances of architectures. The predictor can respond to this by setting,. = 0
hence ignoring the proxy completely as shown on gure 2.3.

Figure 2.4: lllustration of how a regression tree based predictor can start in-
corporating scores given by zero cost proxy. The image on the left represents
the original regression tree not using zero cost proxy and the image on the right
shows how incorporation of them can be done. In similar way as we have shown
previously with the weights in neural networks, the scalek 2 R would be k> 1

in case of positively correlated zero cost proxit< 1 for negatively correlated one
and k=1 for completely uncorrelated zero cost proxy thus not altering result at
all.

Additionally this behaviour can be also mimicked by regression trees by ex-
changing every one of their value nodes for condition nodes operating on the score
of a zero cost proxy. Such condition nodes would then simply lead to new value
nodes returning somehow altered value based on the original one. We illustrate
this concept on gure 2.4.
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Figure 2.5: Neural network based predictor which treats zero cost proxy scores
as an regular input feature.

However in our experiments we will not restrict the predictors structure to be
able to use zero cost proxies scores only in the last, validation accuracy computing,
step. We will treat the zero cost proxies scores as regular input features on par
with architecture's encoding. In case of using neural networks as the model it
would result in structure as illustrated by gure 2.5.

Based on this hypothesis we believe that model based predictors can take
advantage of any zero cost proxy independently whether its correlation with the
ground truth is positive or negative while not getting any worse when the corre-
lation is zero.

2.1.3 Target extrapolation

Target extrapolation is the most important part of the initialization procedure
to get right. As it is used for generating labels on which the predictor is learned
it sets a hypothetical soft cap on what performance we can expect from the
predictor. Hence the way we extrapolate learning curves is crucial to predictor's
performance.

The way we plan to extrapolate learning curves is by tting a set of parametric
models on the partial learning curve by gradient descent. We will now look at
aspects of this approach in more detail.

Parametric models

Each parametric model is a functiorf : N! R used for mapping the number of
epochs for which the network has been trained to its validation accuracy. Fur-
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thermore, each such parametric model is parameterized by its set of parameters

We base the sef of parametric models which we consider on the one used
by LCE method (Domhan et al. [2015]):
vapor pressure:f (x) = exp(a+ f + clog(x))
pow,: f(x) = c ax
log log linear: f (x) = log(alog(x) + b)
log power:f (x) = ﬁ
pow,: f(x)=c (ax+ b)

" MMF: f(x) = TR

exp,;: f(X)=c exp( ax + b
Janoschek:f (x) = ( Ye K

~ Weibull: f (x) = ( Ye ()

We further introduce our own parametric model which is based around rescal-
ing and shifting logarithmic function:

" LogShiftScale:f (x) = log(x + i)+ j

Initialization approaches of parametric models

We want to train parameters of these models in order for them to represent a
full learning curve. But in order to do so we rst need to provide some default
starting values for their initialization. We consider the following two types of
approaches on how to do so:

Standard initialization approach Initialize the parameters to arbitrary con-
stant values.

Initialize the parameters to such values which would be achieved by tting
the models to learning curve which is somehow representative of the current
domain. We hypothesize two possible approaches on how to de ne such
representative learning curve.

{ Two point initialization approach. Just two generic data points would
allow us to pretrain the default values of parameters of parametric
models before any architectures would have ever been needed to be
seen:

1. (O 100%) where n is the amount of classes into which networks
are classifying. The logic being that network trained for O epochs
should have accuracy of 1(#% achieved by random guessing.
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2. (e;100) wheree is the amount of epochs which would be used for
full training. The logic being that fully trained network should
optimistically have 100% accuracy.

Unfortunately we believe that in practice the facts that in theory any
function can be used as parametric model and that the amount of
classes for classi cation and also the amount of total training epochs
would needed to be known in advance makes it quite unlikely that the
same parameters could be reused in multiple settings. Therefore they
would be needed to be pretrained for each setting separately and for
that case we nd the next approach to be more tting.

{ Pret average learning curve approach In order to train the predic-
tor on the selected set of training architectures we have to do partial
training run of all of them. Therefore we can do all of the partial
training runs rst and then average out the partial learning curves
thus achieved to form the representative one. We can then pretrain
our parametric models on it. As a result of this, when we would be t-
ting concrete bellow (respectively higher) than average learning curve
we would lower (respectively heighten) its nal predicted validation
accuracy hence hopefully yielding us more accurate results.

Partial learning curve

The main attribute of the partial learning curve provided for the parametric
models is its length - the number of epochs for which the network has been trained.
It is expected that for longer learning curves the extrapolations would be more
accurate but the prolonged training of networks is computationally demanding.
Hence we will strive to achieve good balance between the extrapolation quality
and time spent partially training the networks.

Fitting parametric models to partial learning curve

denote trainable parameters of moddl,. Fitting of the parametric models is done
by gradient descent. The loss function which we will be using MSE (3). We
de ne training dataas X 2 N™ andY 2 R™ wherey; 2 Y represents validation
accuracy of network after being trained fox; 2 X epochs. Then the process of
tting set of parametric models F is as follows:

Algorithm 7  Fitting of the parametric models
function fit _models ( set of modelsF, training data X;Y )

for f; 2F do
while time left per parametric modeldo
Yored fi(X) . Y ored IS vector off;'s predictions onX
! ! @i
end while
end for

end function
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Prediction of the nal validation accuracy

Once we have tted the set of parametric model§ to the partial learning curve
of the concrete network we predict its nal validation accuracy at epockyjs 2 N
as average of the individual predictions:

1 X
val,acqina| = ﬁfZF f(efinal )

2.2 Query procedure

When we want to query the performance of the neural network with architecture
A 2 A we need to perform three steps as shown in algorithm 6:

Encode the architectureA into a vector.

Calculate scores of zero cost proxies for architectufe

N

Do a forward pass on the trained predictor with acquired features.

None of these operations require more than a forward pass of batch of data
with some zero cost proxies additionally requiring calculation of gradient on such
batch. This keeps our query time extremely low as no training of queried archi-
tecture for even an epoch needs to be performed.

2.3 Model choice

Now knowing how the model based predictor will be used we have the nal choice

- what type of machine learning model to use. As our method does not require any
concrete model type we will now take a look at two conceptual properties of the
predictor which would emerge with us using either neural networks or regression
trees. While talking about regression trees it is important to note that we would
use ensemble of them instead of using a single one. Although as ensembles simply
consist of multiple regression trees they posses the same conceptual properties.

1. The task preformed by the predictor is regression. Regression trees are
only able to predict discrete set of values while neural networks predictions
are continuous. This di erence is of importance because of the emergent
insensibility to small input changes. Small change of input should change
the output of the neural network by a small margin. On the other hand
with regression trees predicting only discrete set of values the output for
slight variations of the input might be the same which may not be per-
fectly representative of reality. On the contrary, this can be viewed as
advantageous as the scores of zero cost proxies of architecture depend on
the randomly initialized network bearing such architecture thus possibly re-
turning slightly varied scores on repeated calls. However in practice, when
using NAS benchmarks with all values being precomputed, these variations
do not occur.
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2. Moving on we get to the training speeds. Regression trees and their ensem-
bles require less time to train than the neural networks while also possessing
lower amount of hyper parameters. Furthermore as we have mentioned in
previous chapter regression trees do not require or bene t from data prepro-
cessing as much as neural networks. All of this is making usage of regression
trees more straightforward than the usage of neural networks.
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3. Experiments

In this chapter we will take a look at how the approach proposed by us will
perform in standardized environment. We open this chapter with de ning the
testing environment used throughout the ran experiments. After that we will
move onto the method experiments. In them we will start with striving to achieve
the best possible learning curve extrapolations followed by nding out which
machine learning model type will perform better. In the end we will take a look
at how the usage of zero cost proxies as input features and extrapolated validation
accuracies as training targets in uence the performance of the predictor.

3.1 Testing environment

Before we move onto the method experiments themselves we rst need to set the
environment in which they will be performed. In order to make this computation-
ally feasible for us we will be using NAS benchmark. Speci cally NAS-Bench-201
(Dong and Yang [2020]).

3.1.1 NAS-Bench-201

We decided to base our experiments on NAS-Bench-201 because of its extended
use in the literature and because it contains validation and training accuracies
measured after each epoch throughout the whole training process consisting of
200 epochs. The second point here is crucial for enabling e ective experiments
with learning curve extrapolation methods.

From NAS-Bench-201 we will be using its data measured for CIFAR-10 dataset
(Krizhevsky [2012]). CIFAR-10 is dataset for classi cation tasks containing 60000
32 32 pixels large and 3 channels deep color images divided into 10 classes in
equal numbers. The classes are mutually exclusive in a sense that every image is
belonging exactly to one and only one class.

NAS-Bench-201 uses cell based search space (1.9). The search for the architec-
ture is restricted to the searching for the micro architecture (cell's architecture)
as the macro architecture utilizing the cells is xed. Overall the search space as
de ned in NAS-Bench-201 consists of 15625 cells. Now we will take a closer look
at both micro and macro architectures as given by NAS-Bench-201.

Macro architecture

Figure 3.1: Macro architecture of NAS-Bench-201 networks employing cells. In
the middle of the architecture we can see three stacks of repeated cells. The
numbers bellow arrows, 16 ch, 32 ch and 64 ch, represent the amount of channels
of latent states.
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Macro architecture is built around three stacks each comprising of ve cells con-
nected in series. Two consecutive stacks are connected by basic residual block
(He et al. [2015]) the role of which is to halve the width and height of the latent
state while doubling the number of feature maps which is common practice in
convolutional neuron networks. The skip path in these residual blocks consists of
average pooling layer with kernel of size 2 and stride 2, which is responsible
for down sampling the height and width of latent state, followed by convolution
layer with kernel of size 1 1 and stride 1, which is responsible for doubling the
amount of feature maps. The structure described so far is further surrounded by
two parts.

The rst part precedes the so far described structure and is responsible for
initial input processing. It is formed by convolution layer with kernel size 33
producing 16 feature maps in total followed by batch normalization layer.

The second part follows after the so far described structure and is responsible
for the nal classi cation into classes. It simply attens the feature maps into
a vector using global average pooling layer which it follows by dense layer using
softmax activation function for generating the nal class prediction.

Micro architecture

Figure 3.2: Micro architecture of NAS-Bench-201 cell. It consists of four latent
statesva; Vp; v3; V4 and all possible edgesv(;v;) : i <] transforming their inputs.
The dimension of output latent state is kept the same as the dimension of the
input latent state of the cell.

The micro architecture is represented as oriented gragh = (V; E) whereV is set
of four vertices representing latent state¥y = fvq; Vv,; vs; v4g wherev, represents
cell's input. Values of the rest of the latent states are de ned by the sum of the
results of incoming edge operations. Set of eddgésconsists of all possible edges
which are pointing to further latent state E = f(v;;v;) : i <] g hence forming
densely connected direct acyclic graph. Each edge performs exactly one operation
from a set of operation0.

The set of operationsO in NAS-Bench-201 contains ve following operations:

~ Zeroize.
Skip connection.
Convolution with kernel size of 1 1.

Convolution with kernel size of 3 3.
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Average pooling with kernel size of 33

Where by convolution here they mean sequence of applying ReLU activation
function, followed by convolution and at the end the use of batch normalization.

3.1.2 Zero cost proxies scores

Unfortunately for us NAS-Bench-201 does not contain any zero cost proxies
scores. In order to keep our experiments as fast as possible we decided to pre-
compute the scores of several zero cost proxies for every architecture within the
NAS-Bench-201. For this purpose, which also involves instantiating networks
from NAS-Bench-201 IDs, we have used our modi cation of the code published
by Abdelfattah et al. [2021].

We note that during the computation of the zero cost proxies scores we stum-
bled upon 2.2% of values of jacabov scores being NaN. We lled those missing
values with the median of the feature.

3.1.3 Final data

In the end to achieve our nal dataset we have merged information gathered from
NAS-Bench-201 together with zero cost proxies scores computed by previously
mentioned code. The nal set of features which we carry for each architecture is
as follows:

N

NAS-Bench-201 numeric architecture 1D, denoted bgrch.i.
NAS-Bench-201 textual architecture 1D, denoted byarch_str.

Validation accuracies with per epoch granularity throughout entire training
process of 200 epochs, denoted kgl accs

Scores of following zero cost proxies:

{ Gradient norm, denoted bygrad norm
SNIP, denoted bysnip

GraSP, denoted bygrasp

Jacobian covariance, denoted bjacob.cov

[t T et T e WY e |

Synaptic ow, denoted by syn ow

3.2 Method experiments

Now we are getting to experiments with our method. This section will be split
into four parts.

In the rst two parts we will experiment with various learning curve extrap-
olation settings and then machine learning models aiming to get the best perfor-
mance from our method. After that, once we have our method dialed in, we will
look at how the usage of zero cost proxies as input features and extrapolated val-
idation accuracies as training targets in uence the performance of our predictor.
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In the last part we will take a further look at the implications of using variously
correlated zero cost proxies as input features by utilizing synthetic scores.

As some of these experiments are based on budgeting given runtime we also
specify the hardware which has been used for running them. We have used
a notebook which has AMD RyzeH 7 5800H processor, NVIDIA GeForcé'

RTX 3070 mobile graphics card and 32 gigabytes of RAM.

3.2.1 Extrapolation

The rst thing we will experiment with is the extrapolation of learning curves.
We will explore the performance of the two initialization types of parametric
models (2.1.3) while predicting the average of predictions of parametric models
as their ensemble. We will determine the best approach by having the largest
Spearman's rank correlation coe cient (14) while being tted on partial learning
curve consisting ofe = % epochs. This is arbitrary choice from our side which,
ignoring the time required for tting parametric models, would make us 10 times
faster than naive approach of fully training architectures for the equal amount
of architectures. As NAS-Bench-201 considers full training run to hawe = 200
then our partial learning curves will be longe = 20 epochs. In order to make this
comparison fair we will match both parameter initialization approaches by given
time budgets for generating labels for 100 randomly sampled architectures from
the search space using the same set of parametric models.

Comparison of parametric models

In order to decide whether all or only a concrete subset of the 10 considered
parametric models is the best to use we will now take a look at their convergence.
The time which we allow each parametric model to t is such that it equals to
time it takes to train an architecture for two epochs. We decided for such time
budget because if we nd out that all ten parametric models have comparably
good convergence then their tting would still not take more time than it was
required for acquiring 20 epochs long partial learning curve upon which the tting
is being performed in the rst place.

Now we need to nd out how long one training epoch of the architecture takes
on average. In order to do so we trained 50 architectures each for the rst ve
epochs giving us 250 epochs in total. By this methodology we measured that on
our machine the average time per training epoch is 19 seconds which we round
up to 20.

Now knowing that we will allow each parametric model to t for 40 seconds
we need to settle down the last two things for this experiment:

A

We set learning rate to 0:1 which, based on our preliminary experiments,
we consider as a sweet spot between being too subtle or too rough.

Initial initialization of parameters is done by setting each single parame-
ter equal to one. The reasoning behind this choice is that since the used
parametric modelsf (x) tend to to scalex with a parameter, we wanted the
default scaling to be non in uencing.
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Now we can take a look at results of the experiment:

Figure 3.3: Predictions of entire learning curve of all 10 parametric models tted
on partial learning curve which is the average of learning curves of all of the
architectures within the NAS-Bench-201 search space.

On the plot of the gure 3.3 we can see how individual parametric models
predict the entire 200 epoch long learning curve after each being tted on 20
epochs long partial learning curve for 40 seconds. The ground truth is set as
the average of all architectures of the NAS-Bench-201 search space and the 20
epochs is visualized via vertical black line. Next to the hames of the models in
the legend p is equal to the absolute value of delta between the ground truth
and the model's prediction at the nal 200" epoch. We can see here that only
three parametric models managed to shift into learning curve resembling shape.
Those being Pow, vapor pressure and our LogShiftScale.
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Figure 3.4: Progress of mean absolute error of parametric models measured on
the 20 epochs long partial learning curve which is the average of learning curves
of all of the architectures within the NAS-Bench-201 search space.

Furthermore looking at the plot of the gure 3.4 we can see the progress of
the mean absolute error measured on the partial learning curve which parametric
models are tting opposed to the time they have been tting for. The nal mean
absolute error measured on the 20 epochs long partial learning curve after the
entire tting is displayed next to the name of the model. Here, once again, we can
see that three parametric models have distinguishably better mean absolute error
convergence. Those being again Pgwapor pressure and our LogShiftScale.

Based on this we have decided to further only use these three best performing
parametric models. We are aware that the initial setting of parameters of models
to ones might favor some parametric models opposed to others but they need to
be initialized to some arbitrary values which in our case are ones.

Time budgets for tting

Keeping only three parametric models we will now revisit our idea of total tting
time being equal to time required for training architecture of 20 epochs which is
400 seconds. In this setting each parametric model hé? seconds for tting.
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Figure 3.5: Progress of mean absolute error of only the top three parametric
models splitting entire time budget between themselves.

We can see on the plot 3.5 that mean absolute error on the averaged out partial
learning curve does not get much better after 40 seconds for any parametric model.
Thus giving any of them more time than that per single architecture's learning
curve is unnecessary. Also every parametric model manages reasonable mean

absolute error just after 10 seconds.
Based on this we have decided to set our considered time budgets per para-

metric model per learning curve as:

N

10 seconds.
20 seconds.
40 seconds.
" And also 1 and 5 seconds in order to see how parameter initialization ap-
proaches perform when being pushed to extreme.
Fine tuning initialization approaches of parametric models

In order for fair comparison of both types of initialization approaches of para-
metric models (2.1.3) we will perform grid search over few options of their hyper
parameters while letting each parametric model to t for 20 seconds. We con-
sider the best hyper parameters as such which minimize the average MAE of the
ts over the same set of 50 randomly sampled architectures from the search space.

First we start with the standard initialization approach Splitting given time
budget equally between all of the architectures it has only single hyper parameter
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being the learning rate used. We have tried six following settings with respective
results being shown bellow:

(@)

(b)

Figure 3.6: Plots displaying the predictions of the entire learning curve which
is achieved by averaging out the learning curves of the 50 sampled architectures
containing value of the average MAE of the ts rounded to ve decimal places in

their title. Part 1/3.
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(©)

(d)

Figure 3.6: Plots displaying the predictions of the entire learning curve which
is achieved by averaging out the learning curves of the 50 sampled architectures
containing value of the average MAE of the ts rounded to ve decimal places in

their title. Part 2/3.

48



(e)

(f)

Figure 3.6: Plots displaying the predictions of the entire learning curve which
is achieved by averaging out the learning curves of the 50 sampled architectures
containing value of the average MAE of the ts rounded to ve decimal places in
their title. Part 3/3.

We have seen six plots each one of them representing performance of the stan-
dard initialization approach dependant on concrete learning rate 2 f 1, 0:5; 0:2;
0:1; 0:05,0:01g being used. The plots display the predictions of the entire aver-
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aged out learning curve of both the ensemble and its speci c parametric models
as well including the averaged learning curve under the label ground truth. This
serves us only as an illustration of what we might except on average from the
standard initialization approach whilst using concrete learning ratér. The value
upon which we decide whichir is the best - the average MAE of t, is present in
the title of the plots.

Looking at the results we can see that learning rates of 1 (3.6a) and50
(3.6b) are too rough for a good t to occur as they posses by far the largest
average MAE of the t. This is re ected on their plots as the predicted curves
do not really match the training, 20 epoch long, part of the ground truth while
VaporPressureExtrapolator parametric model fails to resemble desired shape
completely.

Looking at the further two learning rates of 02 (3.6¢) and 01 (3.6d) we can see
that all parametric models managed to t successfully as they posses the lowest
two average MAE of t whereas learning rate of (2 achieving the better one of
them. These good average MAE of ts also translate to the plots as the training
part of the ground truth is closely approximated by each parametric model and
thus also by ensemble. One notable di erence regarding the plots is that using
Ir = 0:2 allowed us to t Pow3 Extrapolator parametric model more accurately
as opposed to the t achieved by usage dof =0:1.

At the end we will take a look at performance of this initialization approach
while using learning rates of @5 (3.6e) and @1 (3.6f). Here our average MAE
of t starts to rise again. This is caused by the learning rate being too subtle and
thus parametric models not managing to t the curve properly under the given
time budget of 20 seconds each. This can be again seen on the respective plots.

In the end we have achieved the best average MAE of t being equal to72414
whilst using Ir = 0:2.

Moving on now we will explore which set of hyper parameters produces the
best average MAE of t in the pret average initialization approach Each set
of hyper parameters here consists of fraction of time spent pre tting the average
partial learning curve and a pair of learning rates. One of them is used during
the pre tting of the partial average learning curve and is generally higher than
the second one. The second learning rate is subsequently used for tting concrete
partial learning curves while having the values of parameters of the parametric
models initialized to the values acquired during the pre tting stage.

We have tried three di erent learning rate pairs and three di erent time frac-
tions giving us nine con gurations total with acquired results being shown bellow:
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(@)

(b)

(©)

Figure 3.7: Plots displaying the predictions of the entire learning curve which is
achieved by averaging out the learning curves of the 50 sampled architectures.
The value of average MAE of the ts is in the title and is again rounded to ve

decimal places. Part 1/3.
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(d)

(e)

(f)

Figure 3.7: Plots displaying the predictions of the entire learning curve which is
achieved by averaging out the learning curves of the 50 sampled architectures.
The value of average MAE of the ts is in the title and is again rounded to ve

decimal places. Part 2/3.
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(h)

(i)

Figure 3.7: Plots displaying the predictions of the entire learning curve which is
achieved by averaging out the learning curves of the 50 sampled architectures.
The value of average MAE of the ts is in the title and is again rounded to ve

decimal places. Part 3/3.
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We have now seen nine plots each one of them representing performance of the
pre t average initialization approach dependant on the concrete hyper parameters
being used. We considered time splits,i; 2 f 5%; 15% 30%g where all three
values were chosen arbitrarily. Furthermore we considered learning rate pairs
Ir pair 2 f(0:1;0:001), (0:1; 0:01); (0:2; 0:05)g. We have chosen the latter two pairs
based on the results achieved by them in the standard initialization approach
while the rst pair was chosen because:001 is the learning rate which is generally
used for training neural networks and @ is the learning rate which dictated the
time budgets we are considering.

Looking at the results we can see that if we would Xrp,, to any of the
considered values then the best performance would be always achieved whilst
using tspit = 5% followed by 15% and thus the worst performance would be
always obtained withts,;; = 30%. This leaves us with learning rate tuples. The
tuple (0:01; 0:001) performed the worst and as it has the lowest, or tied for lowest,
learning rates in respective positions, the cause for its poor performance is its
inability to achieve optimum t under the given time budget. This gets us unto
(0:1;0:01) and (02;0:05) learning rate pairs out of which the latter performed
better.

So the best result for pre t average initialization approach was achieved by
using tspic = 5% and Irp,; = (0:2; 0:05) resulting in average MAE of ts being
equal to 270736.

Comparison of initialization approaches

Now knowing the best hyper parameters for standard initialization approach be-
ing Ir = 0:2 and for pre t average initialization approach beingtsyir = 5% paired
with Irp, = (0:2;0:05) we can move onto the comparison of the approaches
themselves.

As we have previously stated we will compare their Spearman's rank corre-
lation coe cient on the same 100 randomly sampled architectures. We will do
so for several previously speci ed time budgets. Bellow we can see the resulting
plot:
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