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Abstract

The following thesis focuses on using machine and deep learning on predicting
small-cap stock index returns. Namely, Random forest and LSTM models are
tested on indices from different regions, which are Russell 2000, FTSE Smallcap,
Nifty Smallcap 100, S&P/AXS Small Ordinaries, and B3 Smallcap Index. By
writing this thesis I want to emphasise possible benefits that come with machine
learning implementation in small-cap stocks indices analysis, and show which
method is better. The R?, which was used as the main metric, indicates that
LSTM performs better than Random forest for every index. Indexwise the best
results was achieved by the FTSE Smallcap with 61.1% R?. We can also see
some possible improvements in results by optimizing each index separately, or

by including more features that are not that easy to get.
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Abstrakt

Tato prace poukazuje na moznost pouziti strojového a hlubokého uceni pro
predikovani vynost indext akcii s malou kapitalizaci. V praci je testovana
presnost Random forest a LSTM modelt na indexech akcii z riznych regioni,
presnéji Russell 2000, FTSE Smallcap, Nifty Smallcap 100, S&P/AXS Small
Ordinaries, a B3 Smallcap Index. Cilem této prace je zdiraznit vyhody za-
¢lenéni strojového a hlubokého uceni do predikovani vynost indexu akcii s
malou kapitalizaci, a vysvétlit, ktery z modeli dosahuje lepsich vysledki. R?,
které bylo pouzito jako hlavni metrika, ukazuje, ze LSTM funguje 1épe nez
Random forest pro kazdy z testovanych indexti. Nejlepsich vysledkt dosahl in-
dex FTSE Smallcap s 61.1% R2. Price nasledné obsahuje mozné postupty pro
zlepseni vysledkl naptiklad optimalizace modell pro kazdy index zvlast, nebo

pridani vice indikatort, které neni tak jednoduché ziskat, do naseho data-setu.
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Chapter 1
Introduction

The ever-changing financial markets and the possibilities that they provide have
always been an attractive place for people who seek possibilities to become more
profitable. As market dynamics are hard to understand many economists have
been drawn by their remarkableness, and are trying to understand and explain
its behaviour. Over the years many models were designed to capture the mar-
ket movements, like ARMA, ARMA-GARCH, or many other models. With
the development of machine and deep learning the analysts gained instruments
to also capture non-linear relationships, thus providing us with better results.
I made the decision to analyse the implementation of machine learning for fi-

nancial market forecasting, specifically the market of small-cap stocks.

The initial motivation behind my decision to analyse the small-cap stock
indices is that most of the research and literature focuses on large-cap stocks
and their behaviour in financial markets. The small-cap stocks movements are
no less interesting. The truth is that they are more risky, volatile and are more
sensitive to sector-specific shocks. Because of that the potential of their growth
as well as investors’ opportunities to get higher profits can not be denied. High
profitability is not the only benefit as small-cap stocks can also be a great mean
of diversifying portfolios as they may not always move in the same direction
as large-cap stocks. A better understanding of their patterns may help fund
managers or individual investors who seek to make informed decisions and op-
timize their investment strategies. Those are the reasons I decided to analyze
the returns of small-cap stock indices and show whether Random forest or Long
Short-term Memory provides a better understanding of these indices. I also de-

cided to include more regions to achieve a broader understanding of this matter.
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In the thesis, I compare independently Random Forest and LSTM on pre-
dicting the excess returns of small-cap stock indices. For both predictive meth-
ods, there were used predefined sets of hyperparameters that define model
complexity and regularization. Having multiple sets is important since each in-
dex requires different values of hyperparameters to achieve reasonable results.
The next focus of this thesis is to find the differences in performances across
different regions. The results are presented and compared for each of them.
Lastly, I discuss feasible improvements that can be done to help achieve better
results, as well as limitations that I encountered during data and model con-

structions and the choice of hyperparameters.

The contribution of the thesis is a performance comparison of Random for-
est and LSTM models on approximately 19 years of daily indices” data using
mainly technical indicators to forecast the excess returns as well as presenting
how well the models perform on small-cap indices from the USA, UK, India,

Brazil, and Australia.

The structure of the thesis is as follows. The literature regarding machine
and deep learning in asset pricing and studies related to small-cap analysis is
presented in Chapter 2. In Chapter 3 we can see methodology, that explains in
detail Random forests and LSTM architecture. Furthermore, we can find the
data description and metrics used for model evaluations. Next is Chapter 4
which presents results achieved by both models with discussion related to the

findings. Finally, last Chapter 5 concludes the whole thesis.



Chapter 2
Literature review

This chapter contains the relevant literature for the topic of the machine and
deep learning in asset pricing, focusing mainly on random forest and LSTM
models. It also includes a summary of a few articles focusing on the predictabil-
ity of small-cap stocks as well as the research relating to portfolio construction

and optimization.

2.1 Machine learning in asset pricing

Machine learning has the potential to enhance our understanding of financial
markets in numerous ways, as it can be applied to various aspects of financial
analysis. We have seen that machine and deep learning perform well in many
fields where it surpassed by far the capabilities of the human brain, such as
playing logical games, finding relationships that are impossible for people to
find, etc. However, in finance, it is much more complex and more difficult to uti-
lize machine and deep learning to such an extent. The reasons that Israel et al.
(2020) present in their study are the problem with small data, where the draw-
back is the limited number of available observations. The other difficulty that
they present is the low signal-to-noise ratio. This means that even the training
data will be noisy and the training performance might achieve poor in-sample
results. Other challenges that machine learning faces are the constant evolution
of markets, unstructured data, and the interpretability of models, which is cru-
cial for understanding. Nevertheless, some models make it difficult to interpret
how specific machine learning model works. Although several drawbacks need
to be assessed, the gain of using machine learning should be greater than the

inefficiencies that were stated above. Gu et al. (2020) demonstrate that in their
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research concerning measuring risk premia using machine and deep learning.
In their article, they showed that neural networks forecast the Sharpe ratio
outperforms the Sharpe ratio of buy-and-hold investors. The neural networks
were not the only methods used by them. They also used less complex machine
learning methods and all seemed to be doing well but neural networks outper-
formed them in the end. Another article showing machine learning’s usefulness
for financial analysis is a paper written by Hsu (2021). Here the random forest
was used to perform fitting and prediction of returns of stocks from S&P 500
and FTSE 100. Further, they used predictions for portfolio construction. The
dataset consisted of many features but since decision trees are fundamentals of
random forests and are designed to find important features for their prediction
the model managed to perform quite well. And the constructed portfolios man-
aged to outperform the benchmark which was in this case the S&P 500 and
FTSE 100 indices. Similarly Chen et al. (2015) attained positive results from
using deep learning for return prediction, namely, he used the long short-term

memory (LSTM) method for his predictions on Chinese stocks.

2.2 Analysis of small-cap stocks

This thesis focuses on using machine and deep learning to the predictions of
returns of small-cap stocks because there are many papers using non-linear
models such as machine and deep learning on predicting large-cap stock returns
but much fewer studies on stocks with smaller capitalization. Several studies
were written regarding this topic. For example, Leippold et al. (2022) performs
several data analyses on Chinese stocks, which, apart from the big stocks, also
analyze the small stocks. Their results show that machine learning can be even
more successful when applied in other than the US market. Another paper that
predicts the behaviour of small-cap stocks is written by Eun et al. (2008). They
focus on studying the return-generating mechanisms for large- and small-cap
stocks. The results indicate that small-cap stocks are valuable for portfolio
diversification because they differ from large-cap stocks. Finally, Leung & Ton
(2015) study the predictability of Australian small-cap stocks. As input, they
use messages posted on internet stock message boards. Their paper concludes
that there are quick reactions of small-cap stock prices to high message board
activity. Apart from that they show differences of behaviours between large-
and small-cap stocks. From these findings, we can say that analysis of small-cap

stocks is relevant, and it might prove beneficial for future research.



Chapter 3

Methodology and Data

In recent years, the availability of stock trading data has greatly improved,
thanks to the technological advancements, and investors use such information
recorded in these data to improve their predictions. Alongside this, it became
easier for people to get access to stock markets and trading. Both of these
contributed to the implementation and improvement of the machine and deep
learning in finance. Over the years various models such as OLS and other linear
models, have been used to analyse these data and are used to this day. However,
with machine learning, we now have more sophisticated models like decision
trees, support vector machines or random forests that can capture other than
just linear relationships in data, thus providing us with better explanations of
them. Additionally, deep learning models, such as recurrent neural networks
(RNNs) and convolutional neural networks (CNNs) are even more complex and
proven in other industries as superior to the models listed above. Because of
that, the interest in those models rose, and with it the creation of new models,
thanks to that we see a notable increase in the possible implementations in
daily life.

3.1 Random Forest

Random forest is a type of machine learning that utilizes more decision trees
for training and prediction. Each of the decision trees in the random forest is
trained on training data and further used on testing data to get some predic-

tions.
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3.1.1 Historical development

The beginning of random forest can be dated to Ho (1995), who proposed
his model of multiple classification decision trees and each of which is built on
randomly selected subspaces of feature space. Another important research that
contributed to the creation of random forest was published by Amit & Geman
(1997). The result of their research is that a classifier should not be built
on a full set of features but only on some subsample of feature space because
we do not know which features are informative and which are not. Then the
problem of trying to achieve maximum accuracy while taking into consideration
overfitting, which is one of the biggest problems during hyperparameter tuning,
was solved by Ho (1998). The first Random Forest, which is similar to the one
being used now, was built by Breiman (2001). He used the findings stated
above and the bagging method which is going to be explained in more detail
later. Based on these findings he created the model where each tree uses a
sample with replacement from training data. Each node in the decision tree
has to be split by some criterion and the most common in classification decision
trees are either the Gini index or entropy criterion. The Gini index measures
“How uncertain are we that an event will actually occur” Breiman used this in
his research. The meaning of criterion is that each node is split by feature and
value which maximise the Gini index and the values are remembered for testing,
where it is split under the same conditions. The regression random forests are
similar, the difference is the splitting criterion and how the predictions are

computed.

3.1.2 Decision tree in machine learning

A decision tree is a type of supervised machine learning. Generally, there are
two types of decision trees used in machine learning. Namely classification and
regression trees. In this project, the latter will be used for the prediction of the
returns of stock indices.

The purpose of training the decision tree is to find variables and data values
by which the data is going to be split into smaller clusters. The name of an
algorithm used for that is Classification And Regression Tree (CART). The
tree consists of nodes, which are the building block of every tree, and in each of
them, we calculate some criteria by which the node is going to be split into two
children nodes. The process of splitting the node continues until we can not

split anymore or we decide to stop. The last nodes that are not split are called
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leaf nodes, by which the predictions are made. For regression, the predicted
target of the leaf node is calculated as a mean of outputs of training data that
ended in the leaf node after the whole tree was constructed.
The mostly used splitting criterion is computed by Mean Squared Error (MSE).
The formula is as:

6= St L) (3.1)

1+

where 7 is the node, I, is the set of training examples indexes belonging to
node T,
t, = ﬁ >icr. ti, and ¢; is the target.
While splitting the node the goal is to find such a feature and value that after
splitting the node by it, it will create two child nodes that decrease the overall
criterion the most. This means that the value of the sum of the child nodes
criterion subtracted by the mother’s criterion is the lowest.
Predicting targets in a decision tree is simple since we pass the input data
through the whole tree and the output is the value of the leaf node where the

current observations ended.

3.1.3 Ensembling

Combining more models into one is called ensembling, and the random forest is
an example of an ensembled model since it combines more decision trees, where
each has its own prediction. For regression, the final prediction is the mean
of the results from a specified number of decision trees. The reason for using
such a method is to reduce the average error. Considering a random forest
consisting of M decision trees the average error of the ensemble is ﬁ times the
average error of individual models.

The mean squared error of the model y; is:

For M models the mean squared error of ensemble is:

| (e
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If we assume that the individual errors ¢; have zero mean and are uncorrelated

we get:
1 1 1 9

E KMZ@(’L'))T =377 [ T4

3.1.4 Bagging method

The bagging method is crucial for a random forest algorithm since this method
makes sure that the trees are different one from another, otherwise it would
produce just one decision tree many times and there would be no meaning for
the creation of a random forest. The bagging method creates randomly a dif-
ferent dataset for every model.

First we give the bagging method our whole input dataset. Then it randomly
picks observations with replacement from the training input dataset while keep-
ing the dimensionality the same. This process is repeated for every tree in our
forest, thus creating different clusters of observation each time. The empirical

distributions and the sizes are the same for every decision tree but observations

differ.

3.1.5 Hyperparameters

Random Forests have various hyperparameters that can be tuned in order to
get the best possible results. In this thesis, there were only a few of possible
ones used that will influence the complexity of the model and the regularization
of the model.

Regularization

The regularization is needed in the machine and deep learning in order to
stop the complex models from overfitting. Which means that the model finds
really complex relationships between training inputs and outputs and is able to
explain the training targets almost perfectly but then those relationships might
not apply to the testing data and then we see poor predictability of the model.
To prevent overfitting I used for this thesis different regularization methods

that are used regularly for addressing this problem.

Maximum depth

One of the most common regularization techniques used for decision trees, thus

also for random forests is called max depth. It restricts the size of the trees by
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telling them after how many splits it should stop further splitting and consider
the last nodes as leaf nodes. Otherwise, the models stop splitting only until

they are not able to.

Polynomials

Another technique that may help improve the performance of the model is
adding polynomials. This creates new features by creating polynomials of in-
put data up to the degree that we decide to choose. This method can help with

overfitting but can also have the opposite effect on results.

3.2 Long Short-Term Memory (LSTM)

LSTM is a type of RNN (Recurrent Neural Network) that is able to use previous
observations stored in memory for target prediction. The network consists of
many cells, where each of them takes input data and data gotten from the
previous cell, called the state, and combines information in them to produce

output and new memory that is passed to the next cell.

3.2.1 Historical development

The early stages of neural networks began already in 1957 when an algorithm
called perceptron was implemented by Rosenblatt (1957). The perceptron is
a simple binary classifier, where the function’s outputs are either 1, when
w*x + b > 0, where x is the input vector, w is the weight vector, and b is
the bias, and 0 otherwise. Then Rumelhart & Hinton (1986) improved the per-
ceptron algorithm by adding more layers and implementing back-propagation
which resulted in the creation of a neural network called multi-layer perceptron
(MLP). The structure of the MLP is important because deep learning models
are derived from that. It consists of the input layer, a hidden layer, and finally
output layer. The input layer contains the data that are going to be pushed
through the network. The hidden layer is built of a specified number of neu-
rons and the output layer makes predictions so it has as many targets as many
observations were put to the MLP. First, we take the input layer and multiply
it with weight matrix (f, h) where f is the number of features in input data and
h is the number of hidden layers neurons. Then usually is added the vector

of biases with the size of h. Then the values go inside the activation function,
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usually either ReLLU, which is the maximum function of 0 and the computed
value, or hyperbolic tangent (tanh), which creates the hidden layer. Further,
we take values from hidden neurons and multiply them by another weight ma-
trix (h, n) where h stays the same and n is the number of observations that
we inserted into the model. Then again we add a vector of biases of size n,
and put the whole expression inside the activation function, either sigmoid for
binary classification or softmax for K-class classification. Hornik et al. (1989)
proved the universal approximation theorem for tanh, and later it was also
proven for other activation functions, which helped with further development
and understanding of neural networks. Throughout the last 40 years also more
sophisticated models emerged, such as convolutional neural networks (CNNs)
and recurrent neural networks (RNNs). The Long short-term memory is a type
of RNN. Before LSTM scientists used basic RNN cell architecture, but it faced
a problem of vanishing or exploding gradients. Because of that Hochreiter &
Schmidhuber (1997) created the first LSTM model which alleviated this prob-
lem by constant error flow. In their paper, they also proposed using the input
and output gates which arrange for the inflow and outflow of information into
and out of the cell. Also, Gers et al. (2000) proposed forget gates, which make
it possible to forget information from the memory of the cell. Over the years
researchers found a way to improve LSTM by creating a gated recurrent unit
(GRU), which was proposed by Chung et al. (2014) and the purpose of GRU
is just the simplification of the LSTM model.

3.2.2 Cell architecture

Cell is the building block of the LSTM network, where the layer consists of
a specified number of cells. Let us denote ¢; as a memory from cell t that
is passed to the next cell, h;, and x; as an output and an input of this cell
respectively. In the cell, there are 3 forget gates that basically tell us how
much information we want to keep, so we can call them "weights". The first is
used after processing h; 1 and x;, the second is used after ¢; 1, and the last one
is used after combining results from those two previous computations. They

are computed like that:
i = o (Wizy+ Vihy + )

fr=0 (Wl + Vb + )
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op = 0 (Wz; + VOhy_y + 1°)

Where W, V are weights matrices, b are vectors of biases, and o is the sigmoid

1
l+e—x°

Now the purpose of each cell is to compute ¢; and h; and we can obtain that

activation function: o(zx) =
by computing:
= fi- a1+ i - tanh(WVz + VVhq + bY)

hy = o - tanh(c;)

Where tanh is activation function: tanh(x) = 20(2z) — 1.
Those values can be further used in the next cell or in the last cell it is the
output of the LSTM layer.

3.2.3 Network architecture

The whole network uses the Keras, Chollet et al. (2015), and Tensorflow, Abadi
et al. (2015), library , that contains already build layers of the network. My
model consists of an input layer, 1 or 2 LSTM layers the dropout layer, which
is going to be further discussed in regularization, and lastly, the dense layer
that flattens the output of the network.

3.2.4 Training

The training is the process that calculates the weights and biases that are used
in our network in order to minimize loss function on the training data. Usually,
weights and biases are initialized uniformly randomly or they are set to 0. In
this case the MSE is used as the loss function.

N
MSE =+ 3" (5 )

Where y; is a true value, and g; is the predicted value.

There are various types of optimizing algorithms that are mainly used to min-
imise the error of the model, they are going to be explained in more detail
later. The process of training consists of forward propagation and backward
propagation. The former takes a specified number of observations from training
data, called a batch, runs them through the network, and gets the results. The

latter takes those results, computes errors by comparing them with true values,
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and minimizes errors by taking derivatives of the loss function with respect to
parameters we want to optimize. Then by specified optimizing algorithm, and
learning rate, that tells us how much of the gradient is going to be used, we
change the values of weights and biases. Then we repeat for the next batches
of examples until we run through all the training data. This whole process is
repeated a specified number of times and one run through whole data is called

an epoch.

3.2.5 Optimizer

Optimizers are crucial in machine learning because their purpose is to adjust the
parameters to minimize the MSE. They use a method called gradient descent
which adjusts the parameters by computed gradients of the loss function while
iterating over training data. Many types of optimizers occurred in the past
years but most of them were developed by improving the stochastic gradient
descent algorithm (SGD). In this thesis, the Adam optimizer was used which
stands for adaptive moment estimation. Adam was created in 2014 and is now
regarded as one of the best optimizers because it requires just a little memory
and in most cases is proven to be much more efficient than SGD. There are
three different parts that differ from SGD and make Adam better. The first
one is incorporating momentum, which accelerates the path to optimum by
remembering and including the past steps taken. The second is the adaptive
learning rate. This part of the algorithm changes the value of the learning rate
for each parameter based on the first and the second moments of the gradient.
And the final part is bias correction. It adjusts the part computed before to
ensure that estimates are unbiased. The Adam optimizer is also going to be

implemented from the Keras library with an already set learning rate of 0.001.

3.2.6 Hyperparameters

After training we use acquired parameters on the validation set to see how the
model is behaving. Based on the results we need to adjust some hyperparame-
ters that are set by us. There are parameters responsible for model complexity
such as sequence length, which tells the model how many previous observations
are going to be used for predicting the current value, number of cells of the
LSTM layer, batch size, number of epochs, and the number of LSTM layers. I

made the decision not to change some of them, I will explain in greater detail
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in the Results section. The second type of hyperparameters used in the model

are regularization hyperparameters:

Dropout rate

Dropout rate is a regularization layer that tells us how much information after
each layer we want to forget. This means that if set to 0.2, as it is in this thesis,

then randomly chosen 20% of learned nodes are going to be forgotten.

L2 regularization

Second type of regularization used in this thesis that prevents overfitting is
called 12 regularization. Simply put the 12 regularization decreases the value of

the gradient that is used for weight adjustments.

3.3 Data

The main purpose of the thesis is to compare how well the random forest
and LSTM work on small-cap stock indices across different regions. So the
thesis compares the predictability of models on different small-cap stock indices.
Namely, Russell 2000, FTSE Smallcap, Nifty Smallcap 100, S&P/ASX Small
Ordinaries and B3 SmallCap Index

3.3.1 Indices

The index from an investing standpoint is a hypothetical portfolio of securities
representing a specific market or just a segment of the market. The index is an
indicator that generalizes the performance of either the whole market and econ-
omy or just the segments of markets. The performance of indices is important
not only for investors that use the information to seek investment opportunities
but also for economists that use indices data to analyze the economic situation

as a whole.

Index weighting

The most frequent types of indices are ones using the market-cap weighted
indices. This means that the performance of a stock that is its compound
influences the index price proportionally to the market capitalization. The

greater the capitalization and the shock of stock price the greater the impact
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on index value. The index value represents the performance of the portfolio
that is built using specific components. These values are dependent on changes
in stock prices and their capitalization, and the performance of the index is

represented by changes in the index values.

3.3.2 Russell 2000

The Russell 2000 is the US index. It is a subset of the bigger index Russell
3000. Russell 2000 contains approximately 2000 stocks with the smallest cap-
italization from Russell 3000, which contains the 3000 largest companies on
the US stock market. The rest of the stocks constitute the Russell 1000 in-
dex. Russell 2000 is approximately 7% of the total market capitalization of the
whole Russell 3000. The index was introduced in January 1984. Since that
day many professionals and researchers use the data provided by Russell US
to analyse and explain the economic situation in the US. In order to represent
the dynamics of the market the FTSE Russell that manages the indices rebal-
ances them once a year usually at the turn of May and June and publishes
final changes at the end of June. The stock is moved from one index to another
only if its new market capitalization differs by more than 5% of the updated
cutoff point. The next step that they do to keep up with market dynamics is
that each quarter they add IPOs. The riskiness of the Russell 2000 is higher
compared to Russell 1000. It is because the index with companies with higher
capitalization is more diversified because of that Russell 2000 is affected more

by economic or sector-specific shock.

3.3.3 FTSE Smallcap

FSTE Smallcap is the index also managed by FTSE Russell with the stocks
that are registered at London Stock Exchange. It is, similarly to Russell 2000,
the subset of the bigger index in this case called the FTSE All-share index,
which captures approximately 98% of all stocks at the London Stock Exchange.
FTSE Smallcap contains approximately 300 stocks that are not included in the
FTSE 350 index, which contains 350 stocks with the highest capitalization.
FTSE All-share, which also contains FSTE Smallcap, is a market-cap weighted
index that was introduced in 1962 by the name FT Actuaries All-Share Index.
The FTSE Smallcap index compounds are included or excluded and weighted
on a quarterly basis. FTSE Russell also checks tradibility of stocks that are
contained in the index by testing their liquidity.
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3.3.4 Nifty Smallcap 100

The next region that is going to be included in the analysis is India. The index
called Nifty Smallcap 100 is managed by the NSE indexogram. The selection
of index components is more complex, it relies on the Nifty 500 index which is
the main index that contains Indian stocks that cover 98% of the whole market
capitalization. Nifty 500 is further divided into 3 indices namely Nifty 100,
Nifty 150 and Nifty 250 Smallcap. From the last one, there is created index
called Nifty 50 Smallcap. The components of Nifty 100 Smallcap are all the
stocks that are included in Nifty 50 Smallcap. The remaining 50 components
are the best-performing Nifty 250 Smallcap index stocks. The NSE indexogram
re-balances the index on a semi-annually basis, each year and the cut-off dates

are the same, namely the 31st of January and the 31st of July

3.3.5 S&P/ASX Small Ordinaries

The S&P/ASX Small Ordinaries is an Australian index. It falls into the cat-
egory of market-cap weighted insides similar to the ones named before. The
index measures the performance of stocks that are included in the broader index
called S&P/ASX 300, which contains 300 stocks with the highest capitalization
in Australia but are not included in the S&P ASX 100 which measures the top
100 stocks in the Australian market. The index was introduced in April 2000
by S&P Dow Jones Indices and after the last rebalancing in June includes 199
stocks. The rebalancing of the index is on quarterly bases in March, June,

September and December.

3.3.6 B3 SmallCap Index

The last index that performance is going to be measured and compared in this
thesis is the Brazilian index called B3 SmallCap Index (SMLL). This index’s
stocks are included in B3 indices. The weighting is the same as in the indices
above. Rebalancing takes place 3 times a year and stocks to be included in
SMLL have to check various criteria. Firstly after sorting stocks from B3
indices in descending order, the SMLL components can not be in the first
stocks that’s total market capitalization is 85%. To later exclude the stock it
can not be within 82% of total market capitalization. Secondly after sorting B3
stocks in descending order by tradability ratio. The stocks included in SMLL

have to account for 99% of the sum total of tradability ratios of the previous
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3 portfolio cycles (previous year). And lastly, they need to be actively traded
and can not be classified as Penny stocks, which means that the stock trades
for less than 5 USD per share.

3.4 Features

For each stock index there is going to be constructed dataset containing various
features, which purpose is to explain targets as well as possible. Each of those
datasets will capture daily values from the 1st of January 2004 up to the 30th
of April 2023, excluding S&P Small Ordinaries which is from the 3rd of may
2004, which gives us approximately 4500 observations. The first 4 features are
usually the easiest to implement since they are easy to access. Those are open,
high, low, and close values of the index. Other features are various technical
analysis indicators that are derived from the features listed above. There are
many indicators that are being used in predicting future returns. The ones
used in this thesis are basic ones. I made the decision to include some that
smooth the prices, some that compute the momentum of the price, and some

that compute volatility. These are namely:

3.4.1 Moving average (MA)

This feature is widely used for analytical purposes. Its main role is to smooth
the data by computing the average of a specified number of previous observa-

tions. The formula is:

_ Pin +Picnt1+ -+ Dic1 TP
n

where n is the specified number of previous p; which is, in this case, the close

price for a given day.

3.4.2 Exponential moving average (EMA)

Similar to a simple moving average the exponential moving average takes a
specified number of previous observations but the weight grows exponentially

the closer we are to the current date. The formula is:

EMA;(n) =pixk+ EMA;_1x(1—k)
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2

41, where n is the specified

where p; is the closing price of the ith day, and k is

number of observations.

3.4.3 Moving average convergence divergence (MACD)

The moving average convergence divergence is an indicator that computes the
difference between two EMAs that are computed on different time periods. The
formula is:

MACD;(n,m)=EMA;(n) — EMA;(m)

where n < m, usually n = 12 and m = 26. Those values are also going to be

used in this thesis.

3.4.4 Relative strength index (RSI)

Relative strength index is a rather supporting indicator that performs well with
other indicators. it measures the momentum and strength of price movement.
It basically computes the ratios of average gains and losses over a specified

period. The formula is:

AVGU,
RS = Jvan,
100
RST =100 - ———
() 1 - RS(n)

where AVGU,, and AVGD,, are the exponential moving averages of gains and

losses over n previous observations respectively.

3.4.5 Momentum index (MTM)

Similarly to RSI the momentum index measures the momentum of prices and

could be regarded as a supportive indicator. The formula is:

MTM;(n) = pc; — pcin

where pc; is ith closing price and n is the specified number that determines

which previous date is going to be subtracted.

3.4.6 Bollinger bands

Bollinger bands are indicators created by John Bollinger in the early 1980s.

Commonly is represented by 3 lines on the price graphs, but can be also used
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as an analytical feature in the dataset. The first component is the simple
moving average which already is in the dataset. The other two are the upper
and lower bands. These are both derived by adding or subtracting standard
deviations from the moving average. The formulas for lower and upper bands

are:
p— ph; +];li + pe;

UB;(n) = MA;(n) +20(TP,n)

T

LB;i(n) = MA;(n) —20(TP,n)

where ph;, pl;, pc; are high, low, close price respectively, and n is specified num-
ber of days that are going to be considered. And UB;, and LB; are upper and

lower bands respectively.

3.4.7 Average true range (ATR)

Average true range indicator focuses on the volatility of price during the given

day. The formula is:
T'R; = max (phi — pli, |[phi — pci—1l, |pli — pei—1])
1 n
n <

AT Ry(n) = ATRiz1 (n—1)+TR;

n
where ph;, pl;, pc; are high, low, close price respectively, and n describes number
of periods.

After some testing, I made a decision to set the specified number of previous
observations in all features apart from MACD to 20. I also tried to include
volume and on-balance volume as features but I was not able to find the data

for all indices so I decided to leave out them.

3.5 Data scaling

All input data are going to be scaled down since machine and deep learning
models tend to perform better if this is the case. For both models, I tried models
without and with 2 different data scaling techniques. Namely normalization

and min-max scaling. After a few tests, I decided to use the min-max scaler as
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it performed better than others. The scale is from scikit learn library Pedregosa
et al. (2011). It first takes training data scales them and remembers scaling
parameters that are further used on the testing data. The formula is:

Ti — Tmin

Lscaled =
Tmaz — Tmin

3.6 Excess returns

The targets of the models are going to be excess returns. The formula is:
R. = R; — Ry

where R; is a return on investment and Ry is the risk-free rate. For each index,
the risk-free rates are their respective government bonds. Specifically, 3-month
government bonds are usually used as short-term risk-free rate and for FTSE
SmallCap I could not find the data for 3-month so there is going to be 1-year
government bonds but the values do not vary significantly. The risk-free rates

are also included as a predictor in our model.

3.7 Metrics

The performances of the individual models are going to be compared on R-
squared metric, which measures how well the model captures the variability in

the actual excess returns based on the predicted values. The formula:

S (yi — Gi)

R*=1-
Sy — )

Where y; is the ith observation, g; is the prediction for the ith observation and
y is the mean of the observatoins. To include more than just one metric for
the valuation of the models the MSE is also going to be used to complement

the R squared results.



Chapter 4
Results and discussion

The result section describes how each model performed on every small-cap
stock index, and compares their performance. First I need to address the fact
that each index requires different criteria for the model optimization. Because
of that I can not generalize on just one set of hyperparameters for each of the
models, since some indices would perform well and others terribly. Because
of that the tables represent multiple sets of hyperparameters, on which every
index is tested on that and gives us some metrics. After that, the results
will be generalized for each model. Finally, the models’ performances will be
compared, from which I will draw the final conclusions. The dataset is going
to be split into training data and testing data, 80% and 20% respectively. And

the performaces will be measured using metrics stated in Chapter 3.

4.1 Random Forest results

The first metric used for result description is R squared. The table below shows
how well each model performed on each of the indices analysed. In the head
row, we see abbreviations for different models. The number means how many
trees were used in the random forest model. The text following the number
explains whether I used any regularization, polynomials, or both. Lastly, values

in the table represent R squared in percents.



4. Results and discussion 21

X X 3 N X s
$ A X0 & O o
& NN Q N N & N N N N
N PSS N » » S S S S

<
o QQO\ Q"ON
AN N N

Russell 53 239 80 272 100 337 152 361 87 339 11.1 330 86 322 118 73
FTSE 39.4 460 227 425 26.0 381 235 41.1 30.1 41.8 222 409 286 408 254 392
AXSO 21 266 -100 123 179 280 -46 139 132 258 -5.0 152 147 261 -1.8 2.0
Nifty -16.5 31.9 -165 832 139 402 -166 21.1 173 406 -21 236 168 416 -142 -16.5
SMLL 17.89 258 80 20.1 170 264 160 234 13.0 25.0 148 221 134 252 148 175

Table 4.1: Random forest R squared in %

At first glance, we see that each of the indices performs differently on differ-
ent hyperparameters. The regularization always improves the performance of
all the models on every index, at least in my models. This indicates that with-
out it the models overfit. Adding polynomials helps only in specific cases but it
never improves the performance more than adding regularization so we can say
that it does not deal with overfitting and some form of regularization is needed
to get reasonable results. While adding both regularization and polynomials
improves the results, it rarely outperforms models with just regularization so
we can say that here polynomials are also not that useful for improvement of

the predictions.

Russell 2000

The results for Russell 2000 index state that the models without any regu-
larization perform terribly because the best one has R squared 10% which is
a really low performance. Adding just polynomials improves the model just
slightly since the best result is for 50 trees. Now models with just regulariza-
tion and with additional polynomials improved the model performance quite a
bit. We can see that the best results are for 50 trees and both regularization
and polynomials where R? is 36.1%, and models just with regularization have
R? over 33% for forests with 50, 200, and 500 trees, so the results do not fall
that much behind the best Russell 2000 model.

FTSE SmallCap

For the FTSE SmallCap index the forests without any regularization also have
reasonable results, especially for 10 Trees where the R? reaches almost 40%.
Nevertheless, models with regularization still outperform the ones without so
we can say that there was some overfitting. Similarly to Russell 2000, adding
polynomial features to our model does not improve performance. Results with

both regularization and polynomials are either comparable or worse than the
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models without more features. The best result was achieved for the model with
10 trees and regularization in which R? reached the value of 46%. Seeing that,
we might want to keep the models simpler or more regularized for the FTSE

SmallCap index.

S&P/ASX Small Ordinaries

The models for S&P/ASX Small Ordinaries tends do overfit as we see in the
results where the models without maximum depth have R? below 20%. Adding
polynomials results in much worse outcome than not doing so, so in this case
it is better to omit them. The predictions for the Australian index are the best

for models with only regularization. Namely, the one with 50 trees has the
highest R? which is 28%.

Nifty SmallCap 100

Nifty SmallCap 100 is no exception to the fact that models without any reg-
ularization in this paper tend to overfit, and their performance is relatively
low. The models with polynomial features do not seem to improve R? in any
reasonable way. Here again, the best models are the ones that are only with
regularization. The performance of models in this index improves by adding
more trees to our model. Therefore the best model in our case is regularized
one with 500 trees where the R? is 41.6%. Based on these results we might try
to create a more complex random forest try to further improve model perfor-

marnce.

B3 SmallCap Index

In the Brasilian index we see similar patterns to the ones above. Specifically,
the models without any regularization have poorer results than the ones with
it. Here we can also see that adding polynomials does not help in return
prediction since R? decreases apart from the 500 trees model where we can
see a slight improvement. Even still, the results are outperformed by random
forests that are only used with regularization. The best performance is seen in

the regularized 50-tree model where the testing R? reaches the value of 26.4%.
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Results across all indices

Across indices the random forest is able to find some relationships that can be
useful for stock index return predictions. We can see that on relatively high
R? of predictions for FTSE SmallCap, and Nifty SmallCapl100 with values
reaching 46% and 41.6% respectively. The results for Russell 2000 are also
respectable since R? has a value of 36.1%. It is the only index where adding
polynomial features improved the results. The worst results attained prediction
for S&P/ASX Small Ordinaries and B3 SmallCap Index. The R? of those two
indices was 28% and 26.4% respectively. The worse results for those two indices
might be because of various reasons like model simplicity, bad features selected
for predicting these two indices or different market situations in the countries

from which the indices originate.

4.1.1 MSE results

This section displays the MSE metrics for random forest. Here the results are
just complementary to R? . The table shows the MSE of individual models for
each of the indices testing data. The results are multiplied by 1073
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Russell 0.57 046 056 044 055 040 051 039 055 040 0.54 041 055 041 053 0.56
FTSE 0.17 0.15 0.22 0.16 021 018 0.22 017 020 0.17 022 017 020 0.17 021 0.17
AXSO 032 025 037 029 027 024 035 029 029 025 035 028 028 025 034 033
Nifty 0.45 026 045 036 033 023 045 031 032 023 047 030 032 023 044 045
SMLL 0.51 047 058 050 0.52 046 053 048 0.55 047 054 049 054 047 053  0.52

Table 4.2: Random forest MSE * 1073

The MSE results show the same patterns of overfitting data on random
forests without regularization. The polynomials also do not show much im-
provement over the results. Apart from Nifty SmallCap 100, the best models
for each index are the same as with R? metric. For Nifty it is a draw between
regularized models with 50, 200, and 500 trees. I have to mention that the
values are really small so the difference might not be seen in data visualized

this way.

4.2 LSTM results

LSTM models are much more complicated and have even more hyperparameters

that influence final results than the random forest models. Because of many
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factors that can influence the model performance, I set some hyperparameters
beforehand, and I will try to change the complexity and regularization of the
model by changing other parameters. The ones that remained unchanged are:
the sequence length set to 10, because the models predict daily returns and I
assume that 10 previous days used for prediction is enough; number of LSTM
cells is set to 64, because there are going to be different hyperparameters moved
in order to change the model complexity and batch size is set to 64 because
it is suitable for this size of the dataset. The models are either without any
regularization or with both dropout rates set to 0.2 and 12 regularization set to
0.001. The model complexity will be changed by adding a number of epochs
or switching between 1 or 2 LSTM layers. Since a model with 2 LSTM layers
is complex it will always be with regularization. The following table shows the
percentage R? results of different combinations of parameters. The head row
has abbreviations of different models. The first value describes the number of
epochs used, it can be followed by reg which tells us that regularization was

used, and finally * which means that 2 LSTM layers were used.

- * * *
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Russell 36.2 42.1 40.5 37.1 374 39.8 -19.5  40.0 40.6  -21.0 375 39.1
FTSE  43.9 58.8 61.1 49.3 46.3 54.8 22.2 57.2 59.6  -267.6 44.0 60.2
AXSO 42.6 42.2 29.5 39.0 43.6 41.3 26.2 45.2 432  -16.5 450 41.7
Nifty 149  -26.0 13.9 35.4 39.6 41.8 -2.2 37.0 306 -62.3  45.2 19.5
SMLL -28.13 26.5 189  -63.5 17.8 16.4 -384.1  26.3 189  -809.7 273 15.4

Table 4.3: LSTM R squared in %

Looking at the table we can see that apart from predictions for Nifty Small-
Cap 100, S&P/AXS Small Ordinaries for 50 epochs models, and FSTE Small-
Cap for 100 epochs model, the regularization helps. This indicates that without
it we face the problem of overfitting. For a smaller number of epochs, the per-
formance on some indices decreased after adding regularization. This might be
due to the problem of model underperformance. This means that model during
its training time was not able to capture important relationships between input
data to get reasonable results. On the other hand, the performances of models
with 500 epochs and no regularization are clearly overfitting since all the values
are negative and far from 0. Looking further we can see that adding a second
LSTM layer sometimes improves the model and sometimes not. In the cases
where results worsen, the problem might again be overfitting. In such exam-

ples, we should consider additional regularization or strengthening the one that
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already is implemented, especially for the model with 500 epochs and 2 LSTM

layers, where predictions for all indices apart from FTSE SmallCap worsened.

Russell 2000

For the American Small cap index the regularization seems to be crucial for
finding the best model for final comparison since it improves the model perfor-
mance. The additional layer is also performing well, but the best result is for

50 epochs regularized, where R? is 42.1%.

FTSE SmallCap

Small-caps index from United Kindom again performs best on the simpler
model. Based on the table the best model is the same as for Russell 2000
with R? 61.1%.

S&P/ASX Small Ordinaries

On the contrary to the Random Forest results the S&P/ASX Small Ordinaries
index has the second best prediction among all indices with R? of 45.2%. This
was obtained using the model with 250 epochs, regularization and without the

additional layer.

Nifty SmallCap 100

Similarly to Random Forest Nifty performs better on more complex models.
Because of that, we can see that the best performance is for the regularized
model with 500 epochs with a single LSTM layer.

B3 SmallCap Index

The performance of the Brazilian index does not seem to improve significantly
compared to Random Forest. The best result performance is 27.3% for the

model with most epochs and without additional LSTM layers.

Results across all indices

The UK small-cap index had the best performance by far, as it was able to
surpass the 60% threshold. It is followed by performances of Nifty SmallCap
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100, S&P/ASX Small Ordinaries, and Russell 2000 with R? over 42%. Again
the worst performance was presented by B3 SmallCap Index as it could not
reach the 30% threshold.

4.2.1 MSE results

The MSE metric serves the complementary role to the R? as the value’s purpose
is just to see if the general performances match with the R? ones. The table
provided below shows the MSE values for each model similar to the table for
R?. The presented numbers are scaled up the same way as for random forests

to see relatively reasonable values.

Q)QO -Qéo 2?0 Q'
@g \@“’* ®® qi’DQ c{p@ N
Russell 0.39 0.35 0.36 0.38 0.38 0.37 0.73 0.37 0.32 0.74 0.38 0.37
FTSE 0.16 0.12 0.11 0.15 0.16 0.13 0.22 0.12 0.12 1.06 0.16 0.12
AXSO 0.19 0.19 0.24 0.21 0.19 0.20 0.25 0.18 0.19 0.39 0.19 0.20
Nifty 0.33 0.49 0.33 0.25 0.23 0.23 0.40 0.24 0.27 0.63 0.21 0.31
SMLL 0.81 0.47 0.51 1.04 0.52 0.53 3.07 0.47 0.51 5.77 0.46 0.54

Table 4.4: LSTM MSE * 103

The MSE values for LSTM follow the same pattern as R?, so there is no
need for further discussion, and we can proceed with final comparison of the

performances on forecasting small-cap stock indices from different regions.

4.3 Final Comparison

After explaining the performances of every index on each of the models, we
can conclude that LSTM outperforms the Random Forest. For Russell, the
predictions are 116.6% times better with the LSTM model while the value of
the metrics rose from 36.1% to 42.1%. An even greater improvement can be
seen in FTSE SmallCap R? where the LSTM performed 132.8% times better
than its counterpart. The 61.1% variance explained by LSTM for the UK
index is also the biggest among all indices. The Australian index got the
biggest improvement of 161.4% times higher score than the random forests
one. The last two indices did improve, but the changes are not as significant
as in the cases stated above. Now regionally speaking the clear winner is
FTSE SmallCap which attained the highest performance across all indices. The

Indian, American, and Australian indices also performed well using machine
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and deep learning methods. The Brazilian index had the worst performance

among all indices for both models.

4.4 Discussion

The results above show that LSTM outperforms the Random Forest model for
every index prediction. This is not something unexpected as LSTM models are
more complex than forests, and tend to find more sophisticated relationships.
This proves useful because financial data analysis is not one of the simpler
tasks. Furthermore, the LSTM models are built to predict time series data, as
opposed to Random forest which performs better on classification or simpler

regression than on forecasting.

Limitations

I encountered many limitations during forecasting the Small-cap stock index
excess returns. One of them is data limitations. Because of that, I was not able
to construct bigger datasets that would increase the number of predictors thus
possibly improving the predictability. The other thing that might improve the
results would be training the models on each of the indices separately. Doing so
all hyperparameters could be set to their optimal value, thus producing better
results. Nevertheless in order to achieve better models for each index it would
require more time and better computational resources that could get to the

outcome faster.



Chapter 5
Conclusion

In this thesis I compared the performance of Random forest and LSTM on
predicting small-cap stock indices excess returns. Despite the presence of lim-
itations of my analysis that are stated in the result section it was possible to

get some results and draw conclusions from them.

The results show that LSTM is better than Random forest for time se-
ries forecasting. To achieve these results for each stock index I constructed
a number of models with set hyperparameters influencing model complexity
and regularization. The out-of-sample R? was higher for each of the indices
analyzed but only three out of five indices performances had significant im-
provement. Regarding performance across regions, the best R? was obtained
by the UK FTSE SmallCap index. On the other hand, the worst performance
was achieved by the Brazilian index, which might require a different set of fea-

tures or hyperparameters to get better results.

The possible implementation of described performances, based on the re-
sults, implies that using random forest and especially LSTM might be beneficial
for fund managers or individual investors. Be that as it may, there are a number
of possible improvements in models, datasets, and thus results which can be
discussed in future research. Namely, focusing on optimizing each index sepa-
rately, including features that are not that easy to obtain, or adding additional
machine and deep learning techniques for additional reassurance of results can,

in my opinion, improve the results significantly.
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