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Text posudku:

The topic of the thesis is multi-agent reinforcement learning in cooperative settings, which

is very challenging and not yet well understood area (compared to the competitive settings). The
contributions of the thesis are multifold:

The single-agent and multi-agent reinforcement learning settings are clearly defined, the
distinction between the cooperative and the competitive regime is nicely illustrated, and
several algorithms (including the state-of-the-art PPO algorithm) are described, altogether
on 25 pages.

The multi-agent training pipeline and evaluation in the Overcooked environment is
implemented.

To improve the cooperation and generality of the trained agents, the author propose
several novel enhancements (the overall gradual process of heterogeneous population
building, improving diversity using KL divergence using either exploration or training
phase).

To overcome the fact that embedding agents in the environment makes it non-Markovian,
the author proposes and evaluates two ways of incorporating temporal features in the
input representation.

A novel metric evaluating agents’ cooperation is proposed — I found it very illustrative.
Apart from the individual results of many experiments, the thesis include a final summary
and interpretation of all the experiments, which is unfortunately not included in many
works — I found it pleasantly realistic and enjoyed reading it.

The thesis text is written in English, and even if it contains more errors than if written in

Czech, these errors are minor and do not prevent understanding; therefore, I consider the choice
of English an appreciable advantage, allowing the thesis to have an international impact.

Overall, I consider the thesis to be of high quality, given that the author demonstrated

independent, high-quality scientific work in a rather unexplored area.

I recommend the thesis to be defended.

Remarks and Suggestions

The three populations (Simple CNN, FS Channels, FS Tuple) are each evaluated using
different self-play agents. I would very much like to see an evaluation also with the same
self-play agents (for example the union of all self-play agents) to allow direct comparison
(analogously to how Section 7.5 evaluates with respect to final agents).

The explanation of the computation of ordered average outcome evaluation should be
more detailed. In the end I was able to understand it, but I had to reread it a few times and
also to infer information from the result discussion on following pages.
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I would include an explicit description of the convolutional policy architecture (maybe
draw it as a figure). It would be also nice to include an image of the states tuple frame
stacking architecture (to indicate the presence and sharing of the added dense layer, and
sharing of the CNN), but that is clear from the text, so it is not necessary.

It is unclear what happens when the preemptive divergent check fails.

Even if using 4 states in the frame stacking seems to be a reasonable value, I would
consider validating it experimentally.

Detailed Remarks to the Text

The citations that are not part of a sentence are systematically formatted incorrectly.
Instead of for example (page 3):

The same pattern can be seen in more recent popular games such as

Dota (OpenAl [2019]) ...
the author should use

The same pattern can be seen in more recent popular games such as

Dota [OpenAl, 2019] ...
achieved via the \ citep command.
All chapter and section names should be written in title case.
The length of the trajectory |z] is not defined; to support an empty trajectory, its length
would need to be defined as -/ (or the formulas for the return would have to be changed).
In the formulation of Q-learning, it is not obvious that the state-action value used for
bootstrapping the return estimate should not be differentiated.
In the algorithm descriptions, rewards-to-go are not defined; also, in Algorithms 2.3 and
2.4 they are missing the subscript ¢ (while it is present in Algorithm 2.5).
The TRPO algorithm description contains several problems — the parameters of Dx; are in
opposite order, the expectations in £ and Dx; the states should be sampled from the on-
policy distribution, it should be explained why the Taylor expansion for Dx; does not
include the first-order term, the step 8 of the Algorithm 2.4 should explain how to
compute the product of the inverse of the Hessian and the gradient, the denominator in the
formula in step 9 is incorrect.
In the PPO algorithm, »,(6)=1 holds only for the first update, not for the first epoch.
The g in the step 6 of Algorithm 2.5 is not defined; I would just explicitly include the
clipping formula anyway.
The two definitions of multi-agent MDP should probably either both or none include the /4
and b°. Also, the fact that actions and observations are Cartesian products should be
explicit part of the definition (i.e., the 4’ and O’ should also be part of the definition).
The definition of action in multi-agent setting (page 22) should be a = (a,, ..., a,).
The first format on page 37 should be first dimension.
In the original Population-Based Training, the fully trained agents have their
hyperparameters mutated even if they are not replaced (page 33).

Praci doporucuji k obhajobé.

Praci nenavrhuji na zvlastni ocenéni.
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