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• Appropriate word count Yes 

 
ADDITIONAL WRITTEN COMMENTS 

Reviewer 1 

This dissertation "investigate[s] a more comprehensive theoretical framework that can potentially 
shed light on formal characteristics for any fundamental underpinnings of human preference 
structuring" (p. 12) to address the issue of value alignment as it applies to AI and ASI 
technologies. The student rightly claims that “If we can fully capture our true preferences, then we 
can develop AI that can better infer our values from our preferences, thereby mitigating the 
security threats which AI can incur if it were not aligned with our values” (p. 74). Employing a 
multidisciplinary framework combining biological, evolutionary, behavioural theory and 
economics, the student reaches two main conclusions which clearly continue to underline the 
centrality of value alignment for the development of ‘safer’ AI and ASI, and the limits that AI and 
ASI face in attempting to codify the human brain. The student raises two interesting claims. The 
first is that human preferences cannot be truly captured by observing human behaviour alone, as 
humans continue to display behaviour that goes clearly against their best interest, and thus an AI 
that infers our values from our behaviour would not be beneficial. The second conclusion, 
presenting itself in the form of a security paradox, is that as AI deals with the uncertainty that 
characterises the human nature, will increase the risks to be misaligned with our values. The goal 
of the dissertation is ambitious and the problem addressed is timely and relevant; it also offers 
room for creativity that the student has successfully exploited by employing a multidisciplinary 
theoretical framework and several examples based on an analysis of human cognitive abilities and 
responses. Analytical chapter 5 offers some very interesting discussions and conclusions. 
 
There are areas of this dissertation that could have been improved: 
An abstract would have kept the reader into focus; 
A better and more in depth discussion of AI and ASI as it stands in the literature addressing the 
main question and goal would have helped the reader to appreciate more the theoretical work the 
student made when borrowing from the diverse disciplines to explore human cognitive biases. For 
instance, what are the areas of application of AI and ASI that the student was thinking of – and we 
should keep in mind - to appreciate how AI and ASI can become a security risk for us humans?   
The issue of value alignment is at the core of the student’s argument but should have been 
integrated, discussed and problematized more systematically in the literature. Can we really aim to 
grasp the essence of human values in an algorithm or mathematical model? Do values ever 
change? Do all people in different parts of the world hold the same values, that is, can we claim 
that exist universal human values? This last question in particular touches upon the difficulty to 
establish collective values, which the student mentions but never fully addresses.   
The literature review section and the theoretical chapters should have been integrated better with 
each other for the reader to fully appreciate the logic behind the student’s argument and 
framework. Because the current status of research on AI and ASI is poorly addressed in the first 
half of the dissertation, the reader found it difficult to truly appreciate how the elements borrowed 
from the multidisciplinary theoretical framework are really novel and contributed to the overall 
argument. This is clarified only in the conclusion of the dissertation, when the two main 
arguments are made clear. 
Many arguments and examples put forward in the dissertation are poorly referenced, and the 
bibliography also needs more accuracy.  
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Overall, there are several interesting theoretical questions as well as arguments raised by the 
student in this work, and this is a good dissertation.   
Reviewer 2 
The dissertation addresses a very interesting topic (human values and their relationship to AI) and 
one that clearly has captured the attention and fascination of the author. It is clear that there has 
been wide and meaningful engagement with literature, however, I feel that the literature review 
could still have provided a more detailed critical discussion of the 'state of the art' as a way to 
establish and set out the central gap and need for research.  Although a gap or puzzle is 
acknowledged/highlighted (the value alignment issue) there remains scope for a deeper 
engagement with the existing literature and a critical reading which clearly established the true 
nature of the problem.  The student does a good job of explaining the relationship of AI to security 
and why AI research is important (indeed crucial) for the further development of security studies.   
 
The dissertation would have benefited from a more focused introduction, which set out the general 
context of the topic and why there is merit in exploring AI, including the specific research 
question underpinning the dissertation (thus providing some useful signposting) prior to launching 
into the literature review.  
 
There is a claim that the dissertation adopts a transdisciplinary lens - but this is not adequately 
explained, although later in chapter one economics and behavioural economics are introduced as 
disciplines of merit. In what ways does your approach use and go beyond these two related 
disciplinary areas? Are there disciplines not explored which could have been used and why? This 
could have been explored in more depth in the second chapter which again alludes to the 
transdisciplinary approach to the case study but doesn't detail the specifics, although it does now 
indicate biological evolution and neurocognitive sciences which it appears will form the bulk of 
the main conceptual study in later chapters. These are complex approaches which may go beyond 
the scope of the programme and the research design section probably could have done with more 
explanatory aspects drawing on literature to explain what these approaches are and why these are 
the appropriate approaches to take or how they are already relevant with in the wider field of 
study. The research design fails to provide enough information on what the primary source 
material to be used is, or to introduce us to the case study itself.  
 
In terms of theory, the student introduces the concept of decision theory. In the oral defence it 
would be interesting to ask the student to expand on this and to discussion how their dissertation 
may contribute to a development in how decision theory plays a role in the AI/Security debate.    
 
Chapter 5 provides a good overview of the key issues and the discussion here begins to take on 
greater clarity and thankfully it returns to the question of security and the implication of AI for 
human security. As said, there is no doubt that this dissertation is driven by a passionate author. 
For the general reader, the text can be a bit challenging to follow at times and this is mainly due to 
the key signposting elements not being fully exploited. Overall though there is originality and the 
dissertation does raise an important conceptual puzzle, but structurally the dissertation could have 
benefitted from better integration of and critical engagement with the literature and setting out the 
narrative and central research question more clearly. Nonetheless, there is merit and the broad 
theoretical discussion shows evidence of critical thinking towards the later parts of the 
dissertation.    
 

 


