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Review text:

The thesis studies the effects of the adapter layers in sequence-to-sequence (seq2seq) Transformer

neural network in combination with separate unsupervised pre-training of the network encoder and

decoder using the BERT language modeling (LM) architecture. The student demonstrates that

using a BERT language models trained on large amounts of monolingual data (available in the

Huggingface repository) can provide effective initialization of the seq2seq network while introduc-

tion and isolated fine-tuning of the adapter layers helps to avoid catastrophic interference with the

knowledge contained in the initial LM parameter values provided by BERT. The student further

demonstrates that the adapters can be optimized even when the original seq2seq Transformer is

initialized with random parameter values, however, it results in a model with a poorer translation

performance (measured using BLEU). In later parts, the student investigates the effects of the

adapter size reduction on the translation performance and the behavior of the adapter fine-tuning

in a situation when the pre-trained BERT language model is corrupted (simulated by zeroing half

of the learned parameters during initialization).

In general, the thesis is of shorter nature, however, this is not necessary an issue if the research

results are clearly communicated. At points, the text contains some grammatical errors and it

would benefit from more polishing. Still, it is reasonably well-written considering that the student

might not be English native speaker.

The student provides a good overview of the recent trends related to the thesis topic, accom-

panied by figures and schematics, often cited from the previous works. What I found troubling

is the fact that although the figures aimed and better description of the underlying problems and

phenomena are available in the thesis, the descriptions (either in the text or in the figure captions)

are often omitted and the reader still needs to open the original publication (with the said figure)

to understand them. To give an example, Figure 2.1 illustrates a dynamic fusion mechanism, how-
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ever, without cross-referencing the original paper, it is not completely clear how the mechanism

works from the figure alone. From my personal perspective, the student should either provide his

own description of the included figures or remove them completely while referring the reader to the

original work. Also, Figure 1.8 describes an Add & Norm layer just before the adapter submodule

and an additional LayerNorm as the initial operation in the adapter submodule, implying double

application of layer normalization. Is this intentional or is that an error in description?

I found some concerning issues regarding some of the equations in thesis. The adapter for-

mula in Chapter 1.4 is factually wrong or nonsensical: for example, the function argument h is

completely omitted on the right-hand-side of the equation. By looking into the referenced paper,

we can see that the equation was incorrectly copied. Another minor error can be noticed in the

citation of the original BLEU precision equation (Equation 3.1). The student replaces the original

variable n-gram with n, introducing unnecessary confusion (it is a different n from the subscript

in left-hand-side pn, therefore, it should be distinguished). Additionally, the student refers to the

original n-gram (n in the thesis) as a “set of n-grams”, however, I would argue that it refers to

individual n-grams from the candidate C set. On the other hand, the student nicely points out the

differences between actual implementations of the scoring algorithm with respect to computing

the “effective reference length”; a detail the is skimmed over in the original paper.

The experiments presented in the thesis provide us with some interesting empirical results and

their scope is reasonable given the limited computation resources (cluster at MetaCentrum). The

student studies the adapters and BERT in the context of German-to-English machine translation;

they omit the other translation direction, even though it would help to support or refute some

of their conclusions (e.g., whether the poorer performance of adapters in the decoder can be

generalized or whether it is a result of that specific translation direction).

I have several questions regarding the chosen methodology and the experiment design.

• The student describes the BPE subword (and WordPiece) tokenization. He also later points

out that the artifacts created when using pre-trained BERT (e.g. &apos;, &quot; and their

tokenization is a result of using a different tokenizer. Is there a reason why the “BERT tok-

enizer” (available in Huggingface) was not used since it would guarantee identical tokeniztion

and, consequently, more comparable results?

• The student suggests creating three different datasets to study how much the additional

data affect pre-training performance: IWSLT, IWSLT+WMT500k and IWSLT+WMT2M.

Is there a reason for mixing the in-domain IWSLT data with general-domain WMT dataset?

Did the student consider studying the data volume effects strictly in a general-domain set-

tings (or in-domain, if there was a larger volume of IWSLT data available)?

• The student provides overview of the WMT parallel training corpora as a source of general-
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domain training data. Later a random sample of 500k and 2M sentence pairs is taken from

these corpora? Does the sample reflect the original data distribution or is there an equal

sample representation from each subcorpora?

• On page 34: “Our first experiment compared the results from an empty BERT model (a

transformer model with BERT configuration but no pre-trained BERT weights) without

any pre-training and adapters and only trained the model from scratch.” This part is a

bit confusing since the term “BERT” usually refers to the monolingual encoder-like part of

the original Transformer architecture. Does the student refer to the sequence-to-sequence

Transformer training using just the parallel data?

• The student mentions that “baseline 2M deserves a manual evaluation of the translation

output”, however, there is no manual evaluation provided in the thesis (regarding any model).

Only a case study of some of the model outputs is presented. Is that correct?

• In the parameter shuffling, zeroing and removal experiments, the student describes the op-

erations with respect to rows and columns of the parameter matrices. This description is

too vague - depending on the order of tensors in the operation (y = Wx vs y = xW , x being

input tensor and W parameter matrix), row/column modifications have different implica-

tions. A description with respect to the output tensor (y) would probably be more helpful.

In case of zeroing, does the operation imply zeroing values in certain positions of the re-

sulting tensor y (in the example above) or just changing the values? In case of zeroing the

embedding/output matrices, does the student zero whole vocabulary entries or just specific

positions in every embedding vector?

• At Figure 4.6: “[..] adapters random represents the model pre-trained only using random

weights.” Does the student mean that the model was initialized by random weights?

• The student shows that the model with adapters can partially “recover” even when the

rest of the model parameters is randomly initialized and not updated. This is later fur-

ther investigated by zeroing/removing half of the parameter values from the fixed part of

Transformer. Did the student consider also completely zeroing the whole fixed part of the

Transformer (excluding input embeddings and output matrix) to see the sole contribution

of adapters (and cross-attention layer) to translation quality (since the information can still

flow through the identity function in residual connections)? In addition, is there a reason for

random removal/zeroing of parameters instead of a structured approach based on a metric

(i.e. “importance” used in neural network pruning literature)? In my opinion, the intro-

duction of additional stochasticity can lead to more obfuscation and consequently, harder

interpretability of the results. Trying to remove only a half of the parameters seems to not
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give much insight into the studied problem. Additional experiments with different portions

of network being zeroed (even with stochastic removal) would help to see whether some

pattern arises with respect to the weight zeroing.

• The student also investigates the effect of adapter down-scaling on the translation perfor-

mance. The initial results (Figure ) suggest that the downscaling has little to no effect on the

resulting performance, however, there was no investigation past the 16x adapter size reduc-

tion. It would be interesting to find a “breaking point”, i.e. the limit of the downscaling, that

is at which point the model performance starts to degrade significantly. Most importantly, I

was unable to find, what is the original size of the adapter layer. This makes the reasoning

about the experiment results very difficult. Can the student provide the information (or

point to the section in the thesis containing the information)?

• The student mentions that the lower performance of zsbert (compared to zbert) is a result

of breaking the pretrained layer normalization. Did the student consider unfreezing and

fine-tuning the layer-norm trainable parameters to readjust to the dimension reduction?

• In the conclusion the student claims “We further show that even with random fixed weights

in the main part of the model, the adapters and cross-attention can recover and achieve

performance similar to one of the baseline models (the baseline 2M model).”, however, I

would argue that the adapter model benefits from being trained on in-domain IWSLT data

(the comparable baseline model used IWSLT+WMT dataset). Can the student refute this

argument?

• In the experiments with only encoder or decoder initialized with pre-trained BERT model,

it would make sense to unfreeze the randomly initialized part of the model (that is, only the

pre-trained BERT parameters are frozen) since it should lead to better overall results. Is

there a reason why these experiments were excluded by the student?

Overall, the student presented an interesting research problem (adapters combined with pre-

trained BERT language model), posed several hypotheses (most of them well-motivated) and

provided experimental results that allowed to make conclusions about the hypothesis. Still, I

think that some experiments could have been designed in a more structured manner (reducing

randomness, testing more extreme cases). The experiment part (Chapter 4 and 5) of the thesis

could definitely be improved from the structural standpoint, together with the terminology to

describe individual models studied in the experiments. However, this is strictly subjective opinion

of the reviewer and the writing style can be improved with experience.

The most severe issue I found were the errors in the provided formulas and the missing infor-

mation about the original size of the adapters (at least, I was not able to find it with moderate
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effort). This gives an impression of a hastily put together work and the student should really be-

ware of such errors in his future publications because it gives lesser credibility to his undestanding

of the topic and the presented results.

I recommend the thesis for defense.

I suggest to not consider the thesis for the annual award.

In Prague, 25. 8. 2022

Signature:
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