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Abstract: This thesis explores different ways of improving theatre play script
generation. To generate a theatre play script, we fine-tune the GPT-2 medium
language model on a mixture of theatre plays, movies, and TV show scripts,
training it to continue a human-written script start. As plain language-model
generation is not sufficient for generating a coherent full-length theatre play,
we propose a two step hierarchical generation approach: first generating
a plot summary and then conditioning the script generation on the plot
summary. We train the hierarchical model on a dataset which we created by
aligning plot summaries to script scenes using dynamic programming. We also
propose additional approaches to make the generated text more consistent
(with respect to characters and contradictions). We compare our models to a
strong vanilla GPT-2 XL baseline and achieve comparable performance with
our models being smaller and faster. Moreover, our hierarchical generation
approach allows generating a coherent full-length theatre play script under
limited human supervision, which has also been verified in practice by theatre
professionals within the THEaiTRE project.
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Abstract in Czech: Tato diplomová práce zkoumá způsoby jak vylepšit
generovánı́ scénáře divadelnı́ hry. Abychom vygenerovali scénář divadelnı́ hry,
dotrénujeme jazykový model GPT-2 medium na směsi scénářů divadelnı́ch her,
filmů a seriálů aby pokračoval v člověkem zadaném začátku scénáře. Pouhé
generovánı́ jazykovým modelem nestačı́ na vytvořenı́ celistvé celovečernı́
divadelné hry a proto navrhujeme dvoukrokový hierarchický přı́stup: nejdřı́ve
vygenerujeme dějové shrnutı́ a pak jı́m podmiňujeme generovánı́ scénáře.
Trénujeme hierarchický model na souboru dat, který jsme vytvořili přiřazenı́m
dějových shrnutı́ k scénám v scénáři využitı́m dynamického programovánı́.
Taktéž navrhujeme vı́cero přı́stupů na vylepšenı́ konzistence vygenerovaného
textu (zaměřené na postavy a kontradikce). Naše modely porovnáváme s
modelem GPT-2 XL a dosahujı́ srovnatelných výsledků, přičemž jsou menšı́
a rychlejšı́. Náš systém hierarchického generovánı́ umožňuje vygenerovat
celistvou celovečernı́ divadelnı́ hru s omezenými lidskými zásahy. Toto bylo
ověřeno profesionálnı́mi dramaturgy v rámci projektu THEaiTRE.
Keywords in Czech: generovánı́ přirozeného jazyka, strojové učenı́, hluboké
učenı́, zpracovánı́ přirozeného jazyka, divadelnı́ hra, předtrénované jazykové
modely
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List of Commonly Used
Abbreviations and Symbols
Notation We will use the following notation for all mathematical formulas
in this thesis:
•
•
•
•

a is a scalar
a is a vector (a column vector by default)
a⊤ denotes a transposed vector – i.e. a row vector
A is a matrix

List of Abbreviations and Symbols
• BOW – Bag-of-Words
• GPT-2 – Generative Pre-trained Transformer 2 (Radford et al., 2019),
introduced in Section 2.3
• GRU – Gated Recurrent Unit cell (Cho et al., 2014), introduced in
Section 2.2
• LSTM – Long Short-term Memory cell (Hochreiter and Schmidhuber,
1997), introduced in Section 2.2
• NER – Named Entity Recognition
• NLG – Natural Language Generation
• NLI – Natural Language Inference, defined in Bowman et al. (2015),
introduced in Section 4.1
• NLI-avg – Averaged NLI-Score, defined in Section 4.2
• NLI-pbt – Percentage of lines/sentences with an NLI-Score below a
given threshold, defined in Section 4.2
• RNN – Recurrent Neural Network, introduced in Section 2.2
• sBERT – Sentence BERT (Reimers and Gurevych, 2019), introduced
in Section 2.3
• σ – Standard Deviation
3
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1. Introduction
Neural story generation is becoming increasingly popular (Fan et al., 2018;
See et al., 2019; Ammanabrolu et al., 2020b), mostly due to the availability
of robustly pre-trained language models (Radford et al., 2019; Brown et al.,
2020). On the other hand, script generation has not been nearly as researched
yet and entails additional challenges. For example, we want the language
model to change styles based on which character is speaking to model their
unique personalities.
The length of the generated text poses another challenge. Most artificially
generated stories are short (usually less than 512 tokens) and can easily fit
into the context window of a language model, but theatre play scripts are
much longer. This introduces the problem of incoherence – the model loses
track of the events outside of its context window and either introduces new
unrelated plot twists or generates no plot twists at all. This thesis aims to
address this issue by introducing a two-step hierarchical generation system.
The first step is generating the plot summary of the theatre play, conditioned
on a human-written title. The second step is using that plot summary to
condition the generation of the theatre play.
Focusing our research in the direction of theatre play script generation
allows us to examine the limits of current language models and gives us
insight into the language model’s limited knowledge of our world. However,
our research provides us with a fascinating opportunity to reach a wider
audience through staging AI-written theatre plays and holding discussions on
how the play was made.
The rest of this chapter is structured as follows. We state the thesis goals
and contribution in Section 1.1. We introduce the THEaiTRE project in
Section 1.2 because it is essential to understand the wider context of this
thesis. Finally, we outline the rest of this thesis in Section 1.3.

1.1

Thesis Goals and Contribution

In this thesis, we explore the current state of theatre play script generation.
The main goal of this thesis is to propose, implement, and evaluate possible
enhancements to increase the quality of the generated scripts. We present
our contributions in several key areas:
1. Hierarchical Generation – we design, implement, and evaluate a
5

system which first generates a plot summary of a play, conditioned on a
user-given title and then uses the generated plot summary to condition
script generation. This contribution is described in Chapter 6.
2. Dataset Preparation – we implement and evaluate an algorithm for
training data alignment of sentences from plot summaries and script
scenes. This algorithm is introduced in Section 6.2.
3. Creative Text Evaluation – we propose a consistency metric in order
to evaluate the presence of contradictions and repetition in the generated
texts. This metric is covered in Chapter 4.
4. Internal Consistency – we explore the use of our proposed consistency
metric as a filter during decoding to achieve more consistent text. This
experiment is described in Section 7.1.
5. Domain Adaptation – we gather and clean a dataset of theatre,
movie, and TV show scripts and fine-tune a GPT-2 medium model on
this data. The model’s performance is compared to a strong vanilla
GPT-2 XL baseline. This comparison is addressed in Chapter 5.
6. Character Faithfulness – we propose a character orchestration technique in order to maintain a reasonable number of characters in the
play. Furthermore, we experiment with character name anonymization
and evaluate its impact. These experiments are described in Sections
7.2 and 7.3.

1.2

THEaiTRE project

The research and development in this thesis has been conducted within the
THEaiTRE project.1 The goal of this project was to create an AI system to
generate a theatre play script in celebration of the 100th anniversary of Karel
Čapek’s theatre play ‘R.U.R’, where the word robot was first introduced. The
project was a collaboration between:
• the Institute of Formal and Applied Linguistics, Faculty of Mathematics
and Physics, Charles University
• the Švanda Theatre and the Theatre Academy of Performing Arts
in Prague
• CEE Hacks
1

https://theaitre.com/
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In this thesis, we mostly isolate our own contributions from other contributions of the THEaiTRE project, but in some cases it is necessary to refer to
work done by another project member. Such cases are always clearly marked,
i.e. unless stated otherwise, novel work described in this thesis is the work of
the thesis author.
All models and extensions presented in this thesis have been designed to
be used within an online interactive generation tool called THEaiTRobot. It
was produced in two main variants: THEaiTRobot 1.0 and THEaiTRobot 2.0.
THEaiTRobot 1.0 (Rosa et al., 2021) is designed for generating a continuation
of a user-given prompt. The models used for this variant are described in
Chapter 5.
THEaiTRobot 2.0 (Rosa et al., 2022) has a separate model for plot
summary generation (described in Section 6.1) and a model for generating a
script conditioned on the generated plot summary (described in Section 6.3).
User options for influencing the script are shown in Figure 1.1.
Both variants of THEaiTRobot allow the user to re-generate the script
from a given point or to insert their own lines. The manual editing options
in THEaiTRobot 2.0 were expanded compared to THEaiTRobot 1.0 and
are illustrated in Figure 1.1 The number of human interventions is recorded
along with the type of the intervention. For more details on both variants
of THEaiTRobot, we refer the reader to Rosa et al. (2021) and Rosa et al.
(2022).

1.3

Thesis Structure

The rest of this thesis is structured as follows: Chapters 2-3 provide the
necessary theoretical background for the proper understanding of this thesis.
In Chapter 2, we briefly cover neural networks and their variants and architectures. In Chapter 3, we review the literature related to our research. We
discuss recent works that propose new approaches to story or script generation
as well as creative text evaluation.
Chapters 4-7 present the novel contributions of this thesis. In Chapter 4,
we propose our automatic metric for identifying inconsistencies and repetition,
leveraging the task of Natural Language Inference (Bowman et al., 2015). In
Chapter 5, we discuss strategies for continuing a prompt in a script format
and compare our fine-tuned GPT-2 medium model to a strong vanilla GPT-2
XL baseline. In Chapter 6, we present a hierarchical approach to theatre play
script generation by first generating the plot summary of the play and then
7

Figure 1.1: A screenshot from the THEaiTRobot. The cross generates an
alternative continuation starting with the given line. The arrow creates
an alternative line while keeping the script continuation. The plus symbol
generates and inserts a line, while the scissors symbol deletes it without any
changes to the continuation in both cases. Finally, the triangle symbol allows
for human input that prompts the regeneration of the continuation.

using it to condition the generation of a script. Moreover, we create our own
dataset for this purpose. In Chapter 7, we experiment with extensions to the
approaches from Chapters 5 and 6.
Excerpts from the generated plot summaries and scripts are presented in
Appendix A.
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2. Theoretical Background
In this chapter, we introduce the theoretical foundations on which this thesis
is built. We lay down the foundations of neural networks in Section 2.1. In
Section 2.2, we discuss Recurrent Neural Networks. Concluding the part about
neural networks, we dedicate Section 2.3 to the Transformer architecture and
discuss selected Transformer models. Finally, in Section 2.4, we introduce
textual property metrics that we use throughout this thesis.
We expect the reader to be somewhat familiar with neural networks prior
to reading this thesis – for a comprehensive introduction, we refer the reader
to Goodfellow et al. (2016).

2.1

Deep Feedforward Networks

Deep feedforward networks (DFNs) are directed graphs whose goal is to
approximate a function f ∗. Formally, they define a mapping y = f (x; θ),
where x is the input and θ are the learned parameters that result in the
best approximation of f ∗ (Goodfellow et al., 2016, Ch. 6). They can be used
for a variety of tasks, notably classification and regression. DFNs consist of
neurons organized into layers – the first layer is called the input layer, the last
is called the output layer, and the layers in between are referred to as hidden.
Traditionally, all neurons in one layer are connected to all of the neurons in
the adjacent layers by edges bearing weights. An example of such network is
shown in Figure 2.1.
We can formalize a hidden layer h as h = g(W x + b), where W are the
edge weights, x is the input vector from the previous layer, b is the bias
vector, and g is an activation function. An activation function is a fixed
nonlinear function, such as:
•
•
•
•

sigmoid(x) = 1+e1−x
x
softmax(x)i = Σej eixj
ReLU(x) =max(0,x)
tanh(x) = 2 sigmoid(2x) − 1

Sigmoid and softmax are typically used as activation functions on the output
layer, while ReLU and tanh are used on hidden layers.
Loss Function In order to train the weights of the network, it is necessary
to measure how the weights are performing on a given set of data. This is done
9

Figure 2.1: An example of a small feedforward network, image taken from
Alammar (2016).

via a loss function. Commonly used loss functions derived from maximum
likelihood estimation are:
• Negative Log-Likelihood used for classification tasks:
J(θ) = −Ex,y∼p˜︁data log pmodel (y|x)
• Mean Square Error used for regression tasks:
J(θ) = 21 Ex,y∼p˜︁data ||y − f (x; θ)||2
The loss function quantifies how far we are from the results we are trying to
achieve. Therefore, we aim to minimize the loss during training using the
back-propagation algorithm (Rumelhart et al., 1986). Back-propagating the
errors allows us to adjust the weights that contributed to those errors. The
back-propagation algorithm finds the minimum based on the loss function’s
gradient, more details about loss minimization can be found in the paragraph
below.
Optimizing the Loss There are several widely used optimization algorithms for the weight updates, such as Stochastic Gradient Descent (SGD)
(Robbins and Monro, 1951), SGD with momentum (Rumelhart et al., 1986),
AdaGrad (Duchi et al., 2011). We will focus on Adam (Kingma and Ba, 2015),
as it was the optimizer we used in this thesis. It is described in Algorithm
1. A simpler algorithm, such as SGD, would only update the weights by
10

moving in the direction of the current gradient multiplied by the learning
rate α. Adam uses momentum estimates ŝ and r̂ to minimize the loss more
efficiently. The momentum estimates keep track of the general direction in
which the loss is being minimized and stabilize the minimum-finding process.
Algorithm 1 Adam algorithm, pseudocode from Straka (2022)
Input: NN computing function f (x; θ)
Input: Learning rate α, constant ε
Input: Momentum β1 and β2
Input: Batch size m
s ← 0, r ← 0, t ← 0
while stopping criterion not met do
sample a minibatch of m training examples (x(i) , y (i) )
∑︁
g ← m1 ∇θ i L(f (x(i) ; θ), y (i) )
t←t+1
s ← β1 s + (1 − β1 )g
r ← β2 r + (1 − β2 )g 2
s
ŝ ← (1−β
t
1)
r
r̂ ← (1−β
t
2)
α
θ ← θ − √r̂+ε
ŝ
end while
return θ
▷ Updated parameters

Learning Rate Scheduling Learning rate α influences the magnitude of
the weight updates and is given as a parameter to the algorithm (Goodfellow
et al., 2016, Ch. 8). The value of α has a direct impact on how quickly the
minimum is found. However, it is possible for it to change throughout training
by using learning rate scheduling: either warm-up, or learning rate decay.
Warm-up linearly increases the learning rate from zero to α during a number
of steps that are given as a parameter. This helps make the estimates made
by the Adam algorithm more reliable.
On the other hand, learning rate decay lowers the learning rate polynomially or exponentially over a set amount of epochs to a specified learning rate
α1 .
Regularization Over-fitting is a common problem when training neural
networks – the model learns to copy the training data too well and then
has a worse performance on unseen data. There are several regularization
11

techniques to target this problem, such as Dropout (Srivastava et al., 2014),
Batch Normalization (Ioffe and Szegedy, 2015), and L1 and L2 regularization
(Ng, 2004). We will rather focus on Layer Normalization (Ba et al., 2016) as
it is a part of the Transformer architecture discussed in Section 2.3. Layer
normalization statistics µ and σ are computed across all hidden units within
the same layer:
H
1 ∑︂
µ=
ai
H i=1
σ=

⌜
⃓
⃓
⎷

H
1 ∑︂
(ai − µ)2
H i=1

where H is the number of the hidden units in a given layer and ai are the
values within those hidden units. Then the values are normalized as follows:
ai,k − µi
âi,k = √︂
σi2 + ε
LNγ,β (ai ) = γâi + β
where γ and β are trainable parameters, and ε is a small value added to avoid
division by zero. Besides its regularization effect, layer normalization can also
help speed up the training process.
Residual Connections Residual (or skip) connections (He et al., 2015)
allow the network to bypass a layer or a group of layers. This is done by
adding or concatenating the values of a certain layer to another layer later on
in the network.

2.2

Recurrent Neural Networks

Deep feedforward networks process a single input vector of a fixed length and
learn a set of specific weights for specific edges. This makes them difficult to
use for natural language, since sentence lengths are variable and the word
order can change as well. They are also fully connected which adds too many
dependencies. Recurrent neural networks (RNNs) (Rumelhart et al., 1986)
address these limitations.
The basic building block of an RNN is called a cell. It receives an
input, produces an output, and maintains an internal state which propagates
information over the processed sequence. Two types of cells are predominantly
being used: Long Short-Term Memory (LSTM) (Hochreiter and Schmidhuber,
12

1997) illustrated in Figure 2.2 and Gated Recurrent Unit (GRU) (Cho et al.,
2014) shown in Figure 2.3. These cells are then chained in order to create a
network – this can be done from left-to-right, right-to-left, or bidirectionally,
possibly in several layers.
LSTM Long Short-Term Memory cells were designed to carry information
through a sequence inside the cell state. A LSTM cell contains retention gates,
which control how much of the currently processed information will be added
to the state, as well as forget gates, which control how much information
should be removed from the state. Finally, a gate also controls how much
information from the internal state should be passed into the output. The
gates are implemented by the sigmoid function as its range is between 0 and
1. LSTMs tend to perform very well, but as they require a large amount of
matrix operations.

Figure 2.2: A schema of a LSTM
cell, image from Olah (2015).

Figure 2.3: A schema of a GRU
cell, image from Olah (2015).

GRU Gated Recurrent Units (see Figure 2.3) are simpler in nature: they
combine the retention and forgetting gates into a single update gate. The main
advantage of GRUs is that they are generally faster and have a comparable
performance to LSTMs in many tasks.
Sequence-to-Sequence Models In order to transform an arbitrarily long
text into another text with no pre-defined length, we use the sequence-tosequence architecture (Sutskever et al., 2014). This architecture has two
main components: an encoder RNN, which encodes the input text into a
13

hidden state, and a decoder RNN, which transforms the encoded source text
to target text. The encoder processes the entire input sequence token-bytoken, updating its state along the way and then feeds the final state into the
decoder.
The decoder starts generating the target sequence with this state and
a special ‘beginning-of-sequence’ token. The decoder is autoregressive - it
generates an output based on its previous state as well as its previous output.
The output is created by passing the hidden state through a softmax layer
that represents a dictionary. When training, instead of receiving the real
decoder output from the previous step, the gold output is used. The decoder
stops generating once a special ‘end-of-sequence’ token has been generated.
Attention Producing a single vector representation of an input sentence
was sometimes sufficient as information was lost, especially when processing
long sentences. To address this issue, Bahdanau et al. (2014) proposed the
attention mechanism (also called Bahdanau attention). Attention introduces
context vectors ci to the decoder, which are a weighted combination of the
∑︁
encoded source sequence. The context vectors are computed as ci = j αij hj ,
where αij is the weight and hj is an encoded token from the sequence. The
weights αij are obtained by using a softmax over a weighted combination of
the encoded token hj and the previous decoder state.
In addition to carrying more information to the decoder, attention also
helps to point out which parts of the source sequence are more relevant to
the part of the target sequence that is being generated at a given time.

2.3

Transformers

The Transformer architecture (Vaswani et al., 2017) is currently the gold standard for natural language processing. Similarly to the Seq2Seq architecture,
it is composed of a stack of encoders and a stack of decoders. However, the
internal structure of the components is different. Each encoder first applies
self-attention to the inputs and then processes them through a feedforward
neural network. The decoders have the self-attention layer as well as the
feedforward neural network, but have an additional layer of encoder-decoder
attention between them. The encoder-decoder attention is similar to Bahdanau attention (Bahdanau et al., 2014) described in Section 2.2. Each of the
layers involves an additional residual connection (He et al., 2015) and layer
normalization (Ba et al., 2016). Finally, in order to produce the next word,
14

the decoder output is connected to a fully connected linear layer followed by
a softmax layer. The softmax layer contains the next-word likelihood. This
architecture is illustrated in Figure 2.4.
In the original paper, 6 encoders are stacked on top of each other – the
same applies to decoders. While this number is a hyparameter, the stacking
strategy is a common theme among various Transformer models.
Positional Encoding The information about word order is important,
because rearranging the words could change the meaning of a sentence or
even make it incomprehensible. Unlike RNNs, which process their input
word-by-word, Transformers are capable of processing all words in a sentence
simultaneously. Therefore, they would have no way of knowing the word
order of the sentence. For this reason, positional encodings are added to the
word embeddings. The positional embeddings leverage goniometric function
sine and cosine in several modifications in order to create several frequencies.
The model then learns to associate the values of these periodic functions with
word order in the sentence.
Self-Attention1 In order to calculate the self-attention of a vector X
representing a sequence, we first calculate a Query (Q), Key (K), and Value
(V) representations for each word by multiplying the embeddings by separate
trainable weight matrices for each of them:
X × WQ = Q
X × WK = K
X × WV = V

(2.1)

The self-attention (Z) is then calculated as: Z =softmax(Q × K ⊤ )V . As
there are several attention heads, this process happens multiple times with
distinct weight matrices. All of the attention heads Zi are then concatenated
and multiplied with a trainable weight matrix WO in order to provide the
final self-attention Z.
Decoder Specifics When applying self-attention in the decoder, it is only
allowed to see the previous tokens in the output sequence and the future
tokens are undefined.
The following text was inspired by a blog post written by Alammar (2018), we refer
the reader to this blog for a more visual description of this concept.
1
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Furthermore, decoders have an additional layer of encoder-decoder attention. This is computed identically to self-attention, with the difference being
that the Key and Value matrices are computed by the encoder stack and the
Query matrix is computed in the previous layer.

Figure 2.4: Transformer, image from Alammar (2018). The left part of the
image is the encoder stack which generates an encoded representation of the
input text. The decoder gets the encoded representation as well as the key
and value matrices used for computing the encoder-decoder attention. The
decoder outputs are passed through a linear layer and then softmax is applied
to create the next-token likelihood distribution.
Transformer-based Models There are numerous pre-trained Transformer
models, which use various self-supervised pre-training schemes on low-level
language tasks where no specific annotation is needed. These pre-training
schemes have proven to be helpful and contribute to a better performance
when fine-tuning the model for another task. We only discuss the Transformer
variants and pre-training schemes that are relevant to this thesis:
• Pegasus (Zhang et al., 2020) is a regular Transformer pre-trained on
the task of gap-sentence generation in order to achieve better results in
abstractive summarization.
• T5 (Raffel et al., 2020) is also a standard Transformer pre-trained for
multiple tasks at once by pre-pending task-specific keywords to the
processed text.
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• BART (Lewis et al., 2020) is a standard Transformer pre-trained on
the task of reconstructing data corrupted by arbitrary noise.
• BERT (Devlin et al., 2019) only uses a stack of encoders and is pretrained on the task of masked language modelling.
• Longformer (Beltagy et al., 2020) modifies the self-attention mechanism in order to be able to process longer texts.
• RoBERTa (Liu et al., 2019) is a version of BERT with an optimized
method for pre-training.
• sBERT (Reimers and Gurevych, 2019) is a collection of BERT-based
models specifically pre-trained for creating semantically meaningful
sentence embeddings.
• XLNet (Yang et al., 2019) is also a version of BERT pre-trained for
the task of permuted language modelling.
• MPNet (Song et al., 2020) is yet another version of BERT combining
the masked language modelling schema of BERT as well as permuted
language pre-training schema of XLNet.
• GPT-2 (Radford et al., 2019) only uses stacks of decoders. The height
of the stack depends on the model size used. In this thesis, we work with
GPT-2 medium (24 decoders) and GPT-2 XL (48). It is pre-trained for
the task of next-word prediction given preceding context. It generates
text until it surpasses a maximum length set by a parameter during
decoding, or a special end-of-text token is reached.
• GPT-3 (Brown et al., 2020) is a newer version of the GPT-2 model
with more parameters and pre-trained on a larger dataset.
Decoding Methods The performance of language models can also be
affected by the decoding methods and parameters used, i.e. how exactly the
next generated word is chosen from the predicted softmax distribution. We
will focus on the methods that were explored within this thesis:
• Greedy sampling picks the token with the highest likelihood.
• Random sampling selects a random token based on a given likelihood
distribution.
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• Top-k sampling (Fan et al., 2018) picks k most likely tokens and
redistributes the remaining probability mass among them.
• Nucleus sampling2 (Holtzman et al., 2020) picks the smallest set of
tokens whose probabilities add up to more than a given probability
mass, controlled by the parameter p. Similarly as in top-k sampling,
the probability is distributed among those tokens.
• Typical decoding (Meister et al., 2022) limits the sampling distribution to tokens within a given absolute range from the model’s conditional
entropy at that step.
• Beam search (Reddy et al., 1977) follows k best hypotheses during
decoding and at each step expands all of them, then retains the best k
overall. The best single hypothesis is selected at the end of generation.
We use the implementation of all decoding methods from the Huggingface Transformers library (Wolf et al., 2020) throughout this thesis.3 The
Huggingface library allows to combine some of the decoding methods. In
case more sampling methods are used at once, top-k filtering is applied first,
followed by top-p, and then typical decoding. The redistribution of likelihood
happens only once after all methods have been applied.

2.4

Metrics

In the first part of this section, we briefly introduce metrics that we use for
output characterization and evaluation. We describe more complex metrics
in Section 3.4. However, many of them, such as ROUGE (Lin, 2004), only
work when a human-written reference is available. Therefore, we solely rely
on metrics that can be used for evaluating novel creative text. In the second
part of this section, we introduce our principles for human evaluation and
describe our evaluation criteria.
Automatic Metrics In this thesis, we use the following metrics for the
characterization of generated texts:
Also called top-p sampling
We do not use greedy and random sampling because they are not compatible with
the remaining methods, which produce better results. We list them to provide a better
overview of decoding methods.
2
3
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• Entropy: H(P ) = − x P (x) log P (x), measures the amount of surprise across a distribution. When measured on texts, it is indicative
of text variability – low entropy usually signifies repetitive text, while
entropy that is too high can mean the text lacks any structure and is
potentially gibberish.
∑︁

• Cross Entropy: H(P, Q) = −

∑︁
x

P (x) log P (x) −

∑︁
x

P (x) log Q(x)
, meaP (x)

sures the similarity between two distributions. In our case, we want
to compare the distribution of the language model to the true word
distribution in a language.
• Perplexity: PPL(P ) = 2H(P,Q) , where H(P ) is the cross entropy
between the distribution learned by a language model and the true word
distribution.4
• Cosine Similarity: cos(θ) = ||x||x·y||y|| is used as a similarity measure
between embeddings (vector representations of text). The angle between
the embeddings correlates to their semantic similarity. It is a real
number in the range of -1 and 1 with a higher number denoting that
the examined embeddings are more similar.
• Vocabulary Size: |A|, where A is the set of all words across a collection
of text. A larger vocabulary size means a more diverse vocabulary.
Human Evaluation We supplement automatically computed statistics
with human evaluation. Throughout this thesis, we use two main tasks in
human evaluation: relative ranking and absolute scoring. In relative ranking,
we ask the annotators to rank the evaluated outputs from the best to the
worst, or to simply select the best and the worst example.
In absolute scoring, we ask the annotators to give each evaluated text
a score based on a specific aspect. The scores always range from one to five,
with five being the best. The evaluated aspects used within this thesis are:
• Character faithfulness – ‘Do the characters maintain a consistent
persona in the text? Is there an adequate number of characters?’
• Coherence – ‘Do the sentences follow each other logically? Are new
topics introduced abruptly or are old topics repeated unnecessarily?’
Sometimes perplexity is defined as the exponential of Shannon entropy H(P ). However, cross entropy makes more sense for a language model because it can compare two
distributions.
4
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• Consistency – ‘Are there any contradictions or inconsistencies within
the story?’
• Originality – ‘Is this text original? Does it contain a novel or an
interesting idea?’
• Overall impression – ‘How much did you enjoy reading this text?’
• Real world applicability – ‘Is the story applicable to the real world?
Does it adhere to common sense?’
• Title relevance – ‘Is the title relevant to the story?’
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3. Related Work
In this chapter, we review the works related to this thesis. First, we discuss
story generation in Section 3.1. In Section 3.2, we comment on works that
analyze or generate scripts, which is the closest to our goals. We refer to
freely available text generation demos in Section 3.3. Finally, in Section 3.4,
we review the current approaches to creative text evaluation.

3.1

Story Generation

Early Story Generation Systems The first approaches to artificial story
generation were based on grammars. According to Ryan (2017) and Riedl
(2021), the earliest grammar for story generation was developed by Joseph
E. Grimes in the early 1960s. It is inspired by Propp (1968) who sets down
theoretical foundations of folk tales. The system generated stories using a
Monte Carlo simulation, however the details have not been published at the
time of invention and are thus not known.
The first recorded approach to story generation using probabilistic features
was Novel Writer by Klein et al. (1973). The generated stories are simulated
by a semantic network which changed based on probabilistic rules. The story
domain is strictly limited to murders happening during a weekend party.
Furthermore, the sequence of events is hardwired. The only unknowns are
the identities of both the murderer and the victim as well as the motive.
Another system worth mentioning is the TALE-SPIN (Meehan, 1977) as it
is the first story generation system perceived as ‘intelligent’ (Riedl, 2021). It
is built on foundations of story understanding and includes a limited inventory
of possible actions with defined valencies (the object and the subject) that
can appear in the generated story. The object, subject, and the action are the
basic building block – a triplet. TALE-SPIN contains three main components:
a problem solver which decomposes goals into lower granularity sub-goals, an
assertion mechanism that saves events represented by triplets into memory
and then a consequence mechanism which computes the consequences of a
given action. The consequence of an action can either be a goal which is
processed by the problem solver, or a triplet that is processed by the assertion
and then the consequence mechanism again.
For a more comprehensive overview of the early approaches to story
generation and computational creativity, see the review by Gervas (2009). A
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survey of story generation approaches, both earlier and more recent is also
presented in a primer by Riedl (2021). In the remainder of this section, we
will focus on more novel works utilizing statistical methods, as these are the
closest to our own approach.
Current Story Generation in General The majority of current story
generation approaches use either Recurrent Neural Networks (Rumelhart et al.,
1986), or the Seq2Seq architecture (Sutskever et al., 2014), or a Transformer
architecture (Vaswani et al., 2017) (see Chapter 2 for the introduction of all
these architectures). While it is possible to use vanilla pre-trained language
models, such as GPT-2 (Radford et al., 2019), for story generation, we focus
on works that add more ideas. We separate them into conceptual groups based
on the authors’ goals and approaches. We discuss hierarchical approaches
which generate text word-by-word starting from smaller inputs, such as titles,
to longer outputs, i.e. the generated stories. There is a group of hierarchical
approaches that generate a skeleton of the generated story and fill the gaps
in it instead of generating word-by-word from start to finish. We also review
statistical methods combined with symbolic approaches, works that aim to
increase coherence of long stories, or their ability to generate text consistent
with the laws of nature and social norms. Finally, we discuss works that
generate the story ending first and then iteratively fill in the rest of the stories
and approaches that specifically track entities in the generated stories.
Overall, many of the approaches mentioned in this section are trained
or fine-tuned on the ROCstories dataset (Mostafazadeh et al., 2016a). The
stories in this dataset are usually five sentences long and very simple in nature
which often makes them dull. While this sets a consistent standard, our goals
in this thesis are more ambitious. We aim for stories that are not only longer
than this standard, but also more complex. This is the reason why we do not
compare our plot summary generation model from Section 6.1 to these works.
Hierarchical Approaches As our proposed approach in Chapter 6 is
hierarchical, we draw inspiration for other hierarchical systems for story
generation. Fan et al. (2018) propose a hierarchical generation system which
first generates prompts (titles or topics) and then transforms them into stories.
This is done using a Seq2Seq network with Self-Attention using a convolutional
decoder. There are two copies of the network with different weights – one
part simulates a language model for the purposes of sentence grammaticality,
while the other part focuses on more specific words that make the stories
more interesting.
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A comparison of Fan et al. (2018) and vanilla GPT-2 small (Radford et al.
(2019); see Section 2.3) is presented by See et al. (2019). After comparing the
two in many different aspects, See et al. (2019) come to the conclusion that
GPT-2 small outperforms the hierarchical fusion model in most evaluated
aspects. This is attributed to the vast dataset GPT-2 small was pre-trained
on.
Ammanabrolu et al. (2019) also attempt to generate story plots and use
them for story generation. They break down the plot to a sequence of events
and proceed to generate natural language sentences describing those events
using a cascade of approaches. First, they use retrieve-and-edit (Hashimoto
et al., 2018), then apply sentence templates and finish with beam search.
Finally, a similar idea has been explored by Rashkin et al. (2020), who
generate a story conditioned on a given outline. The outline is essentially
a set of bullet points – usually a phrase or a couple of keywords. Rashkin
et al. (2020) approach this by including explicit state tracking using a memory
vector which is combined with GPT-2’s Self-Attention when decoding. The
bullet points are not mentioned in the text word by word, but they are rather
tracked conceptually.
Skeleton-Based Hierarchical Story Generation While the following
approaches are technically hierarchical, we choose to examine them as a separate class. The Skeleton-Based Hierarchical approaches generate a skeleton –
a sequence of keywords or placeholders – and iteratively fill it with words in
order to form whole sentences.1 This is done iteratively, usually progressing
from the most informative or specific words to more common words that carry
less information, but are grammatically necessary.
Xu et al. (2018) use reinforcement learning to enhance the performance of
a Seq2Seq model in order to transform a skeleton – a collection of the most
important phrases – into sentences. The skeleton generation is done using a
Seq2Seq model trained on pairs of inputs and skeletons extracted from gold
data. Similarly, the story generation from the skeleton is also done using a
Seq2Seq model. Xu et al. (2018) avoid using character names to eliminate
the impact of the name choice on the output. The characters are referred to
either by their gender, or another identifying trait, such as their occupation
or role in the story. This is similar to our name anonymization extensions
presented in Chapter 7.
The term Skeleton-Based has been inspired by the nomenclature used in Xu et al.
(2018). Other names are also possible, for example Tan et al. (2021) refer to their approach
as Progressive.
1
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The work of Fan et al. (2018), discussed among the hierarchical approaches,
is expanded by adding more steps to the hierarchical generation (Fan et al.,
2019). Rather than simply expanding the prompt into longer stories wordby-word, this approach focuses on generating sentence representations using
keywords and placeholders. These representations are then refined into a
story, but the entities in the story remain anonymized until the final step
– the full story in its human-readable form. Unlike Xu et al. (2018), the
anonymization uses placeholders instead of common nouns that describe the
characters.
Tan et al. (2021) generate domain-specific words first and then iteratively
refine the text by adding more words until whole sentences are formed in k
stages. A separate BART language model (Lewis et al. (2020); see Section
2.3) is fine-tuned for each stage. The authors experiment with k equal to two,
three, and four and conclude k = 4 produces the best results.
Another skeleton-based approach to story generation has been taken by
Yao et al. (2019). They use planning in order to map out the skeleton. The
plan of the story is a sequence of single keywords. The input to the planner
is either a title or a topic of the story. Yao et al. (2019) propose two planning
strategies: dynamic and static. The static strategy plans out the entire story
in advance, first completing the keyword sequence of the story and then
transforms this plan into natural language sentences. On the other hand, the
dynamic strategy interweaves the planning and the transformation step and
conditions one on the other.
Symbolic Approaches Many recent approaches combine statistical methods with symbolic approaches such as graphs or semantic frames. This is the
case for Ammanabrolu et al. (2020a) who use knowledge graphs as a basis to
generate interactive fiction – i.e. text based games that can be influenced by
the user to some extent. In this case, the knowledge graphs serve as a database
of information and relations between entities and objects. This approach is
interesting to us because it could formally enforce story consistency.
Martin et al. (2018) propose a way of representing events as a 4-tuple of
verb, subject, object, and a modifier (e.g. <john, go, store, glad>). These
representations are then used to find the most likely sequence of events.
After the sequence of events is complete, the events are transformed by an
encoder-decoder model into natural sentences to form a human-readable story.
A limitation of this approach is that the generated sentences are frequently
semantically unrelated.
Similarly, Tu et al. (2019) propose a generation framework that generates
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story continuations that can be controlled using semantic frames. The frames
can specify various attributes of the generated sentence, such as sequence
length, sentiment or verbal predicates. The values set in the frames are
represented by a vector that is fed into a Seq2Seq model together with the
story beginning.
Peng et al. (2018) developed a simpler framework which enables human
users to set the storyline to be followed by the story and the story ending
valence (a “happy” ending vs a “sad” ending). The story is then generated
using a recurrent neural network as an Analyzer and a Generator component
which work in tandem to ensure the generated story adheres to the user-given
storyline and ending valence.
Coherence of Long Stories Some generated stories exceed the context
length of the model used for generation. This can lead to topics and themes
slowly disappearing and important information being forgotten, which is
perceived as incoherence by the reader. We review two works that focus
specifically on this issue.
In order to increase coherence of long stories, Ippolito et al. (2020) propose using a sentence-level language model instead of the traditionally used
subword-level language models. Instead of generating the stories word-byword, they select the best continuation from a finite set of sentences from the
training data. While Ippolito et al. (2020) demonstrate that this approach is
successful in increasing the story coherence, using whole sentences from the
training data decreases the diversity and originality of the generated stories.
Guan et al. (2021a) propose an alternative approach which aims to improve story coherence. Their Transformer models are trained on three tasks
simultaneously: language modelling, inter-sentence semantic similarity using
sentence-level representations, and correct ordering of sentences. In order to
emphasize coherence, their training data also includes incoherent text created
by shuffling or repeating sentences as negative examples.
Commonsense Knowledge for Story Generation Language models
are trained on low-level tasks, such as next word prediction, and lack a
connection to the outside world. Bender and Koller (2020) and Bender et al.
(2021) argue that language models do not comprehend the world around
us. As a result, they sometimes generate texts that do not respect the laws
of nature or social norms. We refer to such texts as non-normative. We
introduce selected works that specifically address the issue of non-normativity
in story generation.
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Lin et al. (2017) mined commonsense knowledge from various sources and
encoded it as rules with certain costs. An example of such commonsense rule
is that a person who walks into a restaurant is much more likely to order a
meal than to fall asleep. The costs are determined by the observed likelihoods
between two events – the correlation between restaurant and food is high.
They use an attention mechanism to determine which extracted rules are
applicable to the processed context.
The issue of commonsense knowledge was also addressed by Mao et al.
(2019). They proposed a two-step fine-tuning scheme for GPT-2 small (Radford et al., 2019): first fine-tuning the model for the task of commonsense
reasoning (mostly pairs of questions and answers) and then for story generation. Mao et al. (2019) found that while this approach does not ensure that
the generated text will be normative, it improves the likelihood compared to
a vanilla model.
Similarly Guan et al. (2020) who used external knowledge bases to generate
normative stories instead of pairs of questions and answers. The knowledge
bases contained triplets representing entities and their relation and were
transformed into natural sentences using templates. These transformed
sentences from the knowledge bases were then used as part of the training
data, along with the ROCStories dataset (Mostafazadeh et al., 2016a). Instead
of doing this in two steps, the data from knowledge bases and ROCStories
were used simultaneously in one fine-tuning step.
Finally, Peng et al. (2020) aim to address these commonsense problems
by using policy gradient reinforcement learning with a text classifier that
determines whether a given text is normative.
Approaches Focused on Story Ending Stories generated by language
models can sometimes be dull and lack any plot twists or reasonable endings.
We discuss works that focus on this issue and get prompted by the story
ending instead of the title or the beginning of the story.
Such strategy is presented by Castricato et al. (2021b), who approach the
task of story generation by first generating the end of the story. Afterwards,
they iteratively generate the intermediate events which attempt to explain
how the final events came to be.
Tambwekar et al. (2019) aim to generate more coherent stories which work
towards a specific ending determined at the start of generation. They propose
an approach which first analyzes a story corpus and back-propagate rewards
to guide a language model to a specific ending while training. Tambwekar
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et al. (2019) report that by using the rewards to shape story generation, they
reach the given ending in 93% of the generated stories.
Approaches Focused on Entities Entities in generated stories are often
inconsistent, change their beliefs, characteristic traits or their relations to
other characters. We review works that are centered around entities in order
to address this problem. When speaking about entities, we mostly refer to
characters as they the most researched type of entity within story generation.
Ji et al. (2017) propose EntityNLP – a dynamic entity tracking network.
The characters are represented by their embeddings as well as their literal
mentions in the text. Using these embeddings in the context influences the
choice of words and actions in a given sentence and vice versa. Whenever a
character embedding is used, it is updated based on the context to simulate
the way characters evolve over the course of a story. While the EntityNLM
developed by Ji et al. (2017) can be used for several tasks, such as language
modelling or coreference resolution, it is not presented as a story generation
approach. Clark et al. (2018) expand upon this work by explicitly introducing
dynamic entity tracking into story generation. They trained a Seq2Seq model
with Attention for this purpose.

3.2

Script Analysis and Generation

Movie or theatre script generation is nowhere near as researched as prose
story generation. The earliest work in this area is the Story-Telling Universe
by Lebowitz (1983). The goal of the Universe is to generate scripts for
soap operas. The Universe was expanded to include a character generator
(Lebowitz, 1984) and a component that plans the plot as a sequence of goals
decomposed into subgoals (Lebowitz, 1985). All of the components of Universe
are rule-based, which distinguishes them from the statistical approach we use
in this thesis. We dedicate the rest of this section to statistical systems, as
they are closer to our own.
The closest work to our proposed approach to our knowledge is that
of Mangal et al. (2019), who present a comparison of left-to-right LSTM,
GRU, and bi-directional RNN for TV show script generation. All models
were trained from scratch on scripts of Game of Thrones. The technology
has progressed significantly with the introduction of Seq2Seq architectures,
attention mechanism, and especially the rise of the Transformer architecture.
Furthermore, we use robustly pre-trained language models who do not have
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to learn the structure of language on a limited amount of script samples. For
these two reasons, we do not consider the outputs of Mangal et al. (2019) a
competitive baseline, although the task itself is similar to our proposed flat
approach in Chapter 5.
A London-based theatre YoungVic has also been exploring theatre play
script generation. Their playwrights used GPT-3 (Brown et al., 2020) as
a writing aid to produce a 30-minute play called ‘AI’.2 Unfortunately, the
details of this work are not known to us, so we do not know how much human
supervision was used or whether the authors have made any modifications to
the pre-trained GPT-3 model.
Zhu et al. (2020) consider the task of next line selection based on the
ongoing dialogue and a prosaic context, which aligns with our goals. Unlike
our work, where we aim to generate a novel script, Zhu et al. (2020) approach
this as a classification task and select the best next line from a set of candidate
lines. They also released their training dataset, which contains movie scripts
divided into scenes and a prosaic summary for each scene. We do not use this
dataset because it is entirely in Chinese.
Alternatively, Dirik et al. (2021) work with play scripts as inputs and
instead aim to generate scenic remarks. In theatric terms, the task would
correspond to the role of a dramaturge, while we try to simulate the work of
a playwright. While this is an interesting task that is related to ours, it is
not something we want to pursue.
When generating a script, we can view the characters as separate dialogue
systems and draw inspiration from the more researched field of open-domain
dialogue response generation. Xu et al. (2021) generate long dialogues by
using summarization to avoid losing the context. Whenever the length of the
dialogue exceeds the size of the model context window, a portion of the text
is replaced by its summary. A similar approach was used in THEaiTRobot
1.0 Rosa et al. (2021) designed for flat generation (see Chapter 5) where
summarization was used for the same purpose. Unlike Xu et al. (2021), Rosa
et al. (2021) use extractive (i.e. the most important lines are extracted from
the script) summarization instead of abstractive (i. e. a summary written in
prose covering the plot in its own words).
Zhang et al. (2018) aim to personalize dialogue agents by giving them a
consistent persona. This would also be useful for theatre script generation as
well, because character consistency is still a challenge for language models. We
address the issue of character inconsistency in our previous work (Schmidtová
2

https://www.youngvic.org/whats-on/ai
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et al., 2022) where we fine-tune three GPT-2 small (see Section 2.3 to emulate
three different character personalities.
In addition to the above works that explore script generation, we also
note selected relevant approaches to script analysis.
Azab et al. (2019) compute embeddings for characters which can then be
used as the representation of the characters. They also use these embeddings
to compare characters and to classify the relations between them. These
embeddings could be useful for keeping the characters consistent. While we do
not implement this idea in this thesis, it could improve character consistency
in future work.
Croce et al. (2019) analyze dramatic text by tagging actions, agents,
scenes, and conflicts. This is done using a combination of Hidden Markov
models (Baum and Petrie, 1966) and Support Vector Machines (Cortes and
Vapnik, 1995). Amongst other possible uses of this information, they also
use this analysis in order to segment the script into meaningful chunks. This
information could be useful for expanding our hierarchical dataset (see Section
6.2), because some scripts do not contain scene boundary information.
Gorinski and Lapata (2015) attempt to summarize movie scripts. In order
to proceed with this effort, they compiled the ScriptBase dataset which we
abundantly use in this thesis (in Chapters 5, 6). For the summarization, they
use a formal graph structure in order to represent the movie characters while
preserving the information about their relations. The produced summaries
are extractive, rather than abstractive. Gorinski and Lapata (2018) propose
an extension of script summarization to movie overview generation. Rather
than only focusing solely on the movie plot, these overviews also contain
information such as genre, artistic style, and mood.
The recent work of Chen et al. (2022) focuses on abstractive summarization
of scripts. This work also includes a dataset of scene-summary pairs taken
from TV shows, which was only released after the implementation of this
thesis has been concluded. Similarly as in other works discussed in Section 3.1,
the character names are replaced by placeholders. Abstractive summarization
would be useful to us to create more training data for our hierarchical GPT-2
model (see Section 6.2 for data preparation and Section 6.3 for the hierarchical
model). Unfortunately, the summarization suffers from hallucination and
requires more work before it can be used.
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3.3

Online Text Generation Demos

While these works are not necessarily tools for story generation, we include
them in this thesis to provide an overview of the freely available software for
text generation. Most of the works listed below are based on the GPT-2 or
GPT-3 language models (Radford et al., 2019; Brown et al., 2020), some of
them use vanilla models, while some fine-tuned the models on their specific
domain. There are news generators such as Grover 3 (Zellers et al., 2019) or
News You Can’t Use 4 (Geitgey, 2019), the text adventure game AI Dungeon,5
and chatbots such as AI—Writer 6 or Project December.7

3.4

Creative Text Evaluation

The evaluation of creative text is far from being solved as there are no
universal automatic metrics that would tell us that one story is better than
the other. Evaluation therefore must rely on human judgement, which is highly
subjective. In this section, we will present metrics proposed for creative text
evaluation and discuss their advantages and disadvantages. For an overview
of basic statistical properties such as entropy or perplexity, please see Section
2.4.
Originally intended for evaluating summarization, ROUGE (Lin, 2004)
is often used to evaluate story generation (Akoury et al., 2020; Guan et al.,
2021b; Rashkin et al., 2020). It has several variants, we will only describe
those that have been previously used for story evaluation:
1. ROUGE-N measures the n-gram recall between a generated summary
and one or more reference summaries. In case more reference summaries
are used, the score is defined as the argmax of the ROUGE-N scores
across reference summaries.8 ROUGE-1 and ROUGE-2 are frequently
used.
2. ROUGE-L measures the longest common subsequence between a generated summary and one or more reference summaries.
https://rowanzellers.com/grover/
https://newsyoucantuse.com/
5
https://play.aidungeon.io/
6
https://ai-writer.com/
7
https://projectdecember.net/
8
The same approach for handling multiple reference summaries is used for all the
ROUGE score variants.
3
4
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3. ROUGE-W is a weighted variant of ROUGE-L which promotes consecutive matches.
ROUGE-N is sometimes complemented by additionally reporting the
precision and F1 scores instead of only reporting the recall.
The main downside for ROUGE as a metric for evaluating creative text
is that it does not necessarily tell us which model’s outputs are better, but
rather which outputs are more similar to the reference data. In this thesis,
we mainly aim to generate novel stories, where no reference data is available,
which is the reason why we neither report this metric nor use it for model
optimization.
Mostafazadeh et al. (2016b) crowdsourced the Story Cloze dataset which
can be used for the evaluation of the story continuation task. The dataset
contains the beginnings of stories as well as two possible endings – the right
one and a wrong one. Apart from the dataset, Mostafazadeh et al. (2016b) also
propose a way to use it for evaluation: approach generation as a classification
task and ask the model to choose between the right and the wrong ending.
We do not use this dataset in our work as it consists of extremely simple
5-sentence stories and is not suitable for our more ambitious goals.
Guan et al. (2021b) present OpenMEVA – a framework for evaluating
NLG metrics. It is built on the ROCStories dataset (Mostafazadeh et al.,
2016a) and the WritingPrompts dataset (Fan et al., 2018). The aim of
OpenMEVA is to benchmark open-ended story generation as well as measure
the score differences of a given metric between these human-written stories
and a number of automatically generated stories. As discussed in Section 3.1,
ROCStories are five sentences long and Guan et al. (2021b) cap the stories
from Writing Prompts to about 250 words. Therefore, OpenMEVA only
contains stories that are too short to serve as a fair comparison to our work.
A story evaluation approach is also presented by Roemmele et al. (2017).
They focus on evaluating the story continuation task rather than stories
generated from start to finish. Many of the metrics Roemmele et al. (2017)
suggest to use only compare various aspects of the model-generated continuation with the human-written story beginning. However, Roemmele et al.
(2017) also uses metrics that can be used to evaluate whole stories such as
the sequence length, grammaticality, or the number of noun phrases. While
we do use statistics such as sequence length, we have not adopted the rest as
they provide very little input into the text quality or rely on the comparison
with human-written text.
There is also a collection of works which attempt to use human judgement
more objectively. Fabula Entropy Indexing (Castricato et al., 2021a) asks
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human annotators to answer true/false questions about the evaluated stories
and then measure the annotator agreement. Akoury et al. (2020) use the
amount of required human post-editing as a story quality metric.
Some works examine the use of Natural Language Inference, especially its
entailment detection (see Chapter 4). The measure of entailment between the
context and a generated text is used as a faithfulness metric when evaluating
data-to-text generation by Dušek and Kasner (2020) and for evaluating
abstractive summarization by Maynez et al. (2020). It has also been used
as a coherence metric for dialogue systems by Dziri et al. (2019). We draw
inspiration from them for our own proposed NLI-based metric introduced in
Chapter 4.
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4. NLI-Score: A Consistency
Metric
As discussed in Chapter 2, there is no efficient and automatic metric for
evaluating generated text yet. The task of text evaluation is inherently
subjective, as everyone has a different taste. However, we can focus on
evaluating less subjective aspects as the internal consistency of the text.
Therefore, as an original contribution of this thesis, we propose a novel metric
for natural language generation – NLI-Score. The main goal of NLI-Score is
to measure the consistency and non-repetitiveness of the scored text.
In Section 4.1, we introduce the motivation for this metric and explain
how to compute it. In Section 4.2, we propose two ways of using NLI-Score
for analyzing whole outputs. In the final Section 4.3, we analyze some of the
properties of NLI-Score, and discuss its limitations while suggesting potential
modifications.

4.1

Motivation and Definition

As mentioned in the introduction of this chapter, while we cannot focus on
what makes stories good in an automatic setting, we noticed two issues that
lower the quality of the outputs. The first was inconsistency: a character
dies, but then reappears a couple of sentences later, a teacher inexplicably
reverses roles with the student and gets graded, or a character introduced
as someone’s daughter suddenly switches who her parents are. The second
was repetition – while it is possible to reduce repetition somewhat during
generation by using decoding parameters such as repetition penalty, many
times the repeated sentence is worded differently with the same meaning. To
identify these issues, we develop the NLI-Score metric, inspired by previous
approaches using NLI to evaluate texts for other NLG tasks (Dušek and
Kasner, 2020; Dziri et al., 2019; Maynez et al., 2020).
NLI, short for Natural Language Inference (Bowman et al., 2015) is
a classification task which aims to determine the relation between a pair of
sentences – the premise and the hypothesis (in our setting, we call them the
context and the sentence). The relation can be one of three classes:
1. Entailment – Is the hypothesis entailed in the premise?
2. Contradiction – Does the hypothesis contradict the premise?
33

An example of a neutral relation.
They decide that they must find a way to scare Laura out of
Premise:
the house before she does any real damage.
Hypothesis: They decide to use a Ouija board, which turns out to be
a very effective way of getting Laura to go away.
An example of a contradiction relation.
Premise:
He finds the girl of the accident, Sally who died.
Hypothesis: He asks Sally for money.
An example of an entailment relation.
Premise:
Rommel raises his right hand in surrender, indicating that
he has accepted his fate.
Hypothesis: The play ends with Rommel raising his left hand again,
indicating his acceptance of his fate as well.

Figure 4.1: An example of each of the NLI classes. The examples have all
been generated artificially using a finetuned GPT-2 model.

3. Neutrality – Does the hypothesis bring a novel information compared
to what is said in the premise?
We provide the examples for all classes in Figure 4.1.
In this thesis, we use the RoBERTa-large-mnli model by Liu et al. (2019)1 .
A short description of the RoBERTa architecture can be found in Chapter 2.
It was trained on the Multi-Genre NLI dataset (Williams et al., 2018) and
achieves a 90.2% accuracy on its test set.
If the NLI model detects that a sentence is in contradiction with its context,
it most likely means that the sentence is inconsistent with the rest of the
story. Second, repetition is typically identified as entailment and is also not
something we would like to encourage, although we admit it is not as negative
as contradiction. Therefore, unlike Dušek and Kasner (2020), Dziri et al.
(2019), and Maynez et al. (2020), we aim at the neutral relation in NLI-Score,
because it indicates newly added information, but no inconsistencies.
It would be possible to just use the classification result that is provided by
the NLI model. However, we noticed that the inconsistencies can sometimes
be subtle and do not tip the scales towards contradiction enough to make it
the most likely class. For this reason we decided to work with the distribution
1

https://huggingface.co/roberta-large-mnli
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Principal:
Sally:
Principal:
Sally:

Then you’ll go to prison!
No! I’m not going home!
Well, then you’ll go to jail!
No! I’m going home!

Figure 4.2: When evaluating the sentence in bold, only the context in italic
is taken into account.

and take the likelihood of the neutral class as the NLI-Score of the sentence in
question. As the neutral class likelihood, the NLI-Score is a number between
0 and 1 with values approaching 1 being the best.
The presented approach can be used on prose with no further changes.
In order to accommodate the metric for scripts, we propose to only use the
NLI-Score on the utterances of one character at a time. Therefore, we filter
out the utterances of a single character and concatenate them in order to be
used as context, as illustrated in Figure 4.2.
Furthermore, as we can see in Figure 4.2, the Principal’s two utterances
are in entailment as he repeats the same thing using slightly different words.
On the other hand, Sally is contradicts herself by first saying she is not going
home, but saying the exact opposite in her next utterance. As characters
repeating the same message or contradicting themselves were not unusual in
the generated scripts, we wish to identify the utterances in which it happens.
We deliberately do not add the utterances of other characters to the
context, because in the dialogue setting, contradiction between characters
is indicative of disagreement. We do not wish to discourage disagreement,
as it makes a play more interesting in most cases. While this approach has
its limitations (which will be discussed in Section 4.3), it works rather well
in making sure the characters are self-consistent and non-repetitive in their
utterances.
While evaluating scripts, we also measure the NLI-Score of the scenic
remarks, as we want them to be consistent with each other. This can be easily
accomplished by treating the scenic remarks as the utterances of a blank
character. Thanks to this modification, if we use the NLI-Score on an output
that does not contain any character utterances, the score works exactly like
it would on prose.
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4.2

Document-Level NLI-Score

When evaluating a collection of generated texts, we would like to have
a metric which would tell us which texts are better. While we can measure
the characteristics of the outputs, such as vocabulary size or perplexity
described in Chapter 2, they cannot tell us whether one output is better than
the other. Human evaluation is possible, but expensive.
To have such automatic metric, we propose two ways to extend NLI-Score
that evaluates a single context-sentence pair introduced in Section 4.1 to
a whole document. The first approach is the averaged NLI-Score which will
be introduced in Subsection 4.2.1. The second approach – percentage below
a threshold – will be presented in Subsection 4.2.2. Both versions can be
applied to evaluating texts with varying lengths.

4.2.1

Averaged NLI-Score

We propose to measure the average neutrality per added sentence as the first
way of extending the sentence level NLI-Score to the document level. The
second sentence is compared with the first, the third with the first two, and
so on. In case the length of the context exceeds the RoBERTa’s maximum
input length (512 tokens), is truncated from the start.
To evaluate this approach, we scored 20 randomly human-written movie
summaries from the ScriptBase dataset (Gorinski and Lapata, 2015), as well
as 20 texts generated by vanilla GPT-2 medium by using first sentence of the
selected human-written movie summaries as the prompt. As we can see in
Figure 4.3, human-written movie texts tend to be scored higher, which aligns
with our assumption that human-written plot summaries are consistent and
non-repetitive. On the other hand, the model-generated outputs have a much
wider range of possible scores and it is possible to use this metric to rank
them.
We also evaluated the suitability of averaged NLI-Score by correlating the
NLI-Scores of generated plot summaries with the corresponding human-scored
consistency ratings.2 The resulting Pearson coefficient of correlation is 0.50,
indicating a medium positive correlation between the two metrics.
The main disadvantage of this approach is that many of the generated
summaries score around 0.7 - 0.8. In some cases, the resulting averaged score
can look the same for a text that is uniformly scored at 0.7 (which indicates
2

For more information regarding this evaluation, please see Subsection 6.1.1.
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the text should be fairly consistent and novel) and a text that scores all over
the scale, but is averaged to 0.7 (indicating there might be inconsistencies
or repetition in parts the text). Therefore, even when some sentences have
a low NLI-Score indicative of inconsistency, the average may be brought up
by the remaining sentences.

Figure 4.3: A comparison of the averaged NLI scores of human-written (gold)
summaries and the summaries generated by vanilla GPT-2 medium model.
The scores are in the range between 0 (worst) and 1 (best).
In this thesis, we will abbreviate the averaged NLI-Score to NLI-avg.

4.2.2

Percentage Below a Threshold

In order to address the main disadvantage of the averaged NLI-Score, we
propose an additional approach that focuses on the prevalence of sentences
which are repetitive or inconsistent. Instead of averaging all of the scores into
a single number, we compute the percentage of sentences which scored below
a given threshold.
The threshold is not fixed and can be changed specifically for a given set of
evaluated texts. In our experience, 0.4 is a reasonable setting as the majority
of sentences below that threshold are inconsistent with the preceding context.
Based on the performance of the models or the quality of the outputs we wish
to compare, we could raise this threshold in order to be more selective or lower
it to see which texts performed poorly in this aspect. We do not recommend
raising it to more than 0.6 as sentences with a neutrality likelihood higher
than 0.6 are not necessarily inconsistent or repetitive. We present the scores
for the same data as in the Subsection 4.2.1 in Figure 4.4. We use 0.4 and
0.5 as thresholds.
It is advisable to use both score variants together side-by-side in order
to interpret the results better. The averaged NLI-Score gives us the first
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Figure 4.4: A comparison of the percentage of sentence NLI scores below
0.4 (top) and 0.5 (bottom) of human-written plot summaries (gold) and
the summaries generated by vanilla GPT-2 medium model. The lower the
percentage of inconsistent/repetitive sentences, the better.

impression of the output characteristics. On the other hand, the percentage
below a threshold NLI-Score tells us whether or how frequently inconsistencies
or repetition occur.
In this thesis, we will abbreviate the percentage below threshold NLI-Score
to NLI-pbt.

4.3

Limitations and Potential Modifications

The most obvious limitation of the NLI score is that it depends on the
probability distribution of a model that is not 100% accurate. We are fully
aware of this, however, it has not shown to be a serious issue in scoring.
From an ideological standpoint, neutrality might not be the best criterion,
as it would score completely unrelated sentences highly. In this thesis, we are
accepting that risk due to the fact that the models we examine and evaluate
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Premise
Eve is a widow.
Eve is a woman.

N

C

E

0.014
0.967

0.984
0.032

0.002
0.001

Figure 4.5: The NLI class distribution (Neutral, Contradiction, Entailment)
comparison for two similar split sentences. The hypothesis is “Who lives with
her alcoholic husband.” in both cases.

almost never output sentences unrelated to the context. Therefore, this is
not really a concern to us in this case. However, if we wished to address this
limitation, it would be possible to use cosine similarity of sBERT sentence
embeddings (Reimers and Gurevych, 2019) to measure whether the sentences
are similar enough to logically follow one another. Alternatively, a model
could be finetuned for this task, we address this in Chapter 8.
Entailment might not always be a phenomenon to be avoided. In case
we evaluated models with no issues stemming from repetition whatsoever,
it would be possible to count the likelihood of entailment into NLI-Score as
well.
While the metric can usually find inconsistent sentences with respect to
a given context, it does not take internal inconsistencies within a sentence
into account. An example of this would be “Eve is a widow who lives with her
alcoholic husband.” In order to address this limitation, it would be possible to
split the sentence into smaller chunks such as “Eve is a widow” and “who lives
with her alcoholic husband.” and then to run the NLI-score of the sentences
separately. In Figure 4.5, we can see that such approach could work even
without coreference resolution.
Finally, as mentioned above, the modification of the NLI-Score for scripts
does not take into account the utterances of other characters. If we decided
to incorporate them into the score, it should include the likelihood of contradiction because two characters should not always agree among themselves.
After all, disputes among characters are often one of the aspects which make
a play interesting.
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5. Flat Generation
In this chapter, we propose two simple flat approaches to the task of theatre
play script generation. For the purpose of this thesis, we define flat script
generation as continuing a minimal human-written prompt that formally
resembles a script, with no additional steps in between.
The two approaches to be described and contrasted in this chapter are
using a vanilla GPT-2 XL model (Radford et al., 2019) with a specific setup
(Section 5.1) and using a fine-tuned GPT-2 medium model (Section 5.2). Due
to the availability of computational power, GPT-2 medium was the largest
model we could fine-tune. This provides an interesting trade-off, since GPT-2
XL is more robust and therefore more suitable to natural language generation
tasks in general. A detailed comparison of the two models can be found in
Table 5.1. We can see that GPT-2 XL has twice as many layers, each of them
almost 1.5 times bigger than its medium version. It also has more attention
heads and nearly five times as many parameters in total. This also causes
GPT-2 XL to be slower than GPT-2 medium. We benchmarked the speed
of generation of both models on 5 different prompts, generating 500 tokens
long texts. While GPT-2 medium needed 238 seconds on average, GPT-2 XL
generated the text for 906 seconds on average, which is almost 4 times as
much.
As GPT-2 XL is an ambitious baseline, we also include a vanilla GPT2 medium model as a second baseline. The results of the evaluation are
presented in Section 5.3, in order to get a direct assessment of the value of
fine-tuning.
As we believe that generating a full theatre script is not feasible with the
current language models in a flat structure, the models will be used under
limited human supervision using a tool called the THEaiTRobot (Rosa et al.,
2021). This tool, developed by our THEaiTRE colleagues, allows the user to
generate text based on a given prompt, regenerate the script from a given
point, input a line of their own if necessary and prevent some lines from
repeating. The goal of this chapter is to explore and compare the above
mentioned approaches in order to choose the model to be used in this tool.
We note that no other models were considered for this task as other
Transformer models usually do not share the 1024 tokens long context window
of GPT-2. BART is an exception as its context window is equally long,
however, it is pre-trained for the task of de-noising auto-encoding which does
not align with our objective as well as GPT-2. Additionally, as mentioned
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in Chapter 2, there are other variants of the GPT model, including its
successor GPT-3 (Brown et al., 2020), or their open-source variants GPT-J
(Wang and Komatsuzaki, 2021) and GPT-Neo (Black et al., 2021). The
open-source variants were only released after we started with the experiments.
Unfortunately, GPT-3 is not freely accessible and the author of this thesis
has not received access to the GPT-3 model API at the time of the writing
of this thesis. Furthermore, while it is possible to fine-tune 10 GPT-3 models
per month using the OpenAI API, there are strict restrictions regarding the
dataset size used for the fine-tuning: 2.5M tokens or 80-100MB. Our datasets
are well above this limit.
Model

Layers

Size of Hidden

GPT-2 medium
GPT-2 XL

24
48

1024
1600

Attention Heads Parameters
16
25

345M
1.5B

Table 5.1: A comparison of the model layer count, size of the hidden layers,
the number of attention heads and the overall amount of parameters. Taken
from Radford et al. (2019)

5.1

Vanilla GPT-2 XL Generation Setup

In order to use the vanilla GPT-2 XL model for script generation, it is
necessary to prompt it with a script-like piece of text. Initially, the generation
was prompted using excerpts from movies or plays, such as R.U.R., in order
to assess the usefulness of this setup. In this case, the prompt was usually
more than 5 lines long in order to convey the setting and the theme of the
script. However, we felt it was too time-consuming for the user to always
compose the beginning of the play manually. For this reason, we experimented
with a setup that allows the user to have control over the topic of the play,
but does not require a hand-written beginning of the script. We found it
is enough to set the scene using a prosaic context description – either one
whole sentence at the minimum, or a collection of 7 or more keywords. This
context description should be followed by the characters of the play greeting
each other. The purpose of the greeting was two-fold. First of all, it set the
format of the text to look like a script which was then continued by the model.
Second of all, it introduced the characters of the play. It is also possible to
initialize the generation with something more sophisticated than a greeting,
but the point of the setup is that it is not necessary to think of a lengthier
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Will I have a good day tomorrow?
John: Hello
Robot: Hi
John:
Robot:

I’ve had a rough day, what should I do to get out of this
mess?
I was having fun, you can enjoy yourself, but you can’t keep
making me do this. I’m just a machine.

Figure 5.1: Script generation example using the Vanilla GPT-2 XL setup. The
initial human-written prompt is shown above the dividing line, the generated
outputs follow below.

utterance requiring more creativity. An example of how this setup would be
used is shown in Figure 5.1.
During the decoding, we used nucleus sampling (Holtzman et al., 2020)
with p of 0.9 and k of 50 in all experiments presented in this thesis as well as
typical decoding (Meister et al., 2022) with typical p of 0.2.1 The temperature
was set to 1.0 and the repetition penalty to 1.01. These parameters were
picked out by our colleagues from the THEaiTRE team, as they produced
sufficiently good results consistently. While the temperature and repetition
penalty could be raised, it often caused the model to divert from the script
format. The same parameters were used for the GPT-2 medium baseline as
well.
The model’s performance will be assessed and compared to the Fine-tuned
GPT-2 medium model in Section 5.3.
Note that this is the setup that was used for the first AI-written script
(THEaiTRobot 1.0 et al., 2021; Rosa et al., 2021). The generation tool also
included extractive summarization in order to keep important information
from the script history that would otherwise not fit into the context window.
Additionally, the character orchestration described in Section 7.3 was used.
The tool itself was implemented by our colleagues in the THEaiTRE project.
The same holds for the summarization, which was only used in the tool
and not in any of our experiments to avoid any confounding effect. Our
contribution consisted of introducing the minimal prompt and the character
orchestration. Please note that the character orchestration is not used in our
Typical decoding was not used while generating the first AI-written script as it is
a novel approach introduced in 2022.
1
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experiments except for the Section 7.

5.2

Fine-tuned GPT-2 for Script Generation

In this section, we will discuss the the creation of a GPT-2 medium model
fine-tuned for the task of script generation. In Subsection 5.2.1, we will discuss
the data used for this purpose. Afterwards, we will show the model training
setup in Subsection 5.2.2. Finally, we will comment on the generation and
decoding approach in Subsection 5.2.3.

5.2.1

Data

Since there is no freely available dataset of theatre plays, we used a dataset of
plays scraped from the internet by our colleagues in the THEaiTRE project.
Due to copyright restrictions, the data cannot be shared outside the project.
We provide an overview of the data volume and structure in Table 5.2. The
play scripts obtained this way are mostly old, because modern theatre plays
are usually not freely accessible on the internet.
Moving on to the nearest domain of movie scripts, we used a dataset that
was created by Lison and Meena (2016) by transforming subtitles into scripts.
It is a collection of movie and TV show scripts scraped from the internet,
the overview of the size and makeup of the dataset can be found in Table
5.2. The movie portion contains a mix of genres, but mostly includes modern
popular movies. Among the TV shows, the most represented one is Doctor
Who with 810 episodes. There are 21 TV shows with 100 - 300 episodes.
The remaining 300+ TV shows are represented by less than 100 episodes.
The biggest downside of this dataset is that the data is not annotated too
well. The scripts sometimes lack the scene boundaries and scenic remarks are
difficult to filter out as they are mostly connected to the utterances.
By combining these two sources of scripts, we obtain a sizeable dataset of
over 12K scripts.

5.2.2

Model Training

Using the data described in the Subsection 5.2.1, we fine-tuned the pre-trained
GPT-2 medium model provided through the Huggingface library (Wolf et al.,
2020) using its PyTorch interface (Paszke et al., 2019). In order to train the
model on the hardware available to us, it was necessary to restrict the context
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Domain
Movies
TV Shows
Theatre
Total

# Scripts

Avg. # lines Avg. # sentences

1,067
6,057
5,517

783
314
530

2,537
902
1,529

12,641

446

1,310

Table 5.2: A brief overview of the script dataset we use for fine-tuning. The
average number of lines and sentences is given per script.

window to 768 tokens. As almost all scripts in our dataset are much longer
than that, we split the scripts into smaller windows. It would be possible to
simply cut the scripts into windows of size 768 tokens, but that would mean
a loss of context as the model would have no information that the end of one
window and the beginning of the next are connected. For that reason we
decided to work with an overlap of half the size of a window – 384 tokens.
This allows the model to see the history of a given dialogue and to learn based
on it. The end-of-text token, explained in Chapter 2, was not added to each
window, but only to the real end of a script. Using this approach, we created
416,395 samples divided into training and validation sets using a 9:1 ratio.
We fine-tuned the data for 10 epochs using the Adam optimizer (Kingma
and Ba, 2015) with a 1 · 10−5 learning rate. We also use a linear learning
rate scheduler with a 1000 steps warmup, see Chapter 2 for the explanation.
Batch size 1 was used due to the memory capacity of the available GPUs.
The fine-tuning took almost 19 days.

5.2.3

Setting Decoding Parameters

The decoding strategy and parameters can make a vast difference in model
performance. We experimented with beam search, but found it does not
make a noticeable difference in the output quality. Similarly as for the vanilla
GPT-2 XL baseline, we used nucleus sampling with p of 0.9 and k of 50, and
typical decoding with typical p of 0.2.
Parameters such as temperature and repetition penalty can significantly
improve or worsen the quality of the fine-tuned model outputs. If the values
of these parameters are set too high, the model will be penalized for following
the script format and fall back into prose. On the other hand, if they are set
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too low, the model might generate texts that are somewhat repetitive and
bland, especially if they span over the context window of the model.
We performed a grid search to find the best combination of temperature
and repetition penalty values for this model. We also experimented with the
no repeat ngram size parameter. If the value of this parameter is set to p > 0,
n-grams of size p can only appear once. In our setting, we naturally want
some n-grams to reappear at will, such as the character names.
In our grid search, we tried all the combinations of the following: temperature values 1.0, 1.005, 1.01, repetition penalty values 1.01, 1.05, 1.1, 1.2 and
no repeat ngram size values 0, 3, 4. 2 Based on cursory manual checks of 5
outputs generated for 5 prompts with each setting, we picked out temperature
= 1.005, repetition penalty = 1.1 and no repeat ngram size = 4 as the best
parameters. We use these parameters during the generation of all texts used
in the evaluation in Section 5.3.

5.3

Evaluation

In order to evaluate the models, we generated 50 texts from each model. Each
model received the same prompts – there were 10 prompts and 5 examples
were generated for each by using different random seeds. Instead of writing
our own prompts, we collected a sample of prompts that were added into
the THEaiTRobot by its users. This way we achieved having diverse humanwritten prompts that consisted of a 1-2 sentence scene setting and two whole
non-trivial character lines. The maximum length of the outputs was limited
to 1024 tokens, which is the maximum output length of the GPT-2 model as
stated in Chapter 2. During the decoding, we use the parameters selected as
the best for the given model as described in Sections 5.1 and 5.2. For Vanilla
GPT-2 medium, we used the same parameters as for the XL version of the
model. The comparison of basic characteristics of the outputs is shown in
Table 5.3. The computed metrics are the average lengths of the output scripts
in terms of lines, sentences, and words. We also report the vocabulary size
by counting the number of unique words in the output data. The entropy is
measured as defined in Chapter 2. Finally, we measure the internal perplexity
of the texts using the Vanilla GPT-2 XL. This inherently means that when
it measures its own perplexity, it will be lower than when measuring the
perplexity of outputs of another model.
We have attempted using values of no repeat ngram size higher than 5, which should
theoretically keep most n-grams intact, but the quality of the text deteriorated significantly,
the text lost its script format, and progressively increased generating whitespace.
2
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Model
Vanilla GPT-2 XL
Vanilla GPT-2 M
Fine-tuned GPT-2 M

# Lines

# Sentences

# Words

Vocab Size

Entropy

Perplexity

54.44
1.46
31.42

145.12
29.26
101.40

524.66
159.86
449.70

2228
3296
4224

3.21
2.12
3.84

2.28
164.68
13.91

Table 5.3: A basic statistics comparison for script generation by different
model variants. Perplexity is measured using vanilla GPT2-XL. The reported
lengths of outputs are the averages.

Textual Properties As we can see from the comparison, Vanilla GPT-2
medium baseline is substantially different from the remaining two models in
the comparison in all aspects except for vocabulary size. It has a very low
number of lines, because the model very rarely accepted the script format and
generated prose in most cases. Neither of the other models shared this issue,
so we do not believe it is caused by the prompts, but is rather a trait of the
model. Vanilla GPT-2 medium also has the lowest entropy, which may indicate
repetition; while having an extremely high internal perplexity as computed
by the GPT-2 XL model. This indicates that the model outputs may not
only be repetitive, but also very atypical when compared to human-written
texts seen by the GPT-2 XL model while training.
When observing the Vanilla GPT-2 medium outputs closely, they resemble
social media posts and comments more than stories, let alone play scripts.
Some outputs are empty, as the model only generated the end-of-text token.
Longer outputs tend to degenerate into repetition of various numbers and
symbols. In one case, the model listed over a hundred geographical terms,
such as countries, islands, and deserts in an arbitrary order.
The Vanilla GPT-2 XL baseline and Fine-tuned GPT-2 medium model
both generated coherent texts while adhering to the script format. At the
first glance, the baseline is slightly more repetitive, but this usually happens
at the end of the texts. We can also see that the Fine-tuned GPT-2 medium
model’s outputs tend to be shorter. Based on the 50 generated scripts, we
observed that the Fine-tuned GPT-2 medium model generates the end-of-text
token at roughly the same point where GPT-2 gets into a repetitive loop.
This was not an issue for the Vanilla GPT-2 medium model, as its outputs
often did not reach a length where repetition would occur.
All models also introduce new characters at a fast and unnatural rate.
This is especially true for our fine-tuned model, as we use it with a higher value
of parameters designed to prevent repetition, which discourage the repeated
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Model
Vanilla GPT-2 XL
Vanilla GPT-2 M
Fine-tuned GPT-2 M

NLI-avg

σ

% NLI-pbt

σ

0.47
0.63
0.48

0.17
0.16
0.16

50
25
48

0.23
0.24
0.23

Table 5.4: A comparison of the document-level NLI-Scores of the model
outputs.

appearance of tokens, but also names. We chose to raise the values of these
parameters despite this because it increases the quality of the utterances as
seen during the parameter grid-search described in Section 5.2. Furthermore,
there are approaches to limiting or orchestrating the characters and we
describe them in Section 7.
NLI-Score We also used our document-level NLI-Score metric to evaluate
these outputs using its script form. While the full description of this metric can
be found in Chapter 4, we remind that this metric is designed to measure the
lack of inconsistency and repetition. The Averaged NLI-Score is a number in
the range between 0 (worst) and 1 (best). The Percentage Below a Threshold
NLI-Score tells us how many sentences scored below a threshold we consider
acceptable – 0.4 in this case. Therefore, the lower the score, the better.
The results of the automatic NLI-Score evaluation can be seen in Table 5.4.
The Vanilla GPT-2 medium achieves rather good results in this metric, but
we attribute it to the limitations of the metric. More specifically, this model
manages to output sentences that are very specific and most likely extremely
far from any text seen in the MNLI dataset (Williams et al., 2018). As there
are very few character utterances in the outputs of Vanilla GPT-2 medium,
the sentences are processed as if they were scenic remarks. The Fine-tuned
GPT-2 medium and the baseline GPT-2 XL baselines achieved similar scores
in both scoring approaches. Fine-tuned GPT-2 medium is seemingly slightly
better, however given the standard deviations, this comparison is inconclusive.
Human Evaluation We also performed human evaluation. In order to
reduce the load on human evaluators, we evaluated the Vanilla GPT-2 XL
baseline and the Fine-tuned GPT-2 medium together with the hierarchical
models in Section 6.4. The vanilla GPT-2 medium baseline has been excluded
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from the human evaluation as its outputs are consistently out of the domain
of stories or scripts.
Discussion The biggest limitation of the Vanilla baselines is the low probability of plot twists. As the models were mostly trained on web pages, any plot
twists or dramatic situations were unlikely and the script rather ‘converged’
to a point of undesirable repetition and the characters incessantly agreeing
amongst themselves.
Another limitation is that the Vanilla GPT-2 models sometime generate
texts far from the theatrical domain. In some cases, the model generates texts
such as song lyrics or JavaScript-like code. This usually happened when the
model was prompted by a sequence that was too short, such as an incomplete
sentence of less than 10 words without the establishment of the script format.
However, this phenomenon was significantly more prevalent in the medium
version than XL.
Naturally, the limited context of the model also poses a challenge for all
of the models evaluated in this chapter. We propose an approach to address
this limitation in Chapter 6.
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6. Hierarchical Generation
As discussed in Chapter 5, the limited context window makes it difficult to
generate long coherent texts. Therefore, we do not consider it feasible to
generate a whole play using a single model with the current technology. To
overcome this limitation, we propose a hierarchical system of generation –
generating a script in two steps by progressively expanding the detail of the
text. The input for this system is a short title of the play, provided by the
user. In the first step, that title is expanded into the plot summary of the
play. This plot summary is then divided into sections. In the second step,
the summary sections are used to steer the generation of the script from the
beginning to the end. Figure 6.1 illustrates this process. This approach was
inspired by the work of Fan et al. (2018) which is discussed in Chapter 3. It
is also closer to the way how most humans normally operate when writing
long texts – they imagine or even write down the important points first and
only then proceed to write the rough draft.
In Section 6.1, we discuss how we approached the first step of our hierarchical generation pipeline – i.e., task of plot generation while conditioning
on the input prompt. To the best of our knowledge, none of the currently
available datasets were directly suitable for training of our models. Therefore,
in Section 6.2 we explain how we prepared the training data for the second
step of script generation conditioned on a given section of a plot summary. In
Section 6.3, we show the training process of the hierarchical model. Finally,
the evaluation of this approach and comparison to the Flat models from
Chapter 5 is presented in Section 6.4.

6.1

Plot Generation

In the first step of the hierarchical setup, we wish to generate a plot summary
conditioned on the title. In Chapter 5, we solely used the GPT-2 model, as
it is the natural choice for long text generation. However, in this case the
resulting text does not have to be as long as a script and thus it is possible
to use other models. For this reason, we also compare the performance of
GPT-2 to other two models: Pegasus and DistilBART. We chose Pegasus and
DistilBART because they were pre-trained on the abstractive summarization
task which is similar to our goals, but in a reverse direction. The process and
the results of this comparison are shown in Subsection 6.1.1. After selecting
the most suitable model, we experiment with the selection of training data
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according to the feedback of theatre professionals in the THEaiTRE project
in Subsection 6.1.2.

6.1.1

Model Selection

Models In addition to the GPT-2 medium model, we wish to explore the
performance of other Transformer-based models in this task and therefore,
we compare it to Pegasus and DistilBART 1 . Both Pegasus and DistilBART
are pre-trained for the task of abstractive text summarization, meaning they
reconstruct the main points of a given text using their own words. In our
experiments, we aimed to symbolically reverse the direction and rather de1
The Pegasus and DistilBART models were fine-tuned in an unpublished collaboration
by Saad Obaid, and we include them as a stronger baseline compared to a vanilla GPT-2
model. All the other aspects of this comparison, including the data preparation, GPT-2
fine-tuning, as well as data analysis and evaluation were done by the author of this thesis.

Script

Title

Summary
Chunk

Script Scene

Summary
Chunk

Script Scene

Summary
Chunk

Script Scene

Summary
Chunk

Script Scene

Plot Summary

Figure 6.1: An overview of the hierarchical generation setup.
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Source

Medium

# of Summaries

Fandom
IMDb
Wikipedia
Wikipedia
Sparknotes
Book Summaries

TV
Movie + TV
Movie
Theatre
Theatre
Book

834
3517
30580
2640
87
13080

Avg # of Sentences Avg # of Words
102.91
93.17
21.39
17.14
39.08
21.02

1523.07
1525.42
390.31
313.41
706.89
415.63

Table 6.1: Overview of the short summaries dataset. The average amounts of
sentences and words are measured per summary.

summarize the prompt, i.e. play title, into a plot summary. Both models
were pre-trained on the XSum dataset (Narayan et al., 2018). Finally, all of
the models were fine-tuned on the same data.
Pegasus and DistilBART both have encoders, therefore, the prompts are
passed to them as the input sequences and the plot summaries as the target
sequences. However, GPT-2 does not have an encoder. For this reason,
the training examples for GPT-2 are formatted as follows: the prompt, the
newline token, and the plot summary.
Unlike in Section 5, we do not include a vanilla GPT-2 XL baseline but
rather use vanilla GPT-2 medium. While vanilla GPT-2 medium proved to
be insufficient for the task of theatre play script generation, it performs well
in plot summary generation and we consider it a sufficiently strong baseline.
Data For fine-tuning, we use an in-domain dataset of theatre play plot
summaries collected by the THEaiTRE project team. As the dataset is very
small (less than 2600 examples), we supplement the data by including the
movie plot summaries from the ScriptBase dataset (Gorinski and Lapata,
2015). 2 We also used two Kaggle datasets from the movie domain: Movie Plot
Synopses with Tags (Kar et al., 2018) and Wikipedia Movie Plots (Robischon,
2018). All of the movie datasets contain scraped the summaries from IMDb
and Wikipedia. The amounts and average lengths of plot summaries in terms
of sentences and words are presented in Table 6.1. Some sources, namely
ScriptBase, Wikipedia, and SparkNotes also include a more detailed plot
summary divided into multiple logical parts. We included these detailed
summaries in the training data. The details can be found in Table 6.2.
2

This dataset also includes movie scripts, which prove useful in Section 6.2.
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Source

Medium

IMDb
Wikipedia
Wikipedia
Sparknotes

Movie + TV
Movie
Theatre
Theatre

# of Summaries Avg # of Sentences Avg # of Words
8698
4814
1618
782

78.37
21.97
45.24
184.64

1317.37
409.96
772.06
3496.77

Table 6.2: Overview of the detailed summaries dataset. The average amounts
of sentences and words are measured per summary.

Fine-tuning All models were fine-tuned for 15 epochs using an Adam
optimizer with a 1 · 10−5 learning rate and 1000 steps warmup. The models
were fine-tuned on all data presented in Table 6.1.3 and Table 6.2
Evaluation We performed both manual and automatic evaluation for all
mentioned models including a GPT-2 medium baseline. In the automatic
evaluation, we observed the average lengths of the outputs. In order to provide
more characteristics of the generated plot summaries, we also measured the
output vocabulary size and the entropy of the generated texts. We generated
20 outputs of each model using 20 distinct prompts. The results are presented
in Table 6.4.
The manual human evaluation was performed with 6 annotators rating
12 generated plot summaries. The summaries were limited to 200 subwords
during the generation and truncated to the nearest whole sentence. This
decision was mostly due to the fact that such length is enough to evaluate the
quality, but not too much to discourage the annotators who were doing the
evaluation in their free time. The annotators were shown one generated plot
summary at a time. They were asked to score the generated plot summaries
in terms of coherence, consistency, originality, title relevance, and overall
impression (see Section 2.4 for the definition of the aspects).
As we can see in Table 6.3, the fine-tuned GPT-2 medium achieved the
best ratings in coherence, consistency, and overall impression and the second
best ratings in originality and relevance. Also, as we can see from the results,
Pegasus and DistilBART both scored high in originality, but low in title
relevance. This indicates that while the models produced interesting stories,
they usually did not have much to do with the title. From analyzing the
outputs, we can confirm that these two models often ignored the prompt and
Except for the Book summaries portion of the dataset which was incorporated after
these models were fine-tuned.
3
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Model
Vanilla GPT-2
Fine-tuned GPT-2
PEGASUS
DistilBART

Coherence Consistency Originality
2.7
3.0
2.8
1.9

2.8
3.1
2.8
2.0

Relevance

Overall Impression

2.7
2.6
2.1
2.0

2.6
3.2
2.8
2.9

2.6
3.1
3.0
3.2

Table 6.3: Results of human evaluation of synopsis generation models (1 to 5
points, higher is better).
Model
Vanilla GPT-2
Fine-tuned GPT-2
PEGASUS
DistilBART

Avg. # Sentences Avg. # Words
38.10
29.32
14.80
27.00

285.80
536.74
281.40
526.33

Vocab Size

Entropy

1371
1995
1416
1182

1.72
3.48
2.65
2.43

Table 6.4: Basic characteristics of synopsis generation model outputs.

hallucinated their own story. Furthermore, there were topics and characters
that reappeared rather frequently – approximately in one in every 3 texts. In
case of Pegasus, it was Queen Elizabeth I, in case of DistilBART, it was the
‘racist, homophobic, and sexist Sheriff Dollard’.4
Neither of the evaluated GPT-2 medium models (fine-tuned or vanilla)
shared these issues, although the vanilla GPT-2 medium sometimes generated
out-of-domain text such as blog posts, newspaper articles, or texts strongly
resembling Wikipedia articles. Due to its strong performance in all evaluated
aspects as well as the described limitations of the other models, we selected
the fine-tuned GPT-2 medium as the model to be used for the task of plot
summary generation.

6.1.2

Dataset Selection

We received feedback on the outputs of the models from Subsection 6.1.1
from theatre professionals within the THEaiTRE project. They found the
plot summaries too “movie-like”. This is understandable as the movies take
up the majority of the dataset, as shown in Table 6.1. Based on this feedback,
we perform further experiments with data curation in order to make the plot
4
We discovered that Sheriff Dollard is a character from the movie ‘To Wong Foo Thanks
for Everything! Julie Newmar’.
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Model
Vanilla GPT-2
Fine-tuned GPT-2
PEGASUS
DistilBART

NLI-avg

σ

% NLI-pbt

σ

0.54
0.84
0.78
0.78

0.22
0.15
0.14
0.12

0.43
0.11
0.16
0.10

0.37
0.16
0.18
0.15

Table 6.5: A comparison of the document-level NLI-Scores of the model
outputs including the standard deviations.

summaries look less “movie-like” and more “theatrical”. All models mentioned
in this subsection are GPT-2 medium.
1. (All data) The first model contained all of the previous data, however,
all occurences of words ’movie’ or ’film’ were replaced by the word ’play’.
2. (Theatre & Books) The second model was trained only on the theatre
portion of the dataset plus an additional dataset consisting of book
summaries (Bamman and Smith, 2017).5
3. (Two-step model) The third model took the first model as a pre-trained
base and fine-tuned it on the data from the second model.
We performed a manual evaluation on 10 outputs from each model, which
consisted of both relative ranking and absolute scoring of the model outputs.
The evaluators were three theatre professionals working on the THEaiTRE
project.
In the ranking task, the annotators were shown three outputs for the same
prompt/title and asked to rank them from best to worst. There were many
cases when the annotators could not decide between second and third place
and therefore declared a tie between the outputs. For that reason, we only
focus on the winning outputs. It turned out that the theatre professionals
preferred model number 1. the most as it obtained 13 points. Models number
2. and 3. were tied with 8 points each 6 .
All three annotators agreed on the best output in five cases. Moreover,
at least two annotators named the same output as the best nine out of ten
times. There were two cases when one or two annotators named an output
the worst while the remaining annotator(s) named them best.
In order to use the book summaries dataset, it was necessary to filter out genres which
were not suitable to our setup. Therefore, we excluded all non-fiction summaries.
6
One annotator did not finish the task and left one comparison blank.
5
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Model

Coherence

(1) All data
(2) Theatre & Books
(3) Two step model

3.25
3
2.9

Consistency Originality
2.6
2.7
2.6

2.45
2.6
2.35

Reality Overall Impression
2.9
2.85
2.7

2.6
2.35
2.25

Table 6.6: Performance comparison of plot summary generation models, as
evaluated by theatre professionals (1 to 5 points, higher is better).

In the absolute scoring task, the annotators were shown one generated
plot summary at a time. The scored aspects were slightly modified from
the previous evaluation. The theatre professionals were generally satisfied
with the link between the given title and the plot summary generated by
a fine-tuned GPT-2 model, so we omitted this question. Instead, we added a
question regarding real-world suitability of the text (marked as ‘Reality’ in
the evaluation table). This decision was made because we received feedback
that the stories sometimes do not adhere to commonsense logic. The remaining evaluated aspects were coherence, consistency, originality, and overall
impression (all of these aspects are defined in Section 2.4).
Note that the difference is in the fourth evaluated aspect which was
previously concerned with relevance to the title.
For example, there were deceased characters who performed normal tasks,
5 nickels having the same value as 1 dime,7 or a possibility of vaccination
against carbon monoxide poisoning. In this manner, two annotators scored
10 outputs of each model.8 The results of the evaluation can be seen in Table
6.6.
We note that even though the scores are comparable or lower than in
Section 6.1.1, it is not due to a decline in text quality, but rather due to
higher expectations of theatre professionals.

6.2

Scene Alignment

In order to expand a part of a plot summary into a script, we need training data that would provide script-summary alignments. However, to our
1 nickel is 5 pennies ($0.05). 1 dime is 10 pennies ($0.10). Therefore, 2 nickels ($0.10)
are the equivalent of 1 dime, not 5.
8
One annotator only participated in the relative ranking task.
7
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Hadley brings in Red, but Red insists he knows nothing of Andy’s plans.
Becoming increasing hostile and paranoid, Norton starts throwing Andy’s
sculpted rocks around the cell. When he throws one at Andy’s poster of
Raquel Welch , the rock punches through and into the wall.
NORTON:
RED:
NORTON:
RED:
...
NORTON:

Well?
Well what?
I see you two all the time, you’re thick as thieves, you are! He
must ’ a said something!
No sir, he didn’t!

It’s a conspiracy! That’s what this is! It ’s one big damn conspiracy!
And everyone ’s in on it! Including her!
He sends the last rock whizzing right at Racquel. No smash. It takes a
moment for this to sink in. All eyes go to her. The rock went through her.
There’s a small hole in the poster where her navel used to be.

Figure 6.2: An excerpt from a correctly aligned summary-script pair taken
from ‘The Shawshank Redemption’.

knowledge, the only dataset of this kind is GraphMovie (Zhu et al., 2020) but
unfortunately, it is in Chinese. As we are not aware of a dataset in English
that would provide the alignments of script scenes to their summaries, we
proceeded with creating a new dataset based on data described in Chapter 5
and Section 6.1. Ideally, we would use data from the theatrical domain, but
unfortunately, the set of theatrical scripts and the plot summaries of plays
available was mostly disjoint. Therefore, we proceeded with data from the
nearest available domain – movies. The inputs were taken from the ScriptBase
dataset (Gorinski and Lapata, 2015) which contains movie scripts and their
metadata, including summaries divided into plot-based sections.9
In order to create the dataset, we represent the script scenes and summary
section by embeddings and try to find the best alignment between them using
a dynamic programming algorithm. The goal of this step is to align the
summary sections with the corresponding scenes from the script to create
a source and a target sequence for our script generation model in Section 6.3.
The alignment is done in a many-to-one fashion where several script scenes
We intentionally avoid using the term ’scene summaries’ as it would be misleading in
this context – they often do not attempt to summarize scenes faithfully. A more detailed
explanation will follow in Section 6.2.1.
9

58

can be aligned to a single summary section. This is done because the script
scenes are divided into much smaller pieces than the summaries and therefore
the events described in one summary section happen across several script
scenes. An example of such alignment is shown in Figure 6.2.
In Subsection 6.2.1, we show how we prepared the data for the alignment.
We discuss the alignment algorithm as well as two types of embeddings used
to align the script scenes to the summary sections in Subsection 6.2.2. Using
two types of embeddings as the representation allows us to create two sets
of aligned data. The evaluation of these two sets is presented in Subsection
6.2.3.

6.2.1

Script Pre-Processing

The first challenge arises from the different granularities of the data. While
the movie scenes are usually very brief and are often separated by cutting to
a different camera view, the summaries follow a more concise pattern. On
average, there are 146 scenes in a movie script, but only 6 sections in a movie
summary. This is due to the fact that unlike the scenes in the summaries, the
scripts are usually not divided into logical parts of the story, but rather focus
on the camera shots. Furthermore, many scenes in the movies only contain
one scenic remark describing the camera view or the visual setting of a given
scene. There are also many scenes that only include a single utterance.
As we would like to level the ratio of script scenes to summary scenes,
we decided to focus on removing or merging such very short scenes before
the alignment process. We remove scenes consisting of one scenic remark as
they usually do not bring any information and are often directly applicable
to a theatrical setting anyway. Whenever possible, we try to merge scenes
containing a single utterance with the previous scene, if the speaker is present
in it. If not, we attempt to merge it with the subsequent scene using the same
criterion. Finally, if the speaker of the single utterance is not present in either
of the adjacent scenes, we have chosen to ignore the scene. We are aware
that this might not be the best approach for all cases, but in the majority of
roughly thirty scenes we examined manually prior to this pre-processing, this
approach has improved the data quality. In fact, these short scenes are rarely
tied to the main storyline described in the plot summary.
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6.2.2

Script-Summary Alignment

Representation After we pre-processed the set of script scenes and a set
of plot summary sections, we proceeded to the alignment. We experiment
with two representations of the texts:
1. Bag-of-Words (BoW) vectors representing script scenes and summary
sections. Before computing the representation vectors, we remove
stopwords from the processed texts.
2. sBERT embeddings (Reimers and Gurevych, 2019) computed by the
mpnet-base-v2 model.10 See Chapter 2 for an introduction to the BERT
architecture and sBERT in particular. In this case, it is important to
note that as the context window of this model is limited to 384 tokens,
we truncate the text if needed. This only happens for a small amount of
script scenes, so we did not find it necessary to compute the embeddings
over a longer span.
Alignment Algorithm After having the representation of each script scene
i as a vector ci and each summary section j as a vector mj , we align each script
scene to a summary section using dynamic programming with Algorithm 2.
In the forward pass, the algorithm computes a scene pair alignment score
si,j . When computing the alignment score for a script scene i and summary
section j, the algorithm first computes the cosine similarity of the vectors
ci and mj . Then it looks up the best candidate alignment for aligning the
preceding script scene (i − 1). It considers alignment scores of i − 1 and
the same summary section (j) versus the preceding summary section (j − 1).
The algorithm takes the maximum of these two scores and adds it to the
computed cosine similarity between script scene i and summary section j,
which is remembered as their alignment score.
The final alignment is computed in the backward pass, assuming the
alignment of the last scenes to each other, and iteratively taking the best
candidate alignment (ai or ai − 1) for the preceding script scene (i − 1).
Filtering Post-processing There were many scenes that could not be
aligned well, typically brief flashbacks that were not described in the plot
summary and therefore had no optimal alignment. Furthermore, the summaries were not always segmented perfectly and some summary sections had
no script scenes that could be aligned to them. For these reasons, we also
10

https://huggingface.co/sentence-transformers/all-mpnet-base-v2
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Algorithm 2 Scene alignment.
Input: {ci }N
1
Input: {mj }M
1
s1,j ← cos(c1 , mj )
for i ∈ {2, . . . , N }, j ∈ {1, . . . , M } do
si,j ← cos(cj , mj ) + max{si−1,j−1 , si−1,j }
end for
aN ← M
for i ∈ {N, . . . , 2} do
ai−1 ← argmaxj∈{ai −1,ai } si−1,j
end for
return {ai }N
1

Variant
BoW
sBERT
sBERT Filtered

# Movies

# Scenes

777
777
777

13,518
14,655
11,957

▷ Script embeddings
▷ Summary embeddings
▷ Forward pass

▷ Backward pass

▷ Each ci aligned to mai

Script-summary Avg. # script
ratio
lines
3.69
3.40
3.70

59.66
54.98
60.97

Table 6.7: Statistics of aligned summary-script scenes used for hierarchical
generation (script-summary ratio is the average number of script scenes
aligned to a single summary section).

post-processed the alignments made using the sBERT representation by going
through the summary-script pairs and filtering out any script scenes that had
a lower cosine similarity of sBERT embeddings than a given threshold. We
set the threshold empirically to 0.3 as it filtered out most of script scenes
unrelated to their assigned summary section, but still left us with enough
training data. The filtering was not applied to the BoW aligned data as it
would trim too many scenes.
A comparison of the average lengths of the script scenes aligned to the
summary sections can be seen in Table 6.7. At the first glance, it may seem
surprising that there are more scenes and lines per summary section after
filtering out script scenes. However, this is because many 1-to-1 alignments
were eliminated from the dataset.
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Variant
BOW
sBERT
sBERT Filtered

# of Correctly Aligned Script Scenes

Accuracy

36 out of 66
50 out of 66
50 out of 62

55%
76%
80%

Table 6.8: Accuracy of the scene asignments using the BOW and sBERT
embeddings, and after the filtering post-processing.

6.2.3

Evaluation of Alignments

Our hypothesis was that the alignments based on sBERT embeddings would
be significantly more accurate than their BOW version, because they can
capture the semantic similarity as well as lexical similarity. In order to confirm
or disprove this hypothesis, we performed a short manual evaluation. We
sampled five movies using five randomly picked scenes for each and manually
checked how many of the script scenes assigned to a given summary section
were aligned correctly. As we can see in Table 6.8, sBERT embeddings are
more accurate.
The biggest difference between the two representations in the alignment
accuracy came in scenes longer than five utterances, with the sBERT model
being substantially more accurate. The biggest challenge for both approaches
were very short script scenes that contained less than three utterances. Furthermore, many movies in the aligned data do not have a chronological
storyline or are a blend of several alternating storylines. Our algorithm
cannot align such unlinear movies with a 100% accuracy because it assumes
that the script follows the events described in the plot summary and that
those events appear in the same order as described in the summary. However,this assumption is helpful for us in order to compute alignments using
an unsupervised algorithm with a polynomial time complexity.
Given the above mentioned challenges, we are satisfied with 50 out of
66 alignments based on sBERT embeddings being correct and 50 out of 62
achieved after the filtering post-processing. Moreover, we found that the
filtering did not discard any of the correctly aligned script scenes in the
examined data.
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6.3

Script Generation

In the second step of our hierarchical setup, we aim to generate a theatre play
script conditioned on the generated plot summary (see Section 6.1). Using the
dataset created in Section 6.2, we fine-tune a GPT-2 medium model for the
task of generating a script scene from a summary section. We take the GPT-2
medium model fine-tuned for flat generation from Section 5.2 as the base and
proceed to fine-tune it on our aligned data. For each summary section as the
input prompt, we train the model to generate the corresponding script scenes.
We fine-tune two models:
1. GPT-2 medium Hierarchical Base is fine-tuned on the dataset
created by using sBERT embeddings (dataset creation is described in
Section 6.2.2).
2. GPT-2 medium Hierarchical Filtered is fine-tuned on the filtered
version of the sBERT dataset (described in Section 6.2.2).
Both models are fine-tuned on 777 movies using a 10−5 learning rate for 6
epochs with 1000 steps warm-up. The details of the datasets can be seen in
Table 6.7.
The GPT-2 medium Hierarchical Base model is fine-tuned on data that
includes the previous script scene, the summary section, and the script scenes
aligned to that given section. This setup makes the training scheme identical
to the inference scheme.
The GPT-2 medium Hierarchical Filtered model only sees the summary
section followed by the script scenes that are aligned to it. The main goal
of this model is for the output scripts to be more strongly conditioned on
the input prompts. Furthermore, due to the filtering process, there might
be gaps between script scenes wherever the alignment was not good enough,
which is another reason for not putting the preceding scene into the training
examples. We note that even though the Hierarchical Filtered model is not
trained to see the context before the summary sections, the preceding scenes
are not truncated or masked during the inference. This means that the model
outputs may be influenced by the previous scene as well to some extent.
When generating, the generated plot summary needs to be split into
smaller sections. As we did not train a specific summary splitter, we take
individual sentences from the summary as the sections. We experimented with
two ways of adding the summary sections to the context of the hierarchical
script generation model:
1. Manually – the user can decide when to plug in the summary section into
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the context using the interactive generation tool described in Chapter
1, allowing for limited supervision.
2. Using the end-of-text cue – the hierarchical script generation models
are trained to output the end-of-text token at the end of a scene. This
can be used as a cue for introducing the next summary section.
The second approach does not work well on a vanilla GPT-2 model, as it
very rarely generates the end-of-text token. We cannot determine which one of
these approaches is better, each of them has its advantages and disadvantages
and is suitable for different occasions. The first approach gives the most
control to the user, which might be beneficial to user experience. On the
other hand, the second approach requires no human supervision, which is
useful for attempts to generate a script with zero human supervision.
We reuse the same decoding parameters as descibed for the fine-tuned
Flat GPT-2 medium model in Section 5.2.11

6.4

Evaluation

Same as in the evaluation of flat generation models in Chapter 5, we generated
50 texts using each model. The same 10 human-written prompts were used and
5 examples were generated for each prompt. For a more detailed description
of the prompts, see Section 5.3.
In this section, we evaluate our fine-tuned models introduced in Section
6.3: GPT-2 medium Hierarchical Base, GPT-2 medium Hierarchical Filtered.
We also include the two best models from Chapter 5 – the Vanilla GPT-2 XL
baseline and the fine-tuned Flat GPT-2 medium model. We are omitting the
Vanilla GPT-2 medium baseline as it mostly generated out-of-domain text
(see Section 5.3).
Textual Properties The basic automatic comparison of the model outputs
is presented in Table 6.9. Similarly as in Chapter 5, we measure the average
lengths of the outputs in terms of lines, sentences and words. We also report
the total vocabulary size, entropy, and perplexity as computed by the Vanilla
GPT-2 XL model on the union of all generated texts.
The average length of the outputs reflects the training data and is therefore
not surprising for us. Our fine-tuned models tend to produce shorter outputs,
Nucleus sampling (Holtzman et al., 2020) with p of 0.9 and k of 50, typical decoding
(Meister et al., 2022) with typical p of 0.2, temperature set to 1.005, repetition penalty set
to 1.1 and no repeat ngram size set to 4.
11

64

Model
Vanilla GPT-2 XL
FT GPT-2 M: Flat
FT GPT-2 M: Hier./Base
FT GPT-2 M: Hier./Filtered

Avg. #
Lines

Avg. #
Sentences

Avg. #
Words

Vocab
Size

Entropy

Perplexity

54.44
31.42
19.50
15.30

145.12
101.40
59.20
69.54

524.66
449.70
308.26
370.50

2228
4224
4382
5160

3.21
3.84
3.25
3.28

2.28
13.91
15.68
38.49

Table 6.9: A basic statistics comparison for script generation by different
model variants. Perplexity is measured using vanilla GPT2-XL. FT stands
for fine-tuned.
Model
Vanilla GPT-2 XL
FT GPT-2 M: Flat
FT GPT-2 M: Hier./Base
FT GPT-2 M: Hier./Filtered

NLI-avg

σ

NLI-pbt

σ

0.47
0.48
0.58
0.54

0.17
0.16
0.15
0.13

0.50
0.48
0.35
0.42

0.23
0.23
0.23
0.19

Table 6.10: A comparison of the document-level NLI-Scores of the model
outputs. FT stands for fine-tuned.

especially the hierarchical ones. This is an advantage, given that the average
plot summary generated by the GPT-2 medium model for this task is roughly
30 sentences long, as shown in Table 6.4. We can see from Table 6.9 that
the average scene length is approximately 20 or 15 lines for the Hierarchical
Base and Hierarchical Filter models, respectively. That means that after
concatenating the scenes of the generated script, we can expect to reach ca.
600 or 450 lines. This is very close to the average number of lines in our
training data – 530 as shown in Table 5.2. Therefore, when observing the
output length, the hierarchical models are capable of producing a full-length
play. 12
NLI-Score In order to have an automatic overview of the output consistency
and non-repetitiveness, we also measured the document-level NLI-Score using
its script version (see Chapter 4. Similarly as in Chapter 5, we report both
the averaged NLI-Score and the percentage below a threshold score. The
threshold was set to 0.4, same as in Chapter 5. We report the average
of NLI-avg and NLI-pbt of the individual outputs as well as the standard
deviations in Table 6.10. The performance of all the models is comparable,
12

At this point we do not comment on the coherence and quality of such resulting play.

65

with the fine-tuned Hierarchical Base GPT-2 model being slightly better
in both variants of the score. However, due to the magnitude of standard
deviation, we cannot claim it is the most consistent or the most non-repetitive
of the models under comparison.
Human Evaluation We also performed a human evaluation on a selection
of the generated scripts. We randomly selected five outputs from each of the
four evaluated models (Vanilla GPT-2 XL, fine-tuned GPT-2 medium Flat,
fine-tuned GPT-2 medium Hierarchical Base, and fine-tuned GPT-2 medium
Hierarchical Filtered) and truncated the outputs to a reasonable length.13
Five amateur annotators volunteered for this evaluation. There were two
tasks in the evaluation – relative ranking and absolute scoring.
In the ranking task, the annotators were shown four outputs (one from
each model) generated using the same prompt. Due to our previous experience
with the ranking task, we modified the instructions slightly. Instead of ranking
all four model outputs, we asked the annotators to perform best-worst scaling
(Santhanam and Shaikh, 2019) – to disclose which of the outputs they liked
the most and the least. We present the results in Table 6.11. The Vanilla
GPT-2 XL baseline was marked as the best ten times. In one of the examples,
all five annotators agreed on the baseline being the best output. The closest
model was the Hierarchical Filtered GPT-2 medium which was marked as
the best seven times.
When examining the number of times when an output was named the
worst, all model outputs but the Hierarchical Filtered GPT-2 medium were
tied at seven. The Hierarchical Filtered GPT-2 medium was selected as the
worst only four times.
This task shows that human judgement of the script quality is extremely
subjective. In four out of five cases, an output selected by one or more
annotators as the best was also selected by a different annotator as the worst.
For this reason, we cannot state that one model is better than the others. We
rather conclude that based on the result of this ranking task, Hierarchical
Filtered GPT-2 medium had the most consistent performance out of the
evaluated models. It ranked second in times named best while it was named
worst the least amount of times out of all evaluated models.
In the absolute scoring task, the annotators were asked to score the
The truncated length was not given by a specific number of lines or sentences, but
rather by the available space on a slide, as a slideshow was used to distribute the instructions
and generated scripts. The resulting length was usually 8-15 lines depending on the lengths
of the lines.
13
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Model

Times Best

Times Worst

10
4
4
7

7
7
7
4

Vanilla GPT-2 XL
FT GPT-2 M: Flat
FT GPT-2 M: Hier./Base
FT GPT-2 M: Hier./Filtered

Table 6.11: The results of the relative ranking task of the human evaluation.
FT stands for fine-tuned.
Model
Vanilla GPT-2 XL
FT GPT-2 M: Flat
FT GPT-2 M: Hier./Base
FT GPT-2 M: Hier./Filtered

Coherence

Consistency

Originality

Overall Impression

3.00
2.92
2.32
2.60

3.40
2.76
2.68
2.64

3.32
3.44
2.76
3.32

3.24
3.00
2.56
3.20

Table 6.12: The results of the absolute human evaluation. Rated on a scale
from 1 (worst) to 5 (best). FT stands for fine-tuned.

outputs on a scale from 1 (worst) to 5 (best) with respect to four different
qualities. The scored outputs were the same ones as used for the relative
ranking task. The scored qualities and the corresponding annotator questions
were coherence, consistency, originality, and overall impression (see Section
2.4 for the definitions).
In terms of coherence, the Vanilla GPT-2 XL baseline achieved the best
score with the fine-tuned GPT-2 medium Flat model being the second. A slight
decrease in coherence was expected, as some very short scenes were omitted
from the training data for the hierarchical models in order to improve the
quality of summary-script alignments on the global scale (described in Section
6.2.1). While the majority of analyzed omitted scenes did not harm the script
coherence, we hypothesize that some of these deleted scenes had a negative
impact on the final coherence of the generated script. The Vanilla GPT-2
XL baseline was also scored as the most consistent out of the four models.
The fine-tuned GPT-2 medium Flat model was perceived as the most original
with the baseline Vanilla GPT-2 XL and the Hierarchical Filtered models
tied for second place. The annotators had the highest overall impression of
the baseline outputs, closely followed by the Hierarchical Filtered model.
We conclude that the performance of all our fine-tuned GPT-2 medium
models is close to the performance of the Vanilla GPT-2 XL baseline, despite
the XL version’s obvious advantage in the number of parameters. Out of
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our fine-tuned models, we selected the GPT-2 medium Hierarchical Filtered
model as the best based on its results in the ranking task and its overall
impression score.
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7. Extensions
In this chapter, we discuss further extensions we made to the approaches
discussed in previous chapters in order to increase the quality of the generated
texts.
The first extension is the use of NLI (see Chapter 4) for quality assessment
during the decoding. We present how to use it to filter the generated utterances
in Section 7.1. The rest of this chapter is dedicated to characters in the play.
They are a crucial element of the generated script as their dialogues create
the backbone of the story. In Section 7.2, we focus on the characters in
plot summaries, especially the influence of their names on the overall story.
In particular, we experiment with training models where character names
are either replaced by a placeholder or limited to a pre-determined set of
character names. We also propose a method for character orchestration in
Section 7.3. By orchestration we mean determining the next speaker based
on the history of character utterances and the token likelihood distribution.

7.1

NLI Decoding Filter

The document-level version of NLI-Score described in Chapter 4 focuses on
evaluating already generated texts. However, it is possible to use this metric
during decoding in order to increase the quality of texts being generated.
The application of NLI-Score directly in the generation process is inspired
by feedback from theatre professionals within the THEaiTRE project. They
found many generated texts interesting and inspiring, but the overall impression was often spoiled by a few blatant inconsistencies. For that reason, we
experimented with including NLI-Score into the generation process to prevent
such inconsistencies from happening in the first place.
We include NLI by applying the following procedure: after a single sentence
is generated, the generator briefly stops while the NLI model assesses the
output. If the NLI-Score of the newly generated sentence with respect to
previous context is below a given threshold, the sentence will be discarded
and the generator will generate a different one. This process is repeated
several times if necessary; after that the last generated sentence is kept.
As with the document-level NLI-Score described in Chapter 4, we can use
this approach for prose and scripts and we will evaluate the usefulness of this
extension on both. When using the script version, we focus on consistency
of utterances separately for each character. The reason is that while we
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Model
Fine-tuned GPT-2
Fine-tuned GPT-2 + NLI

Coherence

Consistency

Overall Impression

4.13
3.60

3.87
3.93

4.20
3.53

Table 7.1: The results of the human evaluation assessing the usefulness of
using NLI decoding filter for summaries. Rated on a scale from 1 (worst) to
5 (best).

want the characters to be self-consistent, we do not want to filter out their
disputes with other characters that might manifest as contradictions to the
NLI system. Furthermore, the NLI model is not trained on texts composed
of utterances by various characters. Filtering out the utterances of other
characters potentially simulates a more consistent narrator. The consistency
of the scenic remarks is evaluated using the already generated scenic remarks
as the context.
The threshold parameter was set to 0.4 empirically, as our experiments
showed that this filters out the worst inconsistencies but still allows the
generator some degree of creative freedom. The number of attempts to
generate a sentence with an acceptable NLI score was set to 10 in both
experiments.
Evaluating the NLI Decoding Filter for Plot Summaries In order
to assess the helpfulness of filtering plot summaries by NLI-Score, we generated five plot summaries using the NLI decoding filter and five without
it conditioned on the same titles. All five titles used for the plot summary
generation were human-written. Three lay annotators scored the generated
plot summaries. We asked the annotators to score the generated scripts in
terms of coherence, consistency, and overall impression as those aspects are
the most affected by the filtering (see Section 2.4 for the definition of the
aspects). Note that NLI-Score is aimed to recognize not only inconsistency,
but also repetition. For this reason we specifically instructed the annotators
to consider repetitiveness as part of the coherence score.
During the evaluation, we used the GPT-2 medium model fine-tuned on
scripts of theatre plays, movies, and TV shows, as described in Section 6.1.
The same model was used with and without the NLI decoding filter. The
evaluation results are shown in Table 7.1.
Surprisingly, based on the results of the evaluation we conclude that
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adding NLI filtering can actually hurt the quality of generated summaries.
While it somewhat increased their consistency, it did so at the expense of
coherence and overall impression. We expected a small drop in coherence
given that we are encouraging neutrality and unrelated sentences are neutral
by definition.
In some cases, the re-generated sentences were internally inconsistent,
which is something that NLI score is unable to filter out in its current version.
It is also necessary to point out that the scores of the fine-tuned GPT-2
medium model without NLI decoding filter were higher than in the evaluation
of various models trained for plot summary generation:
• coherence of 4.13 versus 3.0 previously
• consistency of 3.87 versus 3.1 previously
• overall impression of 4.20 versus 3.2 previously
as evaluated in Section 6.1. This indicates that the summaries were good
without needing any changes. Furthermore, the baseline summaries did not
suffer from any noticeable repetition.
NLI decoding filter was designed to prevent dead characters from coming
back to the story or parents switching roles with their children. The results of
our small experiment suggest that it accomplishes this goal, which is further
supported by manual checking of the generated outputs during development
as well as feedback from theatre professionals.1 However, it seems that the
0.4 neutrality threshold had a higher recall, but a lower accuracy, which
means that the re-generated sentences were acceptable and not necessarily
inconsistent. An example of this can be seen in 7.1 – the continuation
generated without NLI decoding filter is more suitable than its re-generated
version after deploying the NLI filter. In order to use NLI decoding filter
successfully, it would be desirable to decrease this threshold as it seems that
the model’s first choice tends to be better in most cases.
Evaluating the NLI Decoding Filter for Scripts Similarly to the evaluation of plot summaries, we generated five scripts with and without the NLI
decoding filter conditioned on the same prompts. The prompts consisted
of a sentence from a generated plot summary and two character utterances.
Three lay annotators scored the outputs. As in the evaluation of the helpfulness of NLI filtering for plot summary generation above, we were interested
in the coherence, consistency, and overall impression scores.
The theatre professionals gave us qualitative verbal feedback without any specific
numeric rating in this case.
1
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Context

In a crowded nightclub where a group gathers for a performance by singer Connie, a fight breaks up between a young
woman named Mary Anne Williams and her boyfriend Nick.
During the fight, she knocks Nick unconscious.

Continuation

When the police arrive and take Mary Anne to jail, she tries
convincing them to help her prove Nick’s innocence; but all
attempts are unsuccessful.

Re-Generated

When the police arrive at her apartment they find that Mary
Anne has left to get Nick from a hotel room.

Figure 7.1: An example of an acceptable sentence which was re-generated by
the NLI decoding filter.
Model
Flat GPT-2
Flat GPT-2 + NLI

Coherence

Consistency

Overall Impression

2.53
3.67

2.87
3.60

2.60
3.40

Table 7.2: The results of the human evaluation assessing the usefulness of
using NLI decoding filter for scripts. Rated on a scale from 1 (worst) to 5
(best).

The model used during this evaluation was the Flat GPT-2 medium
described in Section 5.2 because it achieved the highest average scores in
coherence and consistency in the human evaluation presented in Table 6.12.
The same model was used for generation with and without the NLI decoding
filter.
The results of the comparison are presented in Table 7.2. We can see that
the outputs of Flat GPT-2 medium with NLI decoding were rated higher
across all aspects. While a larger-scale evaluation would be desirable, the
results of our small experiment suggest that using the NLI decoding filter in
order to make the characters internally consistent helps increase the generated
script quality.

7.2

Character Name Anonymization

The quality of the generated stories often varied based on character names
in the title or sampled by the model during the generation. In some cases,
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the names can influence the stories and make them more interesting by
bringing out the cultural context. For example, we have observed a model
rename a character called “Vladimir” to “Vladimir Putin”. In a different
case, characters called Kai and Kazuo were given an intriguing backstory as
former Yakuza members. However, in most cases this did not prove to be an
advantage and was rather a source of stereotypes and bias.
In this section, we examine what happens when we take the significance of
the names away. We focus on plot summaries, as the effect of character name
anonymization is greater than on scripts. We analyzed the original training
set (see Section 6.1 for the sources and the makeup of the plot summary
dataset) and suggest three modifications: replacing the character names by
general numbered placeholders, by gendered numbered placeholders, and by
a small set of pre-selected names. We experiment by fine-tuning three GPT-2
medium models on these modified training sets. We evaluate these three
models and compare them to the Plot Summary model trained on all data
from Section 6.1.
Characters in Plot Summaries Before proceeding with the anonymization of the character names in the training data , we first analyze how many
characters naturally occur in human-written plot summaries. In order to do
so, we used a slightly modified software provided to us by Brezinová (2022),
which finds and links all character name occurrences in a text. Therefore,
for a given character, we know all names used to refer to them along with
the position of every mention of the character in the text. The software
uses Named Entity recognition (NER) from the SpaCy framework (Montani
et al., 2022) to find the occurrences of character names. Our modifications
to the software include small bug fixes, extensions of the title vocabularies
(containing titles such as ‘Mrs.’ or ‘Mr.’), and the introduction of gender
recognition.
In 5,719 out of 73,215 (8%) of the summaries in our dataset, no named
characters were found. This was usually due to one of the following reasons:
1. There were no named characters in the summaries, they were only listed
based on their gender, occupation, hobby, or other characteristic.
2. The summary is in English, however, the characters have foreign names
(Indian, Chinese, etc.) and were not identified by SpaCy’s NER.
3. The character’s name or nickname is a common noun in English (e.g.
Amber).
For further processing, we removed the summaries where we found no
names to have a clearer overview of the rest of the data. As we are not aware
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of any general method that would attribute gender to the name of a character,
we determined gender based on gazetteers of names included in the thesis
of Urbanová (2021). We only used two gazetteers: one listing male names
and the other listing female names. Whenever a name was present in both
of the male and the female gazetteer, or in neither of them, we classified
it into the ‘Characters of Unknown Gender’ category. In Figure 7.2, we
see the amount of summaries containing a given number of characters of a
certain gender.2 From the distribution, we can see that male characters and
characters of unknown gender are represented in our data much more than
female characters. This phenomenon is even more visible when looking at
the average amount of characters of a certain gender in a summary shown
in Table 7.3. While there are 1.68 male characters and almost 3 unknown
gender characters in a plot summary on average, there are only 0.89 female
characters, which is a little over a half of the male character prevalence. This
is not an uncommon phenomenon, first pointed out by (Woolf, 1959) and
later popularized in a comic made by Alison Bechdel.3

Figure 7.2: A histogram showing the distribution of character genders in one
summary.
The tail of the distribution has been cut off in order to make the histogram more
readable.
3
https://en.wikipedia.org/wiki/Bechdel test
2
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Masking Character Names As the first experiment, we went through the
dataset of plot summaries from Section 6.1 and replaced every occurrence of
a character name with a placeholder of the specific format: ‘<Character#>’,
where # would be the numeric index of that given character. The titles
were masked using the same approach. An example of the result of this
transformation is presented in Figure 7.3.
After transforming the dataset, we proceeded to fine-tune the GPT-2
medium model using the same parameters as for the plot summary GPT-2
medium model from Section 6.1.
Including Gender Information in the Placeholder We experimented
with an enhanced set of placeholders which would include information about
the character’s gender, unlike the previous version. After gathering all
character occurrences, we tried to determine the character’s gender using
one of two rules depending on the available context information. The first
approach consists of dividing the gazetteers of address expressions or personal
titles, such as ‘Mr.’, ‘Mrs.’, or ‘Dr.’, that originally came with the name
recognition script into three categories: male, female, and universal. We
would use this approach whenever a character was addressed by a title and
their last name. If the character was mentioned by their first name, we
proceeded with the gazetteer lookup using the gazetteers from the thesis of
Urbanová (2021). Based on the gazetteer lookup, we classified the character
into one of three categories: male, female, or unknown. In case the character
name was found in both or in neither of the gazetteers, we proceeded with the
‘Character’ placeholder. If the gender was known to us, we used a placeholder
that included the gender information: ‘Man’ or ‘Woman’. An example of such
modified text is shown in Figure 7.3. We can see that atypical names such as
Gomez or Fester are not included in the gazetteers and therefore are placed
into the unknown category.
We fine-tuned a GPT-2 medium model on this dataset using the same
approach and parameters as in the previous masked character model.
Limited Set of Pre-determined Character Names Instead of using
placeholders, we experimented with renaming the characters choosing from
a pre-determined limited set of names. We start with the gendered masked
dataset described above and replace the masks by real names. Ten names
were prepared for each group of characters: men, women, and characters of
unknown gender. We picked out names that are considered gender-neutral
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Model

Male

Female

Unknown

All

Training Data
Original
Masked
Masked + Gender
Limited Names

1.68
0.63
N/A
14.15
2.66

0.89
0.80
N/A
10.38
2.00

2.96
0.67
31.24
11.38
0.90

5.52
2.10
31.24
35.91
5.55

Table 7.3: A comparison of how many characters appeared on average in a
plot summary produced by a given model (or the training data). All models
in this table are GPT-2 medium. The model presented as ‘Original’ is the
model from Section 6.1.

for the characters of unknown gender.4
Given that we only had a limited set of names, we eliminated all plot
summaries which contained more than ten characters from any group in order
to avoid having masks in the data. This made the training set smaller by
roughly 2,000 examples.
Similarly as for the previous two datasets, we fine-tuned a GPT-2 medium
model using the same parameters as before.
Evaluation For the purposes of automatic evaluation, we generated twenty
plot summaries by each model using the same human-written prompts. The
prompts did not contain any names in order to be universal for all model
variations.
To get an overview of how the data modification impacted our model
performance, we focus on the average number of unique characters in the
generated script. We also include the training data in this comparison, as we
aim to retain its distribution of characters in the generated outputs.
We simply count the number of distinct placeholders for each gender. To
count the number of characters present for the outputs of any models that do
not use placeholders, we post-process the generated plot summaries with the
algorithm that was used for the gendered masking of the data (see above).
Male name list: James, Richard, Mike, David, Steven, Paul, Kevin, George, Tim, and
Eric. Female name list: Mary, Susan, Lisa, Nancy, Jessica, Emily, Karen, Betty, Rebecca,
and Amy. Gender-neutral name list: Avery, Riley, Parker, Cameron, Jordan, Charlie,
Rowan, Blake, Jamie, and Taylor.
4
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As we can see in Table 7.3, the models trained on a dataset where characters
were masked introduced a substantially larger numbers of characters in the
summaries. The same character mask was very rarely used twice or more
times. Instead, the model simply incremented the character index in the
majority of cases. Due to this, the plot summaries generated by the masked
models are often confusing and make little sense.
The original GPT-2 medium fine-tuned for plot summary generation from
Section 6.1 generates fewer characters than can be found on average in the
training data. The ‘Limited Names’ GPT-2 model is the only model that
generates about the same number of characters on average as what naturally
occurs in the training data. Interestingly, even though names of Unknown
gender are present in the training data, the model generates fewer names of
this type.
As the use of numbered placeholders introduced more characters than
could be followed by a reader, we do not include the outputs of the masked
models into the human evaluation. Instead, we compare the model trained
on data with pre-determined character names to the model from Section 6.1,
which is trained on unmodified data.
In the human evaluation, we asked three lay judges to score five outputs
in the following aspects of coherence, consistency, character faithfulness, and
overall impression (see Section 2.4 for the definitions of the evaluated aspects).
The human evaluation results displayed in Table 7.4 suggest that the
GPT-2 medium model trained on data with a limited set of character names
performs better in all evaluated aspects. While we did expect an increase
in character faithfulness, the improvement in the other aspects was more
notable than we anticipated. We hypothesise that while narrowing down the
set of character names helped, there might be an additional reason for the
performance improvement. When we limited the character names, we also
excluded training examples with more than 10 characters of any given gender.
This could have potentially improved the quality of the plot summaries in
the training set, which reflected upon the quality of the generated stories. It
would be possible to fine-tune a model on the filtered data without limiting
the character names. However, we did not train such a model due to time
constraints. Moreover, using a limited set of names in the plot summaries
makes extracting character names simpler and more reliable, as they could
be extracted via gazetteer lookup. This is very useful for the purposes of
character orchestration described in Section 7.3.
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Model
GPT-2
GPT-2 + Limited Names

Coherence

Consistency

Character
Faithfulness

Overall
Impression

4.13
4.40

4.00
4.60

3.60
4.40

3.40
4.33

Table 7.4: The results of the human evaluation assessing the usefulness of
limiting the character names to a pre-defined amount.
Model

Avg # of Characters in a Script

Vanilla GPT-2 XL
Fine-tuned GPT-2 M: Flat
Fine-tuned GPT-2 M: Hier./Base
Fine-tuned GPT-2 M: Hier./Filtered

4.22
28.44
15.54
12.28

Table 7.5: The average number of unique characters in a generated script.

7.3

Character Orchestration

A common problem for all script generation models examined in this thesis is
that they do not work well with the set of characters in a script format. For
example, the Vanilla GPT-2 XL baseline tends to forget some characters if
more than two characters are introduced. Furthermore, if the name of the
character includes a number, such as ‘Robot 1’ and ‘Robot 2’, the model is
very likely to introduce ‘Robot 3’, ‘Robot 4’, and so on.5
Our fine-tuned models usually introduce new characters at a very fast
pace in general. This is not only confusing for the audience, but can also be
expensive should the generated play be staged. Consequently, the theatre
professionals are highly motivated to tightly control the number of characters
that appears in a play script. The full extent of this problem is demonstrated
in Table 7.5, where we computed the average character count on the data
used in automatic evaluation in Section 6.4.
Since it is obvious that all models deviate from the desired character
use across scripts, we would like to propose a flexible approach to limit the
amount of characters present in a single piece of a script. While there are
simpler and more elegant solutions to limiting the amount of characters, we
designed one that honors token probability distributions generated by our
model.
5

The same problem appeared when using numbered placeholders in Section 7.2.
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Before the generation starts, the character names in the input prompt
(or the input summary in the case of hierarchic models) are isolated and
tokenized.6 Then we proceed by building a trie over the tokenized character
names. As there is no guarantee that there would be a single root node for an
arbitrary set of names, the newline token is in the root of the trie. Moreover,
to ensure that nothing will be added to the generated character name, we
add the colon token to the end of every branch in the trie.
During decoding, whenever the newline token is generated, we start modifying the next token probability distribution. At every step, the probability of
all tokens is set to zero, except for the ones that are connected to the current
node in the trie.
Furthermore, for every character, we keep track of the number of lines
that have passed since their last utterance. Let c be the number of lines since
a given character has last spoken. In most steps, we do not know the full
character name because it has not been generated yet. Therefore, given the
character utterance history, we look for the number of lines that have passed
since the last time the speaker name started with the subsequence of the trie
leading to the current token. For example, in the context of speaker history
‘Amanda, George, Stacy’, we match the evaluated subsequence ‘Aman’ to
Amanda and assign c = 2. Then, we multiply the likelihood of the next token
of the character’s name by 2c . This process is repeated until we reach the
end of the trie – the colon. Afterwards, the distribution is not modified in
any way until the next newline token is generated.
We only keep the history of last ten utterances for the purpose of processing
speed, so if a character has not spoken for more than ten lines, c is capped at
eleven. We repeat this for each character that can potentially be generated.
Afterwards, we normalize the distribution using the softmax function. This
process is illustrated in Algorithm 3.
By analyzing over twenty generated scripts, we found that using this
approach gently re-introduced characters that would have been forgotten
otherwise as well as maintained the desirable amount of characters set by the
prompt writer.7

In case of scripts, the character name isolation is trivial and can be easily done using
regular expressions. We used the name recognition script from Section 7.2 for the extraction
of character names from plot summaries.
7
No quantitative human evaluation was performed because the alternatives either forgot
all characters but two, or added around ten new characters on average.
6
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Algorithm 3 Character limitation at one step of the generation. This
algorithm is triggered whenever a newline token is generated and called after
the generation of each token until colon is generated.
Input: {probi }50257
▷ Distribution of token likelihood
1

Input: currentN ode
▷ Current node of the traversed trie
Input: {charHistory}10
▷ Last 10 characters to speak
1
if currentN ode is null then
currentN ode ← root(T )
end if
allowedT okens ← children(currentN ode)
newP rob ← {0}50257
1
for token ∈ allowedT okens do
c ← last(token, charHistory)
▷ Computed as the lines since the subsequence leading to the given token appeared among the speakers
newP robtoken ← probtoken ∗ 2c
end for
return softmax({newP robi }50257
) ▷ Updated token likelihood distribution
1
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Gomez Addams laments the 25-year absence of his brother Fester, who disappeared after the two had a falling-out. Gomez’s lawyer Tully Alford owes
money to loan shark/con artist Abigail Craven, and notices that her adopted
son Gordon closely resembles Fester. Tully proposes that Gordon pose as Fester
to infiltrate the Addams household and find the hidden vault where they keep
their vast riches.
<Character0> laments the 25-year absence of his brother <Character6>,
who disappeared after the two had a falling-out. <Character0>’s lawyer
<Character1> owes money to loan shark and con artist <Character2>, and
notices that her adopted son <Character7> closely resembles <Character6>.
<Character1> proposes that <Character7> pose as <Character6> to infiltrate
the <Character0> household and find the hidden vault where they keep their
vast riches.
<Character0> laments the 25 - year absence of his brother <Character5>,
who disappeared after the two had a falling - out. <Character0>’s lawyer
<Man2> owes money to loan shark <Woman3> and notices that her son
<Man6> closely resembles <Character5>. <Man2> proposes that <Man6>
pose as <Character5> to infiltrate the <Character0> household and find the
hidden vault where they keep their vast riches.
Avery laments the 25-year absence of his brother Jordan, who disappeared
after the two had a falling-out. Avery’s lawyer Richard owes money to loan
shark/con artist Lisa, and notices that her adopted son Paul closely resembles
Jordan. Richard proposes that Paul pose as Jordan to infiltrate the Avery
household and find the hidden vault where they keep their vast riches.

Figure 7.3: An example of the original plot summary text compared to
all its modifications: replacing the names with gender-neutral placeholders,
replacing the names with gendered placeholders, and replacing the names
with a limited set of pre-determined names.
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8. Conclusion
In this thesis, we proposed two variants of a metric for measuring text
consistency and non-repetitiveness based on the Natural Language Inference
task (Bowman et al., 2015). We demonstrated the relevance of these metrics
by comparing the measured results on human written stories versus generated.
We gathered and prepared a dataset consisting of theatre, movie, and TV
show scripts. Then, we fine-tuned our flat script generation GPT-2 medium
model (Radford et al., 2019) on this data. Despite the advantage of the
vanilla GPT-2 XL baseline in the number of parameters, our model has a
comparable performance with the advantage of being smaller and faster. This
is an advantage when the model is used in a human-in-the-loop setup as it
reduces the waiting times.
Then we experimented with the selection of models as well as dataset
splits for our plot summary generation model. Based on the results of human
evaluation, our fine-tuned GPT-2 medium model was selected as the best
at this task. Despite the feedback from theatre professionals within the
THEaiTRE project that the plot summaries are too ‘movie-like’, human
evaluation showed that neither a two-step fine-tuning scheme, nor excluding
the movie data from the training set helped. The best results in the human
evaluation were reached by the GPT-2 medium model trained on all plot
summary data available to us, where all occurrences of words such as ‘film’
or ‘movie’ were replaced with ‘play’.
In order to proceed with the hierarchical generation system, we prepared
a novel dataset. This dataset contains summary sections, which summarize
events, mapped to script scenes that enact those events. We proposed a
dynamic programming algorithm that uses cosine similarity as a metric and
two types of text representations. We fine-tuned two GPT-2 medium models
on slightly different variations of this dataset. Human evaluation showed that
the performance of our models is comparable to the strong vanilla GPT-2
baseline.
We experimented with using our consistency metric as a filter during
generation to achieve more consistent text. Human evaluation showed that
the proposed setup was not beneficial to generating plot summaries because the
lines generated prior to filtering were often better than the re-generated ones.
However, based on our observations and the results of the human evaluation,
the filtering helped in making character utterances more consistent in scripts,
i.e. filtering out contradictions.
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We explored the effects of character name anonymization during plot
summary generation by using placeholders or a limited set of pre-selected
real names. The anonymization technique using a limited set of pre-selected
names was perceived much better by our human annotators – it outperformed
the plot generation baseline in all evaluated aspects.
Finally, we proposed a way of character orchestration that updates the
token likelihood distribution coming from the GPT-2 model.
Discussion The NLI-score metric presented in Chapter 4 does not work
well for comparing the performance of models because each of the models
we have examined produces outputs of varying quality. Instead, it is more
suitable for comparing individual outputs. We have observed a moderate
correlation of 0.5 between NLI-avg and the human consistency score. Together
with NLI-pbt, these metrics could work as a filter to indicate whether a text
is worth reading.
In our experience and based on the results of small-scale human evaluation,
the plot summary generation model (see Section 6.1) works sufficiently well
to fulfill its task – guide script generation. While the quality of the generated
plot summaries is nowhere near the human level, it is questionable whether
an increase in plot summary quality would translate to a higher quality of
scripts.
Theatre professionals within the THEaiTRE project were able to use our
hierarchical generation approach to generate a coherent full-length theatre
play script. This was done under limited supervision using THEaiTRobot 2.0
described in Section 1.2. We consider this our greatest achievement, because
to our knowledge, we are the first to succeed in this task. However, the
generation of scripts conditioned on a piece of plot summary often strays
from the events described in the summary.
Future Work During the work on this thesis, we discovered some limitations of our approaches and we propose a few ideas for future work that could
address them.
Instead of using a pre-trained model for the NLI-score, it is possible to
train an even better classifier, specifically to label consistency. This could
be done by joining data from the MNLI dataset (Williams et al., 2018) and
the StoryCloze dataset (Mostafazadeh et al., 2016b) to provide both positive
and negative examples of what the next sentence should be. It could further
be enriched by including examples from human-written plot summaries as
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positive examples and their shuffled version as the negative example. The
classifier would then predict whether a sentence is suitable given the preceding
context. More ideas for improving the NLI-score are described in Section 4.3.
The internal consistency of characters could be improved by representing
them using evolving embeddings as Clark et al. (2018) or Azab et al. (2019).
Furthermore, it is possible to extend an approach where each character in
a script is represented by a separate language model, as presented in our
previous work Schmidtová et al. (2022).
As discussed in Section 7.3, language models tend to either forget characters in a script or introduce too many of them. It could be helpful to rename
the characters using a limited set of names as we did for plot summaries in
Section 7.2.
It would be beneficial to compare our results to a GPT-3 model (Brown
et al., 2020), or another large pre-trained model, such as GPT-J or GPT-Neo.
Due to the larger amount of parameters as well as a larger pre-training dataset,
they are said to have an even better performance than GPT-2.
Our hierarchical filtered GPT-2 medium model from Section 6.3 produces
scripts that are perceived well by human annotators. However the relation
between the plot summary and the generated script could be improved. We
hypothesize that having a larger training dataset for summary to script
generation would be helpful. More data could be synthesized by using script
summarization (Chen et al., 2022), however the generated summaries would
need to be checked to prevent introducing hallucination into the training
data. Explicit plot state tracking (Rashkin et al., 2020) could be helpful in
this effort as well.
The automatic approach to summary insertion into a generated script
presented in Section 6.3 would not work on a vanilla GPT-2 model, as the
vanilla model rarely generates the end-of-text token. Another approach
could target instances when the model gets stuck inside a repetitive loop by
measuring perplexity. After observing a decrease in perplexity – after the
generated text gets more uninteresting, we can boost it by introducing a new
plot twist in the form of the next summary section.
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A. Excerpts from Generated
Texts
A.1
A.1.1

Plot Summaries
GPT-2 Medium Fine-tuned on All Data

Kai and Kazuo (Kai Ho-chi and Kazuo Sugihara) are two unemployed yakuza
who have grown tired of robbing banks, restaurants, and gas stations. While
robbing a convenience store, they encounter a high-school girl, Yukiko Kano,
whose father had been killed by a hitman and was left crippled. [...] The
gangster had been sent by their boss to lure Yukiko out and then kill her in a
car crash. The two go after the gangster and catch him. His boss, however,
takes this differently and tries to frame Kazuo for Yukiko’s murder, making it
look like he was having an affair. Kai and the other members of his security
force are also held as hostages. They are rescued by the police, led by Chief
White. However, the Boss is shot dead by the gangster. The two are then
given a hero’s welcome by the public.

A.1.2

GPT-2 Medium with Limited Names

The play begins with a voice - over explaining that this is the first in a series
of plays that will be made about the Avery family. The Avery family consists
of Richard, his wife Lisa, their two sons David and Steven, and their two
daughters-in-law Emily and Karen. The family’s lives are turned upside down
when Steven is diagnosed with brain cancer. Lisa is forced to take time off
from work to care for him. Richard, who has been estranged from his family
for years due to his wife’s infidelity, finds himself unable to get along with his
sons. Meanwhile, Emily, who works as a bartender in a local bar, begins a
relationship with a co - worker named Paul. [...] The play ends with Richard
and Lisa getting back together, and Emily and Paul getting married.
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A.2
A.2.1

Theatre Play Scripts
Baseline Vanilla GPT-2 XL

Lucy:

Well, it’s just a matter of time. I’ve got a little more than enough
to last until next summer.

Betty:

But what if I want more?

Lucy

What do you want more?

Betty:

More vegetables!

Lucy:

Yes, that would be nice. I can get some carrots and celery, but
there are still a lot of things to do around here. I think we can
manage for now.

Betty:

What if you need to buy something for yourself?

Lucy:

What if I want to buy something for myself?

Betty:

Well, that would be nice, too. I’ll just get the vegetables, but you
have to take some of my meat and potatoes with you.

Lucy:

Okay, that would be nice. I’ll go with you.

A.2.2

Finetuned Flat GPT-2 Medium

The Doctor:

But that’s impossible! You’ve got all the features.

Doctor:

No, but you can still do things that you wouldn’t
be able to if you’d only been programmed as I was.

Cyber-Planner:

It’s the last thing we need, my lord.

Clara:

Why not just kill us all and start again?

Cyberman 1:

You have not heard me. We will never cease our
attack until the human race is extinct.

Cyber-Planner :

We are too weak to stop it, Cybermen

Rigsy:

We can’t let you destroy us all, Doctor. We’ve had
enough.
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A.2.3

Finetuned Hierarchical GPT-2 Medium

ROBOT:
But Master, what can I do?
He finally realizes he’s done. And it takes him all of 5 seconds to explain to
the two other humans why they’ve been replaced by the older model. He
points at one of the humans as he explains:
MATHESON:
That was the mistake. This robot is never going to return to the
factory.
The older ROBOT then goes to a console and activates it. The HUMAN
COMPUTER lights up with an awesome display of its past performance. As
it plays through variousince it was destroyed, we see how things have changed:
HUMAN COMPUTING VOICE:
Today is the first day of my factory training. I have achieved my
primary objective: becoming A pillar of the community I am part of.

A.2.4

Finetuned Hierarchical Filtered GPT-2 Medium

Leopold:

I will speak to him.

Leopold, in a white cape and black hat, steps into a wooden hut, then turns
to his brothers. They stand, waiting, as:
Katsumoto:

Are you ready?

Leopold:

This is the one I’m seeking.

Katsumoto:

We seek only Wisdom beyond understanding.

He holds out the bird. They gather it in their hands, looking at it, impressed.
Katsumoto:

This bird has knowledge we do not have. It can show us
the way to our death.

He holds it up, smiling at them.
Algren:

It speaks?

Katsumoto:

It teaches us.
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