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Overall good OK poor insufficient

Assignment difficulty X X
Assignment fulfilled X
Total size . . . text and code, overall workload X

The work presents experiments with modern neural approaches for generating descriptions
of basketball sport matches from structured data. The assignment is rather difficult since even
the best current approaches struggle with producing texts of acceptable quality. The student
therefore focuses on replicating models from prior work, evaluating the models, and improving
the results with custom preprocessing methods.

The work is well-structured and contains all the necessary parts (although some of the extra
experiments were not finished in time). I appreciate the thorough manual examination of the
RotoWire dataset, which enabled the student to get a detailed understanding of the problem.
The experimental design is mostly sound, although I find some of the choices not well justified:

• Section 2.2.2: "After discussions with my advisor we think it is reasonable to expect that
the system should learn a good representation of a token if it appears at least 5 times in
the train set." – I believe that a reference to related work would be more appropriate here.

• The idea of transforming each player’s name to a single token (Section 2.4.2) seems to
ignore the fact that the underscores may be split again during BPE tokenization. I believe
that the main advantage is the fact that the names are converted to a canonical form.

• As noted in the introduction to Section 3, the work does not use pretrained word em-
beddings. I think this limits the claims about the custom preprocessing methods since
pretrained word embeddings could help with rare word problems which the preprocessing
methods were trying to solve.

• Section 5.1.3: "Due to massive preprocessing we have introduced, our results are not directly
comparable to any related work." – I would actually like to see if the preprocessing methods
can improve the results of the prior work – it should not be difficult to run the methods
with and without the preprocessing (as in prior work) and compare the results.

Regardless of these issues, the student had to get familiar with advanced neural network
architectures and did a considerable amount of work by implementing and evaluating state-of-
the-art methods for data-to-text generation.



Thesis Text good OK poor insufficient

Form . . . language, typography, references X
Structure . . . context, goals, analysis, design, evaluation, level of detail X
Problem analysis X
Developer documentation X
User Documentation X

The text of the thesis is the weakest point of the work. It has probably been submitted without
proofreading, as it contains many typos and grammatical errors. Moreover, the level of formality
could be improved by not using colloquial expressions such as isn’t and aren’t throughout the
text or capitalizing the references to floating environments (Figure, Table, etc.).

There are also several claims which I find questionable:

• Section 1.1: "we choose to select from a high variety of publicly available datasets [about
sports matches]" – As far as I know, the variety of datasets for generating natural language
descriptions of sports matches is very low and includes mainly RotoWire and its derivatives
(RotoWire-FG, Sport-Sett:Basketball). Given the goal of replicating prior work, RotoWire
was a logical choice, which should however be clearly stated in the text.

• Section 2.2: "We believe that the challenges posed by the RotoWire dataset can be sum-
marized in a set of statistics." – In my opinion, token count statistics are not enough to
summarize the challenges posed by the dataset (or any dataset in general).

• Section 2.8: "As a nice side effect the intersection of development/test set and train set is
almost 99 %". – This is a dangerous claim and it should be made clear that the text is
talking only about the overlap of unique tokens.

• Section 3.1.4: "Problems of the Encoder-Decoder Architecture" – Some of the mentioned
problems are just problems of recurrent neural networks, not the encoder-decoder archi-
tecture in general.

Overall, I appreciate that the thesis is written in English, which is appropriate for the topic.
However, the text could be greatly improved with proper proofreading and leaving out unsub-
stantiated claims.

Thesis Code good OK poor insufficient

Design . . . architecture, algorithms, data structures, used technologies X
Implementation . . . naming conventions, formatting, comments, testing X
Stability X

The code for the experiments is based on Python 3.8 and Tensorflow 2. The code has a clear
structure and is thoroughly documented by inline comments, docstrings, and instructions in the
README and the appendix. Unlike the text of the thesis, the code was seemingly developed
with great care. I believe that the codebase (if published) would facilitate future experiments
with data-to-text generation on the RotoWire dataset.
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