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Introduction

The importance of deep learning in the present-day field of natural language
processing (NLP) is irrefutable. The recent advancements of deep neural networks
have enabled researchers to develop increasingly more accurate NLP models –
the research has especially progressed with the introduction of recurrent neural
networks [Hochreiter and Schmidhuber, 1997], (contextual) word embeddings
[Mikolov et al., 2013, Devlin et al., 2019], and self-attention Transformer models
[Vaswani et al., 2017]. Examples of tasks, where deep learning approaches yield
state-of-the-art results, include machine translation [Edunov et al., 2018], language
modeling [Brown et al., 2020], or dependency parsing [Straka et al., 2019]. In line
with these works, we propose novel deep learning techniques for more accurate
semantic parsing.

The ultimate goal of semantic parsing is to transform sentences in natural languages
into some form of formal, machine-readable representation of their meaning [Kate
and Wong, 2010]. Naturally, this complex and vaguely defined task led to the
birth of a diverse set of meaning representation formalisms [Sgall et al., 1986,
Steedman, 1987, Pollard and Sag, 1994, Kamp et al., 2010, Abend and Rappoport,
2013]. The Conference on Computational Natural Language Learning (CoNLL)
hosted a shared task on Cross-Framework Meaning Representation Parsing [MRP
2019; Oepen et al., 2019], which combines five formally and linguistically different
frameworks with varying degrees of linguistic and structural complexity; these are
provided in a universal graph representation and with a universal metric. This
CoNLL 2019 shared task was followed in 2020 by another instance called MRP
2020. This time, the goal was to create not only a cross-framework but also a
cross-lingual semantic parser. The 2020 shared task featured these frameworks:

• AMR: Abstract Meaning Representation [Banarescu et al., 2013],
• DRG: Discourse Representation Graphs [Abzianidze et al., 2020],
• EDS: Elementary Dependency Structures [Oepen and Lønning, 2006],
• PTG: Prague Tectogrammatical Graphs [Zeman and Hajič, 2020],
• UCCA: Universal Conceptual Cognitive Annotation [Abend and Rappoport,

2013].

Our model (denoted as PERIN) was ranked among the two winning systems in both
the cross-framework and the cross-lingual tracks of MRP 2020 and significantly
advanced the accuracy of semantic parsing from the last year’s MRP 2019.
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Contributions

The main contributions of our thesis can be summarized into these three points:

1. Permutation-invariant model: to our best knowledge, our model is the
first graph-based semantic parser that predicts all nodes at once in parallel
and trains them with a permutation-invariant loss function, which is inde-
pendent of any node ordering. Semantic graphs are naturally orderless, so
constraining them to a fixed node ordering creates an unfounded restriction.

2. Relative encoding: We present a substantial improvement of relative
encodings of node labels, which derive node labels from the anchored tokens
[Straka and Straková, 2019]. Our novel formulation allows using a more
expressive set of encoding rules and minimizes its size.

3. Universal architecture: Our work presents a general sentence-to-graph
pipeline adaptable for specific frameworks only by adjusting pre-processing
and post-processing steps.

Outline

Background. Our thesis begins with some introductory background information
in Chapter 1. We start the Background chapter with a brief exposition to semantic
parsing in Section 1.1, continue with a description of a serialization format for
semantic graphs in Section 1.2, and then introduce the five meaning representations
that can be parsed by our system in Section 1.3. The background chapter concludes
with an explanation of two recent deep learning techniques extensively used in our
work – the Transformer architecture in Section 1.4 and the deep biaffine attention
in Section 1.5.

Permutation invariance. After establishing the context of our work, Chapter
2 follows with a detailed description of our first contribution – permutation
invariance. It begins with a motivation of this approach [Section 2.1], continues
with formal definitions of this term [Section 2.2], and concludes with its practical
implementation [Section 2.3].

Relative encoding. Another contribution of our work, the improvement of
relative encoding, is presented in Chapter 3. It begins with motivation [Section
3.1], continues with more theoretical aspects of the relative encoding [Section 3.2],
and ends with a description of the actual implementation [Section 3.3].
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Overall architecture. Having described the two distinguishing features of our
parser, Chapter 4 shows the overall architecture [Section 4.2] and its output
representation [Section 4.1], describes how our system utilizes a large pretrained
language model for improved performance [Section 4.3] and how it balances the
multiple loss signals that are needed to learn how to model different aspects of
the semantic graphs [Section 4.4]. Finally, Section 4.5 is about the specifics of
processing of the different meaning representation frameworks.

Experiments. The last Chapter 5 demonstrates the performance of our system
and compares it with other parsers from the CoNLL shared task [Section 5.3].
We also compare different configurations of our parser in a short ablation study
[Section 5.4].

The core of this thesis is based on Samuel and Straka [2020].



Chapter 1

Background and Related Work

1.1 Semantic Parsing

Meaning representation. The primary goal of this thesis is to create a parser
able to transform natural language into meaning representation – some form of
description of the deep semantic phenomena within it. Compared to the syntactic
structures (captured by the Universal Dependencies project [Nivre et al., 2020],
for example), the semantic structures are more distant from the source sentences,
and as such, they should be the same (or highly similar) for different surface
texts with the same meaning [Figure 1.1]. Moreover, this similarity should also
hold across different languages [Figure 1.2] – even though languages tend to differ
dramatically in their surface forms, their meaning representations should be much
closer [Fodor, 1975].

Figure 1.1: The sentences “She gave me a sunflower because it was my birthday.”
and “For it was the birthday of mine, I was given a sunflower by her.” share the same
meaning representation (in the AMR framework – Section 4.5.1). The arguments of
give-01 show who (ARG0) gave the sunflower (ARG1) to whom (ARG2), but are invariant
to the projection onto the surface forms (active versus passive voice).
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Formalisms. There are dozens of different meaning representation systems; some
of them are grounded by first-order logic [Abzianidze et al., 2017], others can
even be multimodal and based on images [Kiros et al., 2014]. This thesis focuses
only on the sentence-level semantic formalisms representable by general graphs
[Žabokrtský et al., 2020]. Concretely, we focus on five diverse semantic graph
frameworks from the latest meaning representation shared task, MRP 2020 [Oepen
et al., 2020]. This enables us to benchmark our system in a multi-framework
setting against other systems, while training on easily accessible datasets. These
frameworks are described in Section 1.3.

Figure 1.2: The English sentence “The person who danced has left.” and its Chinese
equivalent “ 跳舞的走了。” share similar semantic graphs even though the surface
representation is completely different – a word-by-word translation of the Chinese
sentence would be “dance [de] leave [complete]”, where “de” is a function word marking
a relative clause and “complete” marks a change of state [Li et al., 2016].

Usage. Even though one could argue that semantic parsing has great potential
for providing the meaning of language in a machine-understandable way, it has
not been extensively adopted – we argue it is largely because semantic parsing is
a notoriously hard task and the parsers have not been reliable enough. However,
an accurate parser can be a useful component for a question-answering system
and generally for any natural language understanding task [Aghajanyan et al.,
2020]. Semantic parsing can also be incorporated into a machine translation
pipeline – instead of directly translating a text from one language to another,
one can first parse the source into its meaning representation, transfer it into a
meaning representation in target language and use it to generate the target text
[Figure 1.3; Vauquois, 1968]. As already discussed, the source and target meaning
representations should be similar [Figure 1.2], which simplifies the translation.
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Figure 1.3: The Vauquois triangle for machine translation [Vauquois, 1968]. Higher
representations are more abstract, more distant from the surface text, and also easier to
be transferred to a different language.

Transition-based parsing. A popular way of transforming a surface sentence
into its meaning representation graph is to build the graph using a series of
transitions (actions, build instructions). The transition-based architecture was
originally proposed for dependency (tree) parsing in Nivre [2003]. The parser
starts in an initial configuration and processes the input from left to right, choosing
between several transitions that lead to a new configuration, until a terminal
state is reached. The configurations are typically defined as triples containing
(1) a stack of nodes, (2) a list of remaining surface tokens, and (3) the graph
constructed so far.

The set of transitions needs to be extended in order to parse general graphs and
not only dependency trees [Hershcovich et al., 2017]. The special transitions
should be able to represent reentrant edges,1 abstract nodes not corresponding
to any surface tokens, skipped tokens not related to any semantic nodes, and to
represent the properties (attributes) of nodes and edges. Another examples of
transition-based semantic parsers are Che et al. [2019], Bai and Zhao [2019], Lai
et al. [2019], or Che et al. [2019].

1 A concept can have multiple parents; these dependencies create a general graph instead of a
simple tree.
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Graph-based parsing. Another popular approach is to predict the graph
structure directly, instead of by a series of build instructions. Graph-based parsers
[McDonald and Pereira, 2006, Peng et al., 2017, Dozat and Manning, 2018, Cai
and Lam, 2020] usually predict the graph nodes in a sequential, auto-regressive
manner (similar to the encoder-decoder architectures for machine translation
[Bahdanau et al., 2015, Vaswani et al., 2017]), and then connect the nodes by a
biaffine classifier [Section 1.5].

An advantage of graph-based parsing over the transition-based is its natural
ability to parse general graphs without the need of hand-designing special rules
for treating different aspects of different frameworks. Neural architectures for
graph-based parsers can also be simpler, because they do not need to encode both
the input sequence and the stack of nodes.

Multi-framework parsing. Examples of general, formalism-independent se-
mantic parsers are scarce in the literature. Hershcovich et al. [2018] propose a
universal transition-based parser for directed, acyclic graphs, capable of parsing
multiple conceptually and formally different formalisms. Furthermore, several
participants of MRP 2019 presented universal parsers. Che et al. [2019] improved
the multi-framework transition-based parsing and used a different set of actions
for each framework. Lai et al. [2019] submitted a transition-based parser with
shared actions across treebanks, but failed to match the performance of the other
parsers. Straka and Straková [2019] presented a general graph-based parser,
where the meaning representation graphs are created by repeatedly adding nodes
and edges. The latest instance of the meaning representation shared task, MRP
2020, introduced another approach to multi-framework parsing – Ozaki et al.
[2020] first transform the semantic graphs into a universal, reversible, tree-like
notation consisting of atoms resembling the actions of transition-based parsers. In
correspondence with these works, our thesis presents a general sentence-to-graph
pipeline adaptable for specific frameworks only by adjusting the pre-processing
and post-processing steps.
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1.2 Graph Interchange Format

Building upon the abstract model of meaning representation by Kuhlmann and
Oepen [2016], the Graph Interchange Format (GIF) [Oepen et al., 2019] is a
JSON-based serialization of all five frameworks from MRP 2020 [Oepen et al.,
2020]. Universally, the semantic units in GIF are represented by nodes and the
semantic relationships by labeled edges. Each node can be labeled and anchored
to a (possibly empty) subset of the input characters, and can contain a (possibly
empty) list of properties, each being an property-value pair. Multiple nodes can
be labelled as the graph roots. In addition, each edge can contain a (possible
empty) list of attribute-value pairs.

Formal description. At the highest level, each graph consists of tops, nodes,
edges (JSON lists), and input (the surface sentence each graph represents). The
node objects contain id and optionally also label, anchors (list indexing the
anchored substrings from input), and an attribute-value dictionary of properties
represented by two lists: properties and values. Each edge object has source
and target node indices to represent the start and the end of the directed edge,
optionally also label, and an attribute-value matrix in attributes and values.

We conclude this section with an example of an artificial graph serialized to the
GIL format and its visual representation [Figure 1.4]:

1 {
2 "id": "0" , "time": "2020-11-13" , "framework": "pseudo" ,
3 "input": "Surface sentence." ,
4 "tops": [0],
5 "nodes": [
6 {
7 "id": 0,
8 "label": "top_node" ,
9 "anchors": [{"from": 0, "to": 7}]

10 },
11 {
12 "id": 1,
13 "label": "dependent_node" ,
14 "anchors": [{"from": 0, "to": 7}, {"from": 8, "to": 16}],
15 "properties": ["num" ],
16 "values": ["sg" ]
17 }
18 ],
19

20 "edges": [
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21 {
22 "source": 0,
23 "target": 1,
24 "label": "first-edge"
25 },
26 {
27 "source": 0,
28 "target": 1,
29 "label": "hyper-edge" ,
30 "attributes": ["remote" ],
31 "values": ["true" ]
32 },
33 {
34 "source": 0,
35 "target": 0,
36 "label": "loop"
37 }
38 ]
39 }

Figure 1.4: A visualization of an illustrative graph showing the capabilities of GIF.
Nodes are visualized by oval shapes with node labels on the first line, (optional) anchored
substrings on the second line and (optional) list of node attributes on the next lines.
The nodes are connected with arrows denoting the edges, which can be annotated with
labels on the first line and (optional) edge attributes. The top node is highlighted by an
incoming edge without any source.
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1.3 Meaning Representation Frameworks

This section briefly describes each of the five meaning representation frameworks
that can be uniformly processed by our universal semantic parser.

1.3.1 Abstract Meaning Representation

Origin. The Abstract Meaning Representation (AMR) was proposed by Ba-
narescu et al. [2013]. Reportedly, their aim was to create a simple, human-readable
representation putting several semantic phenomena – named entities, coreferences,
semantic relations, discourse connectives, temporal entities, etc. – under one hood.
It is constructed in a way that assigns the same representation to sentences that
have the same meaning.2 Unlike most of the other meaning representations, the
semantic concepts of AMR are not anchored to the surface tokens.

Nodes. Formally, each AMR is a directed acyclic graph with labels on edges
(relations) and leaves (concepts).3 AMR nodes can represent entities, events,
properties, and states. The semantic concepts are captured in (labeled) leaves –
for example, (p/park) denotes an abstract node (p) instantiated by the concept
(park). AMR extensively uses PropBank framesets [Kingsbury and Palmer, 2002,
Palmer et al., 2005] to represent the concepts – thus, as an example, a surface
form “reader” might generate the frame (read-01), which is a specific semantic
concept defined in the list of predicates from the PropBank. The concepts can be
divided into:

• regular English words – (park);
• PropBank framesets – (die-01);
• entity types – (world-region);
• quantities – (monetary-quantity);
• logical conjunctions – (and).

Relations. Nodes are linked with relations – for example (d/die-01 :location
(p/park)) means there was a death (d) in the park (p). Nodes can have multiple
parents (re-entrancies) if an entity plays multiple roles in a sentence. Relations can
also be inverted in the original formulation of AMR, in order to make the general

2 As an example, the authors claim that the sentences “he described her as a genius”, “his
description of her: genius” and “she was a genius, according to his description” have the same
Abstract Meaning Representation.

3 Full specification can be accessed at https://amr.isi.edu/language.html.

https://amr.isi.edu/language.html
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graphs more “human-readable” by turning them into directed rooted graphs. The
relations are divided into:

• frame (PropBank) arguments: :arg1, :arg2, . . . ;
• general semantic relations: :cause, :destination, . . . ;
• quantities: :quant, :unit, :scale;
• relations for data-entities: :day, :month, . . . ;
• relations for lists: :op1, :op2, . . .

Original AMR. To give an example of the original AMR (as proposed by
[Banarescu et al., 2013]), we show the representation of sentence “The boy wants
to go” in PENMAN notation [Mathiessen and Bateman, 1991]:

1 (w / want-01
2 :arg0 (b / boy)
3 :arg1 (g / go-01
4 :arg0 b))

AMR in GIF. We use a formulation of AMR in the Graph Interchange Format
[Section 1.2], which does not use any abstract nodes but only their instances in
concepts – two nodes (b / boy) are merged into (boy). An example of AMR in
this formulation – with normalized (un-inverted) edges – is given in Figure 1.5:

Figure 1.5: The AMR of sentence “Our model will parse this sentence into its
semantic graph to show an example of AMR.”, as parsed by our model. Notice how the
representation captures the fact that the goal of (parse-01) is to (show-01) something
called “AMR”, which should be accomplished by the (model) that belongs to (we). On
the other hand, the parser failed to deduce that “AMR” references the “semantic graph”.
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Languages. So far, we have described the English version of AMR [Banarescu
et al., 2013]; however, MRP 2020 also contains the Mandarin Chinese AMR
[CAMR; Li et al., 2016]. Even though CAMR is build upon the same foundations
as AMR, it contains explicit anchoring between nodes and surface tokens.

1.3.2 Discourse Representation Graphs

Origin. Discourse Representation Graphs [DRG; Abzianidze et al., 2020] are
graph representations of Discourse Representation Structures (DRS), which by
itself model the Discourse Representation Theory [Kamp and Reyle, 1993, Kamp
et al., 2010] based on the Parallel Meaning Bank [Abzianidze et al., 2017].

DRS origins from predicate logic – primarily, its goal is to capture the logical
representations of the surface sentences. Thus, DRS is naturally able to express
semantic concepts such as quantifiers, negation, scope, pronoun resolution, presup-
position accommodation and discourse structure [Oepen et al., 2020]. An example
of DRS is depicted in Figure 1.6.

Figure 1.6: An example of a box-formatted DRS for the sentence “The House has
voted but the Senate doesn’t act.”; taken from Abzianidze et al. [2020], who also provide
the following (shortened) description: “[The diagram] consists of two parts: a set of
boxes and a set of discourse connectives applied to box labels (i.e., identifiers). Boxes can
be seen as sub-formulas whose separation is relevant for fine-grained semantics. . . The
example sentence contains two clauses, corresponding to boxes b2 and b4, that are
related with each other via the CONTRAST discourse relation. Both b2 and b4 presuppose
the existence of entities x1 (for the House) and x2 (for the Senate), which are further
characterized with concepts (using WordNet synsets) and the naming semantic role. . . ”
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Graph representation. Discourse Representation Graphs (DRG) is a graph
encoding of DRS with the aim of being as similar as possible to the other graph
frameworks in MRP 2020. The conversion (together with its compromises) is
described in detail in Abzianidze et al. [2020]. An example of DRG is given in
Figure 1.7. Similarly to AMR, the graph nodes are not anchored to surface tokens.
There are four different kinds of the nodes:

• semantic concepts (represented by WordNet 3.0 [Fellbaum, 1998] senses),
• semantic roles (represented by VerbNet [Schuler and Palmer, 2005] roles),
• constants (labeled in quotes), and
• scopes represented by unlabeled nodes.

Languages. Apart from the English version, MRP 2020 also contains the German
version of DRG, which is not only similar in its structure but also has the same
(English) node label strings.

Figure 1.7: The DRG of sentence “Our model will parse this sentence into DRG.”,
as parsed by our model. The semantic concepts are represented by oval-shaped nodes,
the semantic roles are diamond-shaped, the constant square-shaped, and the scopes are
unlabeled. Notice how the constant "now" temporally precedes (TPR) the time when
parse.v.01 should (will) happen. The DRG also clearly identifies (1) the entity which
will do the parsing (AGENT), and (2) the entity (THEME) that will be parsed into (3)
another entity (DESTINATION).
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1.3.3 Elementary Dependency Structures

Origin. Similarly to DRG, Elementary Dependency Structures [EDS; Oepen
and Lønning, 2006] are graph-based meaning representation framework that is
derived from a logic-based representation – English Resource Semantics [ERS;
Bender et al., 2015], which is build upon a general theory of Head-Driven Phrase
Structure Grammar [Pollard and Sag, 1994] and Minimal Recursion Semantics
[MRS; Copestake et al., 2005]. The authors defined MRS in a way to accomplish
four conflicting goals:

1. to allow correct expression of linguistic meanings;

2. to be able to connect the semantic representation to grammatical (syntactic)
information;

3. to make the representation computationally tractable;

4. to allow semantic underspecification (leaving semantic distinctions unre-
solved).

Figure 1.8: The EDS of sentence “Our model will parse this sentence into its se-
mantic graph to show an example of EDS.”, as parsed by our model. Notice that
every node is anchored to some token(s) – the anchored strings appear right below
the node labels. Both EDS and AMR use PropBank framesets (however, the argu-
ments in AMR are zero-based, as opposed to EDS) – note the similarity between the
EDS nodes show v 1(arg1, arg2), parse v 1(arg1, arg2), and the AMR nodes
show-01(arg0, arg1), parse-01(arg0, arg1) from Figure 1.5. On the other hand,
the purpose edge in AMR is translated to the node in+order+to x(arg1, arg2);
overall, EDS captures more detailed semantic phenomena.
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Graph representation. The conversion of MRS to variable-free EDS is lossy
because the scope information is not carried into their directed dependency graphs.
The graph nodes in EDS represent the logical predicates and edges are labeled
arguments of these predicates. Unlike the previous two frameworks, AMR [Section
4.5.1] and DRG [Section 1.3.2], every graph node in EDS is anchored to at least
one surface (sub)token. Furthermore, for every (sub)token, there exist at least
one node anchored to it. An example of an EDS graph is given in Figure 1.8.

Languages. EDS is not part of the MRP 2020 cross-lingual track, because it is
the only framework in MRP without a non-English version.

1.3.4 Prague Tectogrammatical Graphs

Origin. Prague Tectogrammatical Graphs [PTG; Zeman and Hajič, 2020] frame-
work simplifies a richer semantic representation in Prague Functional Generative
Description [FGD; Sgall et al., 1986]. The original annotation comes from the
tectogrammatical layer of Prague Czech-English Dependency Treebank 2.0 [Hajič
et al., 2012]. This meaning representation is encoded in semantic trees (t-trees)
and PTG is obtained from FDG by relaxing its limitation to trees – for example by
explicitly modelling co-reference by additional edges instead of by node attributes.
An example PTG of a sample sentence is given in Figure 1.9.

Graph representation. Most of the nodes are generated from their content
words (and are also anchored to them) – for example, the node model is anchored
to the surface form “model” in Figure 1.9. These nodes can be additionally
anchored to function words that further modify them – as, for example, the
node show is anchored to the content word “show” and the functional word “to”.
There are also generated nodes that do not originate from any surface token – for
example, the node #cor in Figure 1.9. Generally the generated nodes represent
deleted or omitted words that do not appear in the surface sentence, because
they are apparent from the context (or unimportant). Finally, PTG contains a
technical root node.

Node properties. The label of every non-generated node is the (t-)lemma of its
corresponding content word. Every node can be further modified by a number of
properties:

• sempos – semantic part-of-speech category,
• sentmod – sentence modality assigned to the main predicate,
• factmod – factual modality,
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• diatgram – diathesis,
• typgroup – further specifies the countability of nouns,
• frame – frame identifier, an index to CzEngVallex [Urešová et al., 2015],
• tfa – topic-focus articulation.

Figure 1.9: The PTG of the sentence “Our model will parse this sentence into its
semantic graph to show an example of PTG.”, as parsed by our model. The structure of
this graph is very similar to AMR in Figure 1.5: for example, the main node parse has
the (semantically) same four arguments as the top node parse-01 in AMR. Note that
the model wrongly predicted that the co-reference of “its” is model, while it should be
linked to sentence.
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Relations. The edges in PTG represent dependencies, different kinds of these
relations are called functors. The functors can be divided into these classes:

• arguments of verbal predicates: ACT – actor, ADDR – addressee, EFF – effect,
ORIG – origo, and PAT – patient;

• adjuncts of verbal predicates, for example AIM – purpose;

• five functors for the relation between the root node and the most independent
node: DENOM – independent nominal, PAR – parenthetic clause, PARTL –
independent interjection, PRED – independent verbal clause, and VOCAT –
independent vocative;

• adnominal modifiers, for example APP – appurtenance;

• paratactic relations, for example OPER – math operation;

• coreference – the grammatical co-reference coref.gram and the textual
co-reference coref.text (not purely explainable from grammar);

• bridging relations represent cases of co-reference where the participants
are not identical – for example in bridging.SUBSET relation, one of the
participants is a subset of the other;

• miscellaneous functors, for example ATT – speaker’s attitude.

Languages. MRP 2020 contains two PTG variants – English and Czech. The
English version models only a subset of the supported node properties: frame,
sentmod, and sempos.

1.3.5 Universal Conceptual Cognitive Annotation

Origin. Universal Conceptual Cognitive Annotation [UCCA; Abend and Rap-
poport, 2013] has roots primarily in Basic Linguistic Theory [Dixon, 2010] and was
designed to be insensitive to meaning-preserving syntactic variation [Abend and
Rappoport, 2013]. The framework adopted for MRP 2020 is a subset of UCCA
– MRP uses only its foundational layer, which represents the basic structure of
predicates (verbal, nominal and adjectival), their arguments, and relations between
them. From now on, we refer to this layer of UCCA (converted to the GIL format)
as to “UCCA”, unless explicitly stated otherwise.

Graph representation. All nodes (units) in UCCA are unlabeled and only
the terminals (leaf units) are anchored to one or more surface (sub)tokens; the
nonterminal (phrasal) units are not anchored to any (sub)token. All surface
(sub)tokens should be represented by a (terminal) unit. The central nonterminals
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are called scenes, they are connected to one main unit, to other units participating
in the scene, and to adverbial units. Units can be further recursively divided into
other units; each unit should represent a single semantic entity.

Figure 1.10: The UCCA of the sentence “Our model will parse this sentence into its
semantic graph to show an example of UCCA.”, as parsed by our model. The root links
L together two scenes with (parse) and (show) as their main relations P. The show
scene has two participants A: (an, example, (of, UCCA, .)) and (model), which is
a shared participant with the parsing scene.

Relations. UCCA defines 13 different edge types that connect the units and
represent their relation [Abend and Rappoport, 2013]:

• Scene elements:

– P – process: the main relation of a scene that evolves in time;
– S – state: the main relation of a scene that does not evolve in time;
– A – participant: a participant in a scene in a broad sense;
– D – adverbial: a secondary relation in a scene.

• Elements of non-scene units:

– C – center : necessary for the conceptualization of the parent unit;
– E – elaborator : applies to a single center ;
– N – connector : applies to more centers, highlighting a common feature;
– R – relator : all other types of non-scene relations.

• Inter-scene relations:

– H – parallel scene: a scene linked to other scenes by a regular linkage;
– L – linker : a relation between two or more Hs (“in order to”);



CHAPTER 1. BACKGROUND AND RELATED WORK 19

– G – ground: a relation between the speech event and the uttered scene.

• Other:

– U – punctuation;
– F – function: does not introduce any relation or participant, is required

by the structural pattern it appears in.

Languages. Similarly to other frameworks, there are also two language variants
of UCCA in MRP 2020 – in this case English and German.

1.3.6 Summary

Oepen et al. [2019] defines a hierarchy of graph flavors to distinguish the graph-
based semantic frameworks. The flavors are based on the alignment between
the graph nodes and the surface tokens. Flavor 0 denotes the strongest type of
anchoring – it assumes the mapping from nodes to tokens is injective. Examples
of graphs of flavor 0 include DM [Ivanova et al., 2012] or PSD [Hajič et al., 2012,
Miyao et al., 2014], but none of the frameworks in MRP 2020 are of this type.
EDS, PTG, UCCA and CAMR are examples of flavor 1 frameworks; a less strict
limitation, which allows arbitrary anchoring between nodes and tokens. Flavor
2 semantic graph are unanchored – without any explicit mapping between the
nodes and surface tokens. As such, English AMR and both DRGs are flavor 2
frameworks. A more detailed summary of the differences between all frameworks
are given in Table 1.1.

framework language flavor node edge
tops labels properties anchors labels attributes

AMR English 2 ✓ ✓ ✓ ✗ ✓ ✗

Chinese 1 ✓ ✓ ✓ ✓ ✓ ✗

DRG English 2 ✓ ✓ ✗ ✗ ✓ ✗

German 2 ✓ ✓ ✗ ✗ ✓ ✗

EDS English 1 ✓ ✓ ✓ ✓ ✓ ✗

PTG English 1 ✓ ✓ ✓ ✓ ✓ ✓

Czech 1 ✓ ✓ ✓ ✓ ✓ ✓

UCCA English 1 ✓ ✗ ✗ ✓ ✓ ✓

German 1 ✓ ✗ ✗ ✓ ✓ ✓

Table 1.1: Different GIF [Section 1.2] properties that are needed to represent each
framework.
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1.4 Transformer Architecture

The Transformer [Vaswani et al., 2017] has quickly become the go-to neural network
architecture in the field of natural language processing [Devlin et al., 2019, Brown
et al., 2020, Zhang et al., 2019c], replacing previously popular recurrent neural
networks (like LSTM networks by Hochreiter and Schmidhuber [1997]). It is
also getting traction in the computer vision [Dosovitskiy et al., 2021] and signal
processing [Chang et al., 2020] communities. Since it constitues the backbone of
our architecture, we describe it in this section in more detail.

Top view. Following in the footsteps of prior architectures for neural machine
translation (NMT), the Transformer consists of an encoder and an decoder [Fig-
ure 1.11].4 As the name suggests, the purpose of the encoder is to encode the
(sub)tokens from the source sentence into their hidden latent representation. The
decoder should use the encoded (sub)tokens to decode them into the correct
translated sentence.

Figure 1.11: The top view on the Transformer and its two main modules – the encoder
(red) and the decoder (blue). The encoder contains a sequence of Le encoder layers and
similarly, the decoder is made of Ld decoder layers.

Encoder and decoder layers. Moving deeper into the inner workings of the
Transformer, we see that the encoder is made of a sequence of Le encoder layers,
while the decoder contains Ld decoder layers. These two modules are illustrated in

4 We do not consider the initial embedding layers and final output layer from Vaswani et al. [2017]
to be part of “the Transformer”.
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Figure 1.12. The encoder layer is a sequence of two modules joined with skipped
connections – similarly to residual networks [He et al., 2016]. The decoder layer
is wired correspondingly, but uses an extra cross-attention module. We describe
only the decoder layer, but everything – except the extra module – holds for the
encoder layer, too.

Figure 1.12: The encoder (red) and decoder (blue) layers with their modules connected
into a residual network.

Decoder layer modules. Each of the three modules starts with layer normal-
ization [Ba et al., 2016] to stabilize the training.5 The first two modules use the
attention submodule [Figure 1.13]; the first one computes the self-attention and
the second one the cross-attention. At a high level, the attention submodule
is a continuous version of a retrieval mechanism – it uses queries Q to retrieve
values V by their keys K. The self-attention obtains all three of them from the
hidden represenation while the cross-attention takes the keys and values from the
encoded vectors out of the encoder. Another part of this layer is the feed-forward
submodule [Figure 1.13] that independently transforms each token.

5 The order of layer normalization (at the beginning of each module) differs from the original
paper (at the end of modules), because it was reported to help convergence on smaller datasets
[Nguyen and Salazar, 2019] by having more stable gradients.
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Figure 1.13: Diagrams of the feed-forward submodule (in purple) and the attention
submodule (in yellow).

Feed-forward submodule. The implementation of the fully connected feed-
forward submodule is straightforward: it is a two-layer neural network with
a ReLU nonlinearity [Glorot et al., 2011] and with dropout [Srivastava et al.,
2014] applied after both layers; it is applied position-wise to every hidden vector.
Without the additional dropout layers, the submodule is defined as follows:

feed-forward(x) ≜ ReLU(xW1 + b1) W2 + b2, (1.1)

where x ∈ Rd is the intermediate representation of a token of dimension d;
W1 ∈ Rd×df , W2 ∈ Rdf ×d are trainable weights; and b1 ∈ Rdf and b2 ∈ Rd are
trainable biases. Typically, df ≜ 4d to increase the representative power of this
nonlinear transformation.

Attention submodule. First, the attention submodule transforms the queries
Q (a matrix consisting of m vectors of dimension d) and the keys K (n vectors of
dimension d) with linear transformations to obtain their hidden representations
of dimension dh. These two matrices are then multiplied, obtaining an m × n

dimensional matrix of attention scores, where the (i, j)th element corresponds to
the (unnormalized) cosine similarity between the ith query and the jth key. The
attention scores are then rescaled by 1√

dh
and normalized by the softmax function

applied along the second dimension (so that each column sums to 1 and contains
only nonnegative values). The values V (a matrix consisting of m vectors of



CHAPTER 1. BACKGROUND AND RELATED WORK 23

dimension d) are also linearly transformed and then “retrived” – multiplied by
the attention scores (intuitively, this operation does an individual weighted sum
of all values for each query). These “answers” are then projected by yet another
linear transformation to the final output of the attention submodule. Formally,
this whole process can be defined as:

attention(V , K, Q) ≜
[︄
softmax

(︄
(QWq + bq) (KWk)⊤

√
dh

)︄
V Wv

]︄
Wo + bo, (1.2)

where Wv, Wk, Wq ∈ Rd×dh , and Wo ∈ Rdh×d are trainable weights and bq ∈ Rdh ,
bo ∈ Rd are trainable biases.

In order to regularize the attention submodule, we can apply a special attention
dropout to the attention scores by setting each element to −∞ with probability
pa; this effectively reinforces the network to not rely on any specific retrieval and
makes the (normalized) attention scores more uniformly distributed. Furthermore,
another (standard) dropout is usually applied after the final projection.

Multi-head attention. Note that – informally – every attention submodule can
do only one kind of retrieval. This led Vaswani et al. [2017] to the proposition of
multi-head attention: they perform h different attention operations in parallel and
set dh to d/h to reduce the amount of parameters. The multi-head attention
can model more complex functions (attending to information from different
representation subspaces in each head) while having the same amount of parameters
as a single attention submodule (assuming dh = d/h).



CHAPTER 1. BACKGROUND AND RELATED WORK 24

1.5 Deep Biaffine Attention

Since the output of our parser should be a general graphs, we need some way of
predicting its edges. The de-facto standard for predicting edges in sentence-to-
graph (and sentence-to-tree) parsers is deep biaffine attention [Dozat and Manning,
2017].

Biaffine function. Given two hidden vectors x1 ∈ Rd1 , x2 ∈ Rd2 , the biaffine
attention models their joint representation:

biaffine(x1, x2) = x1Ux⊤
2 +

⎡⎣x1

x2

⎤⎦W + b,

where U ∈ Rd1×c×d2 is a learnable weight tensor representing the bilinear de-
pendencies, W ∈ R(d1+d2)×c is a learnable weight matrix representing priors
dependent only on one of the hidden vectors, and b ∈ Rc is a learnable bias vector
representing the independent prior.

Heads and dependents. The hidden vectors of nodes are transformed by two
nonlinear function to obtain: (1) start(xi), vector representations for the nodes as
heads looking for its dependents, and (2) end(yi), to obtain the representations
for the dependents.

start(xi) = MLPstart(xi) = ELU(xiWstart + bstart), (1.3)
end(yi) = MLPend(yi) = ELU(yiWend + bend), (1.4)

edge(xi, yj) ≜ biaffine(start(xi), end(yj)), (1.5)

where xi ∈ Rd′
1 , yj ∈ Rd′

2 are two (hidden) vectors, Wstart ∈ Rd′
1×d1 , Wend ∈ Rd′

2×d2

are learnable weight matrices, and bstart ∈ Rd1 , bend ∈ Rd2 are learnable bias
vectors. ELU is the exponential linear unit [Clevert et al., 2016], a smooth
alternative of the ReLU activation function [Glorot et al., 2011]. The multi-layer
perceptron function can be defined in numerous ways, but we follow the prior
literature on graph-based semantic parsing [Zhang et al., 2019a,b] and use the
definition above.

Edge prediction. Dozat and Manning [2018] employs two edge(xi, yj) functions
– the first one with c = 1 to predict the existence of an edge between every pair of
nodes (as binary classification), and the second one with c = C to predict one of
C edge labels (multi-class classification).
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Permutation Invariance

The main contribution of our work is the proposal of a permutation-invariant
model and loss functions that are independent of any (artificial) ordering of
the semantic graph nodes. First, we present some motivation for permutation
invariance and show its advantages [Section 2.1], formally ground the term [Section
2.2], and then, in the last section, we move away from the theory and describe
the practical implementation [Section 2.3].

2.1 Motivation

Linearization. Althought graph nodes are orderless by nature, they have to be
ordered – linearized – during training in order to compute the node-to-node loss
functions between predicted and target graphs. Multiple linearization strategies
have been proposed in the literature [Zhang et al., 2019b]; the prevailing approach
is the pre-order traversal of each graph, where the head node always precedes its
children (which should be sorted in some deterministic order, e.g. alphabetical).
Figure 2.1 shows the pre-order traversals of two simple tree-like graphs:

Figure 2.1: Linearization of two simple tree-like graphs by a pre-order traversal. Note
that switching the direction of a single edge dramatically changes the order of nodes
(assuming the parser “thinks” the first node should be “crop” and does not switch the
direction just by mistake).
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Discontinuity issue. To our best knowledge, all prior work in semantic pars-
ing uses fixed linearization strategies where the ordering of the target nodes is
independent on the ordering of the predicted nodes (and vice versa). The fixed
linearization causes a so-called discontinuity issue that has already been described
in another field of machine learning – in point cloud processing [Zhang et al.,
2019d]. The problem is that even when correct items are predicted, they are
considered as completely wrong if not in the expected order. This phenomenon is
illustrated in Figure 2.2 where two similar graphs (from Figure 2.1) seem to be
completely different when compared node-by-node on their linearized projections.
When a neural network is trained with such a node-to-node loss function, it has
no way of telling that is has predicted the graph correctly – with the exception of
one edge; instead, it has to learn a completely new graph representation, because
the loss signal tells it that every node and every edge should be different. In this
sense, the training is discontinous.

Figure 2.2: Node-by-node comparison of two linearized graphs from Figure 2.1. Note
that even though the two said graphs differ only in the direction of a single edge, their
linearized projections do not show any similarity.

Autoregression. The reality of graph-based parsers is, however, more intricate
than that. In fact, most of the parsers are autoregressive, so the previous argument
cannot be applied to them directly. Autoregressive parsers predict the nodes
sequentially (unlike our method) and thus the prediction of each node is also
conditioned on the previously generated nodes. However, during training, the
conditioning is performed on the preceding gold nodes.1 Therefore the whole
picture changes slightly, as illustrated in Figure 2.3. Even thought the discontinuity
issue is not pronounced to the full extend, nodes are still claimed to be predicted
erroneously when not in the “correct” order. Moreover, the loss signal is ambiguous;
for the example in Figure 2.3, it is unclear whether the node “crop” is predicted

1 This training scheme is usually called teacher forcing in prior literature; its other issues were
described in Bengio et al. [2015] or Goyal et al. [2016].
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correctly (structurally) but with a wrong label, or whether it is predicted correctly
but the assumed graph topology is wrong.

Figure 2.3: Node-by-node comparison of two linearized graphs when autoregressive
training is taken into consideration. The parser predicts “crop” as the first node – a
valid prediction assumed to be wrong by the loss function. In the next steps, the parser
is conditioned on the fact that the first node should “correctly” be “apply-02”.

Dynamic matching. In order to solve all the aforementioned issues, our approach
finds the most likely matching between the target and the predicted nodes. The
node-to-node loss function is then guided by this matching. As a result, the loss
is no longer dependent on the linearization strategy – the parser is permutation-
invariant; this is illustrated on our running example in Figure 2.4. Note that the
error is now correctly pinpointed to the wrong direction of one edge and nothing
else is penalized as incorrect.

Another advantage of permutation invariance is that all the nodes are predicted
at once in parallel (non-autoregressively), which is more expressive (the hidden
representations of nodes can consider every other node, not just the predecesors
constrained to the linear ordering) and more efficient (nodes do not have to be
decoded sequentially during inference) than the autoregressive prediction.

Figure 2.4: Node-by-node comparison of two graphs in our permutation invariant
architecture. Even though the nodes appear not to be equivalent under a pre-order
traversal, the most likely matching reveals that the only difference is the direction of
one edge.
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2.2 Theoretical Foundation

This section serves two purposes: to formally ground the term “permutation-
invariance” used throughout this thesis, and to prove that our neural model
fulfills these definitions – so that the claim about “permutation-invariant semantic
parser” is theoretically sound. We start with two central definitions, their formu-
lation follows prior literature on permutation invariant functions in deep learning,
particularly Zaheer et al. [2017].

Definition 1 (permutation-invariant function). A function f : X N → Y, where
N ∈ N, is said to be permutation invariant to the order of objects on its input, if
for any permutation π ∈ GN :

f(x1, x2, . . . , xN) = f(xπ(1), xπ(2), . . . , xπ(N)).

Example. A trivial example of a permutation-invariant function is the summation
function f(x) = ∑︁

i xi. On the other hand, a more general weighted summation
f(x) = ∑︁

i wixi is not guaranteed to be invariant.

Definition 2 (permutation-equivariant function). A function f : X N → YN ,
where N ∈ N, is said to be permutation equivariant to the order of objects on its
input, if for any permutation π ∈ GN :

f(xπ(1), xπ(2), . . . , xπ(N)) =
[︂
f(x)π(1), f(x)π(2), . . . , f(x)π(N)

]︂
.

Note. Instead of the full term “permutation-equivariant function”, we will some-
times use an abbreviated name “equivariant function” (or “invariant”).

We continue with three simple lemmas that will allow us to analyze complex, but
modular, functions by a divide-and-conquer approach.

Lemma 1 (compositional #1). The composition f ◦ g of two permutation-
equivariant functions f and g is an equivariant function.

Proof. Directly from Definition 2:

g(f(xπ(1), xπ(2), . . . , xπ(N))) = g(f(x)π(1), f(x)π(2), . . . , f(x)π(N))
=
[︂
g(f(x))π(1), g(f(x))π(2), . . . , g(f(x))π(N)

]︂
.
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Lemma 2 (compositional #2). The composition f ◦g of a permutation-equivariant
function f and a permutation-invariant function g is an permutation-invariant
function.

Proof. Directly from Definition 1 and Definition 2:

g(f(x1, x2, . . . , xN)) = g(f(x)1, f(x)2, . . . , f(x)N)
= g(f(x)π(1), f(x)π(2), . . . , f(x)π(N))
= g(f(xπ(1), xπ(2), . . . , xπ(N))).

Lemma 3 (additive). Let f and g be two permutation-equivariant function defined
on the same domain. Then f + g (element-wise addition) is also equivariant.

Proof. Directly from Definition 2.

The motivation behind the next definition and lemma will become apparent soon;
although simple, they will help us to analyze the permutation equivariance of
functions defined on matrices.

Definition 3 (matrix permutation). We define the permutation π of a matrix M ,
π(M ), as the π-permutation of its rows. Similarly, the permutation of columns is
defined as π⊤(M ) ≜ π(M⊤)⊤.

Lemma 4 (matrix multiplication). Assuming A ∈ Ra×b, B ∈ Rb×c are two
matrices and π a permutation, then π(A)B = π(AB). Similarly, it also holds
that A(π⊤(B)) = π⊤(AB) and π⊤(A)(π(B)) = AB.

Proof. As (AB)i,j = ∑︁K
k=1 Ai,kBk,j from the definition of matrix multiplication,

it follows that π(AB)i,j = (AB)π(i),j = ∑︁K
k=1 Aπ(i),kBk,j = (π(A)B)i,j.

We proceed with the main theorem stating that the Transformer decoder is
permutation-equivariant. Notice that, according to Lemma 2, if we use this
decoder and combine it with a permutation-invariant loss (as in our model), it is
implied that their composition is permutation-invariant, too.
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Note that the permutation equivariance of the Transformer is not obvious; other
popular neural architectures applicable to arbitrarily long sequences – let it
be recurrent neural networks [Hochreiter and Schmidhuber, 1997] or dilated
convolution networks [Yu and Koltun, 2016] – are not permutation-equivariant
because they are dependent on the local neighborhood of items in the sequence.
The original Transformer with position encoding (which embeds information
about the position of each word) as proposed by Vaswani et al. [2017] is also not
equivariant (because of the encoding).

Theorem 1 (Transformer is permutation-equivariant). The Transformer decoder
[Section 1.4] is position-wise permutation-equivariant (with the side-input into
cross-attention assumed to be constant).

Proof. We are going to use the top-down modular definition of the Transformer
from Section 1.4 and divide the proof in the same fashion. We assume that
the decoder is a function Rn×d → Rn×d, ignoring the constant cross-attentional
side-input. Therefore, our goal is to prove the equivariance to the first dimension
of the input.

1. The decoder consists of a sequence of Ld decoder layers. By iterative
application of Lemma 1, we get that if each layer is equivariant, then the
whole decoder has to be equivariant.

2. Each decoder layer is made up of three different residual blocks, so – by
the same logic – if each block is permutation-equivariant, then it has to be
equivariant, too.

3. From Lemma 3 we know that if f is equivariant, the residual block x+f(x) is
also equivariant. Layer normalization processes each position independently.
Thus, we only have to independently analyze the three submodules of the
decoder layer, whose equivariance is separately proved in the three following
lemmas.

Lemma 5 (feed-forward is permutation-equivariant). The feed-forward submodule
[Equation 1.1] is permutation-equivariant.

Proof. Feed-forward submodule applies the same nonlinearity independently to
each position, so its equivariance is trivially fulfilled.
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Lemma 6 (cross-attention is permutation-equivariant). The cross-attention sub-
module is permutation-equivariant.

Proof. Cross-attention is a function fc−a : Rn×d → Rn×d, defined as fc−a(X) ≜

attention(C, C, X), where C is some constant from Rm×d. Iteratively applying
Lemma 4 to Equation 1.2 and using the fact that the softmax normalizes queries
independently, we get:

attention(C, C, π(X)) =
[︄
softmax

(︄
(π(X)Wq + bq) (CWk)⊤

√
dh

)︄
CWv

]︄
Wo + bo

=
[︄
π

(︄
softmax

(︄
(XWq + bq) (CWk)⊤

√
dh

)︄)︄
CWv

]︄
Wo + bo

= π

(︄[︄
softmax

(︄
(XWq + bq) (CWk)⊤

√
dh

)︄
XWv

]︄
Wo + bo

)︄
= π(attention(C, C, X))

Lemma 7 (self-attention is permutation-equivariant). The self-attention submod-
ule is permutation-equivariant.

Proof. Self-attention is a function fc−a : Rn×d → Rn×d, defined as fc−a(X) ≜

attention(X, X, X). We already know that if the keys and values are fixed
constants, then the attention is equivariant. We now prove that if we instead
fix the queries, a permutation of keys and values does not change the out-
come. Put together, it proves the claim that attention(π(X), π(X), π(X)) =
attention(X, X, π(X)) = π(attention(X, X, X)). We proceed with the proof by
iteratively applying Lemma 4 to Equation 1.2 and using the fact that the softmax
is (trivially) permutation-equivariant:

attention(π(X), π(X), C) =
[︄
softmax

(︄
(CWq + bq) (π(X)Wk)⊤

√
dh

)︄
π(X)Wv

]︄
. . .

=
[︄
π⊤
(︄

softmax
(︄

(CWq + bq) (XWk)⊤
√

dh

)︄)︄
π(X)Wv

]︄

=
[︄
softmax

(︄
(CWq + bq) (XWk)⊤

√
dh

)︄
XWv

]︄
. . .

= attention(X, X, C)
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2.3 Implementation

Having proven the permutation equivariance of the Transformer [Section 2.2],
we now describe how it is used in our pipeline. Furthermore, this section also
describes the permutation-invariant loss function.

2.3.1 Permutation-equivariant Model

Our model follows the standard encoder-decoder architecture [Sutskever et al.,
2014]. All its components are described in detail in Section 4.2, this section focuses
only on the components relevant to permutation invariance.

Queries. The permutation-invariant decoder is inspired by the Detection Trans-
former [DETR; Carion et al., 2020], a deep learning pipeline for image detection,
which uses the Transformer Decoder [Section 1.4] to transform a set of queries into
a set of objects in the picture. Intuitively, each query corresponds to a question
about the processed image – “Is there a dog in the upper left corner?” – and can
either end up unmatched (negative answer), or assigned to some object class –
“Yes, there’s a Chow Chow located inside the bounding box [24, 30] – [237, 341]”.
In this way, the model is able to recognize any number of objects in a single pass
through the decoder.2 Analogously, we are going to use the Transformer decoder
to map a set of queries onto a set of graph nodes. Following the image recognition
example, we call the node (possibly none) assigned to a query as the answer to
that query.

Fertility-based models. Unlike DETR, which uses a static embedding for each
query, we take further inspiration from non-autoregressive, fertility-based, machine
translation systems [Gu et al., 2018, Libovický and Helcl, 2018], which create
queries from the input tokens – each token st ∈ (st)T

t=1 is mapped onto F queries
qt = {qi}F

i=1 by a nonlinear transformation; we denote the set of all N ≜ FT

queries as q = {qi}N
i=1 ≜ {qt,i}T,F

t,i=1,1.

Decoding. The decoder transforms the queries q into the hidden features
h = {hi}N

i=1; note that this transformation fulfills the permutation equivariance,
so that any permutation π ∈ GN of the input π(q) = {qπ(i)}N

i=1 produces the
same – but permuted – output π(h) = {hπ(i)}N

i=1 (as proven in Theorem 1). The
hidden features h are further refined into predictions ŷ ≜ fθ(h) by five different

2 As long as the number of objects is not greater than the number of queries.
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classification heads fθ. For the purposes of the permutation-invariant loss function,
we are concerned with the following two predictions:

• label prediction ŷlabel ≜ f label
θ (h) ∈ RN×C , where

(︂
ŷlabel

)︂
n,c

corresponds to
the probability of the node label c being the answer to the query qn; and

• anchor prediction ŷanchor ≜ f anchor
θ (h) ∈ RN×T , where

(︂
ŷanchor

)︂
n,t

corre-
sponds to the probability that the answer to the query qn is anchored to
the token st.

2.3.2 Permutation-invariant Loss Function

Our goal is to create a permutation-invariant loss function, i.e., a function
L(π(ŷ), y) giving the same result for every π ∈ GN . Our algorithm first finds a
permutation π∗ ∈ GN assigning each query to its most similar node, then permutes
the targets π∗, and finally computes the standard node-to-node loss functions. To
make the loss permutation-invariant, we have to make sure that any permutation
of the input results in the same matching. Figure 2.5 illustrates the process of
obtaining the queries, of their transformation, and of the final matching to the
target nodes.

Optimal permutation. To find the optimal permutation π∗, we start by ex-
tending the (multi)set of target nodes y by “null” nodes (denoted as ∅) in order
to fulfill |ŷ| = |y|. When classified as “null” during inference, the query is denied
and omitted from further processing. The permutation π∗ is then defined as

π∗ = arg max
π∈GN

N∑︂
i=1

pmatch(ŷi, yπ(i)), (2.1)

where the matching score pmatch is composed of the label score and the geometric
mean (GM) of anchor scores of all input tokens T .

Label and anchor score. The label score of the ith query and the jth node is
defined as the predicted probability of the target jth label; the anchor score of
the ith query, jth node and a token t ∈ T is defined as the predicted probability of
the actual (non)existence of an anchor between t and the jth node:

pmatch(ŷi, yj) = plabel(ŷi, yj) · p̄anchor(ŷi, yj) (2.2)
plabel(ŷi, yj) = 1ylabel

j ̸=∅P
(︂
ylabel

j |hi; θ
)︂

(2.3)

p̄anchor(ŷi, yj) = 1ylabel
j ̸=∅ GM

t∈tokens
P
(︂
1t∈yanchor

j
|t, hi; θ

)︂
. (2.4)
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We use the geometric mean GM to keep the anchor score p̄anchor magnitude
independent of the number of tokens, and therefore have a similar weight as the
label score plabel.

Figure 2.5: Example of a matching between queries and target nodes during training.
Every input token is mapped onto F (2 in this case) queries q, which are transformed
into hidden features h, and decoded into node predictions ŷ. These predictions are
paired with the ground truth nodes y, as in Equation 2.1. Finally, the loss functions are
computed with respect to the paired target nodes. Queries without any match should be
classified as “null” nodes.

Assignment problem. The optimal matching [Equation 2.1] corresponds to the
optimal solution of the linear sum assignment problem (LSAP) for the matrix
pmatch. Given a cost matrix C ∈ Rn×n, the goal of LSAP is to match each row i

to a different column f(i) in such a way that the sum of the corresponding items
is maximized:

arg max
f

∑︂
i

Ci,f(i).

Alternatively, the problem can be defined as finding the maximal weighted match-
ing in a bipartite graph. This definition also allows the two partitions to be of dif-
ferent size – correspondingly with the different size of queries and (non-augmented)
target nodes. Note that it is equivalent with augmenting the (multi)set of targets
by “null” nodes and assigning a zero score to them in Equation 2.3. En example
of LSAP in the matrix formulation is given in Figure 2.6, the graph formulation
is depicted in Figure 2.5.
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Hungarian algorithm. The optimal matching π∗ can be efficiently computed
by the Hungarian algorithm [Kuhn, 1955] in O(n3) – significantly faster than the
näıve computation of Equation 2.1 in O(n!). As a result, every query is assigned
either to a regular node or to a “null” node ∅.

Loss function. The loss functions for the queries are computed with respect to
the matched nodes. After finding π∗, we permute all target nodes and compute
the classification losses in the standard “order-based” way (i.e., by minimizing the
cross-entropy between the predictions and the corresponding targets). The losses
of queries matched to the “null” nodes are ignored, except for their label loss ℓlabel

[Section 3.3], which uses these queries to predict ∅ as their target label. The label
loss is further altered by the focal loss factor [Lin et al., 2017] to mitigate the
imbalance of labels caused by extending the targets with the “null” nodes.

Figure 2.6: Example of a score matrix pmatch [Equation 2.2] between three target
labels and four queries (derived from two tokens for F = 2). Note that according to
Equation 2.3, the “null” nodes have zero score. The optimal assignment between the
rows and columns is (0,2), (1,3), (2,1), (3,0) – therefore, the order of target nodes for
node-to-node loss functions would be (∅, dive, person, Adam).
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2.3.3 Anchor Masking

During the early experiments with this architecture, we noticed that nodes tend
to be generated from their anchored tokens (or more precisely from the queries of
their anchored tokens), after the outputs stabilize during first epochs – forming
an emergent alignment between surface tokens and graph nodes. To help the
convergence at the beginning of the training, we employ this observation to create
an inductive bias by preferring the possible matching to occur only between the
target nodes and the predictions from their anchored tokens. Formally, if the jth

node is not anchored to the ith token, we set

p̄anchor

(︂
fθ(hi), yj

)︂
= ε,

with ε being a small positive constant close to 0. Setting ϵ > 0 still allows matching
with other nodes in case the anchored queries get “crowded”, while ϵ = 0 would
remove any information about pmatch. We show how the anchor masking affects
the score matrix in Figure 2.7.

The anchor masking is not applied to nodes without any anchoring – for example
to the generated (co-reference) nodes in PTG [Section 4.5.4].

Figure 2.7: The same score matrix as in Figure 2.6 but with the anchor masking,
when the node dive is anchored to “diving” and the node Adam to “Adam”. Four items
have been zeroed out because they do not conform to the anchoring. The node person is
not anchored to any node and its scores are therefore not masked.
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2.3.4 Uniqueness of the Optimal Permutation

As stated it the beginning of Section 2.3.2, we have to make sure that any
permutation of the input results in the same matching. Thus, we opt to find
the optimal, most likely matching between the predicted and the target nodes.
Unfortunately, the uniqueness of π∗ is not always guaranteed: given that the
proposed matching depends only on labels and anchors, there might exist multiple
equivalent nodes – if multiple node share the same labels and anchors, they are
assigned arbitrarily, which can degrade training of the other parts of the model.
This is not a problem for the label and anchor loss functions – they are equal
under every optimal matching – but it can lead to a suboptimal matching of edges
between the nodes, as illustrated in Figure 2.8.

Figure 2.8: A toy example with two possible alignments between the predicted and
target nodes that are optimal according to the matching score [Equation 2.2] (assuming
both A nodes have the same anchoring). However, only the second matching is optimal
according to the edge prediction.

Optimal edge matching. We break ties between the equivalent nodes by
minimizing the negative log likelihood of their edges across all their permutations.
In theory, the number of such permutations can quickly become intractable:
assuming a1, . . . an are the sizes of the equivalence classes, then the number
of permutations nπ needed for finding the optimal edge matching is given by:
nπ(a1, . . . an) = ∏︁

i ai!.

In reality, most sentence in the majority of frameworks have a tractable nπ and
we can thus compute the optimal – and unique – edge matching. Table 2.1 shows
the distributions of nπ for all nine frameworks.

Greedy solution. We set Lπ = 2048 as the upper limit of edge permutations
to be solved exhaustively. Following Table 2.1, this amount of permutations
seems like a fair compromise between the efficiency and the optimality that covers
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most sentences (except, most notably, around 1.5 % of AMR sentences). If nπ

exceeds Lπ, we sort the equivalence classes of nodes by size, and, starting from
the biggest one, greedily resolve its edge matching until nπ < Lπ. Given nodes in
an equivalence class, the algorithm iteratively assigns each node to the most likely
remaining node (based on the edge prediction). Note that this approximation
runs in O(n2) instead of O(n!) needed for the optimal solution.

framework language # edge permutations
2 8 32 128 512 2048 8192

AMR English 20.4 11.0 6.3 3.7 2.3 1.5 1.0
Chinese 20.0 10.3 5.7 3.2 2.3 1.4 1.1

DRG English 44.1 13.2 4.0 1.1 0.5 0.2 0.1
German 39.0 8.2 1.3 0.3 0.1 0 0

EDS English 2.5 0.6 0.1 0.1 0.0 0.0 0.0

PTG English 10.8 4.1 1.7 0.7 0.4 0.2 0.1
Czech 10.4 3.8 1.7 0.7 0.4 0.2 0.1

UCCA English 5.8 0.2 0 0 0 0 0
German 29.4 5.7 1.0 0.4 0.2 0.1 0

Table 2.1: The percentage of sentences in every framework that needs to compute more
than k permutations to obtain the optimal edge matching, for k in 2, 8, 32, 128, 512,
2048, 8192. EDS has the least amount of equivalent nodes – only 0.6 % of sentences
needs to consider more than 8 permutations. In general, DRG is a highly intractable
framework due to its scope nodes (which are all equivalent), but because it consists
mostly of short sentences, the percentage quickly diminishes with increased k. AMR
can be considered as the most complex framework in this regard. We hypothesize that
the complexity stems from the abstract nodes, which are disconnected from the surface
tokens. Note that we assume all frameworks are preprocessed, as described later in
Section 4.5.

2.3.5 Optimal Fertility

There is a compromise to be made when setting the fertility, F , of the model. Low
fertility may not create enough queries for all anchored nodes (as an example, the
surface token “Our” in Figure 1.8 would need F to be at least 4 to properly match
all queries to the anchored nodes). On the other hand, training a model with
high fertility is inefficient – both time-wise and memory-wise – because the (time
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and memory) requirements of the attention module grow quadratically with F .
Table 2.2 shows that the fertility does not need to be high in order to not limit
the matching (even when anchor masking is used).

framework language fertility
1 2 3 4 5 6 7

AMR English 11.8 0.5 0.1 0.0 0.0 0.0 0.0
Chinese 62.4 0.6 0.0 0 0 0 0

DRG English 75.1 2.4 0 0 0 0 0
German 88.9 3.4 0 0 0 0 0

EDS English 97.8 74.8 36.1 1.2 0.3 0.3 0.3

PTG English 3.0 0.1 0.0 0 0 0 0
Czech 21.0 1.0 0.2 0.1 0.0 0.0 0.0

UCCA English 98.5 0.8 0.0 0.0 0 0 0
German 99.5 5.3 0.2 0.0 0 0 0

Table 2.2: The percentage of sentences in each framework, which contain at least one
node that would not fit under different values of fertility F . We constrain the possible
pairings between the predicted and the target nodes by anchor masking [Section 2.3.3].
Highlighted values (in bold) denote the optimal values found by a hyperparameter search.
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Relative Encoding

This chapter explains the second distinguishing feature of our approach to semantic
parsing – relative encoding of node labels. We start with a short background
and motivation [Section 3.1], and continue with two sections about the practical
implementation of the relative encoding [Section 3.2, Section 3.3].

3.1 Motivation

The majority of node labels in the meaning representation frameworks is derived
from their anchored tokens (often from their lemmatized forms) – usually by
adding prefixes or suffixes – as illustrated in Figure 3.1.

Figure 3.1: The EDS of sentence “The node labels tend to be derived from the tokens.”
Notice how the nodes tend v 1, derive v from, the q, node n 1, label n 1 and
token n 1 correspond to their anchored tokens. There are also “absolute” labels –

udef q, compound – representing abstract nodes that are not derived from surface
tokens, but are of lesser diversity.
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Reduction. We use this observation to make the prediction of labels easier for
our system. Similarly to Straka et al. [2019], Straka and Straková [2019], we use
relative encodings for the prediction of node labels: instead of direct classification
of label strings, we utilize rules specifying how to transform anchored surface
tokens into the semantic labels. As an example, in Figure 3.2, we consider three
AMR-like nodes dive-01, give-01 and take-01 anchored to “diving”, “giving”
and “takers”, respectively. Even though three different strings are needed to
represent these nodes, they can be explained by a single transformation of the
anchored token, which deletes the last three characters and appends “e-01” as the
suffix. Replacing the absolute strings by such relative rules can thus reduce the
number of classification targets, and enable the model to make out-of-vocabulary
predictions.

Figure 3.2: Three different node labels can be encoded with a single relative rule, when
their anchored token strings are used.

Pointer networks. Alternatively, the relative encoding can be seen as an
extension of the pointer networks [Gu et al., 2016]. The pointer network is a
sequence-to-sequence model, which in each step either creates new target token or
copies a token from the source sentence (typically some named entity). Relative
encoding is a generalization of this approach, which allows the model to apply
transformations to the copied tokens.

Greedy solution. Even though the main advantage of relative encoding should
be the reduction of targets, it is not obvious how to obtain a reduced set of
encoding rules. Prior work by Straka et al. [2019] used a greedy approach that, for
each node, among all applicable encoding rules, selects one with the minimal edit
distance (using either the Levenshtein distance or the longest common subsequence
metric). Note that if applied to Figure 3.2, the greedy approach generates two
encoding rules instead of a single optimal rule.



CHAPTER 3. RELATIVE ENCODING 42

Optimal solution. We describe how to find the optimal subset of encoding rules
in the next section. As a side effect, this new algorithm also allow us to make the
full class of allowed transformations significantly richer. Table 3.1 demonstrates
how the relative encoding rules reduce the number of targets that need to be
classified.

framework language # labels strings # encoding rules

AMR English 27,049 4,385
Chinese 30,949 2,560

DRG English 5,715 684
German 1,905 918

EDS English 31,933 1,142

PTG English 39,336 529
Czech 38,448 1,321

Table 3.1: The numbers of absolutely and relatively encoded node labels. Relative
encodings lead to a significant reduction of classification targets in an order of magnitude
across all frameworks. Note that node labels are the union of labels and property values
(except for PTG), as described in Section 4.1.

3.2 Minimal Encoding Rule Set

Naturally, a label can be generated from the anchored tokens in multiple ways.
Unlike previous works that needed some heuristic to select a single rule from all
suitable ones [Straka and Straková, 2019], we do not constrain the space of the
possible rules much. Instead, we construct the final set of encoding rules to be
the smallest possible one capable of encoding all labels.

Let us begin with two simple definitions that will formally ground the term
encoding rules.

Definition 4 (encoding rules). Let S be a class of encoding rules – functions
transforming a list of text strings (anchored tokens) into another string (node
label): S ⊆ (Σ∗)∗ → Σ∗.

Definition 5 (applicable rules). Let N be the set of all nodes from the training set.
For a node n ∈ N , let nt be the anchored surface tokens and nℓ be the target label
string. Then the set of applicable rules for the node n is Sn = {r ∈ S |r(nt) = nℓ}.
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Our goal is to find the smallest subclass S∗ ⊆ S capable of encoding all node
labels, in other words a subclass S∗ satisfying

∀n ∈ N : S∗ ∩ Sn ̸= ∅.

MaxSAT formulation. This formulation is exactly equivalent to the minimal
hitting set problem, a known NP-complete problem [Karp, 1972]. Therefore,
similarly to the hitting set problem, we can find the optimal solution of our problem
by reducing it to a weighted MaxSAT formula in CNF: every Sn = {r1, r2, . . . , rk}
becomes a hard clause (r1 ∨ r2 ∨ . . . ∨ rk) and every r ∈ S becomes a soft clause
(¬r). We then submit this formula to the RC2 solver [Ignatiev et al., 2019] to
obtain the minimal set of rules.

Efficiency. The union of applicable rules Sn typically contains over 100,000
items, which could make the optimal solution absolutely intractable (because of
the NP-completeness). However, our problem seems to be well-behaved and the
solution takes up only up to several hours. Moreover, it needs to be done only
once and then cached for all subsequent training runs.

3.2.1 Space of Relative Rules

Having described how to find the smallest applicable subset of S , this section
describes the transformations considered for S . We can divide the space of relative
rules S into four disjoint subclasses:

1. Token rules are a generalization of the type of rules in the motivation exam-
ple in Figure 3.2. They are represented by seven-tuples (dl, dr, s, rl, rr, al, ar)
and process a list of anchored tokens nt by first deleting the first dl and
the last dr tokens, then by concatenating the remaining ones into one text
string with the separator s inserted between them, followed by removing
the first rl and last rr characters and finally by adding the prefix al and
suffix ar. The transformation by the token rules can be also described by
the following Python-like pseudocode:

1 def token_rule(tokens: List of strings, rule: Tuple) -> string:
2 tokens = tokens[rule.d_l : -rule.d_r]
3 label = rule.s.join(tokens)
4 label = label[rule.r_l : -rule.r_r]
5 label = rule.a_l + label + rule.a_r
6 return label
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2. Lemma rules use the same transformation as the token rules, but the basis
of the transformation are the lemmatized forms of the anchored tokens.1
We use UDPipe [Straka et al., 2019] to obtain the lemmas (these lemmas
were also provided as an additional input in MRP 2020). These rules help
to significantly reduce the number of encoding rules because most of the
frameworks derive the node labels from lemmas.

3. Absolute rules use the original label string nℓ, without taking into account
any anchored tokens nt; they serve as the fallback rules when no relative
encodings are applicable. As an example, the graph in Figure 3.1 might use
absolute rules to encode the abstract nodes compound and udef q.

4. Number rule transforms word numerals into digits – for example, two
anchored tokens [ “forty”, “two” ] are turned into “42”. When frameworks
(AMR, EDS) use digits to represent numeric values, this rule can be used to
encode all of them – otherwise, we would need a special absolute rule for
every digit.

3.3 Prediction of Relative Rules

The definition of the space of encoding rules in Section 3.2.1 apperently allows
one node label to be derived by multiple rules – even if we use the set of rules S∗

of minimal cardinality. Table 3.2 shows the distributions of applicable rules for
each node in each framework.

Multi-label classification. In some frameworks, the majority of nodes are
derivable by multiple encoding rules (for example, about 69 % of nodes in the
Czech PTG). Therefore, unlike previous work using relative encoding, we treat
the prediction of relative rules as a multi-label classification problem. The target
distribution for a node n over all r ∈ S∗ is defined as follows:2

P (r|n) =

⎧⎪⎪⎨⎪⎪⎩
1

|S∗ ∩ Sn|
, if r ∈ Sn,

0, otherwise.

The label loss ℓlabel is then calculated as the cross-entropy between the target and
the predicted distributions.

1 To show a real example of a token rule from EDS, the rule (0, 1, +, 0, 0, _, _a_1) maps lemmatized
tokens (“at”, “the”, “very”, “least”, “,”) into the label “_at+the+very+least_a_1”.

2 The target distribution is further regularized by label smoothing [Szegedy et al., 2016].
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framework language # encoding rules per node
1 2 3 4 5 6 7 8

AMR English 37.6 21.4 20.4 11.5 4.5 1.8 1.2 0.5
Chinese 72.7 26.1 1.0 0.1 0.1 0.0 0.0 0.0

DRG English 82.5 15.7 1.7 0.1 0.0 0.0 0.0 0.0
German 92.3 6.9 0.7 0.1 0 0 0 0

EDS English 78.3 20.5 1.1 0.0 0.0 0 0 0

PTG English 39.4 24.0 19.5 9.1 6.9 0.9 0.1 0.0
Czech 31.0 26.9 22.9 12.7 5.3 1.2 0.1 0.0

Table 3.2: For every framework (except of UCCA, as it does not contain any node
labels), this table shows the percentage of nodes with k applicable rules from S∗, for k in
{1, 2, 3, 4, 5, 6, 7, 8}. Note that the distribution for both DRG frameworks is skewed
by the fact that a significant portion of the nodes represent scopes, which are encoded by
a single absolute rule.

Mixture of softmaxes. We use the mixture of softmaxes (MoS) to mitigate
the softmax bottleneck [Yang et al., 2018] that arises when multiple hypotheses
can be correctly applied to a single input. The MoS allows the model to consider
K different hypotheses at the same time and weight them relatively to their
plausibility. We use K = 15 as a compromise between the computational efficiency
and the representational power.

Formally, let hq be the final latent vector for query q and let Wk, bk, wk, bk, wr,
br be the trainable weights. Then, the estimated MoS distribution of relative rules
Pθ(r|n) is defined as follows:

xk = tanh(Wkhq + bk)

πk =
sigmoid(h⊤

q wk + bk)∑︁
k′ sigmoid(h⊤

q wk′ + bk′)

Pθ(r|n) =
K∑︂

k=1
πk softmax(x⊤

k wr + br).

Note the use of normalized sigmoids for calculating πk which differs from MoS
defined by Yang et al. [2018], who use πk = softmax(x⊤wk + bk). Our approach
makes it easier to put equal weights on multiple hypotheses, which should be
better suited for a multi-label classification.
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Overall Architecture

While Chapter 2 and Chapter 3 describe the two distinguishing features of our
system, this chapter focuses on the other aspects and connects the two features
into the overall architecture, which we abbreviate as PERIN. We start with
describing the internal graph representation [Section 4.1], continue with the overall
architecture [Section 4.2], then give more details about the pretrained encoder
[Section 4.3], about balancing multi-task learning [Section 4.4], and, finally, about
the specific preprocessing and postprocessing steps [Section 4.5].

4.1 Graph Representation

All five semantic formalisms share the same representation via directed labeled
multigraphs in the graph interchange format [GIL; Section 1.2].

Properties to nodes. We simplify this graph structure by turning the properties
into graph nodes: each property {property : value} of every node n is removed,
and a new node with label value is connected to the parent node n by an edge
labeled with attribute; the anchors of the new node are the same as of its parent.
“Nodeification” of properties was motivated by the nature of AMR graphs, where
the properties are equivalent to instanced concepts/nodes [Banarescu et al., 2013].
From a more practical viewpoint, it allows us to utilize a single classifier for both
the node labels and the less-frequent properties, use relative encoding rules to
represent them, and to simplify the whole architecture. Figure 4.4 illustrates
this transformation together with other preprocessing steps (specific for each
framework) explained in detail in Section 4.5.

Relative labels. Another change to the internal graph representation is the use
of relative label encoding (discussed in Chapter 3), which substitutes the original
node labels by lists of relative encoding rules.
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4.2 Overall Architecture

Encoder-decoder. A simplified illustration of the whole model can be seen in
Figure 4.1. The input is tokenized, an encoder [Section 4.3] computes the contex-
tual embeddings of the tokens, and each embedded token ei is then mapped onto
F queries by nonlinear transformations qF i+t = tanh (Wtei + bt) , t ∈ {1, . . . F},
where Wt is a trainable weight matrix and bt is a trainable bias vector. After that,
the Transformer decoder [Section 1.4], with cross-attention into the contextual
embeddings ei, processes the queries and produces their final feature vectors hi.

Figure 4.1: Overall PERIN architecture. During inference, every input token is
processed by an encoder and transformed into multiple queries, which are further refined
by the decoder. Each query is either denied or accepted, and the accepted ones are then
gradually processed into the final semantic graph by the classification heads.
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Classification. The feature vectors hi are shared across all classification heads,
each inferring specific aspects of the final meaning representation graph from
them.

• Relative encoding classifier decides what node label should serve as the
“answer” to each query; a query can also be denied (no node is created) when
classified as “null” – following the description of permutation invariance in
Chapter 2. The node labels are encoded relatively, as described in Chapter 3.

• Anchor biaffine classifier uses deep biaffine attention [Section 1.5] to
create anchors between nodes and surface tokens – to be more precise, the
biaffine attention processes the latent vectors of queries hi and tokens e,
and predicts the presence of an anchor between every pair (t, j) of them as
a binary classification task with the biaffine function edge(hi,t, ej) [Equa-
tion 1.3]. These anchors are also used to infer the surface tokens (and
lemmas) transformed by the relative encoding rules to obtain the actual
node labels.

• Edge biaffine classifier uses three biaffine attention modules to predict
whether an edge should exist between a pair of nodes (presence binary
classification), what label(s) should it have (label multi-class or multi-label
classification, depending on the framework) and what attribute should it
have (attribute multi-class classification) – in essence, this module is a simple
extension of the standard edge classifier (with presence and label predictors)
by Dozat and Manning [2018].

• Property classifier uses a linear layer to perform multi-class classification
of properties. If a framework uses more than one property type, then each
one has its specific property classifier. If properties were converted into
nodes during preprocessing [Section 4.1], the property classifier discriminates
between the original nodes and the converted ones (binary classification).

• Top classifier uses a linear layer followed by a softmax nonlinearity (where
the probabilities are normalized across nodes) to detect the top node.

Completeness. That list describes the full set of classification modules capable
of handling all different characteristics of semantic formalisms parseable by our
internal graph representation [Section 4.1]. Not all of them appear in each
framework – for example, AMR graphs do not have edge attributes, while UCCA
graphs do not contain any properties. More details about specific framework
configurations are given in Section 4.5.

Efficiency. In theory, all the classification heads could be run in parallel, but,
in order to make the computation more efficient, we first compute the anchors
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and relative encodings to infer the matching between the queries and the target
nodes [Section 2.3.2]. Then, to save memory and time, we remove the “null”
nodes and predict the edges, properties and tops only with queries matched to
the “real” nodes.1 Finally, when the edges are predicted, we use them to find the
unique matching [Section 2.3.4]. The edge labels and attributes are also masked
to be predicted only for existing edges. The queries are masked similarly during
inference – for example, as illustrated in Figure 4.1, nodes classified as properties
cannot become the top nodes.

4.3 Finetuning XLM-R

To obtain rich contextualized embeddings for each input token, we finetune
the pretrained multilingual Transformer XLM-R [Conneau et al., 2020]. The
architecture of the encoder is presented in Figure 4.2.

Transfer learning. Typical deep learning models are trained from scratch on
hand-annotated datasets in a supervised manner. The idea behind transfer learning
is to first train a self-supervised model on a much larger dataset (such as a web
crawl of text on the Internet), and then finetune this model on a downstream
task. Since the model can learn the fundamental rules of languages from the
self-supervision, transfer learning leads to better generalization than supervised
learning from scratch (on a smaller, specialized dataset). ELMo [Embeddings from
Language Models; Peters et al., 2018] were the first to introduce deep contextualized
embeddings of words, where the embeddings are also conditioned on the context
of the surrounding sentence(s). GPT [Generative Pre-Training; Radford et al.]
and BERT [Bidirectional Encoder Representations from Transformers; Devlin
et al., 2019] further advanced the transfer learning performance of contextualized
embeddings by processing them with the Transformer architecture. RoBERTa
[Robustly Optimized BERT pretraining Approach; Liu et al., 2019] enhanced the
training regime of BERT and achieved the state-of-the-art results on downstream
tasks.

Multilingual Roberta. We use the multilingual version of RoBERTa, XLM-R,
trained on a corpus of 100 languages [Conneau et al., 2020]. We can therefore
use the same model for all languages in our dataset. Moreover, XLM-R achieves
better performance on the English datasets than RoBERTa pretrained solely on
English [Section 5.4].

1 The complexity of edge biaffine attention increases quadratically with the amount of nodes.
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4.3.1 Contextualized Embedding Extraction

Different layers in BERT-like models represent varying levels of syntactic and
semantic knowledge [van Aken et al., 2019], raising a question of which layer (or
layers) should be used to extract the embeddings from. Following Kondratyuk
and Straka [2019], we solve this problem by a purely data-driven approach and
compute the weighted sum of all layers. Formally, let el be the intermediate
output from the lth layer and let w ∈ RL be a trainable weight vector with length
equal to the number of layers L. The final contextualized embedding is then
calculated as

e =
L∑︂

l=1
softmax(w)l el.

Note that each input token can be divided into multiple subwords by the XLM-R
tokenizer. To obtain a single embedding for every token, we sum the embeddings
of all its subwords. Finally, the contextualized embeddings are normalized with
layer normalization [Ba et al., 2016] to stabilize the training.2

4.3.2 Finetuning Stabilization

Given the large number of parameters in the pretrained XLM-R model, we employ
several stabilization and regularization techniques in attempt to avoid overfitting.

Learning schedules. We start by dividing the model parameters into two groups:
the finetuned XLM-R and the rest of the network. Both groups are updated
with the AdamW optimizer [Loshchilov and Hutter, 2019], and their learning rate
follows the inverse square root schedule with warmup [Vaswani et al., 2017]. The
learning rate of the finetuned encoder is frozen for the first 2000 steps before the
warmup phase starts [Howard and Ruder, 2018]. The warmup is set to 6000 steps
for both groups, while the learning rate peak is 6 · 10−5 for the XLM-R and 6 · 10−4

for the rest of the network. The weight decay for XLM-R, 10−2, is considerably
higher compared to 1.2 · 10−6 used in the rest of the network [Devlin et al., 2019].

Dropout. We use dropout [Srivastava et al., 2014] on the entire intermediate
XLM-R layers, which results in an additional regularization – we drop each layer
with 10% probability by replacing wl with −∞ during the final contextualized

2 A side effect of the normalization step is that the subword summation is equal to the more
common subword average [Zhang et al., 2019b].
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embedding computation [Section 4.3.1]. Inter-layer and attention dropout rates
are the same as during the XLM-R pretraining.

Figure 4.2: Architecture of the encoder with finetuned XLM-R. The input tokens are
first tokenized into subwords, embedded and processed into contextualized embeddings
by the pretrained XLM-R layers. The intermediate outputs from all layers are then
aggregated by the layer-wise attention. Finally, the subword embeddings are pooled to
obtain the encoded tokens.

4.4 Balanced Loss Weights

Multi-task learning. Semantic parsing is an instance of multi-task learning,
where each task j ∈ J can have conflicting needs and where the task losses ℓj can
have different magnitudes. The overall loss function L to be optimized therefore
consists of the weighted sum of the partial losses ℓj:

L(fθ(x), y) =
∑︂
j∈J

wjℓj(fθ(x), y).

Loss weights. Finding the optimal values for the loss weights wj is extremely
complicated. This issue is usually resolved either by (suboptimally) setting all
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weights equally to 1 or by a thorough grid search. However, the complexity of
the grid search grows exponentially with |J | and would need to be performed
independently for all nine combinations of frameworks and languages.

Adaptive weights. A more feasible solution is to set the weights adaptively
according to a data-driven metric, as in Kendall et al. [2018]. We follow Chen
et al. [GradNorm; 2018], who balance the magnitudes of gradients ∥∇θwjℓj∥2; for
this section, let the θ denote only the weights of the shared part of the network.
That magnitude is made proportional to the ratio of the current loss and its initial
value: when ℓj decreases relatively quickly, its strength gets reduced to leave more
space for the other tasks. Consequently, the loss weights wj are not static, but
change throughout the training to balance the individual gradient norms. Thus,
the loss function is also a function of time t:

L(fθ(x), y; t) =
∑︂
j∈J

wj(t)ℓj(fθ(xt), yt).

Figure 4.3 shows an example of the balancing dynamics.

Figure 4.3: Change of the loss weights throughout the training of an EDS parser. The
relative difficulty of edge and anchor predictions seems to be higher at the beginning of
the training, but then gradually decreases, allowing the model to concentrate primarily
on label prediction.
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Definitions. In order to infer the loss weights wj(t), we first need to define the
following quantities:

• G
(j)
θ (t) ≜ ∥∇θwjℓj∥2, the L2 norm of the gradient for the jth weighted loss;

• Gθ(t) ≜ EjG
(j)
θ (t), the average weighted gradient L2 norm over all tasks;

• ℓ̃j(t) ≜ ℓj(fθ(xt),yt)/ℓj(fθ(x0),y0), measure of the inverse training rate of task j;

• rj(t) ≜ ℓ̃j(t)/Eiℓ̃i(t), the relative inverse training rate of task j.

Gθ(t) establishes the baseline size – all gradients G
(j)
θ (t) should gravitate towards

it to be balanced. Furthermore, the relative inverse training rate rj(t) corresponds
to the speed of convergence of each task j. When combined, we get that, for some
balancing hyperparameter α ∈ R+, the gradient norms should move towards

G
(j)
θ (t) → Gθ(t) (rj(t))α .

Optimization. The adaptive loss weights are set by minimizing the L1 loss
between G

(j)
θ (t) and Gθ(t) (rj(t))α, which is then used to optimize the adaptive

loss weights wj by gradient descent (to be more precise, we the Adam optimizer
[Kingma and Ba, 2015] is used, similarly to the rest of the network). We use the
same learning rate schedule – inverse square root schedule with warmup [Vaswani
et al., 2017] – with the peak learning rate at 1.0 · 10−3. We set α to 1.5, which
performed the best in our experiments.

4.5 Framework Specifics

4.5.1 AMR

Artificial anchors. AMR is a Flavor 2 framework [Section 1.3.6], which means
its nodes are not anchored to the surface forms. We instead exploit the general
algorithm for the minimal encoding rule set [Section 3.2] to create artificial
anchors: considering all possible one-to-one anchors a ∈ An for each node n, we
infer all compatible rules Sn = ⋃︁

a∈An
Sa

n, and find the minimal set of rules S∗.
The artificial anchors of a node n are then defined as {a ∈ An|Sa

n ∩ S∗ ̸= ∅}.
Consequently, our parser does not need any approximate anchoring (because we
instead compute an anchoring minimizing the number of relative rules).

On the other hand, Chinese AMR graphs contain anchors (they are actually of
Flavor 1 ), therefore, the described procedure is applied only on English AMR.
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Normalized edges. AMR graphs also contains inverted edges that transform
them into tree-like structures. The inverted edges are marked by modified edge
labels (for example, ARG0 becomes ARG0-of). We normalize the graphs back into
their original non-inverted form, making them more uniform, simplifying edge
prediction to become more local and independent of the global graph structure.
An example of AMR pre-processing is shown in Figure 4.4.

Classification heads. Considering the fact that every node is artificially an-
chored to at most a single token, the anchor classifier is not needed, if anchor
masking is used [Section 2.3.3]. Finally, AMR parsing does not employ the edge
attribute classifier.

Figure 4.4: Visualization of AMR pre-processing procedure [Section 4.5.1] for the
sentence “a crazy comedy duo, those two”. The original graph is on the left and the
transformed graph is shown on the right. Notice that the property quant:2 of person
is converted into a standalone node (highlighted with the dashed outline). The graph
is normalized by reversing three inverted edges (note that mod is in fact domain-of)
and some nodes get artificial anchors. Relative encoding rules are not included in this
illustration for the sake of clarity, but it is worthwhile noting that nodes person and
that contain only absolute label rules and are therefore not anchored.

4.5.2 DRG

Artificial anchors. Since the DRG graphs are also of Flavor 2, they are pre-
processed similarly to English AMR. Additionally, we reduce all nodes representing
binary relations into labeled edges between the corresponding discourse elements.

English translation. Nodes in German DRG graphs are labeled in English,
which decreases the applicability of relative encoding. Therefore, we employ the
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opus-mt-de-en [Tiedemann and Thottingal, 2020] machine translation model
from Huggingface’s transformers package [Wolf et al., 2019] to translate the
provided lemmas from German to English, before computing the relative encoding
rules.

Classification heads. DRG parsing does not make use of anchor and edge
attribute classifiers, just like English AMR parsing.

4.5.3 EDS

Anchors. EDS are specifically constrained to contain at least one anchoring for
each surface token Section 1.3.3, and also, if a node is anchored to multiple tokens,
the anchors should be continuous. We therefore postprocess the EDS graphs
so that every node contains only a single continuous anchor to one substring
(potentially spanning over multiple tokens). This is achieved by simply anchoring
everything between the leftmost and rightmost anchored token.

Classification heads. The EDS parser contains all the classification modules
described in Section 4.2, except for the edge attribute classifier.

4.5.4 PTG

Classification heads. We utilize all classification heads except for the top node
classification, because PTG graphs contain special <TOP> nodes, which make the
separate top prediction redundant.

4.5.5 UCCA

Augmentation. We augment the UCCA nodes by assigning them leaf and
inner labels. Additionally, the inner nodes are anchored to the union of anchors
of their children, so that these nodes can be more easily differentiated by the
permutation-invariant loss function [Section 2.3.2].

Classification heads. The UCCA parser does not have the property classifier
and the top classifier, where the latter is not needed, because the top node can be
inferred from the structure of the rooted UCCA graphs.
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Experiments

5.1 Datasets

MRP 2020. We use the collection of corpora provided for the MRP 2020 shared
task [Oepen et al., 2020] to evaluate our parser. This collection contains all five
English frameworks described in Section 1.3 – AMR, DRG, EDS, PTG, UCCA.
These datasets constitute the cross-framework track of MRP 2020, while a separate
cross-lingual track introduces one additional language for four of them: Chinese
AMR [Li et al., 2016], German DRG, Czech PTG and German UCCA [Hershcovich
et al., 2019]. We summarize the sizes of each corpus in Table 5.1.

Dataset splits. The English frameworks are already divided into the train,
validation and test splits, while the other frameworks are divided only into the
train and test portions. We obtained the validation subset by randomly splitting
the train portion in a 90 : 10 ratio.

framework language train validation test
sentences tokens sentences tokens sentences tokens

AMR English 57,885 1,049,083 3,560 61,722 2,457 49,760
Chinese 16,528 385,249 1,837 42,805 1,713 39,228

DRG English 6,606 44,692 885 5,541 898 5,991
German 1,417 8,179 158 909 403 2,384

EDS English 37,192 861,831 3,302 65,564 4,040 68,280

PTG English 42,024 1,026,033 1,664 40,770 2,507 59,191
Czech 39,559 666,419 4,396 74,047 5,476 92,643

UCCA English 6,872 171,838 1,585 25,982 600 18,633
German 3,712 86,071 413 9,563 444 10,585

Table 5.1: Amounts of available data in each of the nine treebanks. We present both
the number of sentences and the number of surface tokens.
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5.2 Evaluation

MRP metric. Semantic graphs are usually evaluated by various flavors of graph
similarity F1 score [Cai and Knight, 2013, Oepen et al., 2014, Hershcovich et al.,
2019]. We use the official MRP metric from the Meaning Representation Parsing
shared task [Oepen et al., 2020]. This metric computes the micro-averaged F1

score over different attributes of the semantic graphs – top nodes, node labels,
node properties, anchors, edges and edge attributes – and does so uniformly for
all five frameworks.

Maximum common edge subgraph. In order to find the best alignment
between the evaluated and the target graphs, the MRP metric finds the maximum
common edge subgraph (MCES), which is unfortunately an NP-hard problem.
The MRP scores are computed by mtool,1 which solve the MCES problem by
a backtrack search algorithm from McGregor [1982]. To make the computation
search tractable, mtool may not always return the exact optimum, but returns
the best approximate alignment if the available resources are depleted.2

Robustness. When two values are compared, MRP score tolerates some varia-
tions of the exact values:

• the comparison of the string values (node labels, node properties, edge labels
and edge attributes) is not case-sensitive,

• the anchor ranges ignore whitespace and punctuation characters.

5.3 Results

In order to empirically validate the performance of our proposed architecture, we
participated in a recent shared task on cross-framework and cross-lingual meaning
representation parsing, MRP 2020 [Oepen et al., 2020]. All hyperparameters used
to train the competition version of PERIN are included in Appendix A, the source
code is publicly available online.3

1 Open-source software available at https://github.com/cfmrp/mtool.
2 Oepen et al. [2019] claim that it is able to find “an exact solution in the majority of cases.”

Unlike, for example, the SMATCH score for AMR graphs [Cai and Knight, 2013], which uses a
hill-climbing algorithm to find the alignment between graphs.

3 https://github.com/ufal/perin.

https://github.com/cfmrp/mtool
https://github.com/ufal/perin
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The overall results, taken from the evaluation in Oepen et al. [2020], are presented
in Table 5.2 and Table 5.3, which contain the F1 scores obtained using the official
MRP metric [Section 5.2]. Fine-grained results for each framework are provided in
Appendix B. Table 5.2 shows the average F1 scores for the individual frameworks
together with the overall averages for the cross-framework and cross-lingual tracks.
The MRP metric is divided into its parts (for different aspects of the semantic
graphs) in Table 5.3, which shows the macro-averages across all nine frameworks.

System AMReng DRGeng EDSeng PTGeng UCCAeng Average

HUJI-KU [Arviv et al., 2020] 52.36 % 62.75 % 79.68 % 53.76 % 72.91 % 64.29 %
Hitachi [Ozaki et al., 2020] 81.54 % 93.19 % 93.56 % 88.73 % 75.07 % 86.42 %
HIT-SCIR [Dou et al., 2020] 69.80 % 89.07 % 87.40 % 84.26 % 74.76 % 81.06 %
ISCAS 61.48 % 69.35 % 85.86 % 17.99 % 5.99 % 48.13 %
TJU-BLCU 29.96 % 39.91 % 49.04 % 21.49 % 10.41 % 30.16 %
ÚFAL PERIN 80.23 % 94.16 % 92.73 % 88.44 % 76.40 % 86.39 %
ÚFAL PERIN* 80.23 % 94.16 % 92.73 % 89.19 % 76.40 % 86.54 %

System AMRzho DRGdeu PTGces UCCAdeu Average

HUJI-KU [Arviv et al., 2020] 44.92 % 62.33 % 58.49 % 74.72 % 60.11 %
Hitachi [Ozaki et al., 2020] 80.44 % 93.36 % 87.35 % 79.04 % 85.05 %
HIT-SCIR [Dou et al., 2020] 49.39 % 68.31 % 77.93 % 80.02 % 68.91 %
TJU-BLCU 24.64 % 33.77 % 21.71 % 20.03 %
ÚFAL PERIN 78.17 % 89.83 % 91.27 % 81.01 % 85.07 %
ÚFAL PERIN* 80.52 % 89.83 % 92.24 % 81.01 % 85.90 %

Table 5.2: The all F1 scores and a macro-average total score of the participating
systems in MRP 2020. PERIN is our official shared task submission and PERIN* is a
post-competition submission with a fixed bug. The best results are typeset in bold. The
top table contains the cross-framework scores on English treebanks, while the bottom
table presents the cross-lingual ones.

System Tops Labels Properties Anchors Edges Attributes Average

HUJI-KU 85.85 % 22.80 % 29.48 % 46.79 % 61.35 % 7.67 % 62.43 %
Hitachi 95.67 % 68.93 % 48.89 % 61.95 % 80.14 % 24.93 % 85.81 %
HIT-SCIR 94.37 % 61.84 % 30.80 % 52.18 % 71.41 % 22.51 % 75.66 %
ISCAS 41.33 % 30.37 % 11.91 % 15.92 % 24.56 % 26.74 %
TJU-BLCU 66.11 % 33.07 % 17.19 % 21.31 % 25.66 %
ÚFAL PERIN* 94.20 % 70.36 % 49.34 % 63.45 % 79.68 % 27.07 % 86.26 %

Table 5.3: Overall results for different MRP metrics [Section 5.2], macro-averaged
over all frameworks and languages. The best results are typeset in bold.
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Our submissions. We show the evaluation scores of two slightly different versions
of our system. Our original submission to MRP 2020 contained a bug in anchor
prediction for Chinese AMR and both PTG treebanks. This bug caused the nodes
to get anchored to at least one token (which is a valid constraint only for EDS).
We submitted a fixed version called PERIN* in the post-competition evaluation
and compare it with the original one in Table 5.2.

Official ranking. According to the official MRP 2020 results, which compare the
systems on the average whole-percent-only F1 score, our competition submission
reached tied first place in both the cross-lingual and the cross-framework track,
scoring 86 % and 85 %, respectively – performance virtually identical to the
system by Hitachi [Ozaki et al., 2020]. Our post-competition bugfixed submission
reached the first rank in both tracks (87 % and 86 % F1 score), improving the
cross-lingual score by nearly one percent point. Our parser particularly excels
in label prediction, which might suggest the effectiveness of the relative label
encoding. Furthermore, our system surpasses the best systems from the last year’s
semantic shared task, MRP 2019 [Oepen et al., 2019], by a wide margin – as
presented in Table 5.4.

System AMReng EDSeng UCCAeng

best from MRP 2019 73.11 % 92.55 % 82.61 %
ÚFAL PERIN* 78.43 % 95.17 % 82.71 %

Table 5.4: In order to show the progress from the last year’s shared task, we can use
the fact that it had three frameworks in common with MRP 2020 – English AMR, EDS
and UCCA. All parsers were evaluated on The Little Prince dataset, the first row shows
the F1 scores of the best performing parser for each treebank from Oepen et al. [2019].
The second row shows the evaluation scores from Oepen et al. [2020].

Comparison with Hitachi. The largest deficiency of our system is in AMReng

parsing, where it falls short to Hitachi by 1.31 %. On closer inspection, this follows
from the inferior edge accuracy on this framework – the difference to Hitachi is
4.56 % on AMReng and 2.78 % on AMRzho [Appendix B]. Apart from this, Hitachi
is better in all aspects of EDSeng and DRGdeu parsing. On the other hand, PERIN
consistently beats Hitachi in both PTG and both UCCA frameworks. We hope
that combining the strengths of these two parsers will help to further advance the
state of meaning representation parsing.
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5.4 Ablation Experiments

We conducted several additional experiments to evaluate the effects of various
components of our architecture. The results are summarized in Table 5.5. We
have decided to use EDS for these experiments because – in our eyes – it represents
the “average” framework without any significant irregularities.

The experiments show that using the mixture of softmaxes for label prediction
does not have a substantial effect and can be potentially omitted to reduce the
parameter count. On the other hand, the inferior results of the model with
constant equal loss weights demonstrate the importance of their proper balancing.

Configuration Tops Labels Properties Anchors Edges Average

ÚFAL PERIN* 89.53 % 93.45 % 94.34 % 93.40 % 90.74 % 92.73 %
w/o MoS 88.04 % 93.39 % 93.79 % 93.48 % 90.76 % 92.65 %
w/o focal loss 89.08 % 93.33 % 93.59 % 93.21 % 90.46 % 92.46 %
BERT encoder 89.95 % 92.97 % 94.74 % 92.92 % 89.84 % 92.27 %
w/o balanced losses 89.23 % 92.28 % 94.46 % 92.12 % 89.19 % 91.60 %

Table 5.5: Ablation study showing MRP scores of different configurations on EDS. The
top row contains the submitted configuration without any changes; then we report the
results for 1) label classifier without the mixture of softmaxes (MoS); 2) label loss not
multiplied by the focal loss coefficient; 3) encoder with finetuned BERT-large (English)
instead of multilingual XLM-R; and 4) constant loss weights, equally set to 1.0.



Conclusion

We have introduced a novel permutation-invariant sentence-to-graph semantic
parser called PERIN. To evaluate its performance across a number of semantic
frameworks, we took part in the CoNLL 2020 Shared Task on Cross-Framework
Meaning Representation Parsing – MRP 2020. Our system has achieved the tied
first place in the cross-framework track and the cross-lingual track, significantly
advancing the accuracy of semantic parsing from the last year’s MRP 2019. Thus,
we believe that permutation-invariant node prediction might be the first step in a
promising direction of semantic parsing and generally of graph generation.

Future work

Non-autoregressive issues. As of now, the nature of permutation invariance
requires all nodes to be decoded non-autoregressively in parallel. Even though
it enables fast decoding, it assumes that nodes are conditionally independent of
each other. This assumption is severely broken in the field of machine translation
[Gu et al., 2018], where the non-autoregressive translation systems need to model
the dependence to match the performance of traditional autoregressive systems
[Gu et al., 2018, Ghazvininejad et al., 2019, Shu et al., 2020]. We believe that
combining the permutation invariance with similar techniques could increase the
accuracy of our parser.

Shared cross-framework training. The inner graph representation of our
parser is shared between all frameworks [Section 4.1]. In theory, this allows us
to concatenate all datasets and train a single shared model for all frameworks.
Cross-framework training could lead to better performance due to the larger
amount of training data. However, better multi-task learning techniques need
to be developed, because naive concatenation of all data is not as effective as
single-framework training.
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David Samuel and Milan Straka. ÚFAL at MRP 2020: Permutation-invariant
semantic parsing in PERIN. In Proceedings of the CoNLL 2020 Shared Task:
Cross-Framework Meaning Representation Parsing, pages 53 – 64, Online, 2020.

Karin Kipper Schuler and Martha S. Palmer. Verbnet: A Broad-Coverage, Com-
prehensive Verb Lexicon. PhD thesis, USA, 2005. AAI3179808.

Petr Sgall, Eva Hajičová, and Jarmilla Panevová. The Meaning of the Sentence
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Appendix A

Hyperparameters

This attechment lists all the hyperparameters used for training our parser for
the MRP 2020 competition. First of all, we define the general hyperparameter
settings and then give specific changes of hyperparameters, as tuned for different
frameworks.

The names of the hyperparameters correspond to the names of variables in the
accompanying code,1 each one is also followed by a short description:

1 activation = "relu" # decoder activation function
2 balance_loss_weights = True # use weight loss balancing (GradNorm)
3 batch_size = 32 # total batch size
4 beta_2 = 0.98 # beta_2 parameter for AdamW optimizer
5 char_embedding = True # use character embedding in encoder
6 char_embedding_size = 128 # dimension of the character embedding
7 decoder_learning_rate = 6e-4 # initial decoder learning rate
8 decoder_weight_decay = 1.2e-6 # decoder weight decay for the decoder
9 dropout_anchor = 0.5 # dropout for anchor classifier

10 dropout_edge_label = 0.5 # dropout for edge label classifier
11 dropout_edge_presence = 0.5 # dropout for edge presence classifier
12 dropout_edge_attribute = 0.5 # dropout for edge presence classifier
13 dropout_label = 0.5 # dropout for label classifier
14 dropout_property = 0.7 # dropout for property classifier
15 dropout_top = 0.9 # dropout for top classifier
16 dropout_transformer = 0.1 # dropout for transformer layers
17 dropout_transformer_attention = 0.1 # dropout for transformer attention
18 dropout_word = 0.1 # prob. of dropping out a whole word
19 encoder_delay_steps = 2000 # number of steps with frozen XLM-R
20 encoder_freeze_embedding = True # freeze the embedding layer in XLM-R
21 encoder_learning_rate = 6e-5 # initial encoder learning rate
22 encoder_weight_decay = 1e-2 # amount of weight decay for encoder
23 epochs = 100 # number of epochs for training
24 focal = True # use focal loss for the label pred.
25 grad_norm_alpha = 1.5 # grad-norm sensitivity
26 grad_norm_lr = 1e-3 # lr for the grad-norm optimizer

1 https://github.com/ufal/perin
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27 hidden_size_ff = 4 * 768 # hidden s. of feed-forward submodule
28 hidden_size_anchor = 128 # hidden s. of anchor biaffine layer
29 hidden_size_edge_label = 256 # hidden s. of edge label biaffine l.
30 hidden_size_edge_presence = 512 # hidden s. of edge pres. biaffine l.
31 hidden_size_edge_attribute = 128 # hidden s. of edge attr. biaffine l.
32 label_smoothing = 0.1 # label smoothing for label pred.
33 n_attention_heads = 8 # attention heads in the decoder
34 n_layers = 3 # number of layers in the decoder
35 n_mixture_components = 15 # number of components in the MoS
36 query_length = 4 # fertility
37 warmup_steps = 6000 # warmup steps for the inverse_sqrt s.

AMR overrides:

1 query_length = 3 # fertility

DRG overrides:

1 encoder_delay_steps = 250 # number of steps with frozen XLM-R
2 n_layers = 2 # number of layers in the decoder
3 warmup_steps = 1000 # warmup steps for the inverse_sqrt s.

EDS overrides:

None.

PTG overrides:

1 query_length = 3 # fertility

UCCA overrides:

1 encoder_delay_steps = 250 # number of steps with frozen XLM-R
2 n_layers = 2 # number of layers in the decoder
3 warmup_steps = 1000 # warmup steps for the inverse_sqrt s.
4 char_embedding = False # use character embedding in encoder
5 label_smoothing = 0.0 # label smoothing for label pred.



Appendix B

Full MRP 2020 Results

English and Chinese AMR

tops labels properties anchors edges attributes all
P R F P R F P R F P R F P R F P R F P R F

HUJI-KU lpps 71% 69% 70% 65% 62% 64% 15% 14% 15% 0% 0% 0% 47% 37% 41% 0% 0% 0% 56% 50% 53%
all 58% 56% 57% 64% 60% 62% 46% 40% 43% 0% 0% 0% 50% 38% 44% 0% 0% 0% 57% 49% 52%

Hitachi lpps 84% 84% 84% 83% 85% 84% 86% 77% 81% 0% 0% 0% 71% 73% 72% 0% 0% 0% 78% 79% 79%
all 86% 86% 86% 88% 86% 87% 83% 81% 82% 0% 0% 0% 77% 74% 76% 0% 0% 0% 83% 80% 82%

HIT-SCIR lpps 85% 85% 85% 73% 77% 75% 56% 45% 50% 0% 0% 0% 62% 64% 63% 0% 0% 0% 68% 71% 70%
all 85% 85% 85% 81% 77% 79% 71% 39% 50% 0% 0% 0% 65% 60% 63% 0% 0% 0% 74% 66% 70%

ISCAS lpps 67% 66% 66% 76% 54% 63% 34% 38% 36% 0% 0% 0% 64% 38% 47% 0% 0% 0% 68% 47% 56%
all 70% 70% 70% 84% 62% 71% 59% 48% 53% 0% 0% 0% 66% 43% 52% 0% 0% 0% 74% 53% 61%

ÚFAL lpps 86% 86% 86% 85% 87% 86% 78% 71% 75% 0% 0% 0% 69% 71% 70% 0% 0% 0% 77% 79% 78%
all 84% 84% 84% 88% 87% 88% 86% 85% 85% 0% 0% 0% 73% 70% 71% 0% 0% 0% 81% 79% 80%

TJU-BLCU lpps 91% 91% 91% 48% 32% 38% 0% 0% 0% 0% 0% 0% 43% 30% 35% 0% 0% 0% 50% 34% 40%
all 86% 86% 86% 59% 24% 34% 0% 0% 0% 0% 0% 0% 44% 17% 24% 0% 0% 0% 54% 21% 30%

JBNU lpps 86% 86% 86% 79% 80% 79% 54% 45% 49% 0% 0% 0% 68% 67% 68% 0% 0% 0% 74% 73% 74%
all 84% 84% 84% 79% 73% 76% 68% 39% 50% 0% 0% 0% 61% 54% 57% 0% 0% 0% 71% 62% 66%

ÚFAL* lpps 86% 86% 86% 85% 87% 86% 78% 71% 75% 0% 0% 0% 69% 71% 70% 0% 0% 0% 77% 79% 78%
all 84% 84% 84% 88% 87% 88% 86% 85% 85% 0% 0% 0% 73% 70% 71% 0% 0% 0% 81% 79% 80%

Table B.1: Full results (Precision, Recall and F1 scores) on the English AMR, as
evaluated on the MRP test dataset (all) and on The Little Prince dataset (lpps).

tops labels properties anchors edges attributes all
P R F P R F P R F P R F P R F P R F P R F

HUJI-KU 64% 53% 58% 60% 62% 61% 56% 53% 54% 0% 0% 0% 48% 44% 46% 0% 0% 0% 55% 38% 45%
Hitachi 86% 86% 86% 84% 81% 83% 82% 77% 79% 90% 88% 89% 73% 69% 71% 0% 0% 0% 82% 79% 80%
HIT-SCIR 80% 80% 80% 64% 64% 64% 0% 0% 0% 0% 0% 0% 58% 56% 57% 0% 0% 0% 60% 42% 49%
ISCAS 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0%
ÚFAL 83% 83% 83% 84% 85% 85% 79% 77% 78% 76% 93% 84% 66% 68% 67% 0% 0% 0% 75% 81% 78%
TJU-BLCU 79% 79% 79% 46% 16% 24% 0% 0% 0% 47% 20% 28% 39% 13% 20% 0% 0% 0% 46% 17% 25%
ÚFAL* 82% 82% 82% 84% 84% 84% 79% 79% 79% 91% 91% 91% 68% 68% 68% 0% 0% 0% 81% 80% 81%

Table B.2: Full results (Precision, Recall and F1 scores) on the Mandarin Chinese
(C)AMR, as evaluated on the MRP test dataset.
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English and German DRG

tops labels properties anchors edges attributes all
P R F P R F P R F P R F P R F P R F P R F

HUJI-KU 99% 94% 96% 0% 0% 0% 0% 0% 0% 0% 0% 0% 83% 82% 83% 0% 0% 0% 84% 50% 63%
Hitachi 100% 100% 100% 91% 89% 90% 0% 0% 0% 0% 0% 0% 96% 94% 95% 0% 0% 0% 94% 92% 93%
HIT-SCIR 99% 99% 99% 87% 87% 87% 0% 0% 0% 0% 0% 0% 91% 89% 90% 0% 0% 0% 90% 89% 89%
ISCAS 99% 99% 99% 63% 60% 61% 0% 0% 0% 0% 0% 0% 90% 62% 74% 0% 0% 0% 78% 63% 69%
ÚFAL 99% 99% 99% 93% 92% 92% 0% 0% 0% 0% 0% 0% 96% 94% 95% 0% 0% 0% 95% 93% 94%
TJU-BLCU 35% 35% 35% 74% 50% 60% 0% 0% 0% 0% 0% 0% 32% 22% 26% 0% 0% 0% 49% 34% 40%
JBNU 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0%
ÚFAL* 99% 99% 99% 93% 92% 92% 0% 0% 0% 0% 0% 0% 96% 94% 95% 0% 0% 0% 95% 93% 94%

Table B.3: Full results (Precision, Recall and F1 scores) on the English DRG, as
evaluated on the MRP test dataset.

tops labels properties anchors edges attributes all
P R F P R F P R F P R F P R F P R F P R F

HUJI-KU 98% 93% 95% 0% 0% 0% 0% 0% 0% 0% 0% 0% 81% 83% 82% 0% 0% 0% 82% 50% 62%
Hitachi 99% 99% 99% 88% 89% 88% 0% 0% 0% 0% 0% 0% 96% 97% 97% 0% 0% 0% 93% 94% 93%
HIT-SCIR 100% 100% 100% 62% 62% 62% 0% 0% 0% 0% 0% 0% 71% 71% 71% 0% 0% 0% 68% 69% 68%
ISCAS 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0%
ÚFAL 99% 99% 99% 85% 84% 84% 0% 0% 0% 0% 0% 0% 94% 92% 93% 0% 0% 0% 90% 89% 90%
TJU-BLCU 44% 43% 43% 58% 37% 46% 0% 0% 0% 0% 0% 0% 31% 21% 25% 0% 0% 0% 42% 28% 34%
ÚFAL* 99% 99% 99% 85% 84% 84% 0% 0% 0% 0% 0% 0% 94% 92% 93% 0% 0% 0% 90% 89% 90%

Table B.4: Full results (Precision, Recall and F1 scores) on the German DRG, as
evaluated on the MRP test dataset.

English EDS

tops labels properties anchors edges attributes all
P R F P R F P R F P R F P R F P R F P R F

HUJI-KU lpps 80% 73% 76% 77% 81% 79% 37% 3% 6% 90% 95% 93% 85% 88% 86% 0% 0% 0% 83% 76% 79%
all 83% 73% 78% 81% 84% 82% 72% 15% 24% 86% 89% 88% 83% 84% 84% 0% 0% 0% 83% 76% 80%

Hitachi lpps 98% 98% 98% 96% 96% 96% 96% 98% 97% 98% 98% 98% 96% 96% 96% 0% 0% 0% 97% 97% 97%
all 92% 92% 92% 94% 93% 94% 94% 94% 94% 95% 94% 94% 93% 92% 93% 0% 0% 0% 94% 93% 94%

HIT-SCIR lpps 92% 92% 92% 91% 91% 91% 65% 61% 63% 97% 97% 97% 93% 93% 93% 0% 0% 0% 90% 89% 89%
all 87% 85% 86% 90% 90% 90% 64% 70% 67% 93% 93% 93% 89% 89% 89% 0% 0% 0% 87% 88% 87%

ISCAS lpps 93% 92% 92% 91% 91% 91% 53% 68% 60% 96% 97% 97% 93% 93% 93% 0% 0% 0% 86% 90% 88%
all 88% 85% 86% 91% 91% 91% 49% 61% 54% 93% 93% 93% 90% 90% 90% 0% 0% 0% 85% 87% 86%

ÚFAL lpps 96% 96% 96% 95% 94% 95% 95% 94% 94% 97% 97% 97% 95% 94% 94% 0% 0% 0% 96% 95% 95%
all 90% 90% 90% 94% 93% 93% 95% 94% 94% 94% 93% 93% 91% 91% 91% 0% 0% 0% 93% 92% 93%

TJU-BLCU lpps 88% 88% 88% 77% 56% 65% 0% 0% 0% 90% 66% 76% 83% 55% 66% 0% 0% 0% 83% 51% 64%
all 72% 72% 72% 81% 40% 53% 0% 0% 0% 88% 43% 58% 84% 34% 49% 0% 0% 0% 84% 35% 49%

JBNU lpps 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0%
all 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0%

ÚFAL* lpps 96% 96% 96% 95% 94% 95% 95% 94% 94% 97% 97% 97% 95% 94% 94% 0% 0% 0% 96% 95% 95%
all 90% 90% 90% 94% 93% 93% 95% 94% 94% 94% 93% 93% 91% 91% 91% 0% 0% 0% 93% 92% 93%

Table B.5: Full results (Precision, Recall and F1 scores) on the English EDS, as
evaluated on the MRP test dataset (all) and on The Little Prince dataset (lpps).
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English and Czech PTG

tops labels properties anchors edges attributes all
P R F P R F P R F P R F P R F P R F P R F

HUJI-KU lpps 100% 99% 99% 0% 0% 0% 64% 55% 59% 79% 79% 79% 67% 61% 64% 0% 0% 0% 71% 49% 58%
all 100% 94% 96% 0% 0% 0% 81% 64% 71% 73% 71% 72% 52% 46% 49% 0% 0% 0% 69% 44% 54%

Hitachi lpps 100% 100% 100% 82% 90% 86% 68% 75% 71% 88% 88% 88% 84% 81% 83% 88% 90% 89% 80% 84% 82%
all 100% 100% 100% 89% 94% 91% 94% 93% 94% 94% 94% 94% 81% 80% 80% 74% 70% 72% 89% 89% 89%

HIT-SCIR lpps 100% 100% 100% 88% 89% 88% 59% 59% 59% 88% 88% 88% 80% 78% 79% 80% 84% 82% 78% 78% 78%
all 100% 100% 100% 90% 91% 91% 84% 79% 81% 94% 94% 94% 77% 77% 77% 68% 67% 67% 85% 84% 84%

ISCAS lpps 21% 21% 21% 33% 50% 39% 0% 0% 0% 38% 65% 48% 0% 0% 0% 0% 0% 0% 12% 25% 16%
all 17% 17% 17% 42% 61% 50% 0% 0% 0% 40% 64% 49% 0% 0% 0% 0% 0% 0% 14% 26% 18%

ÚFAL lpps 100% 100% 100% 92% 91% 92% 70% 74% 72% 82% 89% 85% 83% 81% 82% 90% 88% 89% 81% 84% 83%
all 100% 100% 100% 95% 95% 95% 94% 91% 92% 87% 95% 91% 79% 80% 80% 73% 74% 73% 88% 89% 88%

TJU-BLCU lpps 53% 53% 53% 38% 30% 33% 0% 0% 0% 41% 40% 41% 43% 29% 35% 0% 0% 0% 41% 24% 30%
all 80% 80% 80% 58% 33% 42% 0% 0% 0% 27% 19% 22% 24% 12% 16% 0% 0% 0% 38% 15% 21%

JBNU lpps 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0%
all 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0%

ÚFAL* lpps 100% 100% 100% 91% 92% 92% 70% 75% 72% 89% 89% 89% 84% 82% 83% 93% 90% 91% 83% 84% 84%
all 100% 100% 100% 94% 95% 95% 94% 91% 92% 95% 95% 95% 79% 80% 80% 73% 73% 73% 89% 89% 89%

Table B.6: Full results (Precision, Recall and F1 scores) on the English PTG, as
evaluated on the MRP test dataset (all) and on The Little Prince dataset (lpps).

tops labels properties anchors edges attributes all
P R F P R F P R F P R F P R F P R F P R F

HUJI-KU 99% 91% 95% 0% 0% 0% 69% 76% 72% 73% 71% 72% 47% 43% 45% 0% 0% 0% 65% 53% 58%
Hitachi 100% 100% 100% 86% 89% 88% 93% 90% 91% 95% 93% 94% 80% 74% 77% 72% 61% 66% 89% 86% 87%
HIT-SCIR 100% 100% 100% 85% 83% 84% 85% 74% 79% 92% 92% 92% 68% 62% 65% 51% 45% 48% 82% 75% 78%
ISCAS 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0%
ÚFAL 100% 100% 100% 97% 96% 96% 94% 93% 94% 88% 98% 92% 85% 83% 84% 78% 77% 78% 91% 91% 91%
TJU-BLCU 100% 100% 100% 61% 29% 39% 0% 0% 0% 44% 27% 34% 42% 20% 27% 0% 0% 0% 51% 14% 22%
ÚFAL* 100% 100% 100% 97% 96% 96% 94% 93% 94% 98% 98% 98% 86% 83% 85% 80% 77% 79% 93% 92% 92%

Table B.7: Full results (Precision, Recall and F1 scores) on the Czech PTG, as
evaluated on the MRP test dataset.
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English and German UCCA

tops labels properties anchors edges attributes all
P R F P R F P R F P R F P R F P R F P R F

HUJI-KU lpps 96% 94% 95% 0% 0% 0% 0% 0% 0% 96% 95% 96% 68% 64% 66% 60% 30% 40% 80% 76% 78%
all 98% 98% 98% 0% 0% 0% 0% 0% 0% 95% 95% 95% 58% 59% 59% 36% 38% 37% 73% 73% 73%

Hitachi lpps 91% 91% 91% 0% 0% 0% 0% 0% 0% 98% 94% 96% 77% 71% 74% 67% 39% 49% 86% 80% 83%
all 99% 99% 99% 0% 0% 0% 0% 0% 0% 97% 88% 92% 66% 62% 64% 48% 45% 47% 78% 72% 75%

HIT-SCIR lpps 100% 100% 100% 0% 0% 0% 0% 0% 0% 97% 98% 98% 74% 69% 71% 69% 38% 49% 84% 80% 82%
all 100% 100% 100% 0% 0% 0% 0% 0% 0% 96% 95% 96% 61% 60% 61% 44% 42% 43% 75% 74% 75%

ISCAS lpps 100% 100% 100% 0% 0% 0% 0% 0% 0% 6% 1% 2% 51% 8% 14% 0% 0% 0% 45% 8% 13%
all 100% 100% 100% 0% 0% 0% 0% 0% 0% 13% 1% 2% 41% 3% 5% 0% 0% 0% 42% 3% 6%

ÚFAL lpps 91% 91% 91% 0% 0% 0% 0% 0% 0% 97% 98% 98% 74% 71% 73% 80% 44% 57% 84% 82% 83%
all 97% 97% 97% 0% 0% 0% 0% 0% 0% 97% 96% 96% 62% 65% 64% 44% 48% 46% 75% 78% 76%

TJU-BLCU lpps 100% 98% 99% 0% 0% 0% 0% 0% 0% 48% 16% 23% 43% 7% 12% 0% 0% 0% 52% 13% 21%
all 100% 98% 99% 0% 0% 0% 0% 0% 0% 49% 7% 13% 37% 3% 5% 0% 0% 0% 50% 6% 10%

JBNU lpps 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0%
all 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0%

ÚFAL* lpps 91% 91% 91% 0% 0% 0% 0% 0% 0% 97% 98% 98% 74% 71% 73% 80% 44% 57% 84% 81% 83%
all 97% 97% 97% 0% 0% 0% 0% 0% 0% 97% 96% 96% 62% 65% 64% 44% 48% 46% 75% 78% 76%

Table B.8: Full results (Precision, Recall and F1 scores) on the English UCCA, as
evaluated on the MRP test dataset (all) and on The Little Prince dataset (lpps).

tops labels properties anchors edges attributes all
P R F P R F P R F P R F P R F P R F P R F

HUJI-KU 98% 98% 98% 0% 0% 0% 0% 0% 0% 93% 95% 94% 61% 62% 61% 32% 32% 32% 74% 76% 75%
Hitachi 100% 100% 100% 0% 0% 0% 0% 0% 0% 96% 92% 94% 70% 69% 69% 35% 46% 40% 79% 79% 79%
HIT-SCIR 99% 99% 99% 0% 0% 0% 0% 0% 0% 94% 96% 95% 69% 72% 70% 39% 50% 44% 78% 82% 80%
ISCAS 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0%
ÚFAL 97% 97% 97% 0% 0% 0% 0% 0% 0% 96% 98% 97% 68% 74% 71% 40% 55% 46% 79% 83% 81%
TJU-BLCU 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0% 0%
ÚFAL* 97% 97% 97% 0% 0% 0% 0% 0% 0% 96% 98% 97% 68% 74% 71% 40% 55% 46% 79% 83% 81%

Table B.9: Full results (Precision, Recall and F1 scores) on the German UCCA, as
evaluated on the MRP test dataset.
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