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Introduction
One could divide cryptographers into two groups. In the first group, you will find
scientists interested mainly in the theory behind the subject, in the underlying
math, in core ideas on which the ciphers and algorithms are based, in theoretical
concepts. Then there is the second group which is in the same way, maybe more,
interested in the practice, in the actual application of cryptography in concrete
systems or products, in various implementations with their advantages and dis-
advantages. They value the importance of good implementation, which will not
leak data through side-channels. They try to find a safe implementation that will
be fast enough for real-life needs, and compact enough for concrete hardware.
These two imaginary groups now unite against a common goal.

Far gone are times where the only thing connected to the internet owned by
ordinary people was their desktop computer. In the last decade, we started to
connect to the internet also our smart TV, smartwatch, and to the home network
also a vacuum cleaner, fridge, lights, and many more in other areas like medicine,
smart cars, industry, or agriculture. The term for this phenomenon is the well-
known Internet of Things (IoT). Let us repeat that ”a chain (in our case network)
is only as strong as its weakest link”. To people who work in cybersecurity, this
gives rise to serious concerns. On top of that, a big problem that engineers of IoT
devices often encounter is the lack of computational power. They are forced to
implement as much functionality as possible into small chips since that is what
customer demands. The chip should be small because of the price. Therefore
for the security, there will be not much space left. Cryptographers are aware
of it and try to find new ciphers and new implementations lighter than current
standards. This effort, formed into a field of study, is called Lightweight Cryp-
tography (LWC).

Our thesis mainly surveys and restate current knowledge with a focus on ex-
planatory work. In the first chapter of this paper, we give an introduction to
Lightweight Cryptography. Here, we describe metrics for benchmarking various
implementations and measuring their performance on different hardware, and we
depict design trends for lightweight ciphers found throughout the community.
Then we piece together all standards relating to LWC published by several stan-
dardized international and regional bodies. We focus on the National Institute
of Standards and Technology(NIST), and then the description of the NIST LWC
standardization process follows. Since one of two objects of this standardization
process is Authenticated Encryption with Associated Data, we added one whole
section explaining this term to the reader, describing three possible general con-
structions, their theoretical properties, and use-cases. That concludes first half
called Theoretical Part.

In the second chapter, we turn our attention to concrete proposals of the
upcoming standard. We decided to pick three candidates with different design
approaches and which were found vulnerable. In our paper, we present their
description with several subsections that explain underlying theoretical concepts
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and constructions. That should provide a good understanding also for a less ex-
perienced cryptographer. In the last subsection concerning the Limdolen cipher,
we noticed that the attack found and described in Black and Rogaway [2002]
can be extended using an idea from cryptoanalysis of SIV-Rijndael256, and we
elaborate on that completing the paper.
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1. Theoretical part

1.1 Introduction to Lightweight Cryptography
Most of the modern cryptographic algorithms were designed for desktop/server
communication. However, security and privacy are demanded also in areas where
small devices with limited resources are included. When usual cryptographic
algorithms are implemented into devices with restricted resources, their perfor-
mance is often not acceptable. Therefore, lightweight cryptography (LWC) is on
the rise in recent years. The goal of LWC is to find either more compact imple-
mentations of standard algorithms or to invent new dedicated algorithms that fit
the needs of similar applications. Examples, where we can find lightweight cryp-
tography to be convenient, are electrical home appliances and smart TV, RFID
tag applications, smart agriculture sensors, medical sensors, industrial systems,
or automobiles.

In the area of lightweight cryptography, it is common to refer to the rest of
the cryptography, i.e. the cryptography that is not lightweight, as conventional
cryptography. The dividing line between lightweight and conventional cryptog-
raphy is not clear; nevertheless, we can kind of sort out all devices into a linear
spectrum, see 1.1. Here, The lower we get, the more LW cryptography is needed.
The higher we are, conventional cryptography is sufficient and preferable. Here
RFID states for radio-frequency identification.

Figure 1.1: Spectrum of devices targeted by lightweight and conventional cryp-
tography, from Biryukov and Perrin [2017]

1.1.1 Performance Metrics
We have several metrics that describe the performance of the cipher.1 The
specifics of the comparison depend on whether the cipher is implemented in hard-
ware (e.g. RFID) or in software (embedded systems - micro-controllers).

Hardware Case

Latency, measured in seconds, can be defined as the time between the initial re-
quest of the operation and producing the output. The lower it is, the better. In

1More precisely we should say a performance of the implementation of the cipher because
the same cipher implemented on different platforms will have different performance results.
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the case of the simple encryption operation, it is the time between the request for
the encryption of the plaintext and the reply with the corresponding ciphertext.
Low latency is required for applications in on-vehicle devices such as steering,
airbags, or brakes that demand real-time operations.

Throughput is measured in bits or bytes per second. It can be defined as the
amount of plaintext processed per time unit (e.g. millisecond). The higher it is,
the better. Nevertheless, high throughput is usually not the main design goal of
lightweight ciphers.

Power consumption, measured in Watts (W), can be defined as the amount
of power needed to use the circuit. The lower it is, the better.
It can be essential for devices that harvest power from their surroundings such
as RFID. The RFID chip uses the electromagnetic field transmitted by a reader
to power its internal circuit. It is important to note that the power consumption
depends on many factors that are not connected to the algorithm such as the
threshold voltage, the clock frequency and the technology used for implementa-
tion.

Energy, i.e. power consumption over a certain time period is measured in
joules (J). It is important in all battery-powered devices, especially when these
batteries are difficult to recharge or replace once deployed. Examples are medical
devices implanted in human bodies and those worn in close contact with the body.

Circuit size (or gate area) is directly connected to the cost of the device. It is
measured in Gate Equivalents (GE). It quantifies how large is the physical area
that is needed for the implementation. The lower it is, the better. It is also
correlated with power consumption. It is important for RFID tags.

Implementation methods All these performance metrics we just described
depend on a lot of things. Among others, a big difference is based on the im-
plementation method. We distinguish three of them: serial, round and unrolled
implementation. Unrolled implementation leads to much lower latency at the cost
of a higher gate area. Serial implementation has on the other hand advantage of
a much lower gate area at the cost of slightly higher latency. The round-based
implementation offers a nice balance between them, but it does not excel in any
criteria.
There are also other techniques used quite often, e.g. parallel processing or
pipelining.

Software Case

When lightweight ciphers are implemented in software, it is typically on micro-
controllers (MCU for microcontroller unit) with 8-bit, 16-bit, or 32-bit CPUs
(central processing units) that are used in embedded systems. Then, the relevant
metrics that we will consider are the ROM and RAM consumption that we are
trying to minimize, and the throughput that we want to maximize.
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Figure 1.2: Basic implementation methods, figure taken from Group [2017]

Figure 1.3: Trade-off between security, cost and performance with regard to met-
rics, figure taken from the presentation on csrc.nist.gov

Random-access memory (RAM) is used to store intermediate values that can
be used in computations. It is measured in bytes.

Read-only memory (ROM) is used to store the program code, and can include
fixed data, such as S-boxes or hardcoded round keys. It is measured in bytes.

Throughput, similarly as before, is the average quantity of data that is pro-
cessed during each clock cycle. It is measured in bytes per cycle.

We note here that especially bit-permutations can have counter-intuitive costs
when implemented in software. When microcontroller operates on words with 32
bits, all 32-bit rotations have the same low cost. This does not hold when MCU
operates on words with 8 bits. Then, all rotations by multiple of 8 are cheap
since they correspond just to shuffling of registers, but for 32-bits rotations are
no dedicated instruction, and the price can be very different and non-negligible.
Of course, considering the hardware case, all permutations are very cheap.
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In software case, there is an implementation technique called bit-slicing which
is not applicable in all cases but can lead to great performance improvement. In
fact, some lightweight algorithms are designed so that efficient bit-slicing imple-
mentation can be used.

1.1.2 Design Trends in LWC
In the last ten years, a lot of lightweight primitives were proposed which have
better performance than conventional algorithms. Nevertheless, these primitives
are not intended for wide range use, and they can have assumed that attackers
have limited power. For example, the amount of data that is processed (en-
crypted) under one key can be limited. This is not a concern if the concrete
device follows this assumption. Lightweight primitives therefore usually offer a
good balance between security, performance and resource requirements intended
for the resource-limited environment.
Here we will describe some lightweight design choices that help to achieve this
balance:

Conventional hash functions usually have a large internal state and high power
consumption for usage in constrained devices. Therefore, there is a big effort to
find new lightweight hash functions with smaller internal state and smaller
size of the output still offering demanded level of security. What can help is
also the fact that the targeted protocols, where lightweight hash functions could
be used, may assume only limited message input size (e.g. less than 256
bits). Conventional hash functions are assumed to safely process much larger
data (around 264 bits).

Smaller block sizes Lightweight block ciphers use smaller block sizes to reduce
memory requirements. Blocks with a length of 64 or 80 bits instead of 128 bits will
save the RAM memory that is necessary for doing operations on the inner state
of the cipher. On the other hand, this gives us the limitation on the maximum
number of plaintext blocks to be encrypted. Considering block cipher with 64-bit
output, it follows from the birthday paradox that one can distinguish the output of
all conventional operational modes with this block cipher from a random sequence
after 232 processed blocks.

Smaller key sizes Lightweight ciphers typically use smaller key sizes, specif-
ically less than 128 bits, because of the same efficiency reason as before. Ci-
pher PRESENT standardized by ISO/IEC 29192 (Lightweight Cryptography)
supports the 80-bit key. The NIST competition for new lightweight standards
reckons it is insufficient for future needs, and they demand the key length to be
at least 112 bits.
By Moore’s law, the density of an integrated circuit is quadrupled (= 22) every
three years. If we consider just basic attack using exhaustive search in the key
space, by shortening the key length by 48 bits (128− 80) we shorten the lifetime
of the key by 72 years (48/2 ∗ 3 = 72).
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Figure 1.4: Tradeoff between security, cost and performance with regard to design,
figure taken from Poschmann [2009]

Simpler rounds The inner components and operations are in lightweight cryp-
tography usually simpler than in conventional cryptography. On the other hand,
simpler rounds may need to be iterated more times to achieve the same level of
security.
For example, 4-bit S-boxes are usually preferred over 8-bit S-boxes. This can
result in significant area saving. The PRESENT 4-bit S-box requires 28 GEs,
but the AES 8-bit S-box needs up to 395 GEs.
Concerning linear layer for diffusion, very popular are bit permutations (used in
PRESENT) or recursive MDS (Maximum Distance Separable) matrices (used in
AES). Since custom permutations might be quite expensive in software, a nice
golden mean is a Feistel network (FN) that treats bits in larger groups. On the
other hand, diffusion in FNs might be quite slow (which can be compensated by
a higher number of rounds), so some enhancements are sometimes done. These
are then called Generalized Feistel networks (GFN).

Side-channel Attacks In lightweight cryptography, it is very probable that
attacker will have an direct access to the device where the cipher is implemented.
This does not have to be true for conventional cryptography, where desktop com-
puter can be for example locked in a room. An attacker can exploit an access to
the device and measure his physical performance during encryption/decryption.
Using e.g. power consumption, timing information, electromagnetic radiations,
or others, the attacker can actually break the cipher. This is called side-channel
attacks. There are several countermeasures (such as threshold implementations
and masking) against different forms of side-channel attacks, and lightweight al-
gorithms are trying to achieve those. With a targeted design to this goal it can
be much less costly to implement these countermeasures that are usually quite
expensive.
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ARX-based ciphers Ciphers with quite different are so-called ARX-based ci-
phers. They are based just on three operations: Addition, Rotation, XOR (there-
fore the abbreviation ARX). Modular addition provides non-linearity due to the
propagation of the carry, although the lower weight bits can stay linearly depen-
dent, which must be taken into account in cryptanalysis. Word-wise rotations
and XOR operations then provide diffusion.
ARX-based design is becoming more and more popular. It has a very fast perfor-
mance, especially in software, compared to other ciphers, so for micro-controllers
are ARX-based ciphers very convenient. This design also offers a very compact
implementation.
On the other hand, security analysis seems quite difficult. There are very few
ciphers provably secure against linear and differential attacks. In standard S-box
based ciphers (e.g. AES) can be used so-called wide-trail strategy. Based on the
usage of MDS matrixes this strategy provides strong arguments for the security
of the cipher against linear and differential attacks.

Key schedule The greatest difference between conventional and lightweight
cryptography is in the key schedule. Computing the round-keys by a complex
key-schedule and storing them into memory as in conventional algorithms is un-
acceptable for lightweight ciphers. It would cause a large amount of RAM con-
sumption (software case) or required gate area (hardware case). Therefore, a
lot of lightweight algorithms use computing sub-keys on the fly with very simple
operations. Furthermore, a resilience against related-key attacks is very often dis-
missed in the lightweight setting. This allows using much simpler key schedules.

Related-key attack is a form of cryptanalysis where the attacker observes
operations of the cipher under several keys. These keys are unknown to the
attacker, but there is some known relationship between them, e.g. difference of
the keys. This provides greater power to the attacker than in a single-key setting
and lately several ciphers were theoretically broken thanks to related-key attacks.
In lightweight cryptography, the assumption of knowing the relationship between
the keys is sometimes assumed to be too strong. In fact, a lot of devices have one
secret key inside the device during their lifetime obtained from the factory. Then,
the probability of finding two devices with an appropriate relationship between
their keys is very low.
Therefore, many lightweight ciphers do not offer related-key security. If it is
necessary for the applications, some ciphers provide upgraded, related-key-secure
version of their cipher with a higher number of rounds (e.g. twice) or more
complex key-schedule (running sub-keys through few rounds of the block cipher).

Even-Mansour and “Selecting” Key Schedules: The most simple and the
cheapest variant of a key schedule is simply XOR the master key to the internal
state of the cipher in each round. Obviously, that is not a secure cipher, we
can suggest for example a quite modern slide attack. First and still very cheap
enhancement is to XOR the master key together with round constant ci unique
for each round. Another enhancement is to choose different parts of the master
key for each round. This is sometimes called selecting key schedule as it selects
bits from the master key which they used as a sub-key, possibly XORed with
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some round constant. For example, cipher Skipjack has an 80-bit master key and
32-bit chunks of it are selected as sub-keys. These repeat themselves after every
5 rounds.

All these approaches can be seen as a variant of Even-Mansour construction2

that you can see in Figure 1.5. The main advantage is that they need just a very
small computational logic. Furthermore, they do not need the key state to be
updated in each round. In fact, they do not need key state at all, as the key can
be held in non-volatile memory ROM.

Figure 1.5: Even-Mansour costruction a)simple, b)iterated with 2 rounds, figure
taken from Mendel et al. [2012]

If the concrete application demands a more complex key-schedule, e.g. for
getting related-key security, a popular way is to reuse part of the round function
(or whole). It saves additional costs for implementing the key schedule since one
needs to implement the round function anyway. The disadvantage is that then it
is necessary to maintain the state key.

1.1.3 Lightweight Cryptography Standards
International Standards The International Organization for Standards (ISO)
and the International Electrotechnical Commission (IEC) are both international
standard-setting bodies composed of representatives from various national stan-
dards organizations. They prepare, publish, and maintain international standards
regarding information and communication technology. There are two standards
important for lightweight cryptography, done by Working Group 2 (WG2) that
is responsible for Cryptography and Security Mechanisms in general. These two
standards are ISO/IEC 29192 and ISO/IEC 29167.

ISO/IEC 29167, Automatic Identification and Data Capture Techniques, deals
with air interface communications for RFID tags. For us are important parts 10,
11, and 13 which standardize symmetric lightweight ciphers for usage in RFID
tags. These ciphers are AES-128, PRESENT-80, and Grain-128A respectively.
In other parts, you can find the specification of some public-key cryptography.
In October 2018, two more lightweight block ciphers made by National Security
Agency (NSA) were standardized as a part 21 and 22. These ciphers are Simon

2Even-Mansour construction is a generic scheme for building a block cipher from a permu-
tation F . A one-round two-keys version of this scheme was originally defined and analyzed by
Shimon Even and Yishay Mansour at Asiacrypt 1991 as EMF

K1,K2
(P ) = (P ⊕K1)⊕K2. This

can be extended by using several keys (K0, K1, K2, . . .) in an iterative way, possibly with more
permutations (F0, F1, . . .).
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(optimized for hardware) and Speck (optimized for software).

ISO/IEC 29192, Lightweight Cryptography, has currently seven parts (eight is
working draft). In general, this standard specifies lightweight cryptographic algo-
rithms for confidentiality, authentication, identification, non-repudiation, and key
exchange. The first part provides terms and definitions, and it sets the security,
classification, and implementation requirements. In part 2 we can find the spec-
ification of lightweight block ciphers PRESENT, CLEFIA, and LEA (developed
by NSRI (National Security Research Institute) in Korea). In following parts
you then find the stream ciphers Trivium and Enocoro (part 3), the part 4 de-
scribes asymmetric techniques, the hash functions PHOTON, SPONGENT and
Lesamnta-LW are in fifth part 5, and the MAC algorithms LightMAC, Tsudik’s
keymode and Chaskey-12 are described in part 6, all of them suitable for applica-
tions requiring lightweight cryptographic mechanisms. Part 7 describes broadcast
authentication protocols, and as a draft there is also part eight that specifies al-
gorithm Grain-128A for authenticated encryption.

There was an attempt, starting in 2015 until 2018, to standardize ciphers
SIMON and SPECK in part 2 of ISO/IEC 29192, but it was not approved and
this effort from The National Security Agency (NSA) failed. Yet, in the end, the
Simon and Speck ciphers have been standardized by ISO in parts 21 and 22 of the
international standard for RFID air interface communication ISO/IEC 29167.

Regional and National Standards Moving towards regional and national
standardization bodies, we should mention Japanese CRYPTREC (Cryptogra-
phy Research and Evaluation Committees). It was set up in May 2000 by the
Japanese Government to evaluate and recommend cryptographic techniques for
government and industrial use. CRYPTREC publishes and maintains three lists:
e-Government Recommended Ciphers List, Candidate Recommended Ciphers
List, and Monitored Ciphers List. The last one lists ciphers that are not recom-
mended to use because of high risk and should be used only for interoperability
with legacy systems.
They established a working group for Lightweight Cryptography in 2013. Their
aim wes at a list of several ciphers which were later extended. In March 2017, they
published a comprehensive technical report Group [2017] available on their web-
sites. You can find there a description of applications and use cases for lightweight
cryptography and detailed benchmarks and performance comparison of 12 block
ciphers and 10 authenticated ciphers.

The Telecommunications Technology Association of Korea (TTA) is a stan-
dardization institution in South Korea. They published two standards TTAS.KO-
12.0040/R1 and TTAS.KO-12.0223 for the lightweight ciphers HIGHT and LEA
respectively.

Soviet and Russian algorithm Magma, which is a 64-bit block cipher origi-
nally published in 1989, was standardized as GOST 28147-89. It is a lightweight
counterpart to cipher Kuznyechik that was developed in the 1970s with mark
“top secret” in the Soviet Union as a Soviet alternative to the algorithm DES.
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We note that the cipher is theoretically broken by several attacks.

1.1.4 National Institute of Standards and Technology
National Institute of Standards and Technology (NIST) is non-regulatory federal
agency within U.S. Department of Commerce. It was formerly founded in 1901 as
the National Bureau of Standards (NBS) and became NIST in 1988. It employs
around 6000 direct employees and associates. NIST headquarter lies in Gaithers-
burg, Maryland, and their laboratories are in Boulder, Colorado. The official
goal of NIST is ‘to promote U.S. innovation and industrial competitiveness by
advancing measurement science, standards, and technology in ways that enhance
economic security and improve our quality of life’.

Laboratory programs NIST’s activities are organized into several laboratory
programs:

• Center for Nanoscale Science and Technology

• Communications Technology Lab.

• Engineering Lab.

• Information Technology Lab.

• Material Measurement Lab.

• Center for Neutron Research

• Physical Measurement Lab.

Divisions of Information Technology Laboratory (ITL) Every laboratory
consists of several divisions. In Information Technoloy Laboratory these are:

• Advanced Network Technologies

• Applied and Computational Mathematics

• Applied Cybersecurity

• Computer Security

• Information Access

• Software and Systems

• Statistical Engineering

Computer Security Division (CSD) within Information Technology Labora-
tory conducts ‘research, development and outreach necessary to provide standards
and guidelines, mechanisms, tools, metrics and practices to protect nation’s in-
formation and information systems’.
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Working groups of Computer Security Division In CSD there are the
following groups:

• Cryptographic Technology

• Secure Systems and Applications

• Security Outreach and Integration

• Security Components and Mechanisms

• Security Test, Validation and Measurements

Publications There are several outputs of NIST work that we can conclude
into four categories.

• Federal Information Processing Standards (FIPS) specifies crypto-
graphic standards approved by NIST.

• Special Publications (NIST SPs) includes guidelines, technical specifi-
cations, recommendations and reference materials, including multiple sub-
series.

• Internal or Interagency Reports (NISTIR) are reports of research
findings, including background information for FIPS and SPs.

• Bulletins, e.g. Information Technology Laboratory (ITL) Bulletin, are
monthly overviews of NIST’s security and privacy publications, programs
and projects.

Development process There are several ways how NIST standards (FIPS)
may be developed. At first, they engage community through an open international
competition like AES, SHA-3, PQC or LWC (Lightweight Crypto). Secondly,
NIST adopts standards from other accredited standards organizations like RSA
or HMAC which they collaborate with. Thirdly, there are open invitations (e.g.
for modes of operations) which looks for new proposals without any concrete
deadline. And lastly, NIST also develop new algorithms if no suitable standard
exists, often in cooperation with National Security Agency (NSA)3.

1.1.5 NIST LWC Standardization Process
A group from Computer Security Division from NIST started a project in 2015
with the goal to develop new guidelines, recommendations and standards in
lightweight cryptography. The reason was that the performance of the current
NIST standards does not seem to be acceptable in very constrained environments.

3Such example is Dual EC DRBG that was included in NIST SP 800-90A as a secure
pseudorandom number generator. Unfortunately, there was found a kleptographic backdoor
in the algorithm Dual EC DRBG, and consequently the algorithm was removed from NIST
SP 800-90A in June 2015 together with an appology of NSA Director of Research Michael
Wertheimer: “In truth, I can think of no better way to describe our failure to drop support for
the Dual EC DRBG algorithm as anything other than regrettable.”
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Also, NIST does not look for a drop-in-replacement for the current standards, but
rather an extension of the current portfolio of NIST standards.

After two workshops in July 2015 and October 2016 was published Report on
Lightweight Cryptography NISTIR 8114 in March 2017. After further public and
internal discussions were finally published official submission requirements for the
competition in 2018, and the competition itself started right-away. In February
2019 was a deadline for submissions, and in April 2019 was published announce-
ment of the 56 Round 1 Candidates. Round 1 was supposed to continue the whole
one year, but because of the poor quality of the candidates, it was shortened to
4 months to focus the analysis on the more promising candidates. Therefore, al-
ready in August 2019 were announced 32 Round 2 candidates. In October 2019,
NIST published the NISTIR 8268 Status Report on the First Round, and then
the third lightweight cryptography workshop was held in November 2019.

Requirements Candidates should provide AEAD functionality (for more in-
formation about AEAD see 1.2) with the (optional) hash function. Both functions
should be secure, meaning that the AEAD algorithm provides confidentiality of
the plaintexts (under adaptive chosen-plaintext attacks) and integrity of the ci-
phertexts (under adaptive forgery attempts). For the hash function, it should
be computationally infeasible to find a collision or a (second) preimage. Among
these, there are some other technical requirements.

In the case of AEAD, the candidate should use at least 128-bit key, and at-
tacks should require at least 2112 computations (nonce is assumed to be unique
under the same key for every message). AEAD candidate can be a family of at
most 10 algorithms with one primary member with key ≥ 128 bits, nonce ≥ 96
bits, and tag ≥ 64 bits. The limit on the size of the input data for the primary
member is assumed to be at least 250 − 1 bytes.

In the case of the hash function, a digest size needs to be at least 256 bits.
Attacks should require again at least 2112 computations. The hash function can
be a family of at most 10 algorithms, where is one primary member included with
a hash size of exactly 256 bits. Limits on the input sizes for the primary member
are again at least 250 − 1 bytes. Common design components (e.g. underlying
block cipher or permutation) with the AEAD algorithm are desirable (since it
saves precious resources).

Some additional design and implementation requirements for the candidates
are the following: Their performance should be significantly better in constrained
environments compared to NIST standards (at least in some metric in HW or
SW). A candidate algorithm should be efficient for short messages. Design and
implementations should lend themselves to countermeasure against side chan-
nel attacks, and fault attacks. Among a description should also be provided a
reference implementation to support understanding of the design.
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Round 1 candidates common issues There were several problems that oc-
curred between round 1 candidates often repeatedly. In many cases, design of
several candidates allowed practical forgery attacks4 due to domain separation
problems (separation of additional data and the plaintext; e.g. Limdolen) or
due to padding problems (e.g. SIV-Rijndael). In some cases were practical dis-
tinguishers founded (e.g. Limdolen), or some undesirable properties (e.g. slide
property in CLX). Some candidates also could not handle some special cases of
input data as empty plaintext or empty associated data. Implementation errors
and inconsistencies between the specification and the reference implementation
unfortunately also occurred in many submissions.

Figure 1.6: Attacks and observations found against some of round 1 candidates
during first phase of the competition, from Meltem Sonmez Turan, Kerry A.
McKay, Cagdas Calik, Dong Hoon Chang, Lawrence E. Bassham [2019] (NISTIR
8268)

1.2 Authenticated Encryption
In cryptography we have several primitives which provides a way how to achieve
confidentiality (privacy,secrecy) or integrity. To achieve confidentiality we simply
use some cipher as AED or 3DES and to get integrity we use some MAC, i.e.
message authenticate code as ECBC, HMAC or PMAC. But in reality for secure
communication we need to have both. Reason for that is for example well known
Man In The Middle type of attack (MITM attack), where the adversary stands
between Alice and Bob (sender and receiver), and he is actively interacting in the
communication between them.

This leads us to the definition of an authenticated encryption (AE). We say
that cryptographic scheme (E,D) provides authenticated encryption if it is

• semantically secure under CPA (chosen plaintext attack), and

• has ciphertext integrity (i.e. an attacker cannot create new ciphertexts that
decrypt properly).

Let us just note here without proof that such definition has two implications:
authenticity (attacker cannot fool Bob into thinking a message was sent from

4for the explanation what forgery is see subsection 2.1.3
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Alice), and security against ciphertext chosen attacks (CCA). Despite that, AE
is still vulnerable against replay attacks.

There are three generic ways how to construct authenticated encryption (AE)
from cipher and MAC, more or less secure, yet all of them used in practice. We
assume that we have two independent and fully random keys K1 and K2 for the
cipher and MAC respectively.

Figure 1.7: Generic constructions of authenticated encryption from cipher and
MAC, from Aumasson [2017]

1.2.1 Encrypt-and-Authenticate (SSH)
The least secure variant how to combine cipher and MAC to AE is encrypt-and-
authenticate. Sometimes also called Encrypt-and-MAC. Here are both compu-
tations independent on each other. Given plaintext P we obtain ciphertext as
C = E(K1, P ) where E is the encryption and the tag T = MAC(K2, P ). Then
we send through the channel a pair (C, T ). The recipient get the plaintext as
P ′ = D(K1, C), compute the tag T ′ = MAC(K2, P

′) and check if T ′ = T .

An advantage is that we can compute both in parallel. But why it is not
secure? The goal of MAC is to be unforgeable. But from definition we do not
assume that it looks random (like in the case of cipher), and therefore it can leak
some information about plaintext. There can be for example perfectly secure
MAC which outputs first bit of the plaintext as a part of the tag (or even the
whole plaintext) Then our AE constructed in encrypt-and-authenticate scheme
would leak first bit of the plaintext! (or even the whole plaintext)
In more realistic example, the MAC is usually deterministic (including CBC-
MAC and HMAC). In that case, it leaks whether the same message is encrypted
twice, and the fact that underlying cipher is randomized does not help.

Despite this theoretical weakness is this approach still used in practice by
many systems, for example by secure transport layer protocol SSH. There it is
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used with algorithm HMAC-SHA-256 as the underlying MAC, which seems to be
secure enough to not leak any information on P . Also there is a 32-bit nonce N
that is concatenated in front of the message, this nonce increments for each sent
packet, and that helps ensure that the received packets are processed in the right
order, and prevents to leak that the same message is sent twice.

1.2.2 Authenticate-then-Encrypt (SSL/TLS)
The second possibility, more secure then the previous one, is authenticate-then-
encrypt (sometimes called MAC-then-encrypt). At first, it computes tag T =
MAC(K2, P ). Then, it obtains ciphertext as C = E(K1, P ||T ). After these
two steps, it transmits only C through the channel. The recipient decrypts C
obtaining concatenated plaintext with tag P ||T = D(K1, C) and by computing
MAC(K2, P ) he verifies if computed tag of received plaintext equals to the tag T .

This approach is stronger than the previous one because the tag goes through
the channel encrypted; hence, it is hidden from the adversary assuming the cipher
is secure. On the other hand there are some MAC and cipher algorithms that if
combined in this way make it ends up being unsecure, despite the fact that in
practice for some strong algorithms it seems to be secure.
Also small disadvantage is the fact, that recipient must decrypt the whole mes-
sage C even if the message was tampered.

Authenticate-then-Encrypt was used in (SSL - Secure Sockets Layer) TLS
protocol for many years up to the version TLS 1.2. In earliest version TLS 1.3 it
is replaced with authenticated ciphers, see later.

1.2.3 Encrypt-then-Authenticate (IPsec)
The last and the best way how to combine cipher and MAC is Encrypt-then-
Authenticate (also called Encrypt-then-MAC). Here, we first encrypt the data
as C = E(K1, P ) and then we compute the tag of the ciphertext as T =
MAC(K2, C). Through the channel is transmitted pair (C, T ). The recipient
then computes MAC(K2, C) and verifies if it equals to the received tag T . If so,
he obtains the plaintext by decrypting the verified ciphertext as P = D(K1, C).

Here receiver first check if the data was tampered and then he decrypt them.
Hence, one advantage is that he does not have to decrypt data if they were
tempered. From the adversary point of view, only chance to have pair (C, T )
decrypted by the honest party is when he brakes the MAC.
This is the only one that is proved to be secure, assuming the underlying com-
ponents (MAC and cipher) are secure. Therefore, it is recommended to use this
where it is possible.

Along with that, this approach is used in Internet Protocol Security (IPsec).
IPsec is a secure network protocol suite that authenticates and encrypts the
packets of data, for example within virtual private networks (VPNs).
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1.2.4 Authenticated Ciphers
Of course there are not only generic constructions of AE. It is useful to invent pro-
prietary ciphers which provides authenticated encryption. They are often more
simple, faster and sometimes more secure.
They act as a normal cipher, but they also return an authentication tag to-
gether with a ciphertext. We can denote underlying encryption algorithm as
AE-Enc(K,P ) = (C, T ) and decryption algorithm as AE-Dec(K,C, T ) = P or ⊥.
It means that single authenticated cipher does the same job as a cipher and MAC
together
If either C or T are invalid, AE-Dec returns just symbol ⊥ as an error. If the
plaintext P is returned, you can be sure that it was encrypted by someone who
has an encryption key K.
We note here that terminology is not so settled in area of authenticated encryp-
tion since it is still relatively new area. You can find slightly different definitions
or terms are used more vaguely and the meaning is understandable from context,
especially in articles concerning IT.

1.2.5 Authenticated Encryption with Associated Data
We define associated data (A) (sometimes also called additional data) as a part
of an input message, that is supposed to be authenticated but not encrypted.
An example from a real world is network packets. They are divided into two
parts: header and body (payload). Obviously we want to encrypt the body of
the packet, but we do not want to ecnrypt also the header, since it contains data
necessary to deliver the packet into final recipient. On the other hand it is good
idea to authenticate both, so the adversary cannot modify neither the header
nor the payload without noticing. Therefore, there is a notion of authenticated
encryption with associated data (AEAD).
AEAD allows you to attach cleartext (associated data) to a ciphertext in such
way that if somebody modify the cleartext, the authentication tag will not vali-
date and the ciphertext will not be decrypted.
We can then denote underlying encryption algorithm as AEAD-Enc(K,P,A) =
(C,A, T ), it requires key K, plaintext P and associated data A and returns ci-
phertext C, associated data A and tag T , where the associated data (A) are
unchanged. The authentication tag depends on both P and A. Underlying de-
cryption algorithm can be denoted as AEAD-Dec(K,C,A, T ) = (P,A) or ⊥. It
requires key, ciphertext, associated data and the tag in order to return plaintext
and associated data. The error symbol ⊥ will be returned if either C or A would
be corrupted.
It is important to note, that plaintext and associated data does not have to be
both necessarily non-empty. If you omit the associated data, AEAD cipher be-
comes normal authenticated cipher, and if P is empty, it is just a MAC.
Because most of the authenticated ciphers supports associated data, the term
authenticated encryption (or authenticated cipher) is often used when actual re-
ferring to AEAD.

Necessarity of nonce Consider a situation where adversary is watching en-
crypted communication, and he see twice the same ciphertext. From that he
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Figure 1.8: General structure of AEAD algorithms, from reseachgate.net

concludes that the same message was transmitted. Even if he does not know
what the message is, he could use this information, and we would like to avoid
that. How? It is neccessary to guarantee that the (authenticated) cipher will
encrypt the repeated data into different ciphertexts. In the case of authenticated
encryption also the tag must be different. This is done usually done by using
initialization vectors (IV) or nonce (N) - a number that can be used only once.
Therefore, we usually input into the encryption algorithm new parameter N as
AEAD-Enc(K,P,A,N). It is up to the algorithm to ensure that the same nonce
was not used twice for the same key K (and possibly for the two same messages).
We transmit the nonce N through the channel in cleartext, because decryption
algorithm requires the nonce used to encryption to perform correctly, and we
denote decryption algorithm as AEAD-Dec(K,C,A, T,N) = (P,A) or ⊥.

1.2.6 Design Criteria
In real applications it sometimes happens that the same nonce is used twice. It
is not defined what will happen in that case. It can leak the xor of the plain-
texts, the whole plaintext, etc. Security notion of authenticated ciphers for this
is called nonce misuse resistance and various authenticated ciphers are designed
to be nonce misuse-resistance.

Parallelizability is the ability ability to process multiple data blocks simul-
taneously without waiting for the previous block’s processing to complete. In
data-block ciphers we can affect it by the choice of mode of operation. For exam-
ple encryption in counter mode (CTR) is parallelizable, but cipher block chaining
(CBC) is not, because it requires encryption of previous blocks. This property
gives an advantage on parallel machines, such as multi-core processors or graphics
cards.

On-line input processing is the ability to process data on-the-fly, i.e. we can
start to process data while they are still being supplied or we even dont know
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how long they are. Ciphers achieving this property are called to be streamable.
Non-streamable ciphers usually requires to store the input data, typically because
they need pass over data twice.

A lot of authenticated ciphers have two-layer structure. One layer process
the plaintext and second layer process the result. Usually first layer provides
the encryption and the second layer provides authentication. All authenticate-
then-encrypt and encrypt-then-authenticate approaches are typical examples of
two-layer structure. As you may expect, this usually slow down the whole algo-
rithm. Let us note that even two-layer structure can still be streamable. In fact,
all generic constructions are streamable if underyling cipher and MAC support it.

Another criteria to consider is if the overall scheme needs the implementation
of both encryption and decryption algorithms of the underlying block cipher.
For example CTR mode requries only encryption, but CBC mode needs both of
them. In case of low-cost dedicated hardware can implementing of the decryption
algorithm increase number of valuable logic gates, or the silicon area.
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2. Cryptoanalysis of Concrete
Submissions

2.1 SIV-Rijndael256
This candidate Guo and Iwata [2019] consists of AEAD (authenticated encryption
with associated data) cipher and hash function - based on sponge construction,
both using slightly modified block cipher Rijndael, winner of the competition for
new standardized block cipher AES in 2001. Cipher AES allows a block length
of 128 bits and a key length of 128, 192, or 256 bits. Whereas former Rijndael
cipher allows block and key lengths much freely in a range from 128 to 256 as
all multiples of 32. Rijndael256 chose to implement just block length of b = 256
bits and key length of k = 128 bits. Moreover, it implements 3-bit tweak, which
uses as a domain separator. For our purposes, we will describe just the AEAD
scheme. We refer the reader to Guo and Iwata [2019] for the description of the
hash function.

2.1.1 Rijndael256
Cipher works with n = 256 bits divided to Nb = 8 columns and 4 rows of bytes,
denoted as ai,j, 0 ≤ i ≤ 3, 0 ≤ j ≤ 7. This array we call state. Another 126 bits
divided to Nk = 4 columns and 4 rows of bytes, denoted as ki,j, 0 ≤ i, j ≤ 3, we
call key state. Two algorithms: encryption and key schedule work on state and
key state respectively. There is no need for decryption thanks to the convenient
choice of mode.
Encryption of Rijndael256 consists of applying pre-whitening key in the begin-
ning, then 13 internal rounds and one final round in the end, so in total there is
Nr = 14 rounds. Internal rounds consist of four steps: SubBytes (SB), ShiftRows
(SR), MixColumns (MC), and AddRoundKey (AK), see 2.1. In the final round,
the step MixColumns is missing.

Figure 2.1: Graphical representation of one internal round, from Guo and Iwata
[2019].

For a further description of these four steps and the whole key schedule, we
refer to the description of the original cipher Rijndael.
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Tweak in Rijndael256

Tweakable block cipher E : K × T ×M→M is formally defined as a family of
permutations on M indexed by a key k ∈ K and tweak t ∈ T . See Fig. 2.2

Figure 2.2: Schematic description of regular and tweakable block cipher, from
Jean et al. [2014].

Key is a secret parameter to guarantee security, while the tweak value is a
public parameter which gives more flexibility to the cipher. Sometimes the key
and the tweak are called altogether tweakey, which shows they are treated in
a similar way. There are generic constructions on how to make tweakable ci-
pher from non-tweakable cipher and there are also proprietary tweakable ciphers,
where tweak is used in the key scheduling or in the encryption phase, as it is in
the case of Rijndael256.

The three bits of tweak d ∈ {0 · · · 7} are implemented into Rijndael the way,
that they are xored to all 4 bytes of the second column of the state in each
round before applying S-boxes, see 2.3. It avoids directing contact with round
constants that are xored to positions a0,0 and a0,4 in the first and fifth columns.
It is supposed to have a small effect on implementation and security. A similar
construction is also used by a family of tweakable block ciphers Kiasu-BC Jean
et al. [2014], which is basically AES-128 with 64-bit tweak xored to the first and
second row of cipher state.

Figure 2.3: Xoring round constants (RC) and tweaks to state, from Guo and
Iwata [2019].

Remark. Authors in an original article say that xoring the tweak to the first two
columns instead of rows would lead to an insecure variant in a sense of related-
tweakey cryptoanalysis. Extension to 96 bits of tweak and xoring to three rows
would also be insecure. Authors of Rijndael256 as a justification for the security
of their cipher say that the number of controllable bits of the tweak is too small to
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threaten the security, meaning that these three bits don’t give sufficient freedom
to the attacker, which he could exploit.

2.1.2 SIV-Rijndael256-AEAD
Tweakable Rijndael256 is used as a building stone for more complicated scheme.
Lets denote it as Ed

K . We will use it in OFB (Output FeedBack) mode to build
an encryption EIVK (M) and a decryption D algorithm to process a data of various
length. The encryption scheme takes a key K ∈ {0, 1}k, an IV ∈ {0, 1}n and a
plaintext M ∈ {0, 1}∗ as an input, and returns a ciphertext C ∈ {0, 1}|M |, and
we write C = EIVK (M). The corresponding decryption algorithm D takes a triple
(IV,K,C) and returns M , and we write M = DIVK (C). Its required that for any
K and IV follows M = DIVK (EIVK (M)). See Fig. 2.4.

Let us introduce some notation. For a bit string X ∈ {0, 1}∗ and an integer
n ≥ 1, we define a parsing operation. For a nonempty string X it is defined as
(X[1] . . . X[x]) n←− X, where |X[i]| = n for 1 ≤ i ≤ x − 1, 1 ≤ |X[x]| ≤ n, and
X[1] ∥ · · · ∥X[x] = X. Here X ∥ Y is the concatenation of two bit strings X and
Y , and x is the number of blocks. For a bit string X ∈ {0, 1}∗ and an integer
ℓ ≤ |X|, msbℓ(X) denotes the first ℓ bits of X, and lsbℓ(X) denotes the last ℓ
bits of X.

For X ∈ {0, 1}∗ with |X| ≤ n, we define a padding function as padn(X) = X

if |X| = n, and padn(X) = X ∥ 10n−1−(|X| mod n) if 0 ≤ X < n.

Algorithm EIVK (M) Algorithm DIVK (C)
1. (M [1], . . . ,M [m]) n←−M 1. (C[1], . . . , C[m]) n←− C
2. S ← IV 2. S ← IV
3. for i = 1 to m− 1 3. for i = 1 to m− 1
4. S ← E7

k(S) 4. S ← E7
k(S)

5. C[i]← S ⊕M [i] 5. M [i]← S ⊕ C[i]
6. S ← E7

k(S) 6. S ← E7
k(S)

7. C[m]← msb|M [m]|(S)⊕M [m] 7. M [m]← msb|C[m]|(S)⊕ C[m]
8. C ← (C[1], . . . , C[m]) 8. M ← (M [1], . . . ,M [m])
9. return C 9. return M

Figure 2.4: The definition of E and D using Rijndael256 in OFB mode

Furthermore, we will use our tweakable block cipher Ed
k to build a pseudoran-

dom function F as a variant of CBC-MAC. It takes a key K ∈ {0, 1}k, a nonce
N ∈ {0, 1}128, an associated data A ∈ {0, 1}∗, and a plaintext M ∈ {0, 1}∗ as
input, and returns tag T with fixed length of n bits. We write T = FK(N,A,M).
N , A, and M are processed independently, based on the domain separation, see
Fig. 2.8. Notice, that the tweak here is really important. If it would not be used
at all and everything would be encrypted just by E0

K , the algorithm would take
A and M basically as one input A ∥M , which is bad domain separation. Then

23



we could mount a trivial forgery attack. For example tag for a pair (A,M) would
be the same as for (ξ,M ′), where ξ is an empty string, and M ′ = (A,M).

Algorithm FK(N,A,M)
1. S ← 0n 15. if |M [m]| = n/2 then
2. (A[1], . . . , A[a]) n←− A 16. S ← S ⊕ (M [m] ∥N)
3. if |A[a]| < n then d← 1 else d← 2 17. T ← E4

k(S)
4. A[a]← padn(A[a]) 18. if n/2 < |M [m] < n then
5. for i = 1 to a do 19. S ← S ⊕ (padn(M [m]))
6. S ← S ⊕ A[i] 20. S ← Ed

k(S)
7. S ← E0

k(S) 21. S ← S ⊕ (0n/2 ∥N)
8. (M [1], . . . ,M [m]) n←−M 22. T ← E5

k(S)
9. for i = 1 to m− 1 do 23. if |M [m]| = n then

10. S ← S ⊕M [i] 24. S ← S ⊕M [m]
11. S ← Ed

k(S) 25. S ← Ed
k(S)

12. if |M [m]| < n/2 then 26. S ← S ⊕ (0n/2) ∥N)
13. S ← S ⊕ (padn/2(|M [m]) ∥N) 27. T ← E6

k(S)
14. T ← E3

k(S) 28. return T

Figure 2.5: The definition of pseudorandom function F as a variant of CBC-MAC

Altogether these two components form two algorithms, an encryption algo-
rithm SIV.ENC and a decryption algorithm SIV.DEC. The former takes a key K,
a nonceN , an associated dataA, and a plaintextM . It returns a pair of ciphertext
and tag (C, T ) and we write (C, T ) = SIV.ENCK(N,A,M). The later algorithm
takes (K,N,A,C, T ) and returns the corresponding plaintext M or a rejection
symbol ⊥. We write M = SIV.DECK(N,A,C, T ) or ⊥ = SIV.DECK(N,A,C, T ).
They are defined in Fig. 2.6.

Algorithm SIV.ENCK(N,A,M) Algorithm SIV.DECK(N,A,C, T )
1. T ← FK(N,A,M) 1. M ← DTK(C)
2. C ← ETK(M) 2. T ∗ ← FK(N,A,M)
3. return (C, T ) 3. if T ∗ = T return M

4. else return ⊥

Figure 2.6: The encryption and decryption algorithms of SIV scheme

The overall illustration you can see in Figure 2.7.

Synthetic Initialization Vector

A mode of authenticated ciphers called synthetic initialization vector (SIV) pro-
vides valuable property called nonce misuse resistance. Assuming that the same
nonce was used twice, the adversary can only learn that the same message was
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Figure 2.7: The overall structure of SIV scheme. Top: Process of an associated
data A in FK(N,A,M). 2nd: Process of a plaintext M in FK(N,A,M) for the
case |M [m]| ≤ n/2. 3rd: Process of M for the case n/2 < |M [m]| ≤ n. Bottom:
C = EIVK (M). Note that IV = T . From Guo and Iwata [2019].

encrypted twice, nothing more. This general construction first computes a tag
T = PRF (K1, N ||P ) where PRF is some pseudorandom function and then com-
pute the ciphertext C = E(K2, T, P ), where E is underlying cipher. Here T ,
produced by PRF, acts as a nonce of E. Let us stress that SIV needs two inde-
pendent keys K1 and K2 to achieve provable security. In the case of SIV-Rijndael-
AEAD, they decided to simplify it and use just one key in order to reduce RAM
requirements for lightweight purposes.
A disadvantage of SIV mode is that it is not streamable. The whole plaintext
must be stored in memory after computing T because we need P for computing
T , and we need T for encrypting P . Considering that are our goal is lightweight
AEAD, one must evaluate and compare how large plaintext will be processed and
how much memory is available.
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2.1.3 What is forgery?
MAC or digital signature In a public-key setting, we call an output of a
digital signature scheme, with an input message m, the signature σ. In a secret-
key setting, we call an output of a message authentication code (MAC), with
an input message m, the MAC or sometimes also the tag σ. Then we say that
forgery is an ability of an adversary to create a pair (m,σ), such that σ is a
valid signature of message m, but the message was never actually signed by the
legitimate signer.
Said otherwise, the attacker is given tags ti = S(k,mi) for messages m1, . . . ,mq.
His goal is to produce a valid message/tag pair

(m, t) s.t. (m, t) ̸∈ {(m1, t1), . . . , (mq, tq)}.

Informally, we can also say that σ is a forgery for a message m, or we can call
pair (m,σ) as a forgery, if σ is valid signature generated by the adversary. The
process of constructing a forgery we call a forgery attack. We distinguish three
types of forgery.

The weakest one is an existential forgery, where the adversary can create at
least one message/signature pair, where the signature was not previously known
to the adversary. The message m need not have any particular meaning, it can be
just a random sequence of bits. For example, RSA signature has a multiplicative
property, which allows this type of forgery. In the case of RSA, the product of two
ciphertexts is equal to the encryption of the product of the respective plaintexts.
That is me

1m
e
2 = (m1m2)e mod n.

Selection forgery is an ability to create a signature σ for a chosen message
m. It might be from a specific subgroup of plaintexts or it can have some special
mathematical properties with respect to the algorithm. To be able successfully
to do a selection forgery implies the ability of an existential forgery.

The third and the strongest one is an universal forgery, where the adversary
can create a signature σ for any given message m. The message can be chosen
by the adversary, it can be chosen randomly or it can be even provided by the
opponent.

Sometimes its defined also total break when the adversary can recover the
secret (signing key). Then, of course, he is also able to sign any message as in
the case of universal forgery.

AEAD forgery: Let us remind that authenticated encryption with associated
data (AEAD) provides not just integrity as MAC or digital signature, but also
confidentiality. We consider two processes: an encrypting (with signing included)
of (N,M,AD), and decrypting (with verification included) of (N,AD,C, T ).

We say that (N,AD,C, T ) is a forgery, if it is successfuly decrypted (and ver-
ified) by the decrypting algorithm of AEAD, and (C, T ) has never been outputed
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by an encrypting algorithm on input of a query (N,AD,M) for some AD and
M .

2.1.4 Forgery attack on SIV-Rijndael256-AEAD
Let us describe a forgery attack originally from Datta et al. [2019] by a simple
example of two query. We ran this on the implementation code provided by the
original authors and got the following results.

We picked a key k and a nonce n with length of 16 bytes, i.e. 128 bits, both
equal to k = n = 000102030405060708090A0B0C0D0E0F written in hexadecimal
way. We could choose k and n randomly as well. Then we chose 256 bits long A1
and 248 bits long A2 as following:

A1 = 000102030405060708090
A0B0C0D0E0F101112131415161718191A1B1C1D1E80

A2 = 000102030405060708090
A0B0C0D0E0F101112131415161718191A1B1C1D1E

As you can see, we chose an A1 in that way, that pad256(A1) = A1 = pad256(A2).
When we chose an empty plaintext, our pair (C, T ) was in both cases as follows:

(C,T) = 898C64CF9570632A76E44E16FF79FDE035C6AD
922312F97C26BB239EDCF38FC1

In other words, we found a forgery. We tried several possibilities of a plaintext
p, and as long as size of the plaintext was less then or equal to 128, the forgery
attack was successfull.

Let’s formalize the forgery attack:
• Construct A1, |A1| = 256 and A2, |A2| < 256, so that pad256(A1) =

pad256(A2).

• Query (N,A1,M), with |M | ≤ 128. Denote obtained ciphertext as (C, T ).

• Forge with (N,A2, C, T ).
Why there is the limitation on the size of |M | ≤ 128? When we look at the

definition of FK(N,A,M) in Fig. 2.8, in step three we define d = 1 or 2, based
on the fact that A is of full or partial length. This d is not used during processing
an associated data at all and also is not used during processing M in the case
when |M | ≤ 128, and that’s the problem (for bigger |M |, d is used, see Fig. 2.7).
Then there is not differentiated if the padding was used or not; furthermore, we
can exploit it.

Authors of the attack suggest their correction, that should prevent the attack.
Idea is to use different tweaks for processing the last block of the associated data,
so associated data with a full length would be processed by a cipher with different
tweak than the shorter one, hence they would be distinguished. Let us describe
the function FK(N,A,M) which is the only part of the cipher which must be
changed.
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Algorithm FK(N,A,M)
1. S ← 0n
2. (A[1], . . . , A[a]) n←− A
3. if |A[a]| < n then d← 1 else d← 2
4. A[a]← padn(A[a])
5. for i = 1 to a− 1 do
6. S ← S ⊕ A[i]
7. S ← E0

k(S)
8. S ← S ⊕ A[a]
9. S ← Ed

k(S)
...

Figure 2.8: The definition of pseudorandom function F as a variant of CBC-MAC

2.2 CLX
Another round 1 candidate Wu and Huang [2019] proposed by Hongjun Wu and
Tao Huang is CLX. It uses Nonlinear Feedback Shift Register (NFSR) as a permu-
tation in sponge mode for a hash function and duplex mode for an authenticated
encryption scheme

CLX - Authenticated Encryption Algorithms is a family of seven variants with
different parameters and levels of security. CLX supports three key sizes: 128
bits, 192 bits, and 256 bits, and for each key size, there is ’fast’ and ’secure’ vari-
ant of the cipher. We will describe another, yet a primary member of the family,
CLX-128. It has the following parameters: 128-bit key, 96-bit nonce, 64-bit tag,
and 160-bit state.

CLX - Hash Function family has just one, primary member, which provides
256-bit message digest with the 288-bit state, but we will not provide a further
description here.

In lightweight cryptography is the usual assumption that a cipher will not be
used to encrypt some large data for one key. Here we assume that length of the
associated data and the plaintext is less than 250 bytes for one key. Since CLX
use blocks of 32 bits (4 bytes), the maximum encrypted data is 250

4 = 2(50−2) = 248

data block per one key.

2.2.1 NFSR as a permutation
The permutation in CLX is based on nonlinear feedback shift register (NFSR)
and it is denoted as P160,n. It is defined as n clocks of the NFSR with 160-bit
state. We denote the state of the permutation (NFSR) by S, and one clock of
NFSR with state S as StateUpdate(S). The definition of StateUpdate(S) follows
next:

StateUpdate(S):
feedback = s0 ⊕ s35 ⊕

(︂(︂
s93&s106

)︂)︂
⊕ s127
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for i from 0 to 158 : si = si+1
s159 = feedback

Example: P160,320 states that the 160-bit state of the permutation is updated
with 320 rounds. From definition it follows that

StateUpdate(P160,n(S)) = P160,n(StateUpdate(S)),

which we call a sliding property of the permutation P160,n. Also observe that for
all i, j ∈ N the following equality holds P160,i(P160,j(S)) = P160,i+j(S).
In the attack against CLX we will later use these two observations:
Observation 1. If the bits 128 to 159 of state S are known, then the bits 128− j
to 159 − j of P160,j(S) (i.e. the state after j iterations of StateUpdate) are also
known (and identical to the former bits) for j from 0 to 128.

If we simply put state P160,1152(S) instead of just S, we get the following
observation:
Observation 2. If the bits 128 to 159 of state P160,1152(S) are known, then the
bits 128− j to 159− j of P160,1152(P160,j(S)) are also known (and identical to the
former bits) for j from 0 to 128.

Figure 2.9: The 160-bit Nonlinear Feedback Shift Register in CLX. From Wu and
Huang [2019]

Note: NFSR used in CLX-128 has 5 taps. Those are chosen by authors so
that it offers high security, and 32 rounds of the permutation can be computed
in parallel on 32-bit CPU.

2.2.2 CLX-128 protocol
By FrameBits we state three bits, which have a value such that FrameBits = 1
for nonce, FrameBits = 3 for associated data, FrameBits = 5 for plaintext and
ciphertext, and FrameBits = 7 for finalization.

Encryption process

Key Setup In the beginning 160 bits of the state S are set to zero, except
one bit s31 = 1. Then 128 bits of key are xored to the first 128 of the state
s{32···159} = k{0···127}. In the end we permute all bits using our NFSR by 1152
rounds P160,1152(S).
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Nonce 96-bits of nonce we process in three steps. In each of them, we start
with xoring FrameBits (of nonce) to the state, then we use the permutation with
384 rounds P160,384, and then we xor 32 bits of the nonce to the state.

for i from 0 to 2:
s{36···38} = s{36···38} ⊕ FrameBits{0···2}
Update the state using P160,384
s{128···159} = s{128···159} ⊕ nonce{32i···32i+31}
end for

Associated data We divide the associated data into 32-bit blocks and in each
step we process one block. If there is a partial block in the end, we add just
zeros as a padding. We xor the length (in bytes) of the last partial block to the
state, s{64···65} = s{64···65} ⊕ numb, where numb = ((adlen mod 32) div 8). adlen
denotes the length of the whole associated data in bits. Notice that numb = 0,
in the case there is no partial block.

/* processing the associated data, each block 32 bits */
for i from 0 to (adlen/32):
s{68···70} = s{68···70} ⊕ FrameBits{0···2}
Update the state using P{160,384}
s{128···159} = s{128···159} ⊕ ad{32i···32i+31}
end for
s{64···65} = s{64···65} ⊕ numb

Plaintext We process the plaintext in a very similar way as the associated
data, except using other permutation with larger number of rounds - 1152. We
divide the data into 32-bit blocks. If there is a partial block, we add the padding
with zeros. In each step we start by xoring the FrameBits with value 5, then we
update the state using P160,1152, then we xor following block of the data to the
state, then we copy 32 bits of the ciphertext from the state. At last, we xor the
length (bytes) of the last partial block to the state: s{64···65} = s{64···65} ⊕ numb,
where numb = ((mlen mod 32) div 8).

/* processing the plaintext, each block 32 bits */
for i from 0 to (mlen/32):
s{68···70} = s{68···70} ⊕ FrameBits{0···2}
Update the state using P160,1152
s{128···159} = s{128···159} ⊕ m{32i···32i+31}
c{32i···32i+31} = s{128···159}
end for
s{64···65} = s{64···65} ⊕ numb

Authentication tag T We produce the 64-bit tag T in two steps. In each of
them, we xor the FrameBits with value 7 with the state, then update the state
using P160,1152 as in the case of plaintext, and obtain 32-bits of the tag from the
state.
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for i from 0 to 1:
s{68···70} = s{68···70} ⊕ FrameBits{0···2}
Update the state using P160,1152
t{32i···32i+31} = s{128···159}
end for

Decrypting process

In a decryption process, the key setup and processing the nonce and the associ-
ated data is exactly the same as in the encryption process so we will omit the
description here.
After the key setup and processing the nonce, we decrypt the ciphertext C, pro-
duce the tag T ′ and do the verification if T = T ′.

Ciphertext Decrypting of the ciphertext follows slightly different then process-
ing the associated data and nonce (or encrypting the plaintext). The data are
devided into 32-bit blocks, if the last block is partial we add zeros. Each block
is processed in the following way: we xor FrameBits of ciphertext (the value is
5) with the state, we update the state by P160,1152, we, here comes the change,
obtain 32 bits of plaintext by xoring the ciphertext with 32 state bits s{128···159},
and we copy 32 bits of the ciphertext to the state. In the end we xor number of
bytes numb of the partial block with the state. Note: length of the ciphertext is
the same as lenght of the plaintext, i.e. mlen = clen.

/* processing the ciphertext, each block 32 bits */
for i from 0 to (mlen/32):
s{68···70} = s{68···70} ⊕ FrameBits{0···2}
Update the state using P160,1152
m{32i···32i+31} = s{128···159} ⊕ c{32i···32i+31}
s{128···159} = c{32i···32i+31}
end for
s{64···65} = s{64···65} ⊕ (numb)

Tag verification After decrypting the ciphertext, we generate a 64-bit authen-
tication tag T ′ in two steps, as we generated tag T during the encryption. Then
we compare if they are equal.

for i from 0 to 1:
s{68···70} = s{68···70} ⊕ FrameBits{0···2}
Update the state using P160,1152
t′{32i···32i+31} = s{128···159}
end for
T ′ = t′{0···63}. Accept the message if T ′ = T; otherwise, reject.

2.2.3 Sponge and duplex constructions
Here we will describe two generic constructions (modes of operation) used by
many algorithms among CLX in various areas of cryptography and provide some
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basic knowledge about their security.

The sponge construction Mode of operation called sponge construction uses
a fixed-length permutation (or transformation) f to build more complex function
F . The function F with a finite internal state takes an arbitrary-length input
and returns an arbitrary-length output. We call it sponge function. It kind of
generalizes hash functions and MAC algorithms with arbitrary-length input and
fixed-length output, and pseudorandom generators and stream ciphers with a
fixed-length input and an arbitrary-length output, in the sense it offers so flexible
(arbitrary) lengths of input and output. With additional security assumptions
(e.g. pre-image resistance) it can generalize them also formally.

It operates on a internal state with b bits, where b = r + c. The value r is
called bitrate (or just rate) and the value c capacity. All b bits of the state are
initiated to zeros. Message M is padded with some reversible padding rule and
cut into blocks of r bits. The construction is divided into absorbing and squeezing
phases, and those into iterative steps.

Figure 2.10: The sponge construction, from Bertoni et al. [2011]

In each step of the absorbing phase, we xor one block with r bits of the padded
message into the first r bits of the state and then we use a permutation f on the
whole state with b bits. In this way, the absorbing phase ends after absorbing all
blocks of the data. During squeezing phase we output first r bits of the state as
an output block and then permute all b bits by f .

Note: In the case, we would like to construct a MAC algorithm with a secret
key by using the sponge construction, we can insert the key with k ≤ c bits in
the beginning into the last c bits of the state. Then, during the absorbing phase,
we input the whole plaintext, and during the squeezing phase, we output a tag T
with size multiple of r, i.e. |T | = k · r, where k ∈ N. Optionally, you can choose
rate r1 for the absorbing phase and rate r2 for the squeezing also differently, so
that r1 ̸= r2.
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Parameters In both phases, we never ”touch” the last c bits of the state by
xoring into or outputting them. The parameter c serves as a security parameter.
Parameter r = b− c, on the other hand, directly affect the throughput, i.e. how
quickly we process the data and generate the output.

Let us introduce a generic attack against sponge functions. The state is di-
vided into r and c bits. From the birthday paradox, it follows that we need
approximately 2c/2 messages to find a collision in the last c bits, at some point
during the process. Assume we found these two messages m1 and m2, which give
us this collision. Denote their difference in the first r bits as ∆r. Then for every
string s with size of r bits, two messages m1||s and m2||(s⊕∆r) give a collision
in the whole state with b bits. Therefore, the security of the sponge construction
relies solely on the parameter c; moreover, for obtaining the security of sp bits we
need to choose c = 2 · sp.

The authors of the sponge construction are also authors of hash function Kec-
cak, winner of the NIST competition for a new hash function, hence called SHA-3.
This hash function uses the sponge construction with an inner permutation called
Keccak-f. It offers several instances. For example SHA3-256 is a sponge function
with parameters r = 1088 and c = 512 with aimed security level of 256 bits. The
most secure standardized variant SHA3-512 has parameters r = 576 and c = 1024
with security level of 512 bits.

The duplex construction By modification of the sponge construction, we
can get a duplex construction, see figure 2.11. It allows the alternation of input
and output blocks at the same rate as the sponge construction, like a full-duplex
communication (here comes the name). By this, we can construct for example
reseedable pseudorandom generator or an authenticated encryption scheme, pro-
viding both confidantiality and integrity, with a nice property of requiring just
one call of f per block.

Figure 2.11: The duplex construction, from Bertoni et al. [2011]

The security of duplex constrution was thought to be min(2c/2, 2k), as it cor-
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responds to the sponge mode. By continuing research in this area and thorough
analysis in Jovanovic et al. [2018] was in 2018 shown that, in case of many ciphers
using duplex construction, see fig. 2.12, it can be extended up to min(2b/2, 2c, 2k).
That is probably the final upper bound. Informal explanation why we cannot go
further is as follows. c bits of the state are the only secret information about the
state (the first r bits can be revealed by inputing zero plaintext), so the security
must be less then 2c. The adversary can use a brute force and try all keys, so
security cannot go beyond 2k also. By birthday paradox the complexity of finding
a collision in the state cannot go beyond 2b/2.

2.2.4 Slide attack on CLX
Revision of CLX

In CLX we process the message in iterative way. In each step, we xor one block
of 32 bits to bits from 128 to 159 of the state. We xor three bits of FrameBits
to bits from 68 to 70 of the state. Other bits remain the same. Then we use the
permutation P160,1152(S) = 1152 iterations of StateUpdate(S), fig. 2.13.

FrameBits are xored to the state in every round before the permutation, in
order to provide domain separation (to differ processing the plaintext/ciphertext,
associated data, nonce, and key) and to protect cipher against slide attack. It
is important to say, that the slide protection is effective just between rounds,
but the inner permutation is still vulnerable against the slide attack. There are
no round constants, or any other slide protection, during 1152 iterations of the
permutation, fig. 2.14.

We showed that for the permutation P the observations 1 and 2 holds. Let
us rewrite them again together.

Observations 1 and 2: Assume the bits 128 to 159 of S and the bits 128 to
159 of P160,1152(S) are known, then the following bits are known as well:

• Bits 128− j to 159− j of P160,j(S) are known and equals to bits 128 to 159
of S for j from 0 to 128.

• Bits 128− j to 159− j of P160,1152(P160,j(S)) are known and they are equal
to bits 128 to 159 of P160,1152(S) for j from 0 to 128.

This property allows from known bits of S to get known bits of other 128
additional states Sj := P160,j(S), see figure 2.15. If the complete internal state of
one of those 128 states Sj is known, then the original state S can be recovered
by inverting P160,j. Once S is known, the initial key can be recovered since CLX
provides no key security if the internal state is known.
We will exploit these additional states reached by the slide property to mount a
slide-enhanced attack on CLX-128 attack with 2108.5 complexity.
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Attack on CLX-128

CLX is a lightweight cryptography algorithm, that is limited to encrypt less than
250 bytes, which is in our case 248 data blocks (one block has 4 bytes). During
online phase, when we have an access to encrypting device, we can get one state
with 32 known bits from each encrypted block. Assume we have two states from
two consecutive rounds. Other states with known bits can be generated using
P160,1 and P160,−1. For a slide of P160,j with j in -31 to 31, the number of known
bits inside the 32+32 MSB of the two states is 64− 2×|j|. The remaining 2×|j|
bits are unknown. You can see the generation of additional states using P160,−1
and P160,1 in fig. 2.16, known bits are green and unknown bits are white.

Online phase We encrypt random data of maximum possible length, i.e. 250

bytes. From the result of xored block of plaintext with the corresponding cipher-
text we get 32 known bits of the state for each step k. We store them in V (k)
for k = 0 to 248 − 1.
We extract 32+32 MSB from two consecutive steps, concatenate them in a 64-bit
vector and use this vector as key in a hashtable. Into this hashtable we will also
add other states generated by P160,j with a slide window of size 2W + 1, i.e. j
is from −W to W . For the unknown 2 × |j| bits in the 32+32 MSB vector, we
generate all possible values and store the resulting 64-bit vector as another keys
in the hashtable.1
For each cipher call (i.e. each block of data) we therefore generate around

KeysPerCall =
W∑︂

j=−W
(22×|j|)

hashtable keys. Between them is a lot of false keys that correspond to states
that have never happened during the encryption. The number of correct keys per
cipher call is

CorrKeysPerCall = 2×W + 1.
For concrete choice W = 6 (used as an example by authors) we get slide win-

dow from -6 to 6, the number of generated hashtable keys (both false, and correct
one) per call is ∑︁6

j=−6(22×|j|) = 213 +211 +29 +27 +25 +23 +1 = 10921 .= 213,4, and
we get 13 .= 23,7 correct keys per call. Consider we did 248 ciphered block calls,
we have in total around 248 ·213,4 = 261,4 all keys, and 248 ·23,7 = 251,7 correct keys.

(For another choice W = 7 it is 43689 .= 215,4 keys and 15 .= 23,9 correct keys
per call, i.e. around 263,4 keys and 251,9 correct keys in total.)

Offline phase During offline phase we repeatedly generate a random state S,
use the permutation to get P160,1152(S), concatenate the 32+32 MSB of the two
states, and do a lookup into the hashtable to check a collision with some of the

1Note: Do the generated keys for P160,W include also all of the generated keys for P160,j , 0 <=
j < W? With high probability not, since the 32 MSB are random. Counter example is e.g.
when the (32−W ) + (32−W ) known bits are all ones or zeros. Even in this case, KeysPerCall
would be still 22W +1, which is sufficiently close to

∑︁W
j=−W (22×|j|).
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vectors from the online phase.

We will find a collision with a correct key after around 2160−51,7 = 2108,3 lookup

calls. Of the 2108,3 hashtable lookups, around 2108,3 ×
261,4

264 = 2105,7 calls will find
the match in the hashtable, i.e. find a collision with correct or false keys. The
wrong guesses we will filter out by running one additional offline cipher call. Thus
the total number of offline cipher calls is around 2180,3 + 2105,7 = 2108,5.

Overview: This attack exploits a sliding property to increase the number of
online states with known bits from 248 to 251.7. This reduces the number of
offline states to compute to find a collision from 2112 to 2108.3, resulting in a total
complexity of 2108.5 cipher calls.

2.3 Limdolen
Now we will describe another Round 1 candidate called Limdolen. It is a family
of two AEAD algorithms for key sizes k = {128, 256} bits, with the same block
size n = k, and r = 16 rounds. This submission utilizes quite an original internal
round function based only on XOR, AND, and cyclic shift; hence, a very fast one.
Unfortunately, the authors do not provide any linear nor differential cryptoanal-
ysis. Samuel Neves found (but did not publish it) differential distinguisher for a
full round block cipher, i.e. found impossible differential that has probability 1,
and differential that has (empirically) probability around 2−9. Authors also chose
some structural adjustments for purposes of Lightweightness which unfortunately
lead to practical forgeries found by Rohit and Gong [2019].
Note: in the description provided by the authors, there are some unclear spec-
ifications of the algorithm at some points; therefore, we will mostly follow the
description provided by Rohit and Gong [2019].

2.3.1 Underlying block cipher
Let us denote the underlying Limdolen block cipher as Limdolen-BC-n, where
n ∈ {128, 256}. It takes n-bit plaintext and n bits of key K, and outputs n-bits
of ciphertext after iterating of Limdolen round function RF-n 16 times.
The round function consists of bitwise-XOR, bitwise-AND, and functions Li,
which apply on each byte left cyclic shift of i bits. The pictorial description of
RF-n you can see in Figure 2.17. For the sake of clarity, we provide also written
description of RF-128.
Note that round key RKi is derived from the master key K just by xoring with
the round constants consti, i.e. RKi = K ⊕ consti. We omit the description of
these constants consti here and refer the reader to the original article.

Limdolen RF-128 description The input 128 bits are xored with 128 bits of
the round key. The result is split into 4 groups of 32 bits {p,q,r,s}. Then, we
apply bitwise operation AND to q and r resulting in an intermediate value z. We
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xor L2(z) with p resulting in p’, and we xor L7(z) with s resulting in s’. Then, we
combine p’ and s’ by AND outputting z’. We xor L3(z′) with q resulting in q’, and
xor L5(z′) with r resulting in r’. We then rotate 4 bytes of r’ by circle shift one
byte to the left. In the end, the values are recombined s.t. we output {r’,s’,p’,q’}.
This is used as an input in the next round. Note: The values i chosen for Li are
simply the prime numbers less than 8.

Limdolen RF-128 differential Samuel Neves experimentally proved that fol-
lowing differential over the full 16 rounds is impossible if the most significant bit
of 9th byte of a key k is set to 1, i.e. k[8] |= 0x80. On the other hand, if it is set
to 0, i.e. k[8] &= 0x7f, the differential is valid and has (empirically) probability
around 2−9. The full-round differential:

0x00 -> 0x00
0x00 -> 0x00
0x00 -> 0x00
0x00 -> 0x00
0x80 -> 0x80
0x00 -> 0x00
0x00 -> 0x00
0x00 -> 0x00
0x00 -> 0x00
0x00 -> 0x00
0x00 -> 0x00
0x00 -> 0x00
0x00 -> 0x00
0x00 -> 0x00
0x00 -> 0x00
0x00 -> 0x00

2.3.2 AEAD scheme
A High-level overview of Limdolen AEAD is based on the mode of operation
PMAC by Rogaway and Black in Black and Rogaway [2002], but for purposes
of lightweightness, authors made some changes in the protocol. Concretely, they
simplified the generation of masks α, so the algorithm is faster, yet insecure.
Key K and nonce N are n-bit strings, where n is the length of a block size of
underlying block cipher, i.e. n ∈ {128, 256}.

Padding At first, the associated data AD and a message M are concatenated
together and divided into blocks of 32-bits, i.e. (X0, . . . , Xl−1) n←− AD ∥M. If
|Xl−1| = n, then we xor padByte with the last byte of Xl−1. We define padByte
as 0xC0 if the length of AD is zero, and as 0x80 otherwise. If number of bytes
of Xl−1 is less then n/8, we append padByte after the last byte and pad the
remaining bytes with zeros. This process is called addPaddingMarker(·).
Remark: as noted in Rohit and Gong [2019], in the reference implementation of
the author is padByte always xored to the last byte (never appended), but this is
not a problem since the attack can be applied in both cases.
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Tag generation In the tag generation we use a key aeadK that is derived from
the original key K as aeadK = Limdolen-BC-n(K,N). Then, we define a mask α
s.t. α = Limdolen-BC-n(aeadK,0n). From α, we derive alpha x by rotating each
byte of α one bit to the left, and alpha inv x by rotating each byte of α one bit
to the right.
We alternately xor α and alpha x with every input block Xi, except the last one.
Iteratively, we apply Limdolen block cipher on each block and we xor the result
with the value δc that acts as a checksum.
The final tag is then given by T = Limdolen-BC-n(aeadK, δc⊕ alpha inv x ⊕ ad-
dPaddingMarker (Xl−1)). You can see pictorial description of Tag generation in
Figure 2.18.

• Notice here, that if we ensure that the value δc will be the same also for
another message and we keep the last block the same, we can easily find
two messages with the same tag. Thanks to the simple fact that bitwise-
xor is a commutative operation, and that all blocks with even (resp. odd)
indices have the same mask α (resp. alpha x), we can arbitrarily permute
all (except the last one) blocks of even (resp. odd) indices and obtain the
same tag for two different messages.

• Another simple option how to obtain a different message with the same tag
is to add some extra blocks twice into positions with the same mask, so
their xor will result in a block of zeros and the value δc will not be altered
(assuming rest of blocks remain with the same mask).

Encryption In Limdolen is encryption done via Counter Mode of Operation,
where the initial counter value is defined as an xor of tag T with nonce N . By
applying the Limdolen block cipher to the increasing counter value we obtain a
keystream that we xor with the plaintext. See the pictorial description in Figure
2.19.
Let us note that Counter Mode of Operation has a nice property that we do not
have to implement the decryption algorithm for the underlying block cipher.

Decryption In the decryption phase, we produce the keystream the same way
as in the encryption phase, which we xor with the ciphertext obtaining the plain-
text. Then, we use the tag-generation to authenticate this plaintext. If the output
tag is not equal to the tag provided in the input, the decryption operation fails
and shall return an error.

2.3.3 Limdolen Forgery Attack
Authors of the attack noticed vulnerability of the value δc, and they describe
three attacks that exploit it. Associated data-only forgery when adversary A
forges just associated data, ciphertext-only forgery when A forges just ciphertext,
and their direct application called Associated Data and Ciphertext Forgery.
Throughout this section, we assume for simplicity that the last block of associated
data and plaintexts are always full blocks. Nevertheless, the attacks can be
extended to partial blocks as well.
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Associated data-only forgery (by adding blocks) The attack consists of
several simple steps:
Let us denote empty string by ξ, and a Limdolen block cipher with n-bit block
and a key k as En

k .

• Construct (N,AD,M), where AD = AD0|| . . . ||ADl−1 for arbitrary
ADi, N ∈ {0, 1}n, and plaintext M = ξ.

• Query (N,AD,M) and receive (C, T ) (Note that C = ξ if M = ξ).

• Construct W i = (X||Y ||X||Y )i, where i ≥ 1 with arbitrary X, Y ∈ {0, 1}n.

• Forge with (N,AD′, C, T ) where AD′ = (AD0 . . . , ADl−2,W
i, ADl−1).

The ciphertext C in a forgery (N,AD′, C, T ) will be decrypted to M , since
we did not changed neither N,C nor T . To see why the tag is the same, let us
consider corresponding values δc and δ′

c. It holds that

δc =
i≤l−2⨁︂

i mod 2=0

En
aeadK(ADi ⊕ α)

i≤l−2⨁︂
i mod 2=1

En
aeadK(ADi ⊕ alpha x).

If l − 1 is even then

δ′
c =

i≤l−2⨁︂
i mod 2=0

En
aeadK(ADi ⊕ α)

i≤l−2⨁︂
i mod 2=1

En
aeadK(ADi ⊕ alpha x)

2i
⨁︂

(En
aeadK(X ⊕ α)⊕ En

aeadK(Y ⊕ alpha x))
= δc ⊕ 0n =⇒ T ′ = T.

Similarly, if l − 1 is odd then δc = δ′
c ⊕ 0n, and therefore T ′ = T . The only

difference is that α and alpha x are interchanged.
In the original article is also noted that there is a lot of similar ways how to
modify AD and they show the following example:

AD′ =
⎧⎨⎩X||Y ||AD0|| . . . ||ADl−2||X||Y ||ADl−1 if l − 1 is even,
Y ||X||AD0|| . . . ||ADl−2||X||Y ||ADl−1 otherwise

Another interesting remark there is that the converse of the above is also true,
i.e. we do not have to add blocks, but we can also remove them. For example,
given AD = AD0|| . . . ||ADl−2||W k||ADl−1 we will obtain the same tag for AD′ =
AD0|| . . . ||ADl−2||W i||ADl−1, where 0 ≤ i ≤ k.

Ciphertext-only forgery (by permuting) In this attack, we will use the
idea of permutating blocks mentioned above.
Let Se = {0, 2, · · · } and So = {1, 3, · · · } be the set of even and odd integers
strictly less than l − 1 (We do not want to change the last block). Consider
permutation π that permutates Se and ψ which permutates So. Assume that at
least one of them is not an identity. The construction of a forgery is the following:

• Query (N,AD,M) for arbitrary N,M = M0|| . . . ||Ml−1, where Mi, N ∈
{0, 1}n, and AD = ξ. Observe (C, T ).
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• Construct Zi := Mi⊕Ci for i = {0, . . . l−1}, where C = C0|| . . . ||Cl−2||Cl−1.

• Forge with (N,AD,C ′, T ), where

C ′ = Z0 ⊕Mπ(0)||Z1 ⊕Mψ(1)||Z2 ⊕Mπ(2)||Z3 ⊕Mψ(3)|| · · ·

· · · ||

⎧⎨⎩Zl−2 ⊕Mψ(l−2)||Cl−1. if l − 1 is even .

Zl−2 ⊕Mπ(l−2)||Cl−1. if l − 1 is odd.

Informally, considering Counter mode of operation we can compute the
keystream Zi from the observed encrypted plaintext M by Zi := Mi ⊕ Ci, and
then use it to ”encrypt” message

M ′ =
⎧⎨⎩Mπ(0)||Mψ(1)||Mπ(2)||Mψ(3)|| · · · ||Mψ(l−2)||Ml−1 if l − 1 is even
Mπ(0)||Mψ(1)||Mπ(2)||Mψ(3)|| · · · ||Mπ(l−2)||Ml−1 if l − 1 is odd

by xoring with it.
Better to say, since the counter T ⊕ N remained the same, we will obtain the
message M ′ during the decryption process. To see why the tag created within
the following tag-generation process is the same, let us compute that δc = δ′

c.
Note that all the masking values for each block with index in Se and So are α
and alpha x, respectively, so permutating these sets individually will not change
the xor sum value. Computation:

δ′
c =

⨁︂
π(i),i∈Se

En
aeadK(Mπ(i) ⊕ α)

⨁︂
ψ(i),i∈So

En
aeadK(Mψ(i) ⊕ alpha x)

=
⨁︂
i∈Se

En
aeadK(Mi ⊕ α)

⨁︂
i∈So

En
aeadK(Mi ⊕ alpha x)

= δc =⇒ T ′ = T.

It is easily seen, that both attacks can be directly combined, as they note
in Rohit and Gong [2019], and call it Associated Data and Ciphertext Forgery.
We just separately modify the associated data as in the former attack and the
ciphertext as in the latter attack.

Possible modifications We would like to extend the attacks described above.
Is it possible to do some further modification?
From here further we will denote associated data AD concatenated with plaintext
M as (concatenated) data D, i.e. D = AD||M . Let us also denote the length (in
blocks) of M as k, the length of AD as u, and the length of D as l, i.e. l = u+ k.
According to this notation Du = M0, · · · , Du+k−1 = Mk−1.

First extension: Let us revisit the second attack using permutations.
Thanks to lack of domain separation between plaintext and associated data in
the cipher we can extend these permutations also to associated data.
Let us repeat that π(resp. ψ) is a permutation on the set of even (resp. odd)
integers strictly less than l − 1 denoted Se(resp. So). Now, let us define permu-
tation τ(·) on the set of all integers strictly less then l− 1, where τ(i) := π(i) for
even i and τ(i) := ψ(i) for i that is odd. We assume that τ is not an identity.
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• Query (N,AD,M), where AD = AD0|| . . . ||ADu−1,M = M0|| . . . ||Mk−1,
for arbitrary N,Mi, ADj ∈ {0, 1}n. Denote D = AD||M . Observe (C, T ).

• Construct Zi := Mi ⊕ Ci for i = {0, · · · , k − 1}, C = C0|| . . . ||Ck−2||Ck−1.

• Forge with (N,AD′, C ′, T ), where

AD′ = Dτ(0)||Dτ(1)|||Dτ(2)||Dτ(3)|| . . . ||Dτ(u−1)

C ′ = Z0 ⊕Dτ(u)||Z1 ⊕Dτ(u+1)|| . . . ||Zk−2 ⊕Dτ(l−2)||Zk−1 ⊕Dl−1

This will pass the verification and returns M ′ := Dτ(u)||Dτ(u+1)|| . . . ||Dτ(l−2)||Dl−1
with probability 1. To see the correctness we can continue as before.
Since the counter T ⊕N is the same for both encryption and decryption queries,
we obtain (but not released yet) a value M ′. This is then concatenated with AD′

resulting in D′ = AD′||M ′ = Dτ(0)|| . . . ||Dτ(l−2)||Dl−1, and its tag T ′ is computed
and it is checked if it equals T in the decryption algorithm. We will show that
δ′
c = δc. Since the last blocks are the same, this is sufficient to prove that both

tags of D and D′ are the same. To do it, we again use the fact that masking
values α and alpha x are not “mixed together” by the permutation. Formally, we
have:

δ′
c =

⨁︂
τ(i),i∈Se

En
aeadK(Dτ(i) ⊕ α)

⨁︂
τ(i),i∈So

En
aeadK(Dτ(i) ⊕ alpha x)

=
⨁︂
i∈Se

En
aeadK(Di ⊕ α)

⨁︂
i∈So

En
aeadK(Di ⊕ alpha x)

= δc =⇒ T ′ = T.

Can we modify nonce or tag? Is it possible to modify for example nonce
N in a similar forgery attack? Most probably not. Let us repeat that aeadK
= Limdolen-BC-n(K,N) and α = Limdolen-BC-n(aeadK,0n). Consequently, the
whole process of tag generation (and encryption) would be changed, so our ob-
tained data from a query before would not be correct anymore.

Assuming that underlying block cipher is secure enough we also cannot change
the tag T ; hence, neither input into the block cipher, so we cannot change the
xor of δc with the last block after applying addPaddingMarker. Any effect of mod-
ification of the last block we would need to even up by some modification of
previous blocks, yet we cannot do that assuming the underlying block cipher is
secure enough. Therefore, the last block must remain the same.

Plaintext shortening: Another possibility is to shorten the plaintext.
Consider query (N,AD,M), where AD has u blocks and M has k blocks, i.e.
data D = AD||M has l = u + k blocks. Corresponding ciphertext C has the
same length, and we can compute keystream Zi = Mi ⊕ Ci for i ∈ {0, . . . k − 1}.
Notice that we do not have to use all Zi for the forgery we are about to construct,
we can use just the first few of them.

• Query (N,AD,M), where AD = AD0|| . . . ||ADu−1,M = M0|| . . . ||Mk−1,
for arbitrary N,Mi, ADj ∈ {0, 1}n. Denote D = AD||M . Observe (C, T ).
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• Construct Zi := Mi ⊕ Ci for i ∈ {0, . . . , k − 1}

• Choose 0 ≤ m < k.

• Forge with (N,AD′, C ′, T ), where

AD′ = D0||D1|| . . . ||Du−1|| . . . ||Dl−1−m

C ′ = Z0 ⊕Dl−m||Z1 ⊕Dl−m+1|| . . . ||Zm−1 ⊕Dl−1||

This will pass the verification with probability 1 and decryption algorithm will
return message M ′ = Dl−m||Dl−m+1|| . . . ||Dl−1 from the same reasoning as before.
Special case where m = 0 corresponds to a forgery with an empty plaintext, i.e.
M ′ = ξ,D′ = AD′. We exclude the case where m = k because then we would
not change the data at all; hence, it would not be a forgery.

2.3.4 3in1 Forgery Attack
This attack implements all three ideas we discussed above into one attack that
generalizes the previous ones. This attack provides selective forgery with an even
higher degree of freedom. These three ideas are: adding an even number of blocks,
permuting, and shortening the plaintext.

The attack:

• Query (N,AD,M), where AD = AD0|| . . . ||ADu−1,M = M0|| . . . ||Mk−1
for arbitrary N,ADi,Mj ∈ {0, 1}n. Observe (C, T ).

• Construct W i = (X0||X1|| . . . ||Xv)2i for arbitrary integers i, v ≥ 0 and
arbitrary blocks Xj ∈ {0, 1}n where 0 ≤ j ≤ v. Set AD′ = W i||AD, and
denote D = AD′||M .

• Choose permutation τ and set D′ = Dτ(0)|| . . . ||Dτ(l−2)||Dl−1.

• Compute keystream Zi := Mi ⊕ Ci for i ∈ {0, · · · , k − 1}, where C =
C0|| . . . ||Ck−1.

• Choose 0 ≤ m ≤ k.

• Construct ADfin, Cfin, s.t.

ADfin = D′
0||D′

1|| . . . ||D′
u−1|| . . . ||D′

l−1−m

Cfin = Z0 ⊕D′
l−m||Z1 ⊕D′

l−m+1|| . . . ||Zm−1 ⊕D′
l−1||

• If (ADfin, Cfin) is not equal to (AD,C) then forge with (N,ADfin, Cfin, T ).

Thanks to the last condition, we are sure that the decryption query is valid.
It will pass the verification with probability 1 and decryption algorithm will return
Mfin = D′

l−m||D′
l−m+1|| . . . ||D′

l−1, where D′
l−1 = Dl−1 = Mk−1 is the last block

of the encryption plaintext. To clarify the correctness, in the algorithm we just
three times modified the former message from the encryption query, so that δc
always remained the same; hence, the resulting tag will be the same.
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Figure 2.12: Several ciphers based on the duplex construction with security
min(2b/2, 2c, 2k), from Jovanovic et al. [2018]

43



Figure 2.13: Two consecutive rounds of plaintext-processing in CLX-128, from
Mege [2019]

Figure 2.14: Two consecutive rounds of CLX-128 with the inner permutation
vulnerable to sliding, from Mege [2019]
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Figure 2.15: Slide properties of CLX, from Mege [2019]

Figure 2.16: Generating more states using slide property (P160,−1 and P160,1) from
two consecutive states with known 32 MSB bits, from Mege [2019]
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Figure 2.17: Round functions RF-128 and RF-256 of Limdolen block ciphers,
from Rohit and Gong [2019]

Figure 2.18: Generation of a tag in Limdolen cipher, from Rohit and Gong [2019]

Figure 2.19: Encryption phase in cipher Limdolen, from Rohit and Gong [2019]
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Conclusion
To this date, the NIST Lightweight Cryptography competition is still ongoing.
Submitters of 27 round two candidates updated their algorithms, and NIST plans
to announce the finalists in February 2021. In connection to that, a lot of work
is being done by applicants, researchers, working groups, and committees. This
thesis contributes to this effort and provides guidance for novices into Lightweight
Cryptography. It proffers an extensive introduction to this topic, covering basic
and more advanced definitions and terms. It introduces and explains the core
ideas used in lightweight cipher design. It includes a survey of current standards
with a particular focus on NIST and their competition. The next section is
devoted solely to the AEAD, as this term can be unknown to the reader, but it is
crucial for the NIST competition. In the second half, we use theoretical knowledge
gained in Chapter 1 for looking at three concrete submissions. We discuss their
design approaches and examine underlying theoretical constructions. We present
what vulnerabilities they have, and in Limdolen cipher, we show how to extend
the known forgery attack.
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