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Preliminary

The research presented in this thesis aims to simplify and speed up the processing of data
that originate in life sciences. My contributions improve specifically selected problem-
atic and computationally demanding parts of the data processing workflows in organic
chemistry and cell biology, but possess applications in more general areas of science.

The improvements consist of new algorithms and optimizations for processing
high-dimensional data. In particular, the innovations in search methods in (infinitely-
dimensional) molecular structure data were developed in response to the needs of
researchers at the IOCB1, for the purposes of interactive substructure and similarity
search in large molecule databases. The results were eventually found to alleviate a
slightly broader spectrum of problems; description of the new applications is the topic
of the first two contributions of the thesis.

Development of the cell-biology-related algorithms, which is the main matter of the
second two contributions, wasmotivated by the unsatisfactory state of software available
for processing multidimensional data acquired by flow cytometry. The contributions
address mainly the computational throughput of the analysis, which is complicated by
high reliance on interactive decisions of a specialist. This is simplified by EmbedSOM
algorithm that provides a fast way to visualize even relatively huge datasets, and later
by the ShinySOM environment that makes the interactivity improvements available in
a user interface.

As the last contribution, an application of similar principles is applied to the field of
video retrieval in the award-winning SOMHunter search tool.

The thesis is separated into a commentary part that gives extended overview of back-
ground and other work related to the contributions, and the actual contributions part,
which presents the research as published in the press.

2My contribution to each development is specified in the backmatter of the prints, or
explicitly commented before the print. Apart from the standard references, the Com-
mentary part highlights each direct relation to any of the contributions by a small badge
in the page margin (as seen here, referring to the second contribution), to simplify nav-
igation in the text.

All contributions are summarized together with the less significant developments in
a separate ‘List of publications’ on page xi.

To provide a more comprehensive view of the topics and applications, the com-
mentary sometimes mentions various preliminary results that have not yet been pub-
lished. These comprise mainly the ongoing development of advanced chemical com-
pound search engines at IOCB (partially motivated by ELIXIR2), and further improve-
ments of the cytometry data processing pipelines (developed in cooperation with IHBT 3,

1Institute of Organic Chemistry and Biochemistry of the Czech Academy of Sciences, Prague
2European bioinformatics infrastructure for life sciences
3Institute of Hematology and Blood Transfusion, Prague
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IMG4, and recently with LCSB5 at the University of Luxembourg, and LIH6). Although
not yet peer-reviewed, I believe these examples provide much deeper insight into the
motivation behind the contributions and the related long-term goals.

4Institute of Molecular Genetics of the Czech Academy of Sciences, Prague
5Luxembourg Centre for Systems Biomedicine
6Luxembourg Institute of Health
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Introduction

Despite originating in a fairly low-dimensional world, the data from natural and life sci-
ences often pose a surprising dimensionality overhead if interpreted in computational
environments. One of the reasons of this overhead is the tremendous complexity of
molecule-scale structures that can be packed into a tiny amount of live matter that de-
fies straightforward physical interpretation and but must be approached with approxi-
mations, which trade off the precise but simple molecular structure of prohibitive size
for a model with smaller amount of more complicated (and thus computationally higher-
dimensional) elements.

The high dimensionality of the data arises in many fields, on many scales: Genomics
and proteomics approximates the DNA and protein structure with plain base sequences
and usually works with 𝑛-grams or subsequences of potentially infinite dimensional-
ity. Computational chemistry, metabolomics, pharmacology and similar fields reduce
the structures of chemical compounds to features that describe them, again generating
potentially infinite amount of feature types such as structural fingerprints, structural
ensembles and fragment mass spectra. Systems biology and ecology reduce whole bio-
logical systems to sets of simplified entities with features; e.g. the whole cells with com-
plicated transcriptomes, microorganisms and blood cells that interact with each other
using various surface proteins, and multicellular structures that form diverse spatial fea-
tures.

Advances in the data gathering technology naturally produce larger datasets, eval-
uation of which requires sufficient computational capacity. For current researchers, this
is a limiting factor of quickly increasing impact. Most importantly, while the research
in bioinformatics and cheminformatics constantly produces improvements in algorithm
scalability, these often come as a tradeoff for the amount of approximation in the compu-
tation. At that point, completely technical optimizations, such as porting the algorithms
to massively parallel or distributed environments, and optimizing the execution and data
structures, become an important source of analysis speed-up. In turn, such development
indirectly increases the amount of data that can be processed by researchers, and thus
improves the results generated by life sciences.

1

3

This thesis contributes two such essential improvements of slightly diverging topics:
the Sachem cartridge for accelerating property-based retrieval of chemical compounds
from large databases, and the EmbedSOM algorithm for simplifying the analysis of data
from flow and mass cytometry. In both cases, the contributions of the thesis provide an
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order-of-magnitude speedup that opens various new applications. The principles devel-
oped in these contributions are later applied to practical problems of federated search,
dissection of cytometry datasets and browsing of multimedia, which completes the five
major contributions of the thesis.

Structure of the thesis Part I is separated into Chapter 1 that describes the chem-
informatics contributions, and Chapter 2 that describes the contributions in data visual-
ization, motivated by flow cytometry. Chapter 1 discusses the background for chemical
search, briefly introduces the required indexing structures, introduces Sachem and its
application to federated search (Sections 1.3 and 1.4), and concludes with an overview
of problematic topics in heterogeneous chemical search. Chapter 2 discusses the flow
cytometry as the original motivating problem for development of EmbedSOM, then
details the algorithm and its use in fast, computationally assisted analysis of cytome-
try data. The chapter further discusses the challenges of indexing the large cytometry
datasets (Section 2.4), and concludes in Section 2.5, with an appliation of similar princi-
ples to browsing of multimedia. Due to diversity of the topics, related work and future
challenges are discussed in individual chapters and sections. Part II contains the peer-
reviewed publications that describe the major contributions.

4



Chapter 1

Structure search in large
compound databases

Chemical structure search [1] is one of the most basic building blocks of cheminformatic
research, with many applications: Various implementations of the chemical search ca-
pabilities are used to drive discovery and annotation processes of small molecules, drug
discovery and re-purposing [2], metabolite identification, activity predictions, virtual
and computationally assisted screenings [3], and various form of protein, cell or bacte-
rial interaction research schemes. [4]

Typical chemical structure search takes the form of substructure or similarity search
in a large database of existing molecules, or, generally, compounds. [1, 5] The user in-
puts a compound structure (or fragments thereof) and expects the database to list either
all known compounds that contain this fragment in case of substructure search, or all
compounds that are similar to the fragment according to some pre-defined similarity
measure.

The search space of small molecules is constantly growing. For example, the count of
annotated and curated chemical compounds in PubChem database [6] has been steadily
doubling every 3 or 4 years, currently (2020) reaching over 100 million compounds. Be-
cause the growth is not expected to stop anytime soon and the efficient, fast search
through the available data is crucial for many areas of research, the performance of the
software that provides the search is required to keep up with this growth.

1.1 Compound structure and search
In this section, we model the compounds and their properties more rigorously, in a way
useful for the description of the search process and simplifying the discussion later in this
chapter. This description elaborates a slight formalization of many known informally
specified concepts identified by other authors [1, 7].

Definition 1 (Compound). A compound is a labeled undirected graph (𝑉 , 𝐸, 𝑎, 𝑏), where
the vertices in the finite set 𝑉 are called atoms, edges in the finite set 𝐸 are called bonds,
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𝑎 ∶ 𝑉 → 𝐴 is a labeling function that maps atoms to a set of atom descriptions; 𝑏 ∶ 𝐸 → 𝐵
similarly maps the bond descriptions.

Definition 2 (Substructure). Compound 𝑥 = (𝑉𝑥, 𝐸𝑥, 𝑎𝑥, 𝑏𝑥) is a substructure of com-
pound 𝑦 = (𝑉𝑦, 𝐸𝑦, 𝑎𝑦, 𝑏𝑦) if and only if there exists an injective function 𝑠 ∶ 𝑉𝑥 → 𝑉𝑦
such that

(∀{𝑒, 𝑒′} ∈ 𝐸𝑥) {𝑠(𝑒), 𝑠(𝑒′)} ∈ 𝐸𝑦 (𝑥 is a proper subgraph),

(∀𝑎 ∈ 𝑉𝑥) 𝑎𝑥(𝑎) = 𝑎𝑦(𝑠(𝑎)) (atom labels are preserved),

(∀{𝑒, 𝑒′} ∈ 𝐸𝑥) 𝑏𝑥({𝑒, 𝑒′}) = 𝑏𝑦({𝑠(𝑒), 𝑠(𝑒′)}) (bond labels are preserved).

We will mark the set of substructures of 𝑦 as Sub(𝑦). Symmetrization yields an equivalence
relation on substructures; we will write 𝑥 ≡ 𝑦 if and only if

{𝑥, 𝑦} ⊆ Sub(𝑥) ∩ Sub(𝑦).

Practical implementations of the substructural relation often assume that the re-
quirements on atom and bond labels are weaker (or more complicated) than equality.
For example, chirality labels on atoms and various stereochemistry labels on bonds re-
quire special handling, andmany labels, such as the presence of implicit hydrogen atoms,
charges and isotopes can be ignored for practical purposes.

Definition 3 (Structure similarity). For a set of compounds 𝐶, any symmetric function
𝑚 ∶ 𝐶 × 𝐶 → [0, 1] where (∀𝑎) 𝑚(𝑎, 𝑎) = 1 is called a structure similarity.

While this definition offers little insight into the practical subtleties of compound
similarity, the functions are usually defined to reflect various chemically relevant prop-
erties, such as similar chemical function, similar predictable physical properties, similar
total weight, and presence of similar sets of substructures.

Both the similarity and substructure relations form bases for the corresponding prob-
lems of retrieving all ‘matching’ compounds from a set:

Problem 1 (Substructure search). Given a finite set of compounds 𝐶 and a compound 𝑥,
find Sub(𝑥) ∩ 𝐶.

Corollary. Substructure search is NP-complete, as it can be trivially used to solve the
subgraph isomorphism problem [8].

Problem 2 (Similarity search). Given a finite set of compounds 𝐶, a compound 𝑥, a com-
putable structure similarity 𝑚 and a threshold 𝛼, find {𝑦|𝑚(𝑥, 𝑦) ≥ 𝛼} ∩ 𝐶.

For reasons practical in the context of compound retrieval, similarity search is often
described as a task of finding 𝑛 most similar compounds instead of the ones more similar
than the threshold 𝛼. The computational complexity of similarity search is, without any
further available assumptions about 𝑚, equivalent to the complexity of 𝑚 multiplied by
the size of 𝐶.

Computations of the solutions of both problems can be vastly expedited by reducing
the structures to more tangible representations, such as points in a vector space or fea-
ture sets, for which an approximate evaluation of the substructural relation or similarity
measure 𝑚 is less computationally demanding.
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1.2 Fingerprints
A compound fingerprint is, informally, a reduced-size value computed deterministically
from the compound graph, which can be used to accelerate the computation (or to pro-
vide an estimation) of various compound properties, including the substructure and sim-
ilarity relations. [9]

For brevity, we will focus only on the sparse integer fingerprints, which seem to
be used in most available structure search implementations. Other variants, such as
the fingerprints that represent the compounds by embedding into a high-dimensional
continuous feature space [10], are also possible.

Definition 4 (Fingerprints). For a set of all compounds 𝐶, the function of type 𝐶 → ℕℕ

is called a fingerprint (the codomain is an infinite, countable vector of integers).
Fingerprint 𝑓 is called binary if its codomain is a subset of 2ℕ, and fixed-width if

(∀𝑖 ≥ 𝑘) 𝑓(𝑥)𝑖 = 0 for some 𝑘 ∈ ℕ. We will say that a compound 𝑐 contains a feature 𝑖 if
𝑓(𝑐)𝑖 ≠ 0.

Because one usually requires stronger fingerprint properties, such as the possibility
to use them for compound equality testing, we will describe two more refined versions
of the fingerprinting function:

Definition 5 (Fingerprint properties). 𝑓 is called a structural fingerprint if, for com-
pounds 𝑐, 𝑑,

𝑐 ≡ 𝑑 ⟹ 𝑓(𝑐) = 𝑓(𝑑).

𝑓 is called a substructural fingerprint if

𝑐 ∈ Sub(𝑑) ⟹ (∀𝑖) 𝑓(𝑐)𝑖 ≤ 𝑓(𝑑)𝑖.

Notably, designing a fingerprint where the equivalence of fingerprints would also
imply equivalence of molecules is notoriously hard, as the computation of such fin-
gerprint would have to implicitly solve the graph isomorphism problem. This exact
task can be viewed as a canonicalization problem, which has affected many systems
that attempted to produce an unique comparable identification of compounds (includ-
ing SMILES [11] and InChI [12–14]). Design of a substructural fingerprint that would
imply the substructure relation is troubled by similar difficulties.

Still, even much weaker structural and substructural fingerprints were found to be
useful for exact-structure and substructure search in large collections of compounds.
This is achieved by screening: the compounds are first compared only as finger-
prints [15], which, using the converse of the implications from Definition 5, efficiently
filters out a portion of compound that cannot pass the subsequent test for (sub-)graph
isomorphism (usually called matching).

Similarity search can be successfully accelerated with a related construction, pro-
vided the results given by the similarity measure 𝑚 can be derived from a fingerprint:
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Compound Atom-pairs Subgraph Radial

NH

N

HO

1× C O
4× N C
1× C C
3× C C

N
N

N

NH

N

HO

1× C O
4× N C
1× C C
4× C C

N
N

N

Table 1 Examples of fingerprint types and extracted features. The figure also shows a commonmethod
of representing aromaticity with special bond types, and the usual loss of stereochemistry annotations (in
the lower compound) that do not make sense in reduced fingerprints. Notably, the counted atom-pairs
and subgraphs are substructural fingerprints, unlike the radial ECFP-style fingerprint, where the radial
feature extracted from the upper compound can not be extracted from the lower one, despite the upper
compound forms a proper substructure.

Definition 6 (Fingerprint-based similarity). A structure similarity function 𝑚 that as-
sumes definition 𝑚(𝑐, 𝑑) = 𝑔(𝑓(𝑐), 𝑓(𝑑)) for some fingerprint 𝑓 and an arbitrary function
𝑔, is a fingerprint-based similarity measure.

Similarity search that uses such fingerprint-based similarity can use precomputed
values of 𝑓 for all compounds, and employ any of the widely used fast functions for com-
puting similarity of integer vectors (or sets, in case of binary fingerprints) as 𝑔. Usual
choices include Jaccard and Tanimoto similarity and their modifications [16, 17]. Many
functions used in text search, originally designed to work with the bag-of-words docu-
ment model, are applicable as well — for example, TF-IDF and BM25 metrics [18, 19] can
be easily ported to work within such ‘bag-of-chemical-features’ model. The existence
of a metric-style similarity measure can be additionally used for many other purposes,
such as visualization of the datasets, as described in Chapter 2.

The commonly utilized fingerprints include very simple atom-pair fingerprints [20],
path fingerprints (introduced by Daylight James et al. [21]), radial substructure finger-
prints (Morgan and ECFP fingerprints [22, 23], which do not possess the substructural
property), subgraph fingerprints, ring fingerprints (usually based on the Smallest Set of
Smallest Rings algorithm by Zamora [24], also not producing a substructural fingerprint),
and many refinements thereof, including manually curated subsets of the features [25,
26], feature-distance fingerprints [27, 28], feature–count encoding [29], and others [30–
32]. Examples of several basic designs are displayed in Table 1.

The effectivity of fingerprint-based substructure screening can be evaluated statisti-
cally, like with other binary classifiers [33]: The screening process returns positive and
negative answers that approximate the outcome of the matching process, allowing each
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answer to be categorized as a true or false positive, resp. negative. Substructure screen-
ing avoids all false negatives, so that all matching results can be returned. For a given
query, the quality of the fingerprint may be evaluated as precision (rate of correct pos-
itive predictions in all positive predictions, 𝑇 𝑃

𝑇 𝑃+𝐹𝑃 ), but maximizing precision is often
not possible with many classes of insufficiently specific queries, and changes in precision
do not directly affect performance as both true and false positives need to be processed
by the costly matching algorithm. False positive rate (FPR), amount of compounds not
discarded by screening in all compounds that should have been discarded (𝐹𝑃

𝑁 ), often
provides a better scale in the estimation of screening efficiency.

Corollary. Given 𝑆 is an expected time complexity of solving the subgraph isomorphism
problem on compounds in collection 𝐶, and a fingerprint of fixed size 𝑘 precomputed
on the whole dataset that can achieve expected screening positive rate 𝛼 = 𝑇 𝑃+𝐹𝑃

|𝐶| in
collection 𝐶, the time expected complexity of fingerprint-aided substructure search can
be bounded by 𝒪 ((𝑘 + 𝛼𝑆) ⋅ |𝐶|).

Next, we explore the possibilities for improving this estimate.

1.3 Fingerprint indexes and search throughput
Efforts for expediting the substructure search procedure focus mainly on the efficiency
and precision of the screening phase. This is substantiated by the properties of subgraph
isomorphism computation, which is rather uninteresting from the point of optimization
possibilities: Most of the instances of the problem encountered in chemical cartridges
(database systems for retrieving the compounds) are simple, and can be already com-
puted very quickly, especially with the modern algorithms derived from the VF2 match-
ing [34, 35]. On the other hand, the algorithms can not ensure quick termination of
matching on complicated instances of the isomorphism problem (see Figure 4 in con-
tribution 1); which leads to various technical shortcuts that make such instances less
obtrusive in realistic settings, such as placing a relatively short timeout on total time
required for matching, after which the compound is assumed not to match.

Efficiency of the screening may be improved mainly by finding a suitable indexing
structure that can provide sufficient throughput for compound retrieval [36, 37]. For
this purpose, the available cartridges focus mainly on relatively simple fixed-size binary
fingerprints, which are easily indexable, may be computed from any other kind of fin-
gerprint by binary encoding and hashing (at the cost of some loss of precision that does
not harm the required properties from Definition 5), and still provide sufficient filtering
power for the substructure search. The current approaches for indexing the fingerprints
can be separated in two categories:

Bitmap indexing Fixed-size binary fingerprints naturally form a binary matrix, which
can serve as an efficient kind of bitmap index if stored column-wise. While this
matrix can be processed parallelly in a vectorized manner [38], the amount of
data that need to be examined is still relatively high, and the storage method of
matrices is somewhat too rigid to allow easy addition and removal of compounds.
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Figure 1 For sufficiently complicated
fingerprints, most features extracted
from the datasets are rare. The
plot shows the distribution of Sachem
fingerprint feature occurrence count
on 25.000 compounds of the ChEBI
dataset, features are ordered by rar-
ity. Notably, almost a third of the fea-
tures can identify a single compound
that matches the search.

Inverted indexing The vector of feature presence in all compounds (𝑓(𝑐)𝑖 for 𝑐 ∈ 𝐶
and some chosen 𝑖) can be stored in a sparse form, as a list of compound numbers
where the feature is present. This yields a posting list; posting lists for all features
can be collected to an inverted index [39, 40]. Most notably, this approach vastly
reduces the amount of data that needs to be examined if the queried features are
sufficiently sparse.

1 To explore the possibilities of utilization of inverted indexes, we designed and im-
plemented the Sachem cartridge (contribution 1). In Sachem, we used an assumption
about fingerprint sparsity to optimize the throughput of the compound retrieval from
inverted indexes: For many reasonable fingerprinting methods, most features extracted
from the dataset are in fact rare (see Fig. 1), this holds even with much simpler finger-
prints than used in Sachem [41]). Sachem is designed to optimize the query so that only
a minimal combination of sparse features is used, and, in turn, the index data is utilized
as efficiently as possible, but the query still retains a low screening FPR.

This optimization is implemented heuristically: Sachemfilters out the query features
that are either expectably dense, or do not contribute much to the filtering power of the
screening in presence of other queried features. The main improvements of this filtering
algorithm in Sachem (see Algorithm 1) can be summarized as follows:

• For most queries, the amount of information required to be loaded from the in-
dexes is reduced to several relatively short posting lists using just the information
about their filtering power (𝐹 in Algorithm 1), which can be quickly obtained from
the index statistics, or precomputed for a dataset. We found that a precomputed
𝐹 is even successfully portable among datasets, as the frequent chemical features
are usually shared; features not found in 𝐹 can be safely assumed to be sparse.
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Algorithm 1 Fingerprint filtering in Sachem, the algorithm is adapted from Algorithm 1 of contribution 1.
To avoid redundancy in the output set of filtered features, the algorithm additionally uses information
from the fingerprinting procedure (in 𝑀) that describes exact atoms from which the given feature was
extracted, and approximate statistics about expected relative occurrence (and thus filtering power) of each
of the features.
Require: map 𝐹 from features to their estimated filtering power
Input: set of query features 𝑞, set of query atoms 𝐴
Input: mapping 𝑀 from the query features to corresponding covered atoms
Input: parameters MaxBits and MinCover
Output: reduced set of features 𝑟
procedure SelectQueryBits(𝑞, 𝐴, 𝑀)

𝑟 ← ∅ ⋯ The output feature set is initially empty
𝑐 ← empty dictionary of 𝐴 → ℕ ⋯ Atom coverage
𝑢 ← |𝐴| ⋯ Count of uncovered atoms
for all 𝑎 ∈ 𝐴 do

𝑐[𝑎] ← 0
end for
𝑞′ ← sort𝐹(𝑞) ⋯ Sort by 𝐹(𝑞) in descending order
for all 𝑏 ∈ 𝑞′ do ⋯ Iterate through query features

if 𝑢 = 0 ∨ |𝑟| ≥ MaxBits then
return 𝑟

end if
𝑓 ← False
for all 𝑎 ∈ 𝑀(𝑏) do ⋯ Update coverage

if 𝑐[𝑎] < MinCover then
𝑓 ← True ⋯ Set `found' flag
𝑐[𝑎] ← 𝑐[𝑎] + 1
if 𝑐[𝑎] = MinCover then

𝑢 ← 𝑢 − 1
end if

end if
end for
if 𝑓 then

𝑟 ← 𝑟 ∪ 𝑏
end if ⋯ Add the feature to the result

end for
return 𝑟

end procedure
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• The heuristic that decides whether a feature is redundant in presence of other
features does not use any precomputed information (e.g. a possibly huge matrix
of relative feature correlations), but efficiently guesses this from the ‘coverage’ of
the query compound by the queried features, and filters out queries that increase
the coverage of each atom over a fixed limit.

• Sachem uses a relatively huge fingerprint that is not reduced to fixed size by
hashing, which contrasts many other cartridges, including pgchem [42] or
Bingo/Solr [37] that reduce the fingerprint to several thousands of bits at most.
While the hashed fingerprints are arguably more storage-efficient, the random
feature collisions caused by hashing effectively remove any rare features from
the index, which impairs the ability of the system to utilize the feature sparsity
for the optimized retrieval from inverted indexes.

Together with using an optimized version of the VF2 algorithm, Sachem cartridge
achieved over 20× speedup over other state-of-art cartridges on average queries from
the available testing datasets (see Figure 3 in contribution 1), and more than 5× over
the Sachem variant with the same matching implementation, but utilizing a highly op-
timized bitmap indexes and a smaller, hashed fingerprint. Notably, we confirmed that
the Sachem fingerprint sharply decreases the FPR of the screening, and this advantage
holds even when the heuristic query filtering is active. We also verified that the over-
head of retrieving the data from the indexes is high enough to justify trading off the slight
decrease in FPR caused by query filtering. Surprisingly, the most aggressively filtered
version of screening provided best performance on the benchmarking queries (Figure
6 in contribution 1), which supports the validity of the assumptions used in the query
filtering heuristic.

Testing and deployment of Sachem has additionally provided confirmations of many
optimistic assumptions about the ‘commonly occurring’ queries. In particular, we have
observed that most realistic queries are sufficiently specific, i.e., | Sub(𝑞)∩𝐶| ≪ |𝐶|, and
that the complicated cases of subgraph isomorphism typically do not manifest. Coun-
terexamples to these assumptions can be found (e.g., as in Figure 4 in contribution 1),
but are generally rare. In consequence, for a sufficiently good fingerprint that is able
to provide reasonably low FPR, the expected ‘practical’ complexity of the substructure
search is largely independent on |𝐶| and linear in the size of the result set, which enables
scaling to much larger datasets.

1.4 Chemical search with heterogeneous data
In the context of chemical cartridges, a heterogeneous search can be defined as a retrieval
that evaluates structural and non-structural properties of the compounds at once [43].
Typical non-structural properties include computed values (pKa, molecular mass, …), se-
quence data (such as the sequences of related biopolymers), text metadata (descriptions,
identifiers, literature references), and various combinations thereof, such as the assay
results that combine a literature reference with protein or organism identification and a
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measured activity value. (Many leading data sources in cheminformatics provide such
mixture of heterogeneous information, including ChEMBL, PubChem and ZINC [6, 44,
45].) In result, the users may ask for several substructure and similarity conditions at
once, together with e.g. a keyword query in the textual description or associated lit-
erature and a measured activity of the compound in inhibiting a protein, which may
together form a practical query that asks for derivable compounds with likely biological
activity.

While the ability to answer heterogeneous queries highly improves usefulness of the
cartridges for chemistry and many related fields [46, 47], the implementation is compli-
cated by twomain sources of problems, which can be summarized as integration overhead
and lack of interoperability.

Integration The integration overhead is formed by the common technical issues that
prevent efficient searching through heterogeneous data; mainly the differences in
indexing of the different types of data, and the necessity of connecting the data
(and indexes) at one place for the purpose of evaluating the query.

For example, the problem manifests in relational databases as such:

• The query speed-up gained from using a common B-tree-based index for
indexing a numeric data column can not be easily combined with the speed-
up gained from using an inverted index for retrieving the documents (in
our case, screening the compounds) prepared for the same relation to gain
additional performance. This can be partially addressed by using a different
indexing scheme that can support both numeric-range queries and their
combinations, such as with the method of Fontoura et al. [48] for indexing
the numerical attributes, with relatively low impact on both index size and
querying speed. Similar approaches exist for structured data. [49].

• Even if the relations are prepared for the retrieval by the conversion to in-
verted indexing, querying for data from multiple relations at once (‘join’
queries in SQL) becomes complicated with one-to-many andmany-to-many
relations present in the database structure. Schema denormalization, a com-
mon approach to tackle this problem [50, 51], may be viewed as undesir-
able due to the additional requirements on storage and data transfer speed,
which easily become restrictive [52].

Interoperability Lack of interoperability is an issue of the datasets that miss metadata
and links suitable for machine processing that would reliably connect the data en-
tries to the relevant data in other datasets, and thus supply the basic information
required for the search heterogeneity.

One of the common sources of database non-interoperability can be viewed in
identifiers of natural phenomena that, quite often, assume multiple interpreta-
tions. As a simple example, the ‘names’ are quite hard to use for identifying
the chemical compounds because of the uncontrollable number of synonyms and
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variations in the systematic naming. For that reason, most names and properties
are represented by numeric identifiers; such as the compound phenazone (some-
times also called antipyrine or analgesine) that is better identified by systematic
IDs CHEMBL277474, CHEBI:31225 and PubChem CID2206which, to some extent,
allow systematic comparison.

Design of suitable identifiers is often complicated. For example, InChI identifiers
have been designed to provide an unique, unambiguous identifications for small
molecules [12, 13], but fail in some cases — InChI design aims to provide equal
identifiers for all isomorphicmolecule structures, but chooses efficiency instead of
solving the hard cases of the associate NP-complete problem, and may generate
different identifier for the same molecule. The shorter derived InChI keys are
sometimes ambiguous because of hash collision problems [14]. Similarly, many
systems that were created to provide unambiguous categorization of properties
of live matter (such as the Gene Ontology [53–55]) are generally useful, but the
assigned properties can be best viewed as approximations that can not capture
the inherent complexity of the described objects (such as the extreme diversity of
functions of single proteins).

Recent development has resulted in a dataset publication method that tackles both
these challenges in a practical way: The datasets are published following the principles
of the semantic web as a triple-based graph structure in RDF format [56, 57], with the
identifiers standardized by RDF ontologies and vocabularies [58, 59]. This vastly sim-
plifies the machine processing of the heterogeneous data. SPARQL-based services and
endpoints can be set up to provide an infrastructure for querying the datasets over the
network [60], which is further extensible with SPARQL query federation to allow the
queries span multiple SPARQL endpoints and datasets [61], thus enabling almost unre-
stricted search heterogeneity, and automatic consolidation of data frommultiple sources.
Such scheme is often labeled as Open Linked Data [62].

1.4.1 Interoperable chemical search
The effect of availability of such structured data on science is tremendous [63], as it pro-
vides an unprecedented way in that the scientists may explore, browse and automatically
leverage the existing knowledge. The most interesting efforts to date include WikiData
and DBPedia [64, 65] and various governmental data publishing efforts [66, 67], backed
by stable ontologies such as FOAF [68]. This readily applies to cheminformatics and
bioinformatics as well [69]; many current databases provide the data as interoperable
RDF (see e.g. the structure of PubChemRDF in Fig. 2), often together with searchable
SPARQL interface, including ChEMBL, ChEBI, UniProt, neXtProt, Rhea, SWISS-PROT,
PDB, and many others [44, 54, 70–74].

Naturally, it is expectable that the substructure and similarity search possibilities will
be useful in such interoperable setting as well — for example, the availability of protein
interaction data in ChEMBL and UniProt may provide sufficient material for quantifying
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Figure 2 High-level structure
of data in PubChemRDF. White
nodes with blue text represent
external interoperable data
sources, nodes with red text
represent adherence to exter-
nal standardized ontologies.
Image was originally authored
by Kim et al. [6].

PREFIX rdfs: <http://www.w3.org/2000/01/rdf-schema#>
PREFIX sachem: <http://bioinfo.uochb.cas.cz/rdf/v1.0/sachem#>
PREFIX idsm: <https://idsm.elixir-czech.cz/sparql/endpoint/>

SELECT ?compound ?name WHERE {
SERVICE idsm:chebi {

?compound sachem:substructureSearch
[ sachem:query "CC(=O)Oc1ccccc1C(O)=O" ]

}
?compound rdfs:label ?name

}

Figure 3 An example SPARQL query with an implicitly encoded, federated call of Sachem substructure
search for superstructures of the SMILES-specified acetylsalicylic acid, which can be evaluated by the
ChEBI SPARQL endpoint. The results are labeled with compound names stored in the ChEBI database.

relations between structure and biological activity of the small molecules [75]. How-
ever, the description of substructure or similarity relations does not easily fit into the
existing RDF/SPARQL framework: While the RDF graph should describe all relations in
the dataset, the practical realization of such graph becomes complicated because of the
tremendous amount of existing similarity relations (roughly quadratic in the number of
stored compounds) and potentially infinite number of substructural patterns that may
match a structure.

2
In contribution 2, we have approached this problem by implementing a customized

SPARQL endpoint that allows serving virtual RDF triples from a connected Sachem car-
tridge (contribution 1), as a high-performance component that is able to generate the
similarity- and substructure-describing triples on demand.

Internally, the system detects special RDF triples in the SPARQL query that serve
as a label for the implicitly requested search procedure call with possible parameters,
as demonstrated in Fig. 3. This has been selected because SPARQL does not standardize
procedure calls nor parameters, and the encoding into triples does not require any exten-
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sions of the infrastructure. The whole query, together with the call and its parameters,
is translated to SQL following the previous approach of Galgonek et al. [76] (description
of the current version of the translator has not yet been published); which is in turn ex-
ecuted within the PostgreSQL database with Sachem extension, generating the data for
the resulting SPARQL variable bindings.

The software has been published as a database-style service that allows querying the
compounds from the important sources including PubChem [6], currently available at
idsm.elixir-czech.cz. The provided browser-based user interfaces allow simplified
construction of the queries (notably with the Ketcher interface [77]) and display of the
results directly in the browser, utilizing the JSON output formatting capabilities of the
SPARQL endpoint.

1.5 Future challenges
Despite the performance of the service seems sufficient for most of the identified practi-
cal goals (that is, for the demonstration queries available in the web interface and their
derivatives), the performance of the federated querying is limited by the communication
bandwidth available between the SPARQL endpoints, and certain rigidity of the proce-
dure call interface:

• Joining two remote datasets on a common key (as in relational databases) usually
requires transfer of a complete set of the join keys between the endpoints [78].
This may be very disadvantageous e.g. in the following hypothetical SPARQL
query, if the predicates :conditionA and :conditionB are relatively dense, but
mutually sparse:

SELECT ?X ?Y WHERE {
?X :conditionA ?joinKey.
SERVICE :otherService {

?joinKey :conditionB ?Y.
}

}

Multiple approaches for improving upon this problem exist, including query op-
timizers [79–82], federation ordering optimizers [83] and specialized implemen-
tations of the join-keys transfer [84]. Still, the computational complexity of the
problem (related to the complexity of query planning and optimization [85]) com-
plicates the performance improvements in many general cases, and the optimiza-
tions are rarely implemented in publicly available SPARQL endpoint services.

• While the procedure call to Sachem that evaluates the query is nicely encoded in
the standard SPARQL, the seemingly unobtrusive encoding may easily backfire
if the query is evaluated in a federated environment that manipulates the query.
Assume the following query:
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SELECT ?compound ?prop WHERE {
?compound :hasSMILES ?s.
SERVICE :idsmService {

?substructure sachem:substructureSearch
[ sachem:query ?s ]

}
?substructure :hasProperty ?prop.

}

The straightforward evaluation order that may perform sufficiently well may be
easily disrupted by a seemingly helpful optimization of the evaluating endpoint
— unaware of the evaluation overhead of the substructure search, it may, e.g.,
choose to send individual matched ?substructure keys to :idsmService, thus
causing to substructure search to fail due to unbound query variable. Possi-
bly, it may choose to send individual pairs or small batches of ?compound and
?substructure to :idsmService, inadvertently causing it to run the substruc-
ture search many times per each iteration, and producing an even-less-desirable
query timeout. This problem may be viewed as a specific case of the problem of
query cost estimation that troubles many other retrieval systems [86].

Currently, we believe that practical solutions to these problemsmay benefit from im-
provements in the data integration, enabled by the quickly growing capacity of available
storage, and improvements in indexing and querying of the data.

In particular, we recently started to experiment with extending the ways of inverted
index utilization in Sachem towards more heterogeneous data and distributed storage,
as seen within software such as ElasticSearch [87] (which was, incidentally, the database
backend of the original Sachem prototype). Data storage in a distributed inverted in-
dex promises similar scaling possibilities as the federated querying, but additionally
dodges its aforementioned caveats, and many other technical problem with SPARQL
semantics [88]. Preliminary results from a backport of the Sachem functionality to
ElasticSearch, motivated by the deployment of ElasticSearch in the ChEMBL web in-
terface1 [44], showed speed-ups of heterogeneous query processing that surpassed the
performance of the currently available SPARQL implementations. We believe this might
provide an interesting alternative to SPARQL, especially if combined with a protocol
that facilitates fast and efficient fetching of distributed data, such as Triple Pattern Frag-
ments [89].

Coincident exploration of the accessible speed-ups in the low-level implementation
details of the indexing algorithms, conducted by Javorský [90], has also shown promis-
ing results. We expect to leverage this newly accessible source of efficiency in high-
performance implementations of many types of join-style queries that have been pro-
posed for inverted indexes, including the popular similarity joins [91–93].

1https://www.ebi.ac.uk/chembl/
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Chapter 2

Fast visualization of
high-dimensional data

Single-cell cytometry, the main discipline of focus in this section, produces datasets with
quantifiable measurements of large amounts of cells in a sample [94]. Typically, the
methods such as flow and mass cytometry are able to process millions of single cells
in a very short amount of time [95, 96], providing insight of unparalleled resolution
into the structure of diverse biological systems, including many parts of immune sys-
tem [97], cells in blood, microorganism in aquatic and marine ecosystems [98], tumor
micro-environments [99], composition of organs, and many others. [100]

The measurements are typically enabled by staining the single cells (or other parti-
cles) with highly specific dyes, fluorescent markers, heavy-metal isotopes or other easily
detectable chemicals. The sample is then passed through a detector system in an ex-
tremely thin stream of fluid that enables separation of individual cells. In case of flow
cytometry, the detector system consists of an excitation element (typically a laser) and
detectors; in mass cytometry the detector system vaporizes the cells and measures the
atomic weight of remaining metal ion markers.

The resulting data comprise of a matrix of feature-vectors measured for each cell or
particle. The features and their combinations may be interpreted and used e.g. to dis-
criminate between individual cell types and debris, organism species, or for detecting
various kinds of cell activity. Other methods of cytometry, such as the imaging cytom-
etry variants [101, 102] and single-cell sequencing methods [103, 104], may generate
different kind of data, but these are typically also reduced to the matrix form to simplify
further analysis.

Complexity of manual analysis of the high-dimensional data has created a vast space
for improvement and utilization of the automated techniques that could aid fast and pre-
cise dissection the measured samples into individual cell types. A plethora of clustering
and visualization methods has been designed or re-applied to work with the cytometry
data, including SPADE, PhenoGraph, Citrus, flowPeaks, DBSCAN, and others. [105–109]
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Figure 4 Computation of a self-organizing map on a letter-shaped point cloud. Left to right: The map (in
red) is initialized randomly, then trained on the data by pulling the closest map node to each data point.
The map is first forced to unfold by applying a wide smoothing kernel (usually Gaussian) on the map node
positions; the size of the kernel is then progressively reduced, which allows the map to cover the dataset
while retaining the topology. Right: The data can be fitted to original `straightened' map topology; this
idea is the main motivation for EmbedSOM algorithm.

Despite of the availability of many analysis algorithms, interpretation of the data is
often done manually, without any pre-processing. For example, the outputs of clustering
(typically presented as heatmaps or dendrograms) lack many of the qualities of even the
simple scatter plots, which are used for observing and analyzing the cell distributions
in simplified 2-dimensional projections. Dimensionality reduction methods, represented
mainly by t-SNE and its derivatives [110–112] and more recently UMAP [113, 114], were
adopted to alleviate this problem, providing an easily interpretable 2-dimensional view
of the complex multi-dimensional data that retains the ‘view’ on the cell agglomerations,
and attempts to display their variance, shape and other spatial features more faithfully.

Apart from cytometry, the newly developed dimensionality reduction methods have
found application in many areas of science. Examples include even cheminformatics,
where compounds and their calculated properties (e.g., the fingerprints from Chapter 1)
may be represented as feature vectors and embedded into low-dimensional space, us-
ing algorithms specialized to slightly different properties of the compound space, such
as TMAP [115]; and natural-language and multimedia processing, as detailed later in
Section 2.5.

2.1 FlowSOM and EmbedSOM
Recently, several unsatisfactory tradeoffs between clustering precision and performance
of the available algorithms have been addressed by Van Gassen et al. [116], who intro-
duced FlowSOM clustering and visualization tool. FlowSOM approaches the problem
from a practical perspective, leveraging a metaclustering approach similar to the work
of Caruana et al. [117] and Vesanto et al. [118] that provides a highly-performing and
very flexible framework for the clustering.

FlowSOM utilizes the self-organizing maps (SOMs) originally designed by Koho-
nen [119]. SOMs are a kind of machine-learning algorithm with many possible interpre-
tations; useful as a simplified kind of a neural network, amanifold learningmethod, input
dataset quantization (i.e., clustering), or as a simple dimensionality reduction method.
The basic aim of the algorithm is to position a map (a set of points equipped with a
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topology, usually a 2-dimensional grid of nodes) in a high-dimensional space so that the
map nodes are close to input high-dimensional data points, and the layout of the nodes
in the multi-dimensional space is as close to the original topology as possible. The com-
putation process is envisioned in Fig. 4.

In particular, FlowSOM proceeds as follows:

1. A self-organizing map is built on the input data. (As a side result, the generated
map can be used as a relatively well-interpretable 2D representation of the data
— see Figs. 7 and 12.)

2. The SOM is used as a simplified model of the dataset, and its nodes are processed
with another clustering algorithm.

3. Clusters formed by metaclustering are mapped to original data based on the clas-
sification by the nearest-neighboring nodes of the SOM.

The ‘second-level’ clustering of SOM-generated ‘pre-clusters’ is the distinctive fea-
ture that gives FlowSOM the main characteristics: SOM training is computationally reg-
ular and highly parallelizable, thus fast, and the complicated second-level clustering al-
gorithm works only with a highly reduced dataset, which makes it computationally fa-
vorable. At the same time, the properties of SOM-style clusters and the metaclustering
guarantee high quality of the resulting clusters. Notably, the properties were largely un-
matched by other developments [120] until the very recent development of sufficiently
efficient neighborhood-based clustering methods, such as FastPG [121].

The data is pre-processed by FlowSOM to a simplified model and statistical infor-
mation (see Fig. 5 for an illustration of a multi-sample dataset), and thus admit many
simpler methods of analysis. Mainly, the samples may be reduced to compositional data
and processed by established statistical frameworks, or with specialized tools such as
diffcyt [122].

3
To aid the visualization of the cell clusters and distributions as perceived by Flow-

SOM, we have designed EmbedSOM (contribution 3), an algorithm for a non-linear pro-
jection of the cells into the low-dimensional space implicitly defined by the SOM. Embed-
SOM aims to provide a smooth mapping from the high- to low-dimensional space even
in presence of complicated multidimensional features describe by the map (an example
of the projection is available in Fig. 6). Together with the SOM training, EmbedSOM can
be viewed as a general high-performance dimensionality reduction method.

Despite showing the same data layout as the underlying SOM, the datasets visualized
as single cells using EmbedSOM show more implicit information than plain SOMs, as
shown in Fig. 7. Users may more easily observe the gaps between cell clusters (that
may be supplied to SOMs with U-matrix [125]), density and variance within the clusters,
cluster numbers, and possible presence of data points in the inter-cluster space, which
may possess biological interpretation as pathways of cell development.

Technically, EmbedSOM can be viewed as a non-linear projection enrichment
method, which constructs an embedding of high-dimensional space to lower-
dimensional space from a set of ‘example points’ in the high-dimensional space
with a known low-dimensional projection, called landmarks.
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Figure 5 A large, multi-sample dataset as reduced to amore workable form in a FlowSOM-style analysis.
The SOM weights (top, the weights internally represent a combination of markers) are used as a simpli-
fied model of the dataset for metaclustering (colored background). Data in the individual samples are
matched to the nearest SOM weights, giving a highly simplified but sufficiently precise representation of
each sample as a vector of relative data point frequencies. This can be further used to analyze the sample
groups statistically.

EmbedSOM

Figure 6 Simplified view of EmbedSOM algorithm: Corresponding pairs of landmarks in high- and low-
dimensional space (black points, here generated by the SOM algorithm) are used to approximate the non-
linear embedding of other high-dimensional points into the low-dimensional space.
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Figure 7 EmbedSOM (right) provides
similar layout of the data as SOMs (left),
but improves the appearance of dataset
structure, such as the presence of small
clusters in the upper left corner. The
pictures show the dataset by Saeys et
al. [123] colored by the expression of
CD3 marker on cell surface (top row), and
Cydar-style [124] color coded differential
cell abundance (bottom row).

A complete algorithm description is available in contribution 3, Algorithm 1. The
critical properties of the algorithm are as follows:

• For a given set of landmarks, projections of multiple points can be computed in-
dependently. This guarantees that the asymptotic complexity of the algorithm
is linear with the dataset size (and thus favorable for processing of very large
datasets), and that the computation can be easily parallelized.

• The algorithm interprets the high-dimensional points only as projections to 1-
dimensional affine subspaces (‘lines’) generated by pairs of the high-dimensional
landmarks, which are re-interpreted in the low-dimensional space to estimate the
position of the output point images (see Fig. 8). The non-linearity of the projec-
tion is provided only by weighting the components of the approximation by the
distances of the input point to the individual landmarks. This approach is simpler
and more robust than the problematic reinterpretation of the mutual distances of
multidimensional points in low-dimensional space, such as used by t-SNE.

• The projection is mathematically smooth, which, put simply, ensures that con-
nected dataset features will always be displayed as connected.

For the original EmbedSOM version, we re-used the landmarks generated by the
SOM in the first stage of FlowSOM algorithm that was originally executed on the
data for clustering and dissection purposes (the SOM nodes and their positions in the
2-dimensional grid were used as high- and low-dimensional landmarks). With the
SOMs, the method is conceptually similar to the resolution-enhanced viSOM algorithm
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𝑝 𝑝

Figure 8 EmbedSOM computes
an approximate description of a
point (𝑝) in the high-dimensional
space by projecting it to sim-
pler affine subspaces generated by
pairs of landmarks, in this case the
nodes of a small SOM. The rel-
ative projected coordinates of 𝑝
(white points) are transferred to
the lower-dimensional space; the
low-dimensional image of 𝑝 is fit-
ted so that discrepancy between
the coordinates in high- and low-
dimensional space is minimal.

Figure 9 A realistic dataset
by Wong et al. [128] with 327
thousand 39-dimensional data
points, visualized by Embed-
SOM. Each point represents a
single measured cell, colored
by cell type (left) and organ
of origin (right). (Closer de-
scription is available in contri-
bution 3, Figure 3.)

by Yin [126], but with a more elaborate projection method and working with standard
self-organizing maps.

Later it became apparent that it is also possible (and often beneficial) to slightly op-
timize the 2-dimensional coordinates of the SOM grid to aid the visualization, and even
to generalize the concept and generate the high-dimensional landmarks with entirely
different algorithms than SOMs. In contribution 3, we show that even random selection
of landmarks can produce good results, and introduce a specialized model of a growing
SOM [127] structured as a quadtree, called GQTSOM, that provides further improve-
ments. Notably, using the GQTSOMs we were able to speed up the computation, and
provide an uncluttered display of very complicated datasets with many cell populations.
Example output of the generalized EmbedSOM version is shown in Fig. 9.

2.2 Performance of SOM-based analysis
Both FlowSOM-style clustering and EmbedSOM specifically avoid algorithmic evalu-
ation of relations between individual data-point pairs, which is a common source of
computational complexity in many other algorithms. For example, PhenoGraph, t-SNE,
UMAP, IsoMap [110, 113, 129] and many others construct a 𝑘-nearest neighbors (𝑘-NN)
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Figure 10 Performance of the current EmbedSOM implementation compared to other algorithms and
methods. Time required for the computation scales almost linearly, even with very large datasets. Per-
formance of many other algorithms decreases with dataset size, either because of the inherent algorithm
complexity (in case of t-SNE, UMAP and TriMap), or because of implementation problems (in case of Flow-
SOM being used for the computation of the SOM).

graph of the input dataset as the first step, and use that as a data representation. That
is not only super-linear (the currently best 𝑘-NN graph construction methods, such as
the HNSW [130] used in FastPG [131], work in 𝒪 (𝑛 log𝑛)), but also requires additional
memory to store the graph. Specifically in the case of flow and mass cytometry datasets,
this may be viewed as undesirable:

• The datasets usually contain relatively dense Gaussian clusters of data points that
can be interpreted as identical, and the vast majority of the k-neighborhoods de-
scribes the irrelevant internal structure these clusters.

• Because of the relatively low dataset dimension (≤ 50), the 𝑘-NN structure is often
more complicated and requires more storage than the original data. (On the con-
trary, this does not hold in higher-dimensional datasets, such as from single-cell
RNA sequencing, where the dimensionality is exceedingly high, and the reduction
to 𝑘-NN graph vastly simplifies the ensuing computation.)

Trading off the precise data representations by 𝑘-neighborhoods for regularity of the
data structures and memory efficiency has resulted in a favorable computation complex-
ity. In particular, computation of a fixed-size SOM map and an EmbedSOM projection
for a dataset of 𝑛 𝑑-dimensional data points can be finished in 𝒪 (𝑛 ⋅ 𝑑) time and 𝒪 (𝑑)
additional memory. The obtainable performance, compared with several other methods,
is summarized Fig. 10.

The peculiar assumption of the fixed SOM size for any dataset, as used above, is
derived from the use of algorithm in practical setting: We never use self-organizing
maps larger than around 40×40 nodes, as the level of detail is sufficient for the usual
flow and mass cytometry datasets, and approaches the practical limit of information that
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can be quickly observed in a single image by a human. Potential loss of detail may be
compensated by re-embedding a selected interesting part of data [132, Figure 2], which is
often more feasible than a computation of an exceedingly detailed embedding. (Notably,
the quick recomputation of the embedding on subsets of data has allowed us to contribute
a dynamic alternative to the lengthy, often fruitless debate about preservation of the very
loosely defined global- vs. local-structure in dimensionality-reduced datasets. [133, 134])

Alternatively, the number of nodes in the SOM can be set as variable𝑚, which causes
the time and space complexities expand to 𝒪 (𝑛 ⋅ 𝑑 ⋅ 𝑚) and 𝒪 (𝑑 ⋅ 𝑚), respectively. This
optionally allows us to specify a version of the algorithm that uses a more complicated
self-organizing map for larger (and expectably more complicated) datasets — for exam-
ple, assuming the dataset size grows exponentially with a number of ‘interesting fea-
tures’, such a dynamic-resolution embedding would work in time 𝒪 (𝑛 ⋅ 𝑑 ⋅ log𝑛).

Currently, we continue the development of the SOM-based methods, aiming to uti-
lize the easily accessible parallelism and produce faster algorithms with new potential
use-cases. Preliminary results from the development of GigaSOM.jl demonstrated the
applicability of SOM-based analysis in distributed high-performance computing envi-
ronment [135]; allowing simple interactive processing of the largest currently available
datasets, such as the 3i T-cell spleen panel dataset1 created within the large-scale screen-
ing effort of the International Mouse Phenotyping Consortium, which contain thousands
of samples and billions of single-cell events.

Our recent work on the k-means clustering [136] (computation of which is almost
equivalent to the SOM batch-update training [137]) confirms that the SOM-based meth-
ods can be further accelerated using GPUs. Preliminary benchmark data2 suggest that
GPU-accelerated processing should be able to provide real-time embedding even of rel-
atively large datasets.

2.3 Application in semi-supervised analysis

The main reason for developing EmbedSOM was to provide a tool that would enable
transition of the interactive exploratory analysis from the prevalent manual gating to
more advanced, machine-assisted analysis methods. In particular, with EmbedSOM we
have obtained a sufficiently fast tool for providing comprehensive visualizations of the
data, with a performance that avoids many computation-caused delays in analysis. Sim-
ilar ideas have been pursued with other dimensionality reduction methods, such as in
HSNE [111].

4 Utilizing this new benefit, we have constructed ShinySOM (contribution 4) as a
proof-of-concept practical replacement of the manual analysis. ShinySOM uses the
SOMs as a basis for dissecting and visualizing the cells, with several novel features:

1http://flowrepository.org/id/FR-FCM-ZYX9
2https://github.com/krulis-martin/cuda-kmeans.
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Figure 11 Screenshot of themain ShinySOM interface for SOM-assisted clustering. Left: shinyDendro
interface displays the cluster hierarchy from MHCA algorithm [140]. Right: Picked clusters are immedi-
ately visible in the embedding.

• When dissecting the cell populations, the user is always presented with the
dimensionality-reduced overview of the whole dataset, which helps avoiding
errors like misclassified, incompletely classified or overlooked populations.

• The workflow does not utilize clustering directly, in order to avoid many miscon-
ceptions of ‘automated’ separation of cells into groups [138]. Instead, the user
is presented with an interface for picking out the groups of cells from a den-
drogram, similarly as in iDendro [139]. (Our port to JavaScript and R is called
shinyDendro 3.)

• The Mahalanobis-average-linked hierarchical clustering (MHCA) by Fišer et
al. [140] was customized to work within the FlowSOM-style metaclustering
framework, to provide better and more precise dendrograms for the dissection.

The resulting interface is displayed in Fig. 11.
Equipped with several other utilities, such as the basic data transformations, diffcyt-

style plotting of relative cell counts in the datasets [122], and Cydar-style ‘significant
difference plots’ [124] (here shown in Fig. 7), ShinySOM has formed a powerful demon-
stration of the capabilities and performance of the SOM-assisted analysis.

Currently, we continue this development by optimizing the basic building blocks
of the interactive analysis environments: The recent work of Molnárová [141] has pro-
vided a connection between the interactive graphical environments and highly efficient
low-level methods of data processing, which will allow us to implement many new de-
manding analysis algorithms and visualizations into a user-steerable environment.

3https://github.com/exaexa/shinyDendro
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As an incidental result, we observed that the porting of the MHCA algorithm to the
FlowSOM metaclustering ‘framework’ has vastly improved its performance, and made
it applicable to datasets of more than 106 cells. That was later followed by preliminary
results of Šmelko [142] that show high viability of further accelerating the algorithm by
massively parallel hardware. The obtained speed-up may benefit many future applica-
tions of the MHCA clustering.

2.4 Indexing cytometry datasets
The result of a typical cytometry experiment contains many additional information atop
of the raw readings of the cell properties. Typically, the experiments are annotated with
metadata about sample origin, such as organism species, condition, mutations, cell stim-
ulations, timestamp, sample batch description, and others. Organization, archiving and
browsing of the sample data is becoming increasingly important in e.g. in long-term
medical screening, where it is beneficial to retrieve historical patient samples by proper-
ties, in order to detect possible disease symptoms, or to provide additional information
required to infer prognosis. Here, we briefly review the possibilities of indexing this kind
of data.

Notably, much of the metadata is easily adaptable to inverted indexing, similarly
as with the chemical metadata in Section 1.4; however, the methods do not adapt well
to indexing of the cell distributions in the samples. Here, we describe the challenges
of building a system that might be used for quickly answering relevant queries about
sample compositions using inverted indexes, thus in a way useful for heterogeneous
querying. In particular, we would like to quickly answer queries similar to ‘Which sam-
ples contain large portion of CD4-positive T cells?’ and ‘Which samples contains similar
ratio of CD4 and CD8-positive T cells?’

Although the indexing of the raw cell counts is possible by following the structure
suggested in Fig. 5 and indexing the cell counts as numeric data [48], the compositional
nature of the data complicates the indexing that could support the queries above. Most
importantly, the data should be represented as compositional values on a simplex (possi-
bly transformed to better represent the behavior of compositional data, such as described
by [143]), and the index should be constructed to allow comparison of individual cluster
groups independently of others.

Consider, for illustration, the following (very simplified and reduced) dataset of cell
counts in two samples:

Sample ID CD4+ T Memory CD8+ T Naive CD8+ T NK

1 100 60 40 200
2 220 80 140 30

The data may be viewed as approximate compositions to compensate for the differing
(and irrelevant) absolute cell count:
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Sample ID CD4+ T Memory CD8+ T Naive CD8+ T NK

1 0.25 0.15 0.10 0.50
2 0.47 0.17 0.30 0.06

With the columns indexed individually as inverted numeric indexes, answering the
query ‘Select the samples with more than 20% of CD8+ T cells’ requires examining
almost all data from all subpopulations of CD8+ T cells. In a generic case, this can
result in retrieving almost all data from an arbitrary set of user-specified columns (i.e.,
a possible aggregate column that could simplify the situation cannot be prepared in
advance), thus erasing the advantage of sparsity in the index.

Moreover, even the total relative amount of cells in a single population rarely gives
relevant information, but must be instead compared to a reasonable ‘base’ population:
For example, the total amount of CD8+ cells differs in both samples (sums up to 0.25
resp. 0.47), but compared to a relevant group of all T cells, their proportion is 0.5 in both
cases.

Construction of an efficient indexing scheme that could answer such queries about
the relative ratios of arbitrary column aggregations is, to the best of our knowledge, an
open problem. Possible future approachesmay include simplifications of the query space
(e.g., restriction to a small number of hierarchical cluster aggregations that can partially
approximate answers to many realistic queries), and exhaustive indexing of all ratios (for
the cost of increased storage). Unless a completely different viable indexing strategy is
found, we believe that in the general case, a brute-force approach that lists the matching
samples directly from the composition data will perform better than inverted indexing.
This is supported by recent high-performance implementations of search engines that
accelerate the search in the matrix data using massively parallel hardware, such as the
one by Kruliš et al. [144].

2.5 Application in multimedia
Similar principles of SOM-based data visualization as in cytometry may be applied in
many seemingly unrelated fields. Here we focus on the video browsing applications in
multimedia retrieval [145]. The general aim of video retrieval is to find a target scene,
such as a particular video frame, a frame that matches a textual description, or any video
that matches a loose category, in a large dataset of videos that generally lack any anno-
tation useful for search. This task is the main motivation for many conferences and
workshops, including e.g. the Video Browser Showdown (VBS) [146] or Lifelog Search
Challenge [147].

For the purpose of browsing, the high-dimensional dataset of the individual video
frames (typically bitmap images) can be processed by many existing image classification
algorithms to a set of (relatively) small vectors of features. The current approaches are
commonly based on deep convolutional neural networks [148–150], and the useful fea-
tures are often extracted from the neurons present just before the output layers [151, 152]
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Figure 12 Selection of video
frames from the V3C1 data-
set [155] arranged into a grid
by a SOM, as seen in SOMHun-
ter software. Grouping of the
frames by the implicit `topic'
facilitates quick spotting of the
relevant frames by the user.

— these provide a good description of available features with little bias towards the data
used for training the network [153]. Generally, the frame feature vectors form similar
clusters as the feature vectors of cells, and similar browsing methods can be successfully
applied.

5
We have used these principles to construct SOMHunter [154], a video browsing soft-

ware that targets solving the known-item search and ad-hoc video search problems as
defined by VBS [146]. Recently, in contribution 5, we have released SOMHunter as open-
source software.

The process of searching for a video frame is, to certain extent, similar to searching
for a rare cell population in cytometry, with a notable difference: The features identified
by the neural network in images are not generally interpretable, which makes it hard to
find a simple rule that would allow identifying an image category such as ‘images with
dogs’ from the feature vector. Instead, the user needs to find several example images
that are used to estimate the desired feature vector and can be used as a starting point
for the search.

Multiple approaches exist for selecting the examples: One may use a carefully pre-
pared set of images that describes all available features (such a set can be obtained by
clustering the dataset and selecting good representants of each cluster); let the user to
find a matching image online (such as using Google Images search engine) and generate
the desired feature vector from the search results; or find an embedding of natural lan-
guage words into the feature vector space and allow specification of the examples as text
queries. SOMHunter uses a combination of theW2VV++ word embedding method [156]
with a dynamically constructed self-organizing map (see Fig. 12 for an example that
displays a quickly comprehensible map of images from the dataset that are relevant to
‘sport’ and ‘trees’).

This approach facilitates fast reduction of the set of ‘viable’ frames by the initial key-
word search, and consecutive specification of better query examples selected from the
SOM, which is dynamically created in real time to reflect the set of current viable frames.
Internally, SOMHunter uses a scoringmechanism based on the PicHunter image retrieval
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engine by Cox et al. [157], which stores for each frame a probability that the frame is the
‘target’, and dynamically recomputes all probabilities (or, more precisely, ‘scores’) using
a modified Bayesian update rule to reflect the user selection of good examples. A com-
putational advantage of the approach is relative simplicity of the update, which can be
summarized for a vector of scores 𝑠 of each frame 𝑓 of corresponding feature vector 𝑣𝑓,
sets of all viewed frames 𝑉 and frames selected by user as ‘positive examples’ 𝑃, cosine
metric 𝛿cos and a ‘sharpness’ parameter 𝜎 using a quickly computable and parallelizable
formula:

𝑠′
𝑓 = 𝑠𝑓 ⋅ ∏

𝑝∈𝑃

exp(−𝛿cos(𝑣𝑓, 𝑣𝑝) ⋅ 𝜎−1)
∑𝑥∈(𝑉 ∖𝑃)∪{𝑝} exp(−𝛿cos(𝑣𝑓, 𝑣𝑥) ⋅ 𝜎−1)

.

Use of the SOMs in SOMHunter is novel mainly by the focus on quickly displaying
a simplified representation of the dataset, which the user may dynamically refine or
recompute in case the representation does not match the expectations. SOMs have been
previously used for image and video search, but mainly to provide feature maps from a
large, static dataset, that the user would utilize for choosing initial search examples. [158]

The approach seems to have more applications in specialized video search prob-
lems where finding good examples is complicated. For example, the lifelog data — con-
tinuously collected bulk videos of the environs of a person — are quite challenging to
search through, because the long sequences of almost-identical frames collected in lifelog
datasets are hard to discriminate based on any previous knowledge. The recent utiliza-
tion of SOMs for this purpose alleviated this problem by displaying the subset of the
almost-identical frames arranged by similarity, which seems to benefit the user by high-
lighting and visually ‘sorting’ the differences in the data [159], and thus simplifying the
search for the most relevant example.

Finally, the results of both EmbedSOM and SOMHunter show that, despite the
relative simplicity, the self-organizing maps provide highly comprehensible and in-
terpretable representations and visualizations of high-dimensional data. We believe
that the ability to quickly produce such visualizations using the new high-performance
software will help to improve many other areas of data analysis, especially if they can
benefit from fast and efficient human-computer interaction.

31



32



Conclusion

This thesis summarizes several approaches to deal with complicated, high-dimensional
data in modern life sciences. In the two chapters, it details the motivation and main
results of the five main selected contributions of the thesis, as presented in Part II.

The first two contributions describe a technological advance in indexing of the very
high-dimensional feature space of the chemical graph structures, and implementation
of the principles in the chemical cartridge Sachem. The presented methodology can be
used to further support and accelerate various other tasks, including the heterogeneous
queries in a federated, interoperable setting.

The rest of the contributions focuses on the utilization of self-organizing maps in
data visualization. The results include a novel, highly scalable algorithm for dimen-
sionality reduction that has found application in interactive processing of the data from
flow and mass cytometry; and an interesting application of dynamically created self-
organizing maps in multimedia retrieval, more precisely in the interactive, user-guided
search for a visual item of known appearance or description.

As highlighted throughout the thesis, the contributions open several new questions
that might be interesting for future research. Section 1.5 hints at the mildly unsatis-
factory state of the scalable search possibilities of current life-science datasets, where
the current challenges in interoperability, integration and distributed querying may be-
come problematic for the future development of the field; we believe that our research
provides a solid ground for the researchers who will aim to tackle these problems. Sec-
tions 2.3 and 2.5 delineate the improvements in the elemental data presentation meth-
ods in human-involving interactive workflows and analyses, which we hope to apply in
much wider context to construct software that provides comprehensive solutions to the
challenges in both cytometry data analysis and video search. Perhaps most surprisingly,
the problem of scalable indexing the highly-dimensional composition data that arises
in large-scale studies in cytometry, as described in Section 2.4, has — to the best of our
knowledge — not yet been identified in the available literature, and although the current
naive approaches may work sufficiently for our use-case, we believe that further study
will be needed to demonstrate (or deny) the tractability of the problem.

Finally, we hope that the contributions of this thesis will simplify the analysis of
high-dimensional data, and broaden the applications of computational data processing
in many diverse fields of research.
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Part II

Contributions
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Contribution 1
Sachem chemical cartridge

The first contribution describes the development of Sachem chemical cartridge, closer
detailed in Section 1.3. In perspective, the sotware has solved a long-standing problem
with search performance that enabled development of contribution 2.

(The cartridge name ‘Sachem’ was selected as one of the few words from the retro-
grade dictionary that ended in ‘-chem’ and was not already used for some other chem-
informatic development. In the original meaning, a sachem is a name of the paramount
chiefs of north-eastern Native American tribes, likely with little connection to chemin-
formatics.)

Published as Miroslav Kratochvíl, Jiří Vondrášek, and Jakub Galgonek. “Sachem: a
chemical cartridge for high-performance substructure search”. Journal of chem-
informatics 10.1 (2018), pp. 1–11

A re-printed manuscript that would appear
here is omitted in the electronic version of
the thesis.
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Contribution 2
IDSM

IDSM is an interoperable wrap of the Sachem functionality that enables the federated
version of heterogeneous querying of the compound-related data. The current website
at https://idsm.elixir-czech.cz/ has been updated with new functionality since
the original publication, but the core SPARQL endpoint functionality is unchanged.

Published as Miroslav Kratochvíl, Jiří Vondrášek, and Jakub Galgonek. “Interoperable
chemical structure search service”. Journal of cheminformatics 11.1 (2019), p. 45

A re-printed manuscript that would appear
here is omitted in the electronic version of
the thesis.
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Contribution 3
EmbedSOM

The original EmbedSOMdescription, intended for publication in a biology-oriented jour-
nal, has not been accepted and now resides on bioRxiv [132]. This extended article
is slightly more systematic, presenting also a natural extension of the underlying self-
organizing maps that aims to improve the visualization quality. (Pages 13–18 with the
transcript of the review process are removed from the reprint for brevity.)

Published as Miroslav Kratochvíl, Abhishek Koladiya, and Jiří Vondrášek. “Gener-
alized EmbedSOM on quadtree-structured self-organizing maps”. F1000Research
8.2120 (2019). [version 2; peer review: 2 approved], p. 2120

A re-printed manuscript that would appear
here is omitted in the electronic version of
the thesis.
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Contribution 4
Interactive SOM-based cytometry
data analysis

ShinySOM is a straightforward demonstration of the interactive-level analysis perfor-
mance that can be obtained with the SOM-based algorithms. The short form of the
article is determined by the journal requirements; most of the supporting information
was moved to supplementary.

(The name ‘ShinySOM’ is a combination of ‘Shiny’ reactive interface framework for
R, and ‘SOM’ as used in FlowSOM, EmbedSOM and other SOM-based tools.)

Published as Miroslav Kratochvíl, David Bednárek, Tomáš Sieger, Karel Fišer, and Jiří
Vondrášek. “ShinySOM: graphical SOM-based analysis of single-cell cytometry
data”. Bioinformatics 36.10 (2020), pp. 3288–3289

A re-printed manuscript that would appear
here is omitted in the electronic version of
the thesis.
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Contribution 5
SOMHunter

SOMHunter [154] is a straightforward application of the methodology from contribu-
tions 3 and 4 to the problems in video browsing and retrieval. The quick SOM-directed
browsing has been proven effective enough for winning the VBS 2020 competition, and
spawned several other applications [159]. The main contribution of the development is
the release of SOMHunter as an open-source video search tool [160], suitable for cus-
tomization by the new participants of VBS and other competitions.

(The name of SOMHunter is derived fromPicHunter byCox et al. [157], which served
as a base for the internal frame ranking system.)

Published as Miroslav Kratochvíl, František Mejzlík, Patrik Veselý, Tomáš Souček, and
Jakub Lokoč. “SOMHunter: lightweight video search system with SOM-guided
relevance feedback”. In: Proceedings of the 28th ACM International Conference on
Multimedia. MM ’20. In press. ACM, 2020

A re-printed manuscript that would appear
here is omitted in the electronic version of
the thesis.
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