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Introduction  

Anomaly detection is widely used in a variety of domains. It can be used for 

intrusion detection, fraud detection for credit cards, insurance or health care, system 

malfunctions or in data pre-processing for removal anomalous data.  

With the growth of data entries related to patient conditions and treatments, 

anomaly detection found its use also in medicine. It can be used for diagnosing as 

well as for alerting to unusual treatment. 

In this thesis the domain of our interest is the stock market. Detection of 

anomalies in real-time is very important for broker companies because an undetected 

anomaly could be very costly. It is not feasible to have a person monitor the trading 

because there is too much data to follow. Therefore, automatic real-time anomaly 

detection is very valuable. 

Goals  

The goal of this thesis is to research various models that could be used for real-time 

anomaly detection in stock market trading.  

We can break down this goal into following steps: 

 Create a tool for generating features from trading data. 

 Study methods that can be used for anomaly detection in time series. 

 Evaluate these methods on real broker data.  

 Propose model or models that should be further researched and 

optimized for real-time anomaly detection. 

Structure 

The thesis is divided into four main chapters.  

Chapter 1 introduces the necessary theoretical background that is needed for 

understanding the following chapters. In this chapter, we describe the basics of 

machine learning, feature engineering, anomaly detection, statistics and time series. 

Furthermore, it provides the reader with the theory behind the models we used for 

anomaly detection. 

Chapter 2 thoroughly analyses the used tools and it also lists other 

alternatives that could be used. Moreover, we also describe the issues we 

encountered and their solutions.  
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Chapter 3 contains the description of our solution. We describe the 

architecture of the tool for feature generation and architecture of our anomaly 

detection.  

Chapter 4 shows the whole process of experiments. It contains the 

information about the data we had available, our methods of anomaly detection and 

parameter tuning. It also shows and describes the results of the models.  
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1. Background 

In this chapter, we describe basic theory, terminology and techniques needed for 

understanding the models used in this thesis for anomaly detection. 

Firstly, we will talk about machine learning and anomaly detection in general. 

And we will describe the machine learning workflow. 

Secondly, we will discuss features and their importance for machine learning 

tasks. 

The next section deals with time series, important properties of time series for 

statistical models and statistical tests that can detect those properties. 

Afterwards, we will explain the theory behind models used for anomaly 

detection in time series, which were used in this thesis.  

Finally, in the last section, we will describe measures that can be used for 

determining the performance of machine learning algorithms. We will focus in more 

detail on the measures that are suitable for anomaly detection algorithms. 

1.1 Machine learning and anomaly detection 

According to Murphy [1], machine learning can be defined as a set of methods that 

can automatically detect patterns in data, and then used the uncovered patterns to 

predict future data, or to perform other kinds of decision making. 

We usually distinguish three main types of machine learning – predictive or 

supervised learning, descriptive or unsupervised learning and reinforcement learning 

[1].  

In the supervised learning, our goal is to learn a mapping from inputs 𝑥 to 

outputs 𝑦, given a training set of input-output pairs [1]. The output vector y is also 

called target vector [2]. If the domain of the target vector is a finite set of discrete 

categories, we want to perform classification [2]. If the target vector consists of one 

or more continuous variables, we are talking about a regression problem [2]. 

In the unsupervised learning, only the set of inputs is given to us, and our task 

usually is to find interesting patterns in the data [1]. When we are trying to find a 

group of similar examples, we are talking about clustering [2]. Determining the 

distribution of the data within the input space is called density estimation [2]. 

Finally, the last type, the reinforcement learning is concerned with finding the 

suitable actions in order to maximize a reward [2]. 



4 

 

1.1.1 Anomaly detection 

According to [3], “Anomaly detection refers to the problem of finding patterns in 

data that do not conform to expected behaviour.” It is a set of techniques and systems 

that helps us find unusual behaviours [4].  

In literature, these non-conforming patterns or unusual behaviours are often 

referred to as anomalies, outliers, discordant observations or exceptions [3]. The 

terms anomalies and outliers are often used interchangeably. Barnett and Lewis [5]  

define anomaly in a set of data as “An observation which appears to be inconsistent 

with the rest of the data.” And they [5] emphasize the phrase “it appears to be.”   

In order to detect the non-conforming patters, we need to define the normal 

region [3]. However, to define such region, that encompasses every possible normal 

behaviour is extremely difficult [3]. Moreover, anomalies might be induced in the 

data for a variety of reasons [3]. The application domain is also of great importance. 

In some domains (i.e. medicine) even small deviation from normal regions might be 

an anomaly, while in other domains (i.e. stock market) such deviation might be 

perfectly normal [3]. Also in many domains, the normal behaviour changes and it 

might be hard to represent the future normal behaviour with the notion of current 

normal behaviour [3]. 

It is very hard and also expensive to obtain labelled data which is accurate as 

well as representative enough for training [3]. Labelling is done manually by human 

experts, therefore it might be even hard to obtain labels for calculating performance 

of used models. Therefore, for anomaly detection, unsupervised learning is usually 

used.  

Another option is so called semi-supervised learning. This approach uses 

labelled data, but only for the normal class. The aim of this approach is to define a 

boundary of normality [6]. 

1.1.2 Machine learning workflow 

In the previous two sections, we described basic terminology regarding machine 

learning and anomaly detection. In this section, we will describe the whole process 

from obtaining the data to calculating performance of the models. 

Data that are given to us are observations of some real world phenomenon. 

These observations can be of various types, some might be missing and of course 
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there is also some noise. Overall, we need to transform the raw data into a format 

that is acceptable for our models. 

The process of transforming the data and extracting meaningful observations 

is called feature engineering. We will talk about feature engineering more in the 

following section. 

Now that the data is ready, we need to select models. In machine learning, we 

pick both the model and the features and the choice of one affects the other [7].  For 

this reason, we decided to split the feature generation and pre-processing part.  

After picking up the models and the pre-processing, it is time to choose the 

best hyperparameters and train the models. Hyperparameters are usually chosen 

based on a metric. In unsupervised learning, training of the models is done by 

splitting the data into two parts – training set and test set. The model then learns 

distribution and other properties of the data on the training set and applies this 

knowledge on the test set.  

When the models are built we want to evaluate them by calculating their 

performance using some performance metrics. 

In order to choose the best model for our task, we need to repeat the 

experiments on more data sets.  

1.2 Feature Engineering 

In the previous chapter, we defined feature engineering as the process of 

transforming the data and extracting meaningful observations. In literature [7], 

feature engineering is defined as “the process of formulating the most appropriate 

features given the data, the model and the task.”  

By feature we understand a numeric representation of the data that is either 

directly derived from the data or from other features [7].  

1.2.1 Types of features 

In our project we were generating features of three types – aggregation, state and 

latency. 

Aggregation features are counts of occurrences of an event in a group over a 

time window. Examples of this feature type in our case might be the amount of sent 

messages between two clients over a given time window, the amount of rejected 

orders and the amount of filled orders.  
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State features represent the state in a group in time windows. Examples of 

state features are the average of bought orders, the sum of sold stocks or the average 

price of sell orders. 

For the latency features we calculate time between two events. For example 

we might be interested in the latency between sending a request and 

acknowledgment of this request. 

1.2.2 Feature selection 

The process of feature selection is closely related with feature engineering. The 

number of features is also important for many models [7]. If we select too many 

features, our model may suffer from the curse of dimensionality [8].  

With reasonably large training data we would suppose that we can find large 

enough neighbourhoods of observations around any 𝑥, however this intuition breaks 

with higher dimensions, because also the distance between points increases [9]. 

Higher dimension of features also increases running time and it is more 

expensive and tricky to train the models because some features might be completely 

irrelevant to our task [7]. Therefore we want to select the smallest subset that 

represents the world phenomena we are trying to describe.    

There are several approaches for feature selection. Firstly, the set of features 

can be chosen manually by some experts. Secondly, we can use some algorithm to 

select the set of features automatically.  

An example of such algorithm is forward stepwise selection. This algorithm 

starts with zero features and adds gradually one feature at a time until all features are 

used [8]. This way, we build 𝑝 models where 𝑝 is the number of features. At each 

step, we add the one to the model that improves the model the most [8]. Then the 

model with the best performance is chosen. 

1.2.3 Importance of features 

The previous sections showed the importance of features as they directly influence 

the training time and the performance of models.  

Features are important not only for machine learning algorithms but also for 

statistical models. The importance of features in such context was showed by David 

Goldberg and Yinan Shan [10] on two real-life examples regarding anomaly 

detectors used at eBay. 
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1.3 Statistics 

In this chapter, we describe the terminology necessary for understanding the 

following chapter and mainly the process of model selection and evaluation in terms 

of statistics. 

1.3.1 Autocorrelation 

Autocorrelation measures the linear relationships between lags in the time series 

[11]. We define the autocorrelation function for the lag 𝑘 as: 

𝑟𝑘 =
∑ (𝑦𝑡 − �̅�)(𝑦𝑡−𝑘 − �̅�)𝑇

𝑡=𝑘+1

∑ (𝑦𝑡 − �̅�)2𝑇
𝑡=1

, 

where 𝑦𝑖 is the measurement at time 𝑥𝑖 and 𝑇 is the length of the time series [11]. We 

can create an autocorrelation plot from the autocorrelation function. The 

autocorrelation plot can be used for testing randomness in data or for fitting ARIMA 

model 1.5.1. If we want to use it for fitting the ARIMA model 1.5.1, we can set the 

significance level as: 

±𝑧
1−

𝛼
2

√
1

𝑇
(1 + 2 ∑ 𝑦𝑖

2

𝑘

𝑖=1

, 

where 𝑘 is the lag, 𝑇 is the length of the time series, 𝑧 is the cumulative distribution 

function of the standard normal distribution and 𝛼 is the significance level [12].  

Partial autocorrelation at lag 𝑘 is calculated as the autocorrelation between 𝑥𝑡 

and 𝑥𝑡−𝑘  with the autocorrelation in between the values are not taken into account 

[12].  

1.3.2 Moving average 

Moving average is a series of averages of different subsets of constant size of the 

data. We obtain the first element by taking the average of the initial subset of fixed 

sized. For obtaining the following elements we shift the subset forward by excluding 

the first element of the series and including the next number into the subset.  

Simple moving average (SMA) is an unweighted mean taken from the 

previous 𝑛 observations. SMA has the following formula: 

𝑆𝑀𝐴 =
1

𝑛
∑ 𝑥𝑖

𝑛

𝑖=1

, 



8 

 

where 𝑥𝑖 is an observation. 

Exponential weighted moving average (EWMA) is similar to SMA but it 

adds weights to the points closer to the latest value. EWMA has the following 

formula: 

𝑦𝑡 =
∑ 𝑤𝑖𝑥𝑡−𝑖

𝑡
𝑖=0

∑ 𝑤𝑖
𝑡
𝑖=0

, 

where 𝑥𝑡 is the input observation, 𝑦𝑡 is the output and 𝑤𝑖 is the weight. We calculate 

the weight as follows: 𝑤𝑖 = (1 − 𝛼)𝑖 , where 0 ≤ 𝛼 ≤ 1and 𝛼 =
2

𝑠+1
. The parameter 

𝑠 is called span and it is specified by us.  

   

1.3.3 Model selection 

Model selection is the process of estimating the performance of various models in 

order to find the best one given the data. In our case, we will focus on 

hyperparameters tuning, the process of finding an optimal set of hyperparameters for 

a given model. We need to choose an approach and for some cases also a criterion. 

For some models, such as neural networks or SVM, it is possible to use 

gradient-based optimization. This algorithm tries to find local minimum of a 

differentiable function by taking steps proportional to the negative gradient of the 

function at some point. We can also imagine this as a local search algorithm which 

looks at the neighbours of the current state and chooses the best one.  

Second possible approach is the grid search algorithm. This algorithm 

exhaustively searches the defined subset of hyperparameters and it builds a model for 

each combination of hyperparameters. Each model is then evaluated by chosen 

performance criterion.    

1.3.4 Model evaluation 

First metric we want to mention is the mean squared error (MSE). This metric 

measures the average squared difference of the estimated or predicted values and the 

actual values.  

 

For predictor we compute the MSE as follows: 

𝑀𝑆𝐸 =  
1

𝑛
∑(𝑌𝑖 − �̂�𝑖)

2
𝑛

𝑖=1

, 
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where 𝑛 denotes the amount of data points (and predictions), 𝑌 is the vector of the 

observed data points and �̂� is the vector of predictions. 

Another possibility is the Akaike information criterion (AIC) which estimates 

the quality of each model relative to the other models. The criterion value is 

computed as follows: 

𝐴𝐼𝐶 = −2 ∗ 𝑙𝑛(�̂�) + 2 ∗ 𝑛, 

where �̂� is the maximum value of the likelihood function of the model and 𝑛 is the 

number of estimated values. The log-likelihood serves as a penalty of the criterion 

and it also takes into account the complexity of the model. With increasing number 

of parameters the log-likelihood also increases. 

Lastly, we would like to describe the confusion matrix and the statistics 

derived from it. Confusion matrix is a table which allows visualization of the 

performance of given model and it looks as follows: 

  Predicted class 

  P N 

Actual 

class 

P TP FN 

N FP TN 

Table 1: Confusion matrix, where P stands for positive, N for negative, TP for true 

positive (hit), FN for false negative (miss), FP for false positive (false alarm) and TN 

for true negative (correct rejection). 

From confusion matrix we can then derive the following performance metrics: 

𝑇𝑃𝑅 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 

𝐹𝑃𝑅 =
𝐹𝑃

𝐹𝑃 + 𝑇𝑁
 

It is important to note that the classes are imbalanced. If we consider the anomalies 

to be the positive class then we have far more true negatives than true positives. 

However, we can look at TPR (true positive rate) and FPR (false positive rate). True 

positive rate focuses on the positive class which in our case are the rare anomalies. 

Therefore, higher TPR means better model. On the other hand, we want to minimize 

FPR which controls that we do not mark a big amount of normal instances as 

anomalies. 
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1.4 Time series  

According to Jenkins, Box and Reinsel [13], a time series is a sequence of 

observations taken sequentially in time. An important property of time series is that 

adjacent observations are dependent [13]. Analysis of time series requires the 

development of stochastic and dynamic models in order to take the dependence into 

account [13].  

1.4.1 Properties of time series 

When we describe time series, we usually focus on the following underlying 

components – trend, seasonality and cyclicity. 

We say, that there is a trend in the data, when there exists a long-term 

decrease or increase in the data [11].  There might be more trends in the data. When 

the trend changes from increasing to decreasing or vice versa we talk about trend that 

changes direction [11].  

A seasonal pattern occurs in a time series when the series is affected by some 

seasonal factor such as the time of the year or the time of the day [11]. The pattern is 

always of a fixed frequency [11]. 

Cyclic behaviour might be at the first glance very similar to seasonality, but 

cycles are not of a fixed and known frequency. On the contrary to the seasonal 

component, cycles are not associated, e.g. with some aspect of the calendar but with 

some economic conditions [11].  

A very important property of the time series is the stationarity which is 

assumed by many techniques [12]. A stationary time series has constant mean, 

variance and autocorrelation structure over time [12]. This means that the properties 

of time series do not depend on the time [11]. Thus, time series with trend or with 

seasonality are not stationary [11]. 

 It is also very important to distinguish between univariate time series and 

multivariate time series. Many statistical models can be applied only on univariate 

time series, which is a time series that consists of single scalar of observations 

recorded sequentially over equal time increments [12]. Multivariate time series 

consists of a vector of time-dependent variables. Each variable is not only dependent 

on its past values but it can be dependent also on the other variables. 
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1.4.2 Pre-processing of time series 

 In this subsection, we will describe the techniques used for pre-processing and 

transformation of time series as well as tests that can tell us which of these 

techniques would be adequate to use. 

We can transform a nonstationary series into a stationary using one of these 

following techniques. 

The first technique is called differencing which computes the differences 

between consecutives observations [11]. Thus, if we are given a time series 𝑌𝑡, we 

create a new series 𝑍𝑖 =  𝑌𝑖 − 𝑌𝑖−1 with one less point than the original data [12]. 

Differencing can help stabilise the mean of the time series and therefore also 

eliminate or reduce trend and seasonality [11]. We can use differencing more than 

once [12]. 

For stabilizing the variance of the series, we can use transformations such as 

logarithm or square root of the series [12, 13].   

To test stationarity, we can use properties of time series (such as trend and 

seasonality) and visual cues (such as non-constant mean or autocorrelation plot) to 

determine stationarity [14].  Another option is to use statistical tests. 

Mostly unit root tests are used for testing stationarity of time series. Hyndman 

and Athanasopoulos [11], define these tests as “statistical hypothesis tests of 

stationarity that are designed for determining whether differencing is required.” 

There is a number of unit root tests available and each of these tests is based on 

different assumptions [11]. An example of such test is a Dickey-Fuller test. Let us 

consider the autoregressive model: 

𝑌𝑡 = 𝜇 + 𝜌𝑌𝑡−1 + 𝑒𝑡; 𝑡 = 1, 2, …, 

 where 𝑌0 = 0, 𝜌 and 𝜇 are real numbers, and {𝑒𝑡} is a sequence of independent 

normal random variables with zero mean and variance 𝜎2 [15]. Then the time series 

𝑌𝑡 converges as 𝑡 → ∞ to a stationary time series if |𝜌| < 1, if |𝜌| = 1 the time series 

is not stationary [15]. If 𝜇 = 0, we call the time series a random walk, otherwise we 

talk about a random walk with a drift. The null hypothesis of Dickey-Fuller test is 

that 𝜌 = 1 which means we have a unit root. This hypothesis is also very important 

for applications, because it corresponds to the hypothesis that it is appropriate to 

transform the time series by differencing [15]. However, we cannot directly test 

whether  𝜌 = 1 using standard t-test because 𝑌𝑡 and 𝑌𝑡−1 may be nonstationary. 
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Dickey and Fuller therefore took a more advanced model of time series containing 

both drift and deterministic time trend: 

𝑌𝑡 =  𝜇 +  𝛽𝑡 +  𝜌𝑌𝑡−1 + 𝑒𝑡 

and they proved that time series can be adequately represented as:  

𝑌𝑡 =  𝛽0 + 𝛽1𝑡 + 𝛼1𝑌𝑡−1 + 𝛼2𝑌𝑡−2 + 𝑒 , 

where 𝑒𝑡 are normally and independently distributed random variables [15]. This 

representation can be further rewritten as the following regression equation: 

𝑌𝑡 − 𝑌𝑡−1 = 𝛽0 + 𝛽1𝑡 + (𝛼1 + 𝛼2 − 1)𝑌𝑡−1 − 𝛼2(𝑌𝑡−1 − 𝑌𝑡−2) + 𝑒 , 

and the coefficient of 𝑌𝑡−1 can be used to test the hypothesis that 

 𝜌 = 𝛼1 + 𝛼2 = 1 [15]. They calculated the estimate of the regression equation and 

using the regression standard error and the coefficient of 𝑌𝑡−1, they calculated their 

own t like statistics, which they used for the test [15]. This test can be also used for 

calculating the amount of differencing that needs to be applied for making the series 

stationary [11]. 

 

1.5 Models 

In this section, we describe the theory behind the models we used in this thesis. We 

will describe the exact usage for anomaly detection in the chapter about experiments. 

1.5.1 ARMA models 

The autoregressive-moving average model (ARMA) is a linear stochastic model that 

is based on general linear process defined as: 

𝑦𝑡 = 𝑎𝑡 + 𝜓1𝑎𝑡−1 + 𝜓2𝑎𝑡−2 + ⋯ = 𝑎𝑡 + ∑ 𝜓𝑗𝑎𝑡−𝑗
∞
𝑗=1 , 

where 𝜓𝑖  are the weights and 𝑎𝑡 is the white noise [13]. However, this representation 

of general linear process would be hard to use in practice because it contains infinite 

number of parameters 𝜓𝑗 [13]. But we can represent the linear process using a small 

number of autoregressive and moving average terms. 

In an autoregression model, we model the current value of the series using a 

linear combination of past values of the series [11]. We may write the model as: 

𝑦𝑡 = 𝑐 + 𝜓1𝑦𝑡−1 + 𝜓2𝑦𝑡−2 + ⋯ + 𝜓𝑝𝑦𝑡−𝑝 + 𝑎 , 

and we refer to it as an autoregressive model of order 𝑝 which we denote by 𝐴𝑅(𝑝) 

[11]. For 𝐴𝑅(1) the model is equivalent to white noise when 𝜓1 = 0, to random walk 



13 

 

when 𝜓1 = 1 and 𝑐 = 0, and to random walk with drift when 𝜓1 = 0 and 𝑐 ≠ 0 [11]. 

We want to use the autoregressive models on stationary data. Therefore we need to 

constraint the values of the parameters as it is implied in the subsection 1.4.2 when 

discussing the Dickey-Fuller test [11]. For 𝐴𝑅(1) it must hold that |𝜓1| < 1, for 

𝐴𝑅(2) the conditions are |𝜓2| < 1, 𝜓1 + 𝜓2 < 1 and 𝜓2 − 𝜓1 < 1. The constraints 

are much more complicated for higher orders [11]. We can choose the optimal order 

𝑝 for given time series using the partial autocorrelation plot. The order 𝑝 can be 

equal to the maximal number of lags that crosses the significance level in the partial 

autocorrelation plot 1.3.1. We will demonstrate this on the following example:  

 

Figure 1: Partial autocorrelation plot of differenced time series. 

We can see that the first lag is above the significance level. Therefore we want to 

choose 𝑝 = 1. 

Instead of using the past values of the forecast variable in a regression, the 

moving average model uses past forecast errors in a model similar to regression [11]. 

The moving average model of order 𝑞, which we abbreviate as 𝑀𝐴(𝑞), is defined as 

follows: 

𝑦𝑡 = 𝑐 + 𝑎𝑡 + 𝜃1𝑎𝑡−1 + 𝜃2𝑎𝑡−2 + ⋯ + 𝜃𝑞𝑎𝑡−, 

where 𝜃1, … , 𝜃𝑞 are the parameters of the model, 𝑎𝑡−𝑖 are the white noise terms and 𝑐 

is the mean of the series (12, 13). We can write any stationary 𝐴𝑅(𝑝) model as an 

𝑀𝐴(∞) using repeated substitution [11]. The reverse result holds only if we impose 

some constraints on the parameters of MA, such MA model is then called invertible 

[11]. If we consider the 𝑀𝐴(1) model, 𝑦𝑡 = 𝑎𝑡 + 𝜃1𝑎𝑡−1, we can rewrite the 𝑎𝑡 

using 𝐴𝑅(∞) in the following way: 𝑎𝑡 = ∑ (−𝜃)𝑗𝑦𝑡−𝑗
∞
𝑗=0  [11]. We require |𝜃| < 1, 

then the most recent observation has the greater influence on the current white noise 

and the process is then invertible [11]. The invertibility constraints are similar to the 
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stationarity constraints of AR models. Therefore for 𝑀𝐴(1) model we have 

constraint |𝜃1| < 1 and for 𝑀𝐴(2) |𝜃2| < 1, 𝜃1 + 𝜃2 > −1 and 𝜃1 − 𝜃2 < 1 [11]. 

We can choose the optimal order 𝑞 using the autocorrelation plot. We can set 𝑞 as 

the number of lags that are well above the significance level in the autocorrelation 

plot 1.3.1. We will demonstrate this on the following example: 

 

Figure 2: Autocorrelation plot of differenced time series. 

Similarly as in the previous example, we can see that the first lag is above the 

significance level. Therefore we choose 𝑞 = 1. 

In practice, we may want to use a combination of these two models. This 

combination, called the mixed autoregressive-moving average model of order (𝑝, 𝑞), 

is abbreviated as 𝐴𝑅𝑀𝐴(𝑝, 𝑞) and defined as follows: 

𝑦𝑡 = 𝑐 + 𝜙1𝑦𝑡−1 + ⋯ + 𝜙𝑝𝑦𝑡−𝑝 + 𝜃1𝑎𝑡−1 + ⋯ + 𝜃𝑞𝑎𝑡−𝑞 + 𝑎 , 

where the terms in the equation have the same meaning as in the previous models. 

An ARMA model assumes that the time series is stationary [12].  

As we mentioned in the subsection 1.4.2 we can obtain a stationary series 

from a nonstationary by differencing. Doing so will produce an autoregressive 

integrated moving average which can be abbreviated as 𝐴𝑅𝐼𝑀𝐴(𝑝, 𝑑, 𝑞), where 𝑝 is 

the order of autoregression model, 𝑑 is the degree of differencing and 𝑞 is the order 

of the moving average model [12, 13]. The right order of differencing is the 

minimum order we need in order to acquire a series that is stationary or at least weak 

stationary. We can use the autocorrelation plot 1.3.1 for identifying the correct order. 

We want to obtain such autocorrelation plot that reaches zero quickly but does not 

get into negative values too quickly. We will explain this on the following example: 
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Figure 3: Differencing of non-stationary series and corresponding autocorrelation 

plots. 

We can see that the original series is non-stationary because it contains trend. Now 

we need to decide whether we want to use the first order or the second order of 

differencing. The series is not perfectly stationary after the first differencing but the 

autocorrelation plot of the twice differenced series reaches negative numbers too 

quickly.  

An ARIMA model assumes data that are non-seasonal. However, we can 

include seasonal terms to the model and it is written as 𝐴𝑅𝐼𝑀𝐴(𝑝, 𝑑, 𝑞)(𝑃, 𝐷, 𝑄)𝑚, 

where the first bracket represents the parameters of the non-seasonal part of the 

model, the second bracket the parameters of the seasonal part of the model and 𝑚 is 

the number of observations per year [11]. Seasonal ARIMA model is often 

abbreviated by acronym SARIMA. We can find the optimal parameters for the 

SARIMA model in a similar way as for the ARIMA model. Firstly, we need to 

determine the number of time steps for a single seasonal period. We usually know 

this information but in case we do not we can learn it from the autocorrelation plot.  
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Figure 4: Plot and autocorrelation plot of seasonal time series. 

From the above plot we can see that there are significant positive spikes at lags 1 and 

9. Therefore the length of the seasonal period is 8. Now we can deduce the rest of the 

parameters in the same way as for ARIMA. But we will determine the corresponding 

couples. 

We can create a multivariate form of the univariate ARIMA models which is 

sometimes called ARMAV or VARMA and it stands for autoregressive moving 

average vector [12]. The VARMA model for a stationary multivariate series, with a 

zero mean vector 𝑦𝑡 = (𝑦1𝑡 , 𝑦2𝑡 , … , 𝑦𝑛𝑡)𝑇 is represented as follows: 

𝑦𝑡 = 𝜓1𝑦𝑡−1 + 𝜓2𝑦𝑡−2 + ⋯ + 𝜓𝑝𝑦𝑡−𝑝 + 𝑎𝑡 + 𝜃1𝑎𝑡−1 + 𝜃2𝑎𝑡−2 + ⋯ +

𝜃𝑞𝑎𝑡−, 

where 𝑦𝑡 and 𝑎𝑡 are 𝑛 × 1 column vectors with 𝑎𝑡 representing the multivariate 

white noise, 𝜓𝑘  and 𝜃𝑘  are 𝑛 × 𝑛 matrices for AR and MA parameters [12].  

1.5.2 Exponential smoothing 

Exponential smoothing methods are developed from naïve and average method. 

Naïve method assumes that the most recent observation is the only important one: 

�̂�𝑇+ℎ|𝑇 = 𝑦 , 

for ℎ = 1, 2, … [11]. On the other hand, the average method assumes that all 

observations are of equal importance, and thus gives them equal weights: 

�̂�𝑇+ℎ|𝑇 =
1

𝑇
∑ 𝑦𝑇

𝑇

𝑡=1

, 

for ℎ = 1, 2, … [11]. The exponential smoothing methods present a compromise 

between these two methods. Forecasts are calculated using weighted average, where 

the weights of observations decrease exponentially as the observations get older [11].  
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The simplest exponential smoothing method that is suitable for data with no 

trend and no seasonal component is called single exponential smoothing [12]. 

Forecast obtained by this method has the following equation:  

�̂�𝑇+1|𝑇 = 𝛼𝑦𝑇 + 𝛼(1 − 𝛼)𝑦𝑇−1 + 𝛼(1 − 𝛼)2𝑦𝑇−2 + ⋯, 

where 0 ≤ 𝛼 ≥ 1 is the smoothing parameter [11]. This equation can be also 

rewritten into a component form: 

Forecast equation: �̂�𝑡+ℎ|𝑡 = 𝑙𝑡 

Smoothing equation: 𝑙𝑡 = 𝛼𝑦𝑡 + (1 − 𝛼)𝑙𝑡−1, 

where 𝑙𝑡 is the level of the series at time 𝑡 [11]. If we choose large value for 𝛼 then 

the forecast will be more responsive to recent levels. Smaller values of alpha have on 

the other hand a damping effect.  

We can extend single exponential smoothing by a second constant in order to 

handle data with trend [12]. This method then consists of a forecast equation and two 

smoothing equation where one is for the level and the second for the trend: 

Forecast equation: �̂�𝑡+ℎ|𝑡 = 𝑙𝑡 + ℎ𝑏𝑡  

Level equation: 𝑙𝑡 = 𝛼𝑦𝑡 + (1 − 𝛼)(𝑙𝑡−1 + 𝑏𝑡−1) 

Trend equation: 𝑏𝑡 = 𝛽(𝑙𝑡 − 𝑙𝑡−1) + (1 − 𝛽)𝑏𝑡−1, 

where 𝑙𝑡 denotes an estimate of the level of the series at time 𝑡, 𝑏𝑡 is an estimate of 

the trend at time 𝑡 of the series, 𝛼 is the smoothing parameter for the level and 𝛽 is 

the smoothing parameter for the trend [11]. Both 𝛼 and 𝛽 are between 0 and 1. Large 

values of 𝛽 are emphasizing the recent trend over the old estimates.  

In order to capture seasonality, we need to add another equation [12]. The 

resulting set of equations is called triple exponential smoothing or more commonly 

Holt-Winters exponential smoothing [12]. The set of equations is defined as follows: 

Forecast equation: �̂�𝑡+ℎ|𝑡 = 𝑙𝑡 + ℎ𝑏𝑡 + 𝑠𝑡+ℎ−𝑚(𝑘+1) 

Level equation: 𝑙𝑡 = 𝛼(𝑦𝑡 − 𝑠𝑡−𝑚) + (1 − 𝛼)(𝑙𝑡−1 + 𝑏𝑡−1) 

Trend equation: 𝑏𝑡 = 𝛽(𝑙𝑡 − 𝑙𝑡−1) + (1 − 𝛽)𝑏𝑡−1 

Seasonal equation: 𝑠𝑡 = 𝛾(𝑦𝑡 − 𝑙𝑡−1 − 𝑏𝑡−1) + (1 − 𝛾)𝑠𝑡−, 

where 𝑙𝑡 denotes an estimate of the level, 𝑏𝑡 is an estimate of the trend, 𝑠𝑡 denotes an 

estimate of the seasonal component, 𝛼, 𝛽 and 𝛾 are the corresponding smoothing 

parameters, by 𝑚 is denoted the frequency of the seasonality (i.e., the number of 

seasons in a year) and 𝑘 is the integer part of (ℎ − 1)/𝑚 which ensures that the 

estimates of the seasonal indices come from the final year of the data sample [11]. 
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The restrictions for the parameters 𝛼 and 𝛽 is the same as in double exponential 

smoothing, the seasonal smoothing parameter is restricted as follows: 0 ≤ 𝛾 ≤ 1 − 𝛼 

[11].  

There exists also a multiplicative version of the Holt-Winters method and the 

component form looks as follows: 

Forecast equation: �̂�𝑡+ℎ|𝑡 = (𝑙𝑡 + ℎ𝑏𝑡)𝑠𝑡+ℎ−𝑚(𝑘+1) 

Level equation: 𝑙𝑡 = 𝛼
𝑦𝑡

𝑠𝑡−𝑚
+ (1 − 𝛼)(𝑙𝑡−1 + 𝑏𝑡−1) 

Trend equation: 𝑏𝑡 = 𝛽(𝑙𝑡 − 𝑙𝑡−1) + (1 − 𝛽)𝑏𝑡−1 

Seasonal equation: 𝑠𝑡 = 𝛾
𝑦𝑡

(𝑙𝑡−1 + 𝑏𝑡−1)
+ (1 − 𝛾)𝑠𝑡−, 

where the terms in the equations have the same meaning as in the above additive 

method [11]. To initialize the multiplicative method we need at least one complete 

season’s data in order to determine the initial estimates of the seasonal indices 

𝑠𝑡+ℎ−𝑚(𝑘+1) [12]. 

1.5.3 𝒌𝒕𝒉 Nearest Neighbour 

Nearest neighbour analysis for anomaly detection is based on the assumption that 

normal data instances occur in dense neighbourhoods whereas anomalies occur far 

from their closest neighbour [3]. 

One of the most commonly used techniques is the 𝑘𝑡ℎ Nearest Neighbour. 

This technique calculates the anomaly score of a data instance as its distance to its 

𝑘𝑡ℎ nearest neighbour [3]. There are two ways how we can then decide whether a 

data instance is an anomaly. The first option is that we can set a threshold and all 

data instances with the score above the threshold are said to be anomalies [3]. If the 

user is interested in the top 𝑛 outliers we say that point 𝑝 is an outlier if and only if 

no more than 𝑛 − 1 other points in the data set have higher anomaly score [16].  

We can use any 𝐿𝑝 metric for measuring the distance between two points, 

such as the Manhattan metric or Euclidean metric [16]. However, according to [3], 

the measures must be positive-definite and symmetric, but they are not required to 

satisfy the triangle inequality. The PyOD [17] implementation we used supports 

several metrics. 
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We can also choose the method of calculating the score. Researchers tried to 

calculate the score of a data instance as a sum of its distances from its 𝑘 nearest 

neighbours [3] or as a mean of its distances [17]. 

This technique is suitable only for smaller dimensions because if we spread 

the data instances over many dimensions the observations will not have any nearby 

neighbours [8].  

An example of anomaly detection using kNN in 2-dimensional space: 

 

Figure 5: Plot of inliers and outliers according to kNN.
1
 

1.5.4 Support Vector Machines 

Support vector machine is a binary classification approach that is based on maximal 

margin classifier which tries to find a hyperplane that separates the observations 

based on their class and is farthest from the training observations [8]. A hyperplane 

in  

𝑝-dimensional setting is defined by the following equation: 

 𝛽0 + 𝛽1𝑋1 + ⋯ + 𝛽𝑝𝑋𝑝 = 0 [8]. 

And we want the separating hyperplane to have the following property: 

𝛽0 + 𝛽1𝑥𝑖1 + ⋯ + 𝛽𝑝𝑥𝑖𝑝 > 0 if 𝑦𝑖 = 1, 

and 

𝛽0 + 𝛽1𝑥𝑖1 + ⋯ + 𝛽𝑝𝑥𝑖𝑝 < 0 if 𝑦𝑖 = −1, 

                                                

1 Downloaded from: https://pyod.readthedocs.io/en/latest/example.html 

https://pyod.readthedocs.io/en/latest/example.html
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where 𝑦 = (𝑦1, … , 𝑦𝑛) is the output vector and numbers 1 and -1 represent the two 

classes [8].  

However, it is not possible to find such hyperplane for all data sets. For that 

reason, we introduce a support vector classifier, which allows some observations to 

be on the wrong side of the hyperplane [8]. In other words, we are trying to find a 

solution to the following optimization problem: 

max
𝛽0,…,𝛽𝑝 ,𝜖1,…,𝜖𝑛,𝑀

𝑀 

subject to ∑ 𝛽𝑗
2

𝑝

𝑗=1

= 1, 

𝑦𝑖(𝛽0 + 𝛽1𝑥𝑖1 + ⋯ + 𝛽𝑝𝑥𝑖𝑝) ≥ M(1 − 𝜖𝑖), 

𝜖𝑖 ≥ 0, ∑ 𝜖𝑖 ≤ 𝐶

𝑛

𝑖=1

,  

where 𝐶 is a nonnegative tuning parameter, 𝑀 is the width of the margin and 

𝜖1, … , 𝜖𝑛 are slack variables that allow some observations to be on the wrong side of 

the hyperplane [8]. We can represent the support vector classifier as 

𝑓(𝑥) = 𝛽0 + ∑ 𝛼𝑖〈𝑥, 𝑥𝑖〉
𝑛
𝑖=1  [8]. 

An important property of support vector classifier is that it is affected only by the 

observations that lie on the margin, or on the wrong side of the margin. We call these 

observations the support vectors.  

The support vector classifier can be used only in a setting where the boundary 

between two classes is linear [8]. In practice, this is usually not the case and therefore 

we need one more extension that will allow us accommodate a non-linear boundary 

between classes [8]. We can solve this by enlarging the feature space [8]. We can 

also replace the inner product by any function that quantifies the similarity of two 

observations [8]. We call such function a kernel. 

We can use this standard version of support vector machines if we have 

labelled training data because support vector machines are a supervised learning 

problem. However, Schölkopf [18] proposed a one-class classification version that 

assumes training data only consists of normal instances [3]. One-class SVMs can be 

either used for semi-supervised anomaly detection or also for unsupervised anomaly 

detection [19]. The primary objective of one-class SVMs is showed in the following 

optimization problem: 
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min
𝜔,𝜀,𝜌

‖𝜔‖2

2
− 𝜌 +

1

𝜈𝑛
∑ 𝜖𝑖

𝑛

𝑖=1

 

subject to: 𝜔𝑇𝜙(𝑥𝑖) ≥ 𝜌 − 𝜖𝑖;  𝜖𝑖 ≥ 0, 

where 𝜔 is the vector perpendicular to the decision boundary, 𝜌 is the bias term, 𝜖𝑖 is 

the slack variable that allows the point 𝑖 to lie on the other side of the decision 

boundary, 𝑛 is the size of the training dataset, 𝜈 is the regularization parameter and 

𝜙(∙) is the implicit transformation function defined by the kernel [20]. The decision 

boundary is defined as: 

𝑔(𝑥) = 0, 

and the distance of any data point from the boundary can be computed as: 

𝑑(𝑥) =
|𝑔(𝑥)|

‖𝜔‖
 [20]. 

In the unsupervised scenario, the one-class SVM is trained using the dataset 

and afterwards, each instance is scored by a normalized distance to the determined 

decision boundary [19].  

1.5.5 Isolation Forest 

The isolation approach detects anomalies by isolating instances without relying on 

any distance or density measure [21]. It assumes that the amount of anomalies is very 

low and that the anomalies significantly differ from the rest of the instances which 

makes them susceptible to isolation [21].  

Isolation forest builds an ensemble of isolation trees which recursively 

partition the data until all instances are isolated [22]. We define an isolation tree as 

follows: “Let 𝑇 be a node of an isolation tree. 𝑇 is either an external-node with no 

child, or an internal-node with one test and exactly two daughter nodes (𝑇𝑙, 𝑇𝑟). A 

test consists of an attribute 𝑞 and a split value 𝑝 such that the test 𝑞 < 𝑝 divides data 

points into 𝑇𝑙 and 𝑇𝑟” [22].  

We use the path lengths for deriving the anomaly score where the path length 

ℎ(𝑥) of point 𝑥 is the number of edges from the root node to the external node of 

point 𝑥 [21]. A short path length means that the point is very susceptible to isolation 

and a long path length implies low susceptibility [21]. We define the anomaly score 𝑠 

as: 

𝑠(𝑥, 𝑛) =  2
−

𝐸(ℎ(𝑥))
𝑐(𝑛) , 
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where 𝑛 is the number of instances in the data set, 𝑐(𝑛) is the average ℎ(𝑥) given 𝑛 

and 𝐸(ℎ(𝑥)) is the average ℎ(𝑥) from the collection of the isolation trees [22].   

An example of anomaly detection using isolation forest: 

 

Figure 6: Schema of anomaly detection using isolation forest
2
. 

1.5.6 Kalman filter 

Let us consider the stochastic dynamic model 𝑥𝑘 and the sequence of noisy 

observations 𝑧 : 

𝑥𝑘 = 𝑓(𝑥𝑘−1, 𝑢𝑘−1, 𝑤𝑘−1, 𝑘) 

𝑧𝑘 = ℎ(𝑥𝑘, 𝑢𝑘, 𝑣𝑘, 𝑘),             

and let 𝑥0 be the random initial condition of the system and  

𝑍𝑘 = {𝑧𝑖|1 ≤ 𝑖 ≤ 𝑘} 

be the set of 𝑘 observations. Then finding the estimate of the state space 𝑥𝑘 given 𝑍𝑘 

and the initial condition is the filtering problem. When the models 𝑓(∙) and ℎ(∙) are 

linear, and the vectors 𝑥0, 𝑤𝑘 , 𝑣𝑘 are uncorrelated Gaussian random vectors, then we 

can solve the filtering problem by using Kalman filter equations [23].  

The dynamic system can be then described by the following equations: 

Dynamic model: 𝑥𝑘 = 𝐴𝑘−1𝑥𝑘−1 + 𝐵𝑘−1𝑢𝑘−1 + 𝑤𝑘−1 

Measurement model: 𝑧𝑘 = 𝐻𝑘𝑥𝑘 + 𝑣 , 

where 𝑥𝑘 is the state space, 𝐴𝑘 is the state transition matrix, 𝑢𝑘 is the control input 

vector, 𝐵𝑘 is the control action matrix, 𝑤𝑘  is the process noise vector, 𝐻𝑘  is the 

observation matrix and 𝑣𝑘 is the measurement noise vector [24].  

                                                

2 Downloaded from: https://pubs.rsc.org/image/article/2016/ay/c6ay01574c/c6ay01574c-

f1_hi-res.gif 

https://pubs.rsc.org/image/article/2016/ay/c6ay01574c/c6ay01574c-f1_hi-res.gif
https://pubs.rsc.org/image/article/2016/ay/c6ay01574c/c6ay01574c-f1_hi-res.gif
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The final Kalman filter equation is in analogous state-space form as the 

dynamic model and it looks as follows: 

�̂�𝑘 = �̃�𝑘 + 𝐾𝑘(𝑧𝑘 − 𝐻𝑘�̃�𝑘), 

where �̂�𝑘 is the optimal estimate at time 𝑘, �̃�𝑘 is the prediction at time 𝑘, 𝐾𝑘 is the 

optimal weighting value called Kalman gain, which will be described later, 𝑧𝑘 is the 

measurement vector and 𝐻𝑘  is the observation matrix [23]. 

As was suggested in the equation above, the optimal estimate is calculated in 

two steps: the forecast step in which the prediction at time 𝑘 is calculated and the 

data assimilation step from which the optimal estimate is obtained by applying 

corrections on the prediction. 

In the model forecast step at time 𝑘 the available information we have is the 

optimal estimate and the covariance at time 𝑘 − 1. We can calculate the prediction 

�̃�𝑘 as follows: 

�̃�𝑘 = 𝐴𝑘−1�̂�𝑘−1 + 𝐵𝑘−1𝑢𝑘−1. 

And the forecast error covariance �̃�𝑘 is defined as: 

�̃�𝑘 = 𝐴𝑘−1𝑃𝑘−1𝐴𝑘−1
𝑇 + 𝑄𝑘−1, 

where 𝑄𝑘−1 is the processor noise covariance matrix. 

In the data assimilation step at time 𝑘 we have the prediction �̃�𝑘, the forecast 

error covariance �̃�𝑘 and the measurement vector 𝑧𝑘. We will once again state and 

describe the equation for the estimate: 

�̂�𝑘 = �̃�𝑘 + 𝐾𝑘(𝑧𝑘 − 𝐻𝑘�̃�𝑘), 

where �̃�𝑘 is the best prediction, 𝐾𝑘 is the optimal weighting value, which serves as a 

correction term and 𝑧𝑘 − 𝐻𝑘�̃�𝑘 is the innovation that represents the new information 

contained in the measurement 𝑧𝑘. The covariance 𝑃𝑘 of this estimate is then 

calculated as: 

𝑃𝑘 = (𝐼 − 𝐾𝑘𝐻𝑘)�̃� , 

where 𝐼 is the identity matrix. This equation holds for any value of the Kalman gain 

𝐾𝑘. The Kalman gain is computed as follows: 

𝐾𝑘 = �̃�𝑘𝐻𝑘
𝑇(𝐻𝑘�̃�𝑘𝐻𝑘

𝑇 + 𝑅𝑘)−1, 

where 𝑅𝑘  is the measurement noise covariance matrix. 

We summarize the whole process of Kalman filter on the following schema: 
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Figure 7: Kalman filter scheme. 

1.5.7  LSTM 

1.5.7.1 Standard neural networks 

Deep neural networks are a class of models and learning methods represented by a 

mathematical function, which is composed by many simple functions, mapping a set 

of input values to output values [25]. We can also represent the network using 

network diagram: 

 

Figure 8: An example of a network diagram with a single hidden layer. 

The depth of the neural network is given by the number of layers of the network. 

For regression, there is typically only one output unit. For classification, 𝑘 

corresponds to the number of classes. The units in the hidden layer are obtained as 

linear combinations of the inputs. A weight is given to each input and it determines 

the importance of corresponding neuron. An activation function is then applied on 
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the outputs of the hidden layer. The activation function is usually desired to be non-

linear, continuously differentiable and monotonic [26]. Examples of such functions 

are sigmoid, hyperbolic tangent or softmax.   

At the beginning of the process, the weights are random and we are trying to 

find the best values for them so the model fits well the training data [9]. We do that 

by minimizing the loss function using gradient descent algorithm. 

Describing standard neural networks in more details or gradient descent 

algorithm is out of the scope of this thesis. In order to get more information see [27]. 

1.5.7.2 Recurrent neural networks 

The basic neural networks we described above are mapping the input vectors onto 

the outputs. However, they are not taking into account any previous inputs which 

might be very limiting when we are working with sequential data. This can be solved 

by using the recurrent neural networks (RNN).  

The RNN allow cyclical connections which enable the memory of the 

previous inputs to persist in the internal state of the network and thereby influence 

the output [26]. This is done by the hidden layer which takes the activations from the 

current input and also the activations of the previous hidden layer [26].  An 

activation function is then applied on the outputs of the hidden layer in the exact 

same way as in the standard neural networks. Otherwise is the hidden layer the same 

as in the standard neural networks. And usually it consists only of one activation 

function.  

A minor change needs to be applied also on the optimization because we need 

an algorithm that can efficiently calculate the weight throughout time. The most 

commonly used algorithms are Back Propagation Through Time [28] or Real Time 

Recurrent Learning [29].  

We can represent RNN by the following diagram: 

 

Figure 9: Recurrent neural network diagram. 
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Detailed description of recurrent neural networks is out of the scope of this 

thesis and more information can be seen in [25] and in the sources they recommend.  

1.5.7.3 LSTM 

RNN allows us to store information in our networks, but they cannot do that over 

extended time periods. The algorithms used for optimization either take too long or 

they do not work at all [30]. This is solved by improved recurrent network 

architecture with an appropriate gradient based algorithm called Long Short-Term 

Memory (LSTM) [30]. 

LSTM follows the same basic architecture as standard RNN, but the cells 

inside the hidden layer are more complex. The hidden layer of LSTM contains 

memory cells, gate units and it may also contain standard hidden units [30].  

The structure of a typical LSTM cell looks as follows: 

 

Figure 10: Diagram of LSTM cell, where 𝑥𝑡 represents the current input, ℎ𝑡−1 the 

output of previous hidden layer, ℎ𝑡 the current output, 𝑐𝑡−1 is the state of the 

previous cell and 𝑐𝑡 is the state of the current cell. 

The yellow circles represent layers of the network, where 𝑡𝑎𝑛ℎ is the hyperbolic 

tangent that maps the input values between -1 and 1. The red circles are pointwise 

multiplications. The green circle is a pointwise addition.  

The first sigmoid layer is called the forget gate and it determines what 

information we want to keep and which we want to throw away. The next step 

consists of two parts, the sigmoid function, called the input layer, which chooses 

which values we want to update, and the hyperbolic tangent which creates a vector of 

values that can be added to the cell state. Finally, there is an output layer, in which 

the sigmoid function is responsible for choosing the values we want to output, and 

hyperbolic tangent pushes the values between -1 and 1.  

For more information about LSTM see [30]. 
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1.5.7.4 Autoencoders 

Neural networks are usually used in a supervised fashion. However, there exists a 

type of neural networks, called autoencoders, which is used in an unsupervised 

manner. The aim of autoencoders is to learn the representation of the data and ignore 

the noise [25].  

This type of network consists of two parts, an encoder function that tries to 

represent the input, and decoder function, which aims to reconstruct the data [25].  

Autoencoders can be also used in combination with LSTM for detecting 

anomalies as was proposed by Malhotra et al [31].    
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2. Analysis 

This chapter analyses various tools used for the implementation. In each section, we 

will discuss other options that could have been used. In the last section we will 

describe some issues we had while training the models. 

2.1 Programming language 

Considering our task, we are looking for a programming language that is well suited 

for working with data, contains strong machine learning libraries and is independent 

on the operating system.  

With above requirements in mind, we are choosing from the following 

languages: 

1. Java is a widely used programming language that contains several 

machine learning libraries (such as MLib, DL4J, Java-ML or JSAT). It 

works on both Linux and Windows. Java also provides a good support for 

GUI. 

2. R is one of the most popular programming languages among statisticians 

and data miners as it provides a wide variety of statistical and graphical 

techniques, statistical tests, time-series analysis, machine learning 

algorithms and others. However, R scripts cannot be deployed or 

integrated with other applications.  

3. C/C++ provides strong libraries especially for deep learning and it is well 

suited for working with large datasets thanks to the high performance it 

offers. On the other hand, working with files and strings can be a bit 

clumsy in C++.  

4. Python is currently the most popular language for machine learning and 

data science because it provides nearly the same amount of machine 

learning modules as R. All these modules are implemented in C or C++, 

therefore performance is not much of an issue. Python is very well suited 

for working with files. Contrary to R, Python scripts can be quite easily 

deployed or integrated with other applications. 

From this list of languages, Python seemed to be the most suitable for our 

task, because it complies all requirements and even provides a choice among 
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machine learning modules. Python is also very easy to learn and the author had some 

previous experience with this language.  

2.2 Used modules 

As mentioned before, Python provides us with a wide variety of modules fit for data 

processing, data science, machine learning and deep learning. In several cases we can 

even choose from more modules.  

In this section, we describe the modules we used and also mention other 

possibilities we had. 

2.2.1 NumPy 

NumPy [32] adds support for multidimensional arrays and mathematical functions 

and operators that operate efficiently on those arrays.  

For us was the core functionality of this library the ndarray which is a multi-

dimensional homogenous array used by many machine learning libraries. 

2.2.2 Pandas 

Pandas [33] is a library used for data manipulation and analysis. It offers data 

structures and operations for working with time series.  

It is commonly used in machine learning in form of dataframes. Into this data 

structure data can be imported from various file formats. This data structure can be 

then further transformed into a time series. Pandas provides us with many operations 

on time series, such as date shifting, lagging, moving window statistics or frequency 

conversions. 

The library is highly optimized for performance and critical parts are written 

in Cython or C.  

2.2.3 Statsmodels and pmdarima 

Statsmodels [34], as the name suggests, contains classes and functions for statistical 

models and also for statistical tests. It offers an extensive list of result statistics for 

each estimator and test. All functionality of statsmodels is very well documented in 

their online documentation. Statsmodels works with Pandas dataframes. 

Pmdarima [35], which is an acronym for pyramid arima, is a statistical library 

that provides some further functionality for time series analysis. It includes a 
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collection of statistical tests and transformations, functions for seasonal 

decomposition, time series utilities, such as differencing and inverse differencing. 

However, several of these functions just wrap statsmodels under the hood. On the 

contrary to statsmodels it contains auto.arima, which provides us with an ARIMA 

model 1.5.1 that chooses itself the best hyperparameters based on AIC. 

We decided to use the ARIMA models from statsmodels library, because it 

allows us to have more control in the process of choosing hyperparameters. 

The statsmodels library also contains implementations of smoothing models 

1.5.2 (simple exponential smoothing, double exponential smoothing and Holt-

Winters smoothing). However, we decided to implement those models ourselves, 

because it was complicated to perform grid search on the smoothing models from 

statsmodels. 

2.2.4 PyOD and scikit-learn 

Scikit-learn [36], also known as sklearn, is a machine learning module that features 

various classification and regression algorithms. In sklearn can also be found 

functions for pre-processing (scaling, normalization, standardization...). Moreover, it 

includes algorithms designed directly for anomaly detection (like SVM 1.5.4 or 

Isolation Forest 1.5.5). Sklearn works well with other python libraries such as 

NumPy (it uses ndarray), pandas and plotting libraries Matplotlib [37] and Plotly 

[38].  

PyOD [17] is a library made only for outlier detection and contains a huge 

variety of algorithms – linear models (i.e. PCA or OCSVM), proximity based (k-NN 

1.5.3, HBOS, LOF), probabilistic, ensembles (Isolation forest) as well as neural 

networks (autoencoders). All PyOD algorithms can be used on multivariate data. 

PyOD also enables combining the algorithms using majority vote or median of the 

scores.  

Models such as Isolation Forest, LOF and OCSVM can be found in both 

modules. The PyOD versions are actually just wrappers for the sklearn versions. But 

the models from PyOD have higher scores for outliers. This behaviour is more 

intuitive than in sklearn, where outliers have lower negative number, and all 

algorithms and models follow this design, therefore it is possible to combine them. 

For this reasons, we decided to choose the implementations from PyOD.  
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2.2.5 Deep learning libraries 

In Python there are three main modules used for deep learning and neural networks.  

The first one is PyTorch [39] which is a Python implementation of C++'s 

Torch. PyTorch is a lower-level API which focuses on direct work with arrays, but 

this way it also offers more flexibility. PyTorch is also suitable for high performance. 

Another positive of PyTorch is good debugging.  

TensorFlow [40] provides both a lower-level and a higher-level API. The 

lower-level API of TensorFlow provides similar pace as PyTorch. However, the 

architecture of TensorFlow is not that easily readable and it is very difficult to 

perform debugging.   

Keras [41] is a high-level API that is capable of running on top of 

TensorFlow or Theano [42]. It is more suitable for smaller data sets. Thanks to the 

architecture, there is usually no need for debugging simple networks and it is quite 

easy to use. The simplicity of usage makes Keras more popular than TensorFlow and 

PyTorch. 

Because the aim of this thesis is to test various methods and approaches for 

anomaly detection, we decided to use Keras for its simplicity.   

2.2.6  Plotting libraries 

Python offers a variety of visualization tools which are commonly used by data 

scientists.  

The basic one is Matplotlib [37] which allows creating simple plots, scatter 

plots and histogram in a very fast and easy way. However, it is not well suited for 

more complex graphs or heat maps. The main advantage of Matplotlib is that it can 

be embedded into a GUI framework. 

Both Plotly [38] and seaborn [43] offer wider variety of graphs as well as 

more options for designing of the graphs. However, none of these two libraries can 

be embedded into some GUI framework. 

Therefore we decided to use Matplotlib for visualization and plotting.  

2.2.7 Self-implemented models 

In some cases, we decided to implement the models ourselves even though there are 

libraries where the implementations are available. 
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We already explained the reasons behind implementing smoothing algorithms 

in the statsmodels section. 

The second case is the Kalman filter 1.5.6. There are implementations of 

Kalman filter in pykalman [44], statsmodels and FilterPy [45]. However, none of 

these implementations fits our needs, because none of them could be easily used for 

rolling forecast. 

2.3 GUI 

In this section we will discuss the positives and negatives of console application and 

application with GUI in our case. Console application or GUI application 

Python is by heart a scripting language therefore console application is a 

default choice. Both out programs take as input only two files therefore it is easy to 

use them from command line. Also all outputs are saved as files which is another 

reason why GUI is not needed. Moreover, Matplotlib supports interactive plots for 

console applications. 

Therefore, we decided for console applications in both cases. 

2.4 Issues with models 

This section describes the issues we encountered while we were developing and 

training the models. Those issues were usually in training times, memory and 

stability of the models. 

 For some models, we were performing grid search in order to find the 

hyperparameters which will then result into best prediction. For models that should 

make predictions based on several days and the time window was small, their 

development and training took even several days.  

Similar issue was encountered with the LSTM models 1.5.7. The reason for 

that might be the usage of the Keras implementation. However, according to some 

benchmarks, the standard version (not optimized nor autoencoders) of LSTM should 

perform similarly as TensorFlow or PyTorch. This benchmark [46] states that Keras 

might be even between 1.5x to 1.7x faster than TensorFlow when using the Theano 

backend and just 1.1x slower than TensorFlow when using TensorFlow backend. 

While using pmdarima, there were memory issues when creating model for 

several days of trading with seasonality component. Therefore, the time windows for 

those models had to be changed from 5 minutes to 30 minutes.   
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The last bigger issue was stability of the models. Stability was problematic 

only with LSTM models. We firstly tried using standard LSTM and use only 40 % of 

data for training. This set up resulted in highly varying MSE (from 10 to 10
8
) even 

for the same hyperparameters. It is hard to set an optimal value of MSE because it 

heavily depends on the range of the data we are working with. Generally, if the value 

of MSE is too low the prediction follows the original data too closely and is heavily 

influenced by the anomalous points. On the other hand, if the MSE is too high, the 

prediction does not follow the original data sufficiently and there is higher risk of 

marking non-anomalous points as anomalies.  
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3. Solution architecture 

In this chapter, we describe the feature engineering application and anomaly 

detection application, the technologies used, their architecture and the inputs and 

outputs formats.  

3.1 Feature engineering 

The task of this program is to generate features that better describe the data obtained 

from stock market trading and save them in the format suitable for machine learning 

algorithms. 

3.1.1 Input 

The program takes as input two files – input file with the messages and configuration 

file describing the features we want to generate. The format of those files is 

described in the user manual A.1.1. 

3.1.2 Output 

The output of the program is files in csv format. For each group is generated one file. 

The file contains columns for beginning and end of a time window and then one 

column for each generated feature.  An example of the output file can be found in the 

user manual A.1.1. 

3.1.3 Technologies 

This program is written in python 3.7.4 using Notepad++ IDE. We used 

configparser library [47] for reading the configuration file specifying the features 

that should be generated. For writing the output files in csv format we used csv 

library [48]. For manipulating timestamps of the messages we used datetime 

module [49].  

3.1.4 Architecture 

The program is divided into three main parts, where each part is a standalone file. 

The architecture is depicted in the following diagram: 
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Figure 11: Architecture diagram of the feature engineering application. 

Input interface reads the input file, which contains the messages, and the 

configuration file describing the features. It can be easily swapped for another 

interface supporting different file formats. Current implementation supports FIX log 

as the input file and configuration file in the INI file format. The exact structure is 

described in the user manual.   

Output interface writes the features generated by the data processing core 

into a file. Same as the input interface it can be swapped for interface supporting 

other output file format. 

Data_processing core generates the features.   

3.1.5 Input interface 

The input interface is divided into two classes – Reader and ConfigReader. 

The ConfigReader class reads the whole configuration file at once using 

configparser library. The class is responsible for checking that all obligatory 

information is there. If any required information is missing an exception is raised. 

The structure of the configuration file is described in the user manual. Second task of 

this class is to parse the file into a dictionary which can look as follows: 

{‘time_window’: ‘5000’,‘begin’: ‘20180902-00:00:00.000’, ‘end’: 

‘20180902-23:59:59.999’,‘compound_key’:[‘49’,‘56’], 

‘generate_missing_data’:‘True’,‘features’:  

{‘Rate’: {‘ft_type’: ‘AGGREGATION’, ‘formula’: {‘35’: [‘D’, ‘G’, 

‘F’]}, ‘reset’: ‘True’}}} 

The Reader class reads the input file line by line using the get_next() 

method. This method yields one message and its corresponding timestamp at a time 

to the data processing core. The supported format of input file is described in the user 

manual. 

3.1.6 Output interface 

This interface consists of only one function, which takes the features generated by 

data processing core and saves them into a csv file using the csv library. The name 
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of the file is either taken from the configuration file or it is made from the name of 

the input file and compound key.   

3.1.7 Data processing core 

This is the main part of the feature engineering application responsible for generating 

the features specified in the configuration file. It uses the input and output interfaces 

as modules. It consists of two classes – DataProcessing and StateFeature. 

3.1.7.1 Data processing  

DataProcessing class is responsible for processing the messages obtained from 

the input interface, generating the features and using the output interface for writing 

the features into a file. 

The constructor of the class is parametrized by an instance of Reader class 

and the body of the constructor initializes the following data members: 

 reader is an instance of the reader class. 

 config_dict is a dictionary containing the parsed configuration 

file, the structure is described in the input interface 3.1.5. 

 state is a dictionary containing a dictionary of values of features for 

each group processed in current time window. 

 complete_state has the same data structure as state but it is not 

reset with each time window. 

  features_list is a dictionary where keys are groups and values 

are dictionaries. The keys of the group dictionary are beginning and 

end of a time window and names of features. Values are lists. This 

data structure is then sent to the output interface where it is saved 

into a file. 

The class contains the following methods: 

 generate_features() is the main method of the class. It gets 

messages one by one from the input interface, finds the time window 

in which they belong and calls the corresponding methods for 

processing the message. When there are no messages left, the method 

passes the features_list on the output interface.  

 parse() has two implementations of this method. The first 

implementation uses the quickfix library for parsing the message 
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into a dictionary. It creates a QuickFIX message object, which also 

checks its validity using a corresponding data dictionary. The data 

dictionary is derived from xml file, which describes the rules of 

corresponding FIX protocol version (required fields for all messages, 

required fields for given message type…). We ignore repeating 

groups as they add unnecessary complexity. The second version uses 

only standard python parsing tools and it parses the message directly 

without checking its validity. This is useful for anonymised logs, 

which have incorrect checksums.  

 groupBy() is responsible for  generating the group of currently 

processed message using the compound key given in the 

configuration. If at least of the tags from the compound key is not in 

the message the method returns None. Otherwise it returns a list of 

values.  

 initialize_group_state() initializes the dictionary and its 

values for a new group in the state variable.  

 reset_state() saves the state into the complete_state 

variable and resets the state variable. 

  update_state()calculates the values of all features for the 

currently processed message and updates the state with the obtained 

values. 

 update_past_timewindow() is called when the messages are not 

in chronological order and we need to update some past time window. 

This method finds the correct time window and updates the values 

directly in the features_list variable.  

 latency() calculates the latency between two timestamps if the first 

timestamp is saved in the state variable. Otherwise it stores the first 

timestamp into the state variable. 

 aggregation() returns whether the logic formula in DNF was 

satisfied.    

 generate_missing_data() generates None values (for latency) or 

zeros (for aggregation and state) for each feature for each time 

window from the beginning of the day until its end for given group. 
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Generating missing data is needed when we want to have a time series 

with constant time window. 

 save_features() saves the features into the features_list 

when the time window ended. If we are generating missing data this 

method also needs to find the correct index at which the features will 

be saved.  

3.1.7.2 State feature 

StateFeature class is responsible for parsing the formula and calculating features 

that are of the state type. Instance of this class is created for each message because 

the constructor of this class is parametrized by message, formula and message types.  

The class contains the following methods: 

 calculate_state() is the main method of the class, which returns 

the calculated value to DataProcessing.  

 parse_formula() is a recursive function that parses the formula 

into a dictionary. It splits the formula into function and its argument. 

Arguments are then also divided. If all arguments are tags the parsing 

the done. The function also checks whether each tag is contained in 

the current message. If at least one of the arguments is function then 

all the arguments are parsed recursively in the exact same way. The 

parsed formula is then saved into a list of dictionaries. Each dictionary 

represents one function with its arguments and key under which the 

intermediate result from this function is saved. For formula 

𝐴𝑉𝐺(𝑆𝑈𝐵(38, 14), 𝑆𝑈𝑀(𝑀𝑈𝐿(31, 32), 38), 14) the list looks as 

follows:  

[{‘col’ : ‘-2’, ‘func’ : ‘SUB’, ‘cols’ : [’38’, ‘14’] },  

{‘col’ : ‘-4’, ‘func’ : ‘MUL’, ‘cols’ : [‘31’, ‘32’]},  

{‘col’ : ‘-3’, ‘func’ : ‘SUM’, ‘cols’ : [‘-4’, ‘38’]},  

{‘col’ : ‘-1’, ‘func’ : ‘AVG’, ‘cols’ : [‘-2’, ‘-3’, 

‘14’]}] 

 parse_args() loops the arguments of a function, which had as an 

argument at least one inner function. For each argument it calls 

parse_formula().  

 The rest of the methods are implementations of function of the 

formula. The unary functions take the tag of the value and the key. 
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The rest of the functions take list of tags and the key. They apply the 

function (operation) on the tags and store the result under the given 

key.  

3.2 Anomaly detection 

The task of this program is to apply various methods on the input data in order to 

detect anomalies.  

3.2.1 Input 

The application takes as the input path to the configuration file which contains the 

rest of the information that is needed for the anomaly detector. The structure of the 

configuration file is described in the user manual A.1.2. 

3.2.2 Output 

The program outputs one csv file with the anomalies for each model used. For each 

model also one or more plots are saved in the png format. Examples of the output can 

be found in the user manual A.1.2.  

3.2.3 Technologies 

The program is written in Python 3.7.4 using Notepad++ and Jupyter Notebook. We 

used pandas 1.0.1 [33] for the data structures – DataFrame and Series. For 

vector operations and ndarray we used numpy 1.18.1. Plots and output tables were 

created using plotly 2.7.0 and matplotlib 3.1.3. Neural network were 

implemented in keras 2.3.1 with tensorflow 2.1.0 backend. For density 

models we used pyod 0.7.7.1. For time series analysis and ARIMA models we 

used statsmodels 0.11.1. Pre-processing was done by sklearn 0.22.2.   

3.2.4 Architecture 

The program is divided into several parts where each part is a standalone file.  

There is one file for each model so it is easy to add or remove models. The 

models are then called from AnomalyDetector, which is also responsible for 

parsing the configuration file and reading and pre-processing the input data.  

The visualization and output of the found anomalies is done by Visualizer. 

The architecture is depicted on the following diagram and the individual parts 

are then described in the following sections: 
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Figure 12: Architecture diagram of anomaly detection application. 

3.2.5 Anomaly detector 

AnomalyDetector is the main class of the application as it uses all the other parts.  

It is responsible for parsing the configuration file and also for reading the 

input data into data frames, pre-processing the data in terms of stationarity tests, 

plotting histograms, time series decomposition and various transformations.  

3.2.6 Models 

In our thesis we test several models for anomaly detection in time series. Some of 

them we implemented ourselves, for others we used the implementation available in 

various python libraries for machine learning. Logically we can split the models into 

two types – forecasting models and density models. 

3.2.6.1 Forecasting models 

The forecasting models create a rolling forecast using the data from previous days 

and it also updated using the past data entries of the current data. These models then 

output to the visualizer a data frame containing the timestamps, actual data and the 

predicted data. Each model also passes parameters that will be used for calculating 

the thresholds. The parameters are calculated based on the comparison of the 

prediction and the actual data. 

The first forecasting model is the ARIMA model 1.5.1. We use the 

statsmodels implementation of ARIMA. We calculate the optimal parameters of the 

model using the grid search algorithm. We use the mean squared error of the 
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predicted and actuals values as the metric. For multivariate data we used the 

VARMA.  

The second models are the smoothing models (simple exponential smoothing 

and double exponential) which we implemented ourselves based on the equations 

described in 1.5.2. Otherwise the models work the same as the ARIMA model 

described above. 

We chose LSTM 1.5.7 for our neural network model. We use the keras 

implementation with the tensorflow backend. We build a LSTM autoencoder that 

tries to learn the identity function in order to reconstruct the data from compressed 

representation of the core. We use for that the standard encoder-decoder architecture. 

Both encoder and decoder contain two LSTM layers. In order to obtain a 

reconstruction fit for anomaly detection we run the experiment several time and we 

set an interval for MSE.  

The last univariate and non-seasonal model we tried is the Kalman filter. We 

implemented this model ourselves based on the equations described in 1.5.6. For 

vector operations we used the numpy library. 

3.2.6.2 Seasonal models 

The seasonal models create a forecast from several days of training data using the 

seasonality of the data. These models then pass to their corresponding visualizer data 

frame containing the timestamps, predicted data and actual data. 

The first seasonal model is the SARIMA model. We use the statsmodels 

implementation of SARIMA. We calculate the optimal parameters using the grid 

search algorithm. We use mean squared error of the predicted data and actual data as 

the metric. 

The second seasonal model is the Holt-Winters exponential smoothing. We 

use the statsmodels implementation of Holt-Winters. This implementation of the 

model also calculates the optimal parameters. We need to only provide the length of 

the season.     

3.2.6.3 Density models 

The density models calculate score for each data entry. The higher the score is the 

more probable it is that the point is anomalous. For all density models we use the 

PyOD implementation. The models output to the visualizer a data frame containing 

the timestamps, the actual values and the scores generated by the model.  
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All the density models (OCSVM 1.5.4, Isolation Forest 1.5.5 and the k-nn 

1.5.3) are created within the Density class.  

3.2.7 Visualizer 

Visualizer file has three classes – one for ForecastingVisualizer, one for 

SeasonalVisualizer and one for DensityVisualizer. The visualizer classes 

are responsible for calculating the exact anomalies based on the output of the models 

and also plot them and save them into a table. The table is then outputted as a csv 

file.  

ForecastingVisualizer is a visualizer class for the models that create a 

forecast of the data which is then compared to the real data. First, we calculate the 

difference between the actual values and the predicted values. Then we calculate the 

average, the simple rolling average and the exponential rolling average of the 

differences. The anomalies are then calculated based on the distance, in terms of 

multiples of the standard deviation, of the difference from each type of the average. 

Lastly, the calculated anomalies are saved into a table which is then outputted in the 

csv format. This class is also responsible for plotting graph containing the actual 

data, predicted data and point anomalies and graphs with the errors and confidence 

intervals. 

SeasonalVisualizer is a visualizer class for univariate seasonal models 

that create forecast only based on the data from previous days. First, we calculate the 

difference between the actual values and the predicted values. Then we calculate 

mean of the testing data. The anomalies are then calculated based on the distance, in 

terms of multiples of the standard deviation, of the difference from the mean. Lastly, 

the calculated anomalies are saved into a table which is then outputted in the csv 

format. The anomalies are also visualized in a plot containing the testing data and the 

forecast. Another plot that is outputted shows the mean, errors and the confidence 

intervals. 

DensityVisualizer is a visualizer class for the models that calculate 

anomalies based on the density of the data. First, we calculate the mean of the scores. 

The anomalies are then calculated based on the distance of the scores, in terms of 

multiples of the standard deviation, from the mean. The anomalies are also visualized 

in a plot containing the testing data. 
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4. Experiments 

In this chapter, we describe the whole process of experiments. Firstly, we describe 

the data we have available. Secondly, we name the anomalies we were looking for 

and the features we used. Thirdly, we describe the way in which we have built the 

models and how did we use them for anomaly detection. Lastly, we do an overall 

comparison of all models as well as comparison for each type of anomaly. 

4.1 Data 

For the experiments we had available a whole month of real broker data from the 

year 2018 in the form of anonymized FIX logs.  

The data are not labelled because the labelling needs to be done by an expert 

in the area. Therefore anomalies were injected into the last log by an algorithm 

created by an expert. The anomalies are spread over several features and sessions. 

Overall, we had at hand 18 files that could be used for training the models 

and 1 file that could be used for testing.  

4.2 Anomalies and features 

We can split the anomalies we were looking for into two categories. The first 

category is sudden change. The second category is long term change. 

The sudden changes can be classified as point anomalies. It is a non-

negligible change in behaviour that appears in a very short time window and then 

immediately disappears. For this type of anomalies we want to use short time 

windows up to 10 minutes. In this category belong the following anomalies: 

 Cancellation increase – sudden increase in cancellation of the 

messages sent by the client. For this anomaly we use an aggregation 

feature that calculates the amount of messages of type 

OrderCancelRequest. The feature engineering tool therefore counts 

the amount of appearances of 35=F in the FIX log, where 35 is the tag 

for message type field and F is the value used for denoting 

OrderCancelRequest. 

 Message rate increase – sudden increase in the total amount of 

messages or only in NewOrderSingle messages. We use an 



44 

 

aggregation feature that calculates the total amount of appearances of 

35=D (NewOrderSingle). 

 Message rate drop – sudden drop in the total amount of messages or 

only in NewOrderSingle messages. For this anomaly we use the same 

feature as for message rate increase.  

The long term changes are non-negligible changes that last over a long term 

period (for example a whole day). For this type of anomalies we want to use time 

windows lasting several hours or even a day. In this category belong the following 

anomalies: 

 Message rate increase – the client has more messages per day than he 

had before. We use the same feature as for the point message rate 

increase anomaly. 

 Quantity change – increase in the amount of messages for one ticker 

symbol. Flow of the other messages of given client stays the same. 

For this anomaly we use an aggregation feature that calculates the 

amount of messages of given symbol. The symbol is defined in the 

field given by tag 55. 

All features are generated per session. A session is an ordered pair of sender 

ID and target ID. The sender ID can be found in the field under the tag 49 and the 

target under tag 56. 

The list of anomalies is available in A.2. 

4.3 Anomaly detection 

We do not output a Boolean value whether given points is an anomaly or not. Instead 

of that we assign to each data point a degree of anomalous behaviour. In our scale, 0 

means that given point is not an anomaly, 1 means the data point is suspicious, 2 

means the data point is very suspicious and 3 means it is an anomaly. 

We can split the models we used for anomaly detection into two categories. 

The first category is forecasting models. The second category is density models. 

4.3.1 Forecasting models 

The forecasting models create an estimate of the testing data. Most of the models 

(Kalman filter, LSTM and non-seasonal exponential smoothing algorithms) create 

https://en.wikipedia.org/wiki/Ticker_symbol
https://en.wikipedia.org/wiki/Ticker_symbol
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reconstruction of the testing data. The rest of the models (ARMA based models) 

create a rolling forecast of the testing data from the training data.  

The anomalies are then detected using comparison of the forecast and actual 

data. Firstly, we calculate the difference between the predicted and actual values. 

Secondly, we calculate average, simple moving average and exponential moving 

average of the differences and also corresponding standard deviations. The size of 

the window for the moving averages is customizable for each model. Thirdly, we 

calculate the distances of the difference from the averages for each data point. Lastly, 

we calculate the thresholds for each anomaly degree at each point. The thresholds are 

calculated as distance from the mean at given point in terms of multiples of standard 

deviation. We can customize the multipliers in order to achieve better performance of 

the anomaly detector.  

We also created an ensemble from the averages. The ensemble calculates the 

mean value of the anomaly degrees from the averages at given point. The mean value 

is then rounded in order to get an integer value. If the mean is right in between, it is 

rounded up. 

4.3.2 Density models 

For all density models we use the PyOD implementations. The models assign each 

data point a score value. In general it holds that outliers tend to have higher scores. 

With density models we tried both the unsupervised and semi-supervised approach. 

The unsupervised approach uses only the testing data and it assigns higher 

scores to points that are in low-density areas.  

The semi-supervised approach fits the models on the training data and it 

assumes that the training data consists only of normal instances. Higher scores are 

then given to data points of the testing data which differ from the distribution of the 

training data. 

We calculate mean of the scores and we assign the anomaly degrees based on 

the distance of score from the mean in terms of multiples of standard deviation. 

4.4 Training and parameter tuning 

In this section, we describe the process of training the models and hyperparameters 

tuning.  
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4.4.1 Forecasting models 

The forecasting models needed to be trained in order to obtain a forecast well suited 

for anomaly detection. We do not need necessarily the best forecast. It is quite the 

opposite. A forecast that is very good follows the anomalous points too closely. Such 

behaviour is undesirable because then the model will probably fail to detect the 

anomalous points. On the other hand, a forecast that is very bad does not follow the 

normal points closely enough. This behaviour will result in marking several normal 

instances as anomalies. 

In order to obtain good forecasts we used grid search algorithm for several 

models and we were trying to minimize the mean squared error. However, we set a 

threshold for minimal mean squared error value. In the case where all forecasts of the 

model would have mean squared error under this threshold, we would select the 

forecast with the highest mean squared error. 

 We did not need to use grid search algorithm for Kalman filter because the 

predictions obtained from this model was generally very good. 

 In order to obtain a good reconstruction of the data from the LSTM 

autoencoder we ran the experiment several times. During one experiment we create a 

LSTM autoencoder which has two LSTM layers for the encoder and two LSTM 

layers for the decoder. The encoder creates the compressed representation. The 

decoder then tries to reconstruct the data. Then we loop through the epochs and we 

accept only representation with MSE within the specified interval. 

We trained ARIMA models on data from the previous day. We used whole 

week of previous data for seasonal models. The rest of the models uses the testing 

data for creating the forecast. 

 For all models we also needed to set the values for multipliers of the standard 

deviation as those determine the sensitivity of the anomaly detector. We set those 

parameters accordingly to the mean squared value. For low values of mean squared 

error we wanted higher sensitivity, for high values of MSE lower sensitivity. The 

value of MSE highly depends on the range of the data. Therefore we decide whether 

the value is small or high based on a baseline. We use as baseline EWMA of the data 

with small span. 
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4.4.2 Density models 

We tuned the parameters of density models manually by running several experiments 

on the training data. When we were tuning the parameters we were trying to achieve 

a low percentage of points marked as outliers. 

 The kNN model has only one parameter and that is the contamination level. 

We set the contamination to 0.1. 

 The isolation forest has two parameters, contamination level and number of 

estimators. We set the contamination to 0.01 and number of estimators to 100. 

 The last density model we tried is the OCSVM which has three parameters – 

contamination, kernel and gamma. We set the contamination to 0.1, kernel to radial 

basis function (RBF) and the gamma value of the RBF kernel to 10−8. 

 The unsupervised models were fitted directly on the testing data. The semi-

supervised models were fitted on the training data from the previous day.  

4.5 Evaluation  

The chosen time window has effect on the performance of the models because it 

determines the ratio of normal instances and anomalous points. However, testing of 

effects of the time window on the performance of the models is not the aim of this 

thesis. Therefore, we try only one time window length for point anomalies and for 

long term anomalies. We choose time window of length 5 minutes for point 

anomalies and 1 hour for long term anomalies. 

We mark a point as anomalous if its severity is 3. In case of forecasting 

models we look at ensemble severity. 

4.5.1 Point anomalies  

We use only univariate non-seasonal models for detecting the point anomalies. The 

testing dataset we work with is highly imbalanced – we have 2866 normal instances 

and 14 anomalous points. 

We use confusion matrix and metrics derived from it, namely TPR and FPR, 

for evaluating the models 1.3.4. During the detection of anomalies one of the 

following four cases can occur: 

 true positive (TP) – the model classifies the data instance correctly as 

an anomaly. 
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 false positive (FP) – the model classifies the data instance incorrectly 

as an anomaly. Ergo the data instance is normal. 

 true negative (TN) – the model classifies the data instance correctly as 

normal. 

 false negative (FN) – the model classifies the data instance incorrectly 

as normal. Ergo the data instance is an anomaly. 

We want to maximize the TPR and minimize the FPR. 

 The results are shown in the following table: 

Model TP FP TN FN TPR FPR 
ARIMA 10 3 2863 4 0.714 0.001 

Smoothing 11 17 2849 3 0.786 0.006 
Double smoothing 10 17 2849 4 0.714 0.006 

LSTM 10 22 2844 4 0.714 0.008 
Kalman 10 6 2860 4 0.714 0.002 

Isolation forest 10 19 2847 4 0.714 0.006 
kNN 10 4 2862 4 0.714 0.001 

OCSVM 10 4 2862 4 0.714 0.001 
Table 2: Performance of univariate non-seasonal models. 

All false negatives (FN) for all models are message rate drop anomalies. The 

reason behind this is that the drops are rather mild and do not differ very much or in 

some cases at all from normal behaviour. This is caused by the injection process 

which does not ensure the injected anomalies are truly anomalies (removing of 

messages does not imply anomalous behaviour).  

A significant amount of false positives (FP) are points from the beginning of 

the trading day where is a sudden increase in message rate. This could be solved by 

increasing tolerance for the beginning of the trading day. However, it would have to 

be done manually because the beginning differs for various clients.  

4.5.2 Long term anomalies 

We use univariate seasonal models for detecting the long-term anomalies. The 

models were trained on 4 previous days and tested on 2 long-term anomalies. 

The seasonal models manage to mark as anomalies the significant spikes of 

the long-term anomaly. The ideal behaviour would be considering the long-term 

anomaly as anomaly only in the beginning and then consider it to be new normal 

behaviour of the client. However, we would have to decide where to set the threshold 

after which the training data of the models should be updated.  
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Conclusion 

This thesis focuses on anomaly detection is stock market trading data. Our goal was 

to study various models and methods that can be used for this task and propose the 

most suitable ones that should be further researched and used in real-time detection. 

We described the theory behind the models we used in our anomaly detector 

and also statistical terminology necessary for understanding how our anomaly 

detector works. We also discussed various tools that can be discussed for anomaly 

detection. 

We implemented a tool for generating features from trading data logs and an 

anomaly detector that supports various models and can be applied on the features 

generated by the tool.   

We evaluated the models on testing data log with injected anomalies. All 

tested models have very similar TPR, therefore we cannot choose the best model 

based on this metric. Models with best FPR are ARIMA, kNN, OCSVM and Kalman 

filter. 

This area offers a lot of possibilities for further research. It would be 

interesting to investigate more features and effects of the selection on anomaly 

detection. Another option for research is investigating the effects of time window 

length and splitting the day into several parts based on the flow. Other threshold 

techniques for anomaly detection are also worth investigating.  
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A. Attachment 

A.1. User manual 

A.1.1. Feature engineering application 

The folder with the application contains two packages – one for the application itself 

(feature_engineering_app) and one with unit test (tests). You can run the 

application from command line by going into the folder with the application and 

using the following command: 

 

Figure 13: Command line for running the feature engineering application. 

You need to install python and libraries listed in 3.1.3 or in the requirements file. The 

application is intended to run on Windows. 

The program takes as input two files. The first file contains the messages 

from the trading and the second file the configuration file in which the user can 

specify the features that should be generated. 

The expected format of the input file is a log with FIX messages. On each 

line of the file is exactly one message in the FIX format. FIX messages are formed 

from fields. A field is a pair of a tag and a value. The field are separated by a 

delimiter SOH (\001). The tag is an integer that defines the meaning of the field. The 

value is an array of bytes that holds specific meaning for the particular tag. Example 

of a FIX message: 

 

 

 

 

 

The configuration file is in INI format which is a standard format for 

configuration files. It is formed from sections where the first section contains fields 

that are common for all features. Namely time window in milliseconds, compound 

key as a list of tags separated by commas, begin and end in the format YYYYMMDD-

hh:mm:ss.s and flag regarding the generation of missing data. The feature sections 

differ based on the type of the feature. The name of the feature section is the name 

20180529-09:31:33.145:8=FIX.4.29=26635=D49=0000070256=WSE 

34=12108 142=702P01GF115=0000070252=20180529-07:31:33 

9930=111=290203437139933=147=320051=263000020128=320074=020077=02201

0=122012=122014=115=PLN21=122=4100=XWAR38=1440=244=356.00048=PLBZ000

0004454=255=PLBZ0000004459=310=159 
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that is later used in the output file as the name of the columns that holds the values of 

this feature. The attributes required for all features are the feature type and reset. The 

program supports the following features: 

 Aggregation – calculates the number of occurrences of some event 

over a time window for given group. Except reset and feature type the 

only required attribute is the aggregation formula that specifies the 

conditions of the event. The formula is logical and it is in DNF where 

literals are tag-value pairs.  

 Latency – calculates the difference between two timestamps within 

one group. The required attributes are two tag-value pairs. Each pair 

defines one of the timestamps. 

 State – calculates the current state of given group based on the type of 

the message. The only required field is the formula which has similar 

structure as a dictionary. As key serves message types and values are 

the formulas. The functions that can be used in the formula are SUM 

(sum), AVG (average), SUB (subtraction), MUL (multiplication), + 

(unary plus) and - (unary minus). The formula is then in the following 

format: 𝐹𝑈𝑁𝐶(𝑎𝑟𝑔1, … , 𝑎𝑟𝑔2), where 𝑎𝑟𝑔𝑖 is either a tag or another 

formula in the same format. 

The reset states whether we want to reset the values of feature with new time window 

or not. Example of configuration file with all feature types: 
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The output of the application is csv files with the generated features. There is 

one file per each group. Example of an output: 

 

 

A.1.2. Anomaly detection application 

The application folder contains one package – anomaly_detector. You can run the 

application from command line by going into the application folder and using the 

following command: 

 

Figure 14: Command line for running the anomaly detector. 

You need to install python and libraries listed in 3.2.3 or in the requirements file. The 

application is intended to run on Windows. 

[COMMON] 

TimeWindow=300000 

CompoundKey=49,56 

Begin=20180209-00:00:00.000 

End=20180209-23:59:59.999 

GenerateMissingData=True 

[RejectsAll - aggregation] 

FeatureType=AGGREGATION 

Formula=35==3 OR 35==j OR 35==9 OR (35==8 AND 150==8) 

Reset=True 

[State] 

FeatureType=STATE 

Formula=D : +(38); 8 : -(32) 

Reset=True 

[FillOrderLatency] 

FeatureType=LATENCY 

FirstTimestampColumn=39 

SecondTimestampColumn=39 

FirstTimestampValue=0 

SecondTimestampValue=2 

begin,end,state1,latency1,agg2 

20180529-09:31:33.000000,20180529-09:31:35.999000,14,,1 

20180529-09:31:36.000000,20180529-09:31:38.999000,-14,2.0,0 
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The program takes as input only one file, the configuration file in the INI 

format.  

The configuration file is formed from sections. The first section is the 

common section which contains the following fields: 

 Output – path to the location where the output should be stored. 

 Univariate, Multivariate, Seasonal – these three fields mark whether 

models corresponding to the type should be applied or not. Value of 

this field is either 0 or 1. 

The configuration file can then contain three more sections, one for each type 

of models. All these section contain the following fields: 

 Test – path to the data that contain the anomalies. 

 Train – path to the historical data used for training of the models. 

 Period – the length of the time window between data entries. 

Columns – column containing the feature we are interested in. In case of multivariate 

models this field can contain a list of columns separated by commas. 

Example of configuration file containing sections for univariate and seasonal 

models: 

 

The testing and training files have the same format as the output of feature 

engineering application. 

[COMMON] 

Output=. 

Univariate=1 

Seasonal=1 

Multivariate=0 

[UNIVARIATE] 

Test=.\Experiments\UnivariateTest(3,52).csv 

Train=.\Data\UnivariateTrain(3,52).csv 

Period=5min 

Column=10 

[SEASONAL] 

Test=.\Experiments\Seasonal1hTest(99,3).csv 

Train=.\Data\Seasonal1hWeek0205-0208(99,3).csv 

Period=24h 

Column=2 
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The application outputs for each model a file in csv format containing the 

time stamps, actual values and anomalies. In case of forecasting or seasonal models, 

the file also contains predicted values and differences. Sample of output file for 

seasonal models:  

In case of density models, the file contains scores. Sample of output file for density 

models: 

 

The application also outputs plots that visualize the anomalies and in case of 

forecasting and seasonal models also the confidence intervals.  

Date,Actuals,Scores,Outlier 

2018-02-09 13:50:00,106,24.0,1 

2018-02-09 13:55:00,130,24.0,1 

2018-02-09 14:00:00,184,39.0,1 

2018-02-09 14:05:00,88,8.0,0 

2018-02-09 14:10:00,82,7.0,0 

2018-02-09 14:15:00,10116,9891.0,3 

2018-02-09 14:20:00,168,29.0,1 

Date,Actual values,Predicted values,Difference,Anomaly 

2018-02-09 07:00:00,473,-19.597113968593113,492.59711396859313,0 

2018-02-09 08:00:00,8426,867.620574673177,7558.379425326823,3 

2018-02-09 09:00:00,4235,393.45497026262507,3841.545029737375,0 

2018-02-09 10:00:00,2750,434.9578182130747,2315.0421817869255,0 

2018-02-09 11:00:00,3157,1289.814642801776,1867.185357198224,0 

2018-02-09 12:00:00,3003,201.27263917501563,2801.7273608249843,0 

2018-02-09 13:00:00,5280,520.008830810041,4759.991169189959,3 

2018-02-09 14:00:00,5049,418.6809385920665,4630.319061407933,3 

2018-02-09 15:00:00,4059,120.46672126199289,3938.533278738007,1 
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Figure 15: Plot visualizing the prediction done by ARIMA, actual values and the 

anomalies. 

 

Figure 16: Plot depicting the errors and confidence intervals for the mean. 
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Figure 17: Plot depicting the errors and confidence intervals for SMA. 

 

Figure 18: Plot depicting the errors and confidence intervals for EWMA. 
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Figure 19: Plot visualizing the anomalies detected by density model, namely kNN. 

 

A.2. Anomalies 

In this attachment we list the injected anomalies. 

Point anomalies: 

Session Time Anomaly description 

10_11 20180209-12:04:45 +10000 35=F messages 

10_11 20180209-14:20:00 +2000 35=D messages 

10_11 20180209-15:22:08 -700 35=D messages 

3_52 20180209-14:16:41 +10000 35=F messages 

3_52 20180209-11:57:00 +1000 35=D messages 

57_7 20180209-13:44:54 +1000 35=F messages 

57_7 20180209-11:55:04 +1000 35=D messages 

57_7 20180209-15:22:14 -124 35=D messages 

93_7 20180209-11:54:15 +3000 35=D messages 

93_7 20180209-13:44:36 +10000 35=F messages 

93_7 20180209-15:22:08 -444 35=D messages 

101_3 20180209-13:44:36 +10000 35=F messages 

101_3 20180209-11:54:19 +3000 35=D messages 

101_3 20180209-15:22:11 -232 35=D messages 

Table 3: Table of point anomalies. 

Long-term anomalies: 

Session Anomaly description 

99_3 The whole flow (35=D) of messages multiplied by 10. 
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3_80 The flow of messages with 55=PLSOFTB00016 multiplied by 50. 

Table 4: Table of long-term anomalies. 

 

A.3. Directory structure 

The ZIP file contains two directories with scripts and one directory with results. The 

folder structure is following: 

 AnomalyDetector 

o anomaly_detector – package with the scripts 

o Configs – folder with the configuration files 

o Data – folder with training data 

o Experiments – folder with testing data 

 FeatureEngineering 

o feature_engineering_app – package with the scripts 

o tests – folder with unit tests 

 Resources – folder with trading data log and configuration file 

 Results – folder with results of the anomaly detection 

 Requirements – file containing the required libraries for running the scripts 

 

 

 


