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Abstract
Deep learning is growing in popularity in the remote sensing community, especially as a
classification algorithm. First part of this thesis describes deep neural networks commonly
used for remote sensing classification and their various applications. Capabilities of
selected geospatial software suites in relation to deep models are also discussed in this
part.
Theoretical findings from the first part of the thesis are validated using two deep
convolutional Encoder-Decoder networks – U-Net and its proposed adaptation called
KrakonosNet. They are used to perform a sematic segmentation of spruce trees and dwarf
pine shrubs in the tree line ecotone of the Krkonoše Mountains, Czechia. A normalised
digital surface model is employed for creation of sufficiently large amount of training data,
while the classification itself is performed using only optical imagery with very high spatial
resolution.
Resulting classification is compared to a set of traditional remote sensing classifiers,
namely Maximum Likelihood, Random Forest, and a Support Vector Machine. Both U-Net
and KrakonosNet significantly outperform the other classifiers on this dataset and will be
consequently used in a related research project.
Key words
deep learning, U-Net, Krkonoše mountains, classification, vegetation mapping, picea
abies, pinus mugo, orthoimage

Abstrakt
Hluboké učení se v posledních letech stále více uplatňuje v dálkovém průzkumu,
především jako klasifikační algoritmus. První část této práce popisuje hluboké neuronové
sítě používané pro klasifikaci v dálkovém průzkumu a možnosti jejich využití. V této části
práce jsou diskutovány i implementace hlubokých modelů ve vybraných geografických
softwarech.
Teoretická zjištění z první části práce jsou ověřena pomocí dvou hlubokých konvolučních
sítí typu „Encoder-Decoder“ – U-Net a její navrhovaná adaptace KrakonosNet. Tyto sítě
jsou využity pro klasifikaci smrků a kosodřeviny v oblasti krkonošské horní hranice lesa.
Normalizovaný digitální model povrchu je využit k tvorbě dostatečného množství
trénovacích dat a klasifikace samotná je provedena pouze na základě optických dat s velmi
vysokým prostorovým rozlišením.
Výsledná klasifikace je porovnána s několika tradičními metodami, konkrétně se jedná
o klasifikátor maximální pravděpodobnosti, náhodný les a metodu podpůrných vektorů.
U-Net i KrakonosNet dosáhly na tomto datasetu výrazně lepších výsledků a budou
následně využity pro potřeby souvisejícího výzkumného projektu.
Klíčová slova
hluboké učení, U-Net, Krkonoše, klasifikace, mapování vegetace, smrk ztepilý, borovice
kleč, ortofoto
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1. Introduction
Remote Sensing (RS) plays a key role in many geographic disciplines, with increasing usage
within both private and public sectors. From its current vantage point RS is indispensable
for various policymakers as it enables them to make more informed decisions. And this
position is only going to strengthen as the amount of available RS data grows over time
due to reduced costs, technological improvements, open data initiatives and other factors.
Methods employed by RS experts consequently had to change over time, with machine
learning (ML) classification methods gaining considerable traction in the last two decades
(Maxwell, Warner, Fang 2018).
One family of ML algorithms known as Deep Learning (DL) has recently transformed the
field of Computer Vision (LeCun, Bengio, Hinton 2015), mostly thanks to modern
graphical computing units (GPUs) and improved algorithms. DL has since spread to RS
and exhibited state of the art performance on many RS tasks (Ma et al. 2019). However its
usage poses unique challenges, such as availability of largescale training data and model
transferability (Zhu et al. 2017).
First objective of this thesis is therefore a summary of underlying principles behind deep
Neural Networks (NNs) and their potential they hold for RS, with emphasis on
classification using multispectral imagery of very high spatial resolution (VHR). Most
scientific literature dealing with DL in RS concerns algorithmic advancements on
standardised benchmark datasets, which led Ma et al. (2019) to identify application of DL
on real world tasks as an important area of future research.
Hence, the second key objective of the thesis is a comparison of modern Convolutional
Encoder-Decoder networks with more traditional classification methods under real world
conditions. Two NNs are used for this purpose – U-Net (Ronneberger, Fischer, Brox 2015)
and its proposed adaptation referred to as KrakonosNet. VHR multispectral aerial imagery
dataset from Krkonoše Mountains in Czechia is used for the comparison, while the
classification itself aims to identify spruce trees and dwarf pines in the tree line ecotone.
Separately from this thesis the DL classification algorithms will be considered for
establishment of the current tree line and its dynamics in the Krkonoše Mountains
National Park (KRNAP), Czechia. This is an ongoing research project led by doc. Václav
Treml, department of Physical Geography and Geoecology, Faculty of Science, Charles
University.
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2. Deep Learning in Remote Sensing
DL is not a well-defined term – a NN is generally considered deep, when having a larger
number of hidden layers (section 2.2.2). The distinction between shallow and deep
learning is highly arbitrary, but for example Zhu et al. (2017) regard NNs as deep if they
contain more than 2 hidden layers.
One significant difference between “traditional” ML methods and DL is in the feature
extraction step. ML techniques generally greatly benefit from expertly crafted features,
chosen specifically for the task at hand. DL defies this by learning “end to end”, essentially
performing the feature extraction inside the network (LeCun, Bengio, Hinton 2015). It has
even been suggested that prior expert feature extraction might even be harmful to NN
performance – it could learn the features during training anyway, however when
performed correctly it is likely to extract more expressive features instead (Zhao et al. 2019;
Lefèvre, Landrieu 2020).
Specific NN architectures exist for both basic classification paradigms, unsupervised as
well as supervised learning. The supervised models are much more commonly used for RS
classification (Ma et al. 2019) and this thesis therefore concerns those, when not explicitly
stated otherwise.
General DL principles ale outlined in sections 2.2 and 2.3, whereas section 2.4 covers
selected aspects of applying the general DL approaches to the field of RS.

2.1. History of Deep Learning
Only a short overview of the history with focus on RS is presented here, since giving a
complete picture is outside the scope of this thesis. Detailed description of the historical
developments in the general field of DL was compiled by Schmidhuber (2015). LeCun,
Bengio and Hinton (2015) have focused their review towards image recognition, which is
closer to most RS applications.
Depending on definition the beginnings of NNs can be traced to either the 1940s, or even
further back to the works of Gauss from the beginning of the 19th century (Schmidhuber
2015).
The first convolutional layer was created for a first truly deep NN called the Neocognitron
(Fukushima 1980), it also included subsampling (pooling) layers, another important part
of modern Convolutional neural networks (CNN).
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One of the key features of modern DL methods is the use of backpropagation for training.
First described in 1970 (Linnainmaa 1970; Schmidhuber 2015), it has not reached
widespread recognition until 1986 (Rumelhart, Hinton, Williams 1986), and its first
application in a CNN-like network was for Zip code digit recognition (LeCun et al. 1989).
This work also introduced MNIST, perhaps the most famous dataset in ML (Schmidhuber
2015).
In 2012, after a long period of being largely out of favour with the computer vision
community (LeCun, Bengio, Hinton 2015), a CNN architecture called AlexNet showed the
potential of DL by significantly outperforming the state of the art during the ImageNet
LSVRC-2010 competition (Krizhevsky, Sutskever, Hinton 2012). It did this by employing
new algorithms, and training using modern GPUs. This success has spurred interest of
large tech companies (Google, Microsoft, Facebook, IBM and others) in the technology,
leading to CNNs quickly becoming a dominant method in the field of computer vision
(LeCun, Bengio, Hinton 2015).
An important step for the RS community has been the introduction of Fully Convolutional
Networks (FCNs) by Long, Shelhamer and Darrell (2015). The FCN architecture has
allowed to move from classifying whole images to making pixelwise predictions with
reasonable accuracy. This is required for many tasks in the field, notably Land Cover/Use
mapping.
The most recent trend in classification of RS raster imagery are CNNs extended by
a Decoder, notable such architectures are SegNet (Badrinarayanan, Kendall, Cipolla 2017)
and U-Net (Ronneberger, Fischer, Brox 2015). Other subdisciplines of RS have adapted
NNs to suit their needs and their specifics will be discussed in respective subsections of
section 2.4.

2.2. NN architectures for RS
Different applications of DL call for specific adaptations to their architecture. Therefore,
this section provides a short overview of selected architectures with focus on those
commonly used in the field of RS, particularly for semantic segmentation of raster
imagery. The described architectures are sorted by growing complexity and later
subsubsections build on the information presented earlier.
This is by no means an exhaustive list, other notable architectures used in RS include
Recurrent NNs, Autoencoders, Deep Belief Networks and Generative Adversarial
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Networks. These and other NNs along with their applications are further described in a
review by Ma et al. (2019).
A comprehensive look into a broad range of topics in DL including the mathematical
foundations was compiled by Goodfellow, Bengio and Courville (2016), major contributors
to the field. An online version of their book has been made freely available at
deeplearningbook.org.

2.2.1. Artificial neuron (Perceptron) and activation functions
An Artificial neuron (Figure 1) is the simplest building block of a NN. It is connected to a
set of inputs (either original data or outputs of neurons from preceding layer) and a set of
outputs. Each input has a weight associated with it, by which it is multiplied before all the
inputs being summed together. This sum also includes an additional real number, known
as bias. The process of finding appropriate weights and biases is called “training” a NN
(section 2.3).
Figure 1: Artificial neuron

Source: Author based on Lefèvre and Landrieu (2020)

The sum is consequently passed as a parameter to a simple non-linear function called the
activation function. Some of the most well-known functions include Sigmoid and
Hyperbolic tangent, also known as Tanh (Figure 2b). They have been used for relative
simplicity of computing their derivatives, which is significant for training (LeCun et al.
1998). However, an important disadvantage of Tanh and Sigmoid is that they saturate
easily (also known as the vanishing gradient problem). This is a significant obstacle for
training, because weights associated with the given neurons stop updating (Nwankpa et
al. 2018).
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Figure 2: Effect of applying non-linear functions used for DL
A) Original data, B) Tanh, C) ReLu, D) Softmax

Source: adapted from Lefèvre and Landrieu (2020)

Hyperbolic tangents and Sigmoids had been effectively used as the go to activation
functions for a long time, until Glorot, Bordes and Bengio (2011) proved that a Rectified
Linear unit (ReLu) outperforms them for most tasks and Krizhevsky, Sutskever and Hinton
(2012) successfully applied it in AlexNet. This function simply retains any positive values
and changes any negative values to zero as shown in Figure 2c.
Nwankpa et al. (2018) have recently conducted a review of activation functions used for
DL. They have concluded that the ReLu is by far the most used function, even though new
functions have been devised and many of them have been shown to outperform ReLu
under specific conditions. For example, the first NN to surpass human-level results on the
ImageNet 2012 dataset used the Parametric ReLu (He et al. 2015).
𝑛

𝑆𝑜𝑓𝑡𝑚𝑎𝑥:

𝜎([𝑥]𝑛𝑖=1 ) = [

exp(𝑥𝑖 )
]
∑𝑖 exp(𝑥𝑖 )
𝑖=1

[1]

Value of Softmax (Equation [1] and Figure 2d) depends on values of all neurons in a layer.
It maps multiple values to a distribution, thus outputting values easily interpretable by a
human. For this reason it is most often used to perform classification in the last layer of a
network (Goodfellow, Bengio, Courville 2016).

2.2.2. Multilayer Perceptron (MLP)
Multiple artificial neurons connected into more than one layer (as shown in Figure 3),
where outputs of all artificial neurons in one layer are inputs of every neuron in the
following layer, are known as a multilayer perceptron (MLP). It includes 3 different types
of layers – the input (first) layer contains inputs of the network (e.g. grayscale values for a
16

given set of pixels). On the other end of the network the output layer contains one or more
neurons, depending on the application. For example, in the case of classification the
output layer consists of the same number of neurons as is the number of defined classes
(Atkinson, Tatnall 1997). This layer is usually activated by Softmax (Figure 2d).
Figure 3: Multilayer Perceptron

Source: Yan et al. (2006)

In-between the input and output layers are any number of “hidden” layers containing
“hidden” neurons. They are so called, because their mappings (activation function values)
are not easily understood and do not make much sense on their own.
Hornik, Stinchcombe and White (1989) have proven MLP layers to be universal
approximators, meaning that given enough hidden neurons it can approximate any
continuous mathematical function to any desired degree of accuracy. These hidden layers
in an MLP are also known as “fully connected layers”, reflecting the fact that every neuron
in a layer is connected to all neurons in the previous layer.

2.2.3. Convolutional Neural Network (CNN)
Convolutional Neural Networks, CNNs or Convnets are all names for the same style of
network, used when trying to solve more complex issues on ordered data. The RS
community is mostly concerned with spatially ordered data (rasters); though the same
technique is applicable to sentence structure, speech patterns etc. Employing an MLP
would require adding more hidden layers, leading to a massive increase in number of
weights and biases to be trained (Goodfellow, Bengio, Courville 2016). This issue is largely
solved by using local convolution, lowering the overall number of trainable parameters
while also more successfully exploiting spatial context in the imagery (Chollet 2018).
17

Figure 4: Convolutional layer

Source: Yakura et al. (2018)

Convolutional layers are similar to the fully connected layers of an MLP, but they differ in
one important aspect. In this case a single neuron does not take inputs from the whole
image, but only from a certain neighbourhood (Goodfellow, Bengio, Courville 2016) as
shown in Figure 4. This neighbourhood is called a kernel and most CNNs use kernel sizes
of 3×3, 5×5 or at maximum 7×7 pixels. The aforementioned reduction in the number of
parameters is a result of weight sharing, meaning that the same kernels are applied to the
whole image. In conclusion – convolution can essentially be described as applying a set of
learned filters to an image (Zhang, Zhang, Du 2016).
Convolution operations are practically always followed by an activation function, the
resulting combination is generally referred to as a convolutional layer for brevity.
Each “image” created by convolution is also known as a feature map, and convolutional
layers often use a relatively high number of them (Chollet 2018). For example, the number
of feature maps used in each layer of AlexNet is written above the blue convolutional layers
in Figure 5 (96, 256, etc.).
The feature maps of a convolutional layer successfully exploit spatial structure of data
thanks to two properties – first one being that they extract translation invariant features,
e.g. when a network learns a shape in one part of the image it can then recognise the same
shape anywhere else. The second useful property of convolution is that it allows the NN
to learn spatial hierarchies of patterns. In this way the simple shapes and edges can be
combined into more complex objects (Chollet 2018). This is further aided by the pooling
operation, which is explained below.
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Figure 5: Convolutional Neural Network (AlexNet)

Source: Lefèvre, Landrieu (2020)

Convolutional layers are quite often followed by a pooling layer, which performs a
summary statistic of nearby activations. The most popular approach is using max pooling
(Figure 6) – only keeping the highest value in a 2×2 pixel neighbourhood (Goodfellow,
Bengio, Courville 2016). This is done in order to further improve computational efficiency
and to increase the receptive fields of neurons in following layers (increasing the portion
of the image visible to each neuron). Alternative pooling operations are sometimes used
for specific tasks, such as average pooling (Chollet 2018).
Figure 5 shows a typical CNN architecture, specifically the AlexNet (Krizhevsky, Sutskever,
Hinton 2012), where the convolutional layer is followed by a max pooling layer, which
then in turn serves as an input to another convolutional layer. This pattern is observed by
most CNNs, sometimes several convolutions are performed before pooling, e.g. in VGGNet
(Simonyan, Zisserman 2015).
Figure 6: Max pooling operation

Source: Course notes for CS231n, Stanford University [https://cs231n.github.io]

The spatial structure is subsequently lost after going through the last convolution, when
the values get flattened into a list. This list of values is then used as an input for a set of
fully connected layers (MLP), output of which is a probability for each possible class label
(the AlexNet from Figure 5 computes probabilities for 1 000 classes).
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2.2.4. Fully Convolutional Neural Network (FCN)
Long, Shelhamer and Darrell (2015) replaced the fully connected layers at the end of a
CNN (they modified AlexNet) with a set of convolutional layers as shown in Figure 7.
These replacement layers have a kernel size of one, meaning that they are performing
convolution on only itself and no surrounding pixels. This preserves the spatial
characteristic of data and subsequent classification is executed separately for each
downsampled pixel. This kernel size essentially makes the pixels into multiple identical
MLPs, each one performing classification on a portion of the original image resulting in a
heatmap of downsampled size.
Figure 7: Fully Convolutional Network

Source: Lefèvre, Landrieu (2020)

The corresponding paper (Long, Shelhamer, Darrell 2015) discusses multiple approaches
for upsampling the devised heatmap to the original resolution and in the end the authors
apply bilinear interpolation.
Authors believe that the most significant advantages of a fully convolutional approach are
the abilities to make pixelwise predictions and to work with arbitrarily sized inputs. The
FCN model has pushed the state of the art considerably on multiple reference datasets.

2.2.5. Convolutional Encoder-Decoder Networks
The FCN architecture makes predictions for each pixel in the original image, nonetheless
this prediction remains relatively coarse since the upsampling method is incapable of
accurately reconstructing object boundaries (Long, Shelhamer, Darrell 2015). Multiple
new network architectures attempting to solve this issue were conceived in recent years
(Audebert, Le Saux, Lefèvre 2018) and many of them focus on designing new upsampling
methods (decoders) appended to convolutional portions of classical CNNs (encoders).
These networks are thus sometimes described as “Convolutional Encoder-Decoders”
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(Badrinarayanan, Kendall, Cipolla 2017). Many authors (Huang et al. 2018) regard them as
current state of the art for semantic segmentation in RS.
Figure 8: Convolutional Encoder-Decoder (DeconvNet)

Source: Noh, Hong, Han (2015)

DeconvNet (Figure 8) is said to be the first such network and the corresponding paper by
Noh, Hong and Han (2015) explains the underlying principles behind DeconvNet in detail.
It uses the VGGNet architecture as an encoder while the decoder consists of two distinct
types of layers – unpooling and transpose convolution layers (Figure 9).
Unpooling layers (Figure 9) perform the opposite operation to pooling layers, assigning a
value from one pixel to one pixel in an upsampled, usually 2×2 sized grid.
The role of transpose convolution (also known as deconvolution or up convolution) layers
in DeconvNet lies in densifying sparse maps created by unpooling. This is done via learned
deconvolutional filters (Figure 9), which take a single pixel activation and use it as input
for multiple neighbouring output neurons.
Figure 9: Unpooling and deconvolution

Source: Noh, Hong, Han (2015)

Convolutional Encoder-Decoder networks usually differ in the structure of their decoder.
Architectures particularly utilized in RS include the SegNet (Badrinarayanan, Kendall,
Cipolla 2017) and U-Net (Ronneberger, Fischer, Brox 2015), both based on the VGGNet
architecture.
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U-Net (Figure 10) was originally developed for Biomedical Image Segmentation,
nevertheless it has since been applied for semantic segmentation in other fields to
substantial success. One significant aspect of U-Net is the introduction of skip
connections. It directly copies feature maps created in the encoder structure into the
decoder, allowing the network to learn from both the highly semantic features which pass
through the whole structure and from the features with higher spatial resolution. Another
significant aspect is the use of transpose convolutional layers during upsampling,
replacing the unpooling layers used in DeconvNet.
Figure 10: U-Net architecture

Source: Ronneberger, Fischer and Brox (2015)

2.3. Training Neural Networks
Finding appropriate weights and biases is essential for a NN to perform adequately on a
given task. The process of learning a suitable model parametrisation is known as training
a NN. Sections 2.3.1 and 2.3.2 concern the general algorithms used for NN training,
whereas 2.3.3 and 2.3.4 illustrate different ways of dealing with limitations frequently
encountered during training.
The network parameters of course have to be initialised before any training is possible,
this can be done either by reusing weights from a previously trained network (this is
known as transfer learning and it is discussed further in section 2.3.4) or by using random
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values, which are generally taken from a Gaussian or uniform distribution (Goodfellow,
Bengio, Courville 2016).
One well known disadvantage of DL approaches is the fact that they generally require
larger training sets than other classification methods, a notable challenge in the context
of RS (Li et al. 2018). Numerous approaches have been used to alleviate this hindrance,
especially transfer learning and data augmentation (Ma et al. 2019), which generally
involves introducing noise or random rotation to the training imagery.

2.3.1. Stochastic Gradient Descent (SGD)
After each training pass through a NN a predefined differentiable error function is
computed, also known as a loss function. Cross Entropy is by far the most used loss
function for classification tasks (Goodfellow, Bengio, Courville 2016). This loss function is
a solid surrogate to target accuracy metrics, and its differentiability enables the use of
optimisation for training.
Training a NN is therefore redefined as a task of minimising the loss function – a complex
issue in highly dimensional space, given it takes all weights and biases in the network as
parameters.
Gradients in this highly dimensional space are used to reduce the loss function value, with
partial derivatives corresponding to each individual parameter being found through
backpropagation (section 2.3.2). Subsequently a downhill step is performed, the size of
which is determined by “learning rate”, another significant hyperparameter for NN
training. Large learning rates generally lead to the algorithm skipping minima of the loss
function, while low learning rates lead to longer computation time and can get stuck in
unsuitable local minima. Depending on the initial starting point in the parameter space
different local minima will be reached through SGD, though it has been noted that these
high dimensional spaces likely contain large numbers of local minima with similar loss
function values (Goodfellow, Bengio, Courville 2016).
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Figure 11: Stochastic Gradient Descent

Source: Course notes for CS229, Stanford University [http://cs229.stanford.edu/]

Figure 11 represents a simplified example for two parameters (θ0 and θ1) and function
J(θ0, θ1). The black lines represent downward gradients, which are being computed at the
black points.
Gradient descent is usually not performed on the whole training set, but instead on
minibatches, subsets of the training set (Goodfellow, Bengio, Courville 2016). This
significantly reduces the computational requirements. The number of samples in a
minibatch is often called batch size and it has a close relationship with the learning rate
during training.
Modified versions of the basic SGD algorithm (collectively known as optimisers) are used
in practice, incorporating additional criteria such as momentum and adaptive learning
rates (Goodfellow, Bengio, Courville 2016). This generally results in reduced training time
and finding more appropriate local minima of the loss function (Dogo et al. 2018). Notable
optimisers include AdaGrad (Duchi, Hazan, Singer 2011), RMSProp (Tieleman, Hinton
2012) and especially Adam (Kingma, Ba 2015).

2.3.2. Backpropagation
Training of NNs can be divided int two distinctive portions – forward and backward passes.
Inputs are fed through the network to return an output during the forward pass, backward
pass propagates the loss computed at the output location all the way through hidden layers
to input.
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Backpropagation is an algorithm enabling efficient backward passes, during which partial
derivatives for all network parameters are computed from the value of the loss function
computed during a forward pass. The layered structure of NNs enables backpropagation
of gradients using the chain rule of differentiation. Equation [2 demonstrates the chain
rule for a set of variables 𝑥, 𝑦 and 𝑧, where 𝑧 depends on 𝑦, which itself depends on 𝑥.
𝑑𝑧 𝑑𝑧 𝑑𝑦
=
∙
𝑑𝑥 𝑑𝑦 𝑑𝑥

[2]

While it might appear somewhat convoluted, Figure 12 shows the same general procedure
applied to a simple MLP. In this figure E represents the loss, z is the weighted sum and y
stands for values after passing z through the activation function.
Figure 12: Backpropagation in an MLP

Source: LeCun, Bengio, Hinton (2015)

2.3.3. Overfitting/Network regularisation
Overfitting is described as the situation during training when the generalisation ability of
the model stops improving, while the training set loss might keep decreasing (Goodfellow,
Bengio, Courville 2016). This effect is not exclusive to DL models, but it is especially
prominent, as the NNs generally contain many parameters, feasibly enabling the networks
to learn every sample from the training set.
Whenever training the resulting model must be continuously validated by computing the
loss function value for a separate set of data (also known as validation set), testing the
generalisation capability of the NN (Goodfellow, Bengio, Courville 2016). Figure 13 shows
signs of overfitting starting at around epoch #4, where the validation loss starts increasing.
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Figure 13: Overfitting during training

Source: Chollet (2018)

A range of solutions for dealing with overfitting is available, simplest, and most used one
being early stopping, e.g. stopping training when the validation loss stops decreasing
(Goodfellow, Bengio, Courville 2016). Another straightforward solution is simply reducing
the number of parameters in the network, thus invoking Occam’s razor.
Other approaches allow the networks to reduce validation loss even further. Dropout is
one such regularization algorithm, successfully applied in AlexNet (Krizhevsky, Sutskever,
Hinton 2012) and other networks. It “turns off” a random number of neurons during each
training step, changing their activation to zero. This prevents the network from relying
solely on a certain set of neurons, instead forcing it to learn more robust features
(Srivastava et al. 2014). All neurons are subsequently used during inference.
Input values in ML are generally normalised before being passed to a model. Batch
normalization (Ioffe, Szegedy 2015) is a regularisation approach for DL, which normalises
values inside of the network. Ioffe and Szegedy (2015) recommend normalising all values
before passing them to the activation function, however it has also been applied after the
activation (Gülçehre, Bengio 2013). Key benefits of using batch normalization include
significantly faster training, reduced or eliminated need for dropout and diminished
sensitivity of NNs to weight initialisation.

2.3.4. Transfer learning
A crucial concept in modern DL, transfer learning is a general term describing ways of
adapting an existing model to a related task, thus significantly reducing required training
time. NN pretrained on a large dataset is taken and retrained on new data for a number of
epochs.
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Not only has the use of pretrained networks lead to reduced training time, multiple studies
also reached improved accuracy with this approach (Yosinski et al. 2014; Tajbakhsh et al.
2016). Transfer learning has also shown its potential in multiple RS studies – Pires de Lima,
Marfurt (2019) and Ma et al. (2019) provide short overviews of recent research directions
in the area. One difficulty when applying transfer learning to RS comes from the fact that
the networks are usually pretrained on the ImageNet dataset which only consists of images
captured in visible wavelengths.

2.4. DL applications in RS
Approaches introduced in previous sections do not consider unique characteristics of RS
data in their design. Zhu et al. (2017) offer an overview of the RS-specific traits:
•

RS data are often multimodal, from sensors with vastly differing imaging
geometries and content. Specific solutions are required to fuse the data in a
synergistic way (Audebert, Le Saux, Lefèvre 2018).

•

RS data are geolocated, which facilitates fusion of pixel information with other data
sources, such as geotagged images from social media or geographic information
system (GIS) layers. Good example of this approach had been presented by Nassar
and Lefèvre (2019), who geolocated accessibility signs from Google Street View
imagery.

•

RS data are quality controlled geodetic measurements. Zhu et al. (2017)
characterise this trait by writing: “This enables us to retrieve geoparameters with
confidence estimates. However, unlike purely data-driven approaches, the role of
prior knowledge concerning the sensors’ adequacy and data quality becomes
especially crucial.”

•

RS data are often available as time series, pushing new solutions able to extract
valuable information from this temporal feature. DL is particularly well suited to
working with time series data, as Recurrent NNs are traditionally applied to
sequence analysis (Ma et al. 2019).

•

Phenomenon of Big Data is especially prevalent within the RS domain, as new
satellite constellations provide ever-growing data volumes on the global scale. This
is even underlined by the increasing use of unmanned aerial vehicles (UAVs)
within the industry.
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•

RS is not always concerned with detecting or classifying objects, rather it often
aims to retrieve geophysical or biochemical quantities. According to Zhu et al.
(2017), this area especially challenges dogma of expert-free, fully automated DL.

DL has already been applied to almost every task involved in RS data processing (Zhang,
Zhang, Du 2016), nonetheless most RS literature focuses on various forms of classification
(object detection, semantic segmentation, etc.). Other tasks involved in RS are
significantly less represented as shown in Figure 14, which represents peer-reviewed
journal articles found during a Scopus search conducted in March of 2019. Ma et al. (2019)
specifically note that most researchers focus on algorithmic advancements for supervised
classification using stable benchmark datasets.
As far as spatial resolution is concerned, DL are mostly used in relation to high spatial
resolution imagery. Ma et al. (2019) suggested that this kind of RS data benefits more from
DL, likely due to presence of richer spatial feature information.
Figure 14: Number of DL related peer-reviewed articles for different study targets

Source: Ma et al. (2019)

Following subsections cover techniques for supervised classification of optical and point
cloud RS data using DL, while highlighting successful applications for vegetation mapping.
Benchmark datasets used for the specific tasks are also mentioned, as they provide a stable
environment for algorithmic advancements.
Various authors have compiled surveys of contemporary DL in specific RS subdisciplines
which are not covered in following subsections: Audebert, Le Saux and Lefèvre (2019)
conducted a review fully dedicated to DL with hyperspectral data. Radar data analysis,
multimodal data fusion, unsupervised classification and other applications are discussed
at length by Zhu et al. (2017) and Ma et al. (2019).
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2.4.1. Scene classification
Scene classification is for the purposes of this thesis defined as assigning a single semantic
label to an input image, following Ma et al. (2019). Computer vision experts outside of RS
have established CNNs as the state of the art method for this task (Krizhevsky, Sutskever,
Hinton 2012; Simonyan, Zisserman 2015; Szegedy et al. 2015) and the RS community then
successfully adapted this method (Ma et al. 2019).
At first pretrained CNNs were used only as feature extractors, for example Penatti,
Nogueira and dos Santos (2015) used pretrained convolutional layers and subsequently
fed the derived features to a standard Support Vector Machine (SVM) classifier,
significantly surpassing traditional methods in the process. This approach circumvented
the lack of sufficient training data, nonetheless Scott et al. (2017) amongst others
improved the results by using the full CNN with retrained convolutional layers along with
significant data augmentation.
DL scene classification focusing on forest mapping is relatively rare in comparison to other
applications. Sylvain, Drolet and Brown (2019) performed one such study, classifying
scenes of living/dead needleleaf/broadleaf trees in an extensive area of Quebec, Canada.
Stable datasets initially used for DL scene classification of RS data were based on imagery
with high spatial resolutions, notably the relatively small “University of California-Merced”
dataset (Yang, Newsam 2010, Figure 15) for aerial imagery taken in the red, green and blue
(RGB) parts of the electromagnetic spectrum and “Northwestern Polytechnical University
RS Scene Classification 45” dataset (Cheng, Han, Lu 2017) for Google Earth derived RGB
imagery with spatial resolutions of between 0.2 and 30 m.
Figure 15: 8 out of 21 classes from the University of California-Merced dataset

Source: Yang and Newsam (2010)
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On the other hand, the last couple of years have seen emergence of very large datasets
based on freely available satellite imagery with coarser spatial resolutions, such as
BigEarthNet (Sumbul et al. 2019) for Sentinel-2 multispectral imagery and SEN12MS
(Schmitt et al. 2019) consisting of Sentinel-1, Sentinel-2 and Moderate Resolution Imaging
Spectroradiometer land cover data.
The author is aware of only one application of DL for scene classification at the department
of Applied Geoinformatics and Cartography, namely the master’s thesis of Klímová (2019),
where she performed scene classification of snow avalanches in Norway using VGGNet
and Sentinel-1 data based on the work of Kummervold et al. (2018). CNNs are still
emerging technology, and this likely lead to several significant methodical mistakes
throughout the thesis. Most notably when the author claims that she used a pretrained
network, nonetheless when describing model parameters, “weights” were set to None,
instead of imagenet, meaning the network weights were in fact initialised randomly.

2.4.2. Object Detection
Object detection could be characterised as an extension of scene classification, enabling
use of similar techniques. The task attempts to detect various objects in a given image
scene, usually manmade objects such as cars or airplanes (Ding et al. 2018; Zhong, Han,
Zhang 2018; Ma et al. 2019).
Object detection for classical computer vision imagery has seen considerable progress,
most notable are the introductions of region-based CNNs (Girshick et al. 2015) and their
subsequent evolutions known as “fast region-based CNN” (Girshick 2015) and “faster
region-based CNN” (Ren et al. 2017). Objects in RS are however characteristically captured
from above, which results in them being randomly rotated in the imagery, considerably
complicating the use of the abovementioned methods. This prompted Cheng, Zhou and
Han (2016) to add a rotation-invariant layer to a traditional CNN, which advanced the
performance of object detection considerably.
Several benchmark datasets for RS object detection are used for evaluation of algorithmic
advancements, with most focusing on detection of manmade objects. Notable ones
include the “Northwestern Polytechnical University VHR-10” (Cheng et al. 2014) and
xView (Lam et al. 2018) datasets.
Besides manmade objects multiple studies have also been performed in relation to animal
detection from VHR RS imagery: Salberg (2015) used the region-based CNN proposed by
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Girshick et al. (2015) and extended it by an SVM classifier to detect harps seals on sea ice
around Greenland.
Kellenberger, Marcos and Tuia (2018) showed significant potential that DL holds for large
scale animal monitoring on an example of VHR RGB imagery of the Kuzikus wildlife
reserve in eastern Namibia. Their work reduced the amount of manual verification three
times compared to the previous state of the art.

2.4.3. Semantic Segmentation
Semantic segmentation, also known as dense pixelwise classification or image
classification, is a task of assigning a thematic label to each pixel in an image. Semantic
segmentation is subject to many RS related studies as the resulting classifications have
wide applications in various fields.
For many years, MLPs have been used for per-pixel classification of RS data (Atkinson,
Tatnall 1997; Suchá et al. 2016; Kupková et al. 2017), generally reaching accuracies similar
to other ML-based approaches. With this approach all spectral/feature bands present for
a single pixel are used as inputs of the NN, e.g. MLP as commonly applied in RS only
utilizes spectral features in the imagery.
A key development in this context was the introduction of the FCN (Long, Shelhamer,
Darrell 2015) and subsequent Convolutional Encoder-Decoder networks (Zhu et al. 2017)
as they are not limited to the spectral and manually derived features – they also consider
spatial patterns found in the imagery. This makes Encoder-Decoder networks especially
effective in relation to VHR imagery (Ma et al. 2019), where the spatial relationships are
known to be highly conducive to correct classification (Aplin 2006; Blaschke 2010).
Reference datasets for semantic segmentation are extremely time consuming to create,
and as such are usually considerably smaller than datasets for other tasks. They usually
concern a single urban area, such as the “Zürich Summer” (Volpi, Ferrari 2015) consisting
of pansharpened QuickBird imagery. Perhaps the most well-known datasets were released
by the International Society for Photogrammetry and Remote Sensing (ISPRS) as part of
their 2D Semantic Labeling Contest (Rottensteiner et al. 2014), it covers a historical city
of Potsdam and a small town of Vaihingen, both in Germany. ISPRS provides subdecimeter
resolution imagery in the RGB and near infrared parts of the spectrum along with a surface
model.
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Figure 16 shows an example of a tile from the Potsdam dataset with corresponding
classifications by Audebert, Le Saux and Lefèvre (2018), who experimented with options
for fusing inputs with different modalities. The colours correspond to labels as follows:
white: roads, blue: buildings, cyan: low vegetation, green: trees, yellow: cars, red: clutter.
Figure 16: Potsdam dataset from the ISPRS 2D Semantic Labeling contest

Source: Audebert, Le Saux and Lefèvre (2018)

Inria Aerial Image Labeling benchmark (Maggiori et al. 2017) has also recently been
proposed, this dataset is split into building and not building classes spread over multiple
cities. One of the interesting features of this dataset is the fact that the test set is comprised
of cities missing from the training set, making the classification more challenging. Huang
et al. (2018) presented results of the challenge after one year and observed that three out
of the four methods with highest numerical accuracies were based on the U-Net
architecture, thus establishing itself the new standard for RS semantic segmentation.
U-Net has also become a preferred Encoder-Decoder for various vegetation mapping tasks,
often in relation with data acquired using UAVs:
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For example, Freudenberg et al. (2019) used it to detect palm trees on a very large scale,
outperforming previous approaches based on CNNs with a sliding window (Li et al. 2016).
In total they have identified about 2.2 million palm trees in around 600 km2 spread across
two vastly different study areas: Jambi, Indonesia and Bengaluru Region, India.
Zhao et al. (2019) focused on DL in agricultural uses, namely rice lodging assessment in
Heilongjiang Province, China. Their results show the U-Net performing better when used
directly on raw imagery, instead of using handcrafted features such as vegetation indices.
Rainforests are generally regarded as highly valuable ecosystems under significant threat,
which prompted Wagner et al. (2019) to apply U-Net on WorldWiew-3 imagery of the
Atlantic rainforest in Brazil. They succeeded in two distinct tasks: segmentation of natural
forests from eucalyptus plantations and identifying individual Cecropia trees. The authors
claim that their study is the first successful mapping of all individuals of a natural tree
species on a regional scale, making it a basis for an index of natural rainforest disturbance.
Application of U-Net by Kattenborn, Eichel and Fassnacht (2019) is closely related to the
task considered in this thesis, as the authors use U-Net for segmentation of herbaceous
vegetation in Mount Cook National Park, New Zealand, Ulex europaeus shrubs and Pinus
radiata trees in central Chile. Authors reached 90, 84 and 87% accuracy, respectively.
Figure 17 shows their segmentation results (purple area) and reference data (white border)
for Pinus radiata. This work is based on VHR RGB imagery captured from an UAV and a
derived elevation model. The elevation model is however not thoroughly described nor
visualised in the study or its supplementary material, which is unexpected given the
significant role it performs.
Figure 17: Pinus radiata mapping using U-Net in central Chile

Source: Kattenborn, Eichel and Fassnacht (2019)

33

2.4.4. 3D point cloud classification
3D point cloud data are structured significantly differently than raster data, they generally
contain information about their position in three dimensions and are not equally
distributed in space. This characteristic prevents simply using convolution directly on the
point data, leading to the need for different approaches:
One option for is to adjust the point cloud into a convolution supporting structure, an
obvious option is representing the data as voxel (3D pixel) grids and then performing a 3D
convolution operation, taking a 3D voxel neighbourhood of a given size as input. An
important disadvantage of voxelization is that memory and computation requirements
increase cubically with the resolution, significantly limiting the size of usable models.
Figure 18: Potential applications of PointNet

Source: Qi et al. (2017a)

PointNet (Qi et al. 2017a) represents an another approach, and it is often regarded as a
cornerstone of modern 3D analysis (Lefèvre, Landrieu 2020). It can be used for multiple
different tasks, as shown in Figure 18. In this architecture each point is fed as input to an
MLP, resulting in a set of “global embeddings”, which describe the shape of objects in the
point cloud. These global embeddings are subsequently used as input to an another MLP
along with the original data, producing a label for each point in the point cloud. This
architecture has been consequently extended by PointNet++ (Qi et al. 2017b).
Other successful approaches besides these two have been devised since, with best
performing networks being based on superpoints and graphs (Landrieu, Boussaha 2019)
as well as convolutions adapted to operate directly on points (Thomas et al. 2019).
The most significant benchmark dataset for point clouds in RS (Niemeyer, Rottensteiner,
Soergel 2014) has been introduced by the ISPRS, which currently hosts a 3D Semantic
Labelling Contest based on airborne laser scanning data from Vaihingen, Germany.
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This section has been included because the nature of point cloud data requires highly
specific NN architectures, while 3D data have been growing in importance for the RS field
in recent years (Xie, Tian, Zhu 2020). In-depth descriptions and evaluations of current DL
approaches when working with RS point clouds were conducted by Liu et al. (2019) as well
as Xie, Tian and Zhu (2020).

2.5. DL implementation in selected geospatial software
Python based frameworks such as TensorFlow, Keras or PyTorch are the norm for DL
implementations and choosing an appropriate framework is a common concern (Zhu et
al. 2017). Yet, an instrumental part in introducing NNs to widespread use in GIS is
availability of user-friendly tools, preferably with a graphical user interface (GUI). This
section covers DL tools available in selected major geospatial software suites at the point
of writing (June 2020). It is reasonable to expect the range of options to grow significantly
over time, given the current popularity of NNs.
Additions to ENVI and particularly ArcGIS Pro can be regarded as leading projects in
introducing modern DL to users with limited coding experience, they offer state of the art
NN architectures accessible through GUI environments. Their relatively high user
accessibility comes at the expense of model flexibility, the NN architectures are
predetermined and cannot be modified further.

2.5.1. eCognition
Trimble eCognition Developer in version 9.5.1 has a set of functions for creation, training,
and application of CNNs. It enables creation of specialised networks, with a customisable
number of hidden layers, feature maps and additional options such as kernel size setting,
batch normalization and max pooling. On the other hand, this approach results in the
network being unable to use transfer learning, therefore it must be trained from scratch
when defined. Output of the algorithms is a set of heatmaps for each class in an image,
despite only creation of regular CNN models (as described in section 2.2.3) being available.
This is done using a sliding window approach, which has been found to be less effective
and computationally efficient than upsampling from more recent architectures (Long,
Shelhamer, Darrell 2015).

2.5.2. ENVI
The core ENVI software includes only one DL function as of version 5.5.3, namely “Neural
Net”. According to documentation (Harris Geospatial 2020) this function creates, trains,
and applies a MLP to the spectral feature of each pixel. “Neural Net” is likely an older
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algorithm, given that it cannot use the ReLu activation function and does not follow the
relatively recently adopted nomenclature for different NNs (MLP, CNN, etc.).
Kupková et al. (2017) applied this function for semantic segmentation of tundra vegetation
in the Krkonoše Mountains using hyperspectral and Sentinel-2A data.
Considering recent trends towards DL in RS, Harris Geospatial created “ENVI Deep
Learning module”. It uses the popular (Zhu et al. 2017) TensorFlow framework developed
by Google (Harris Geospatial 2020). The latest version as of writing is 1.1 and it includes a
predefined Encoder-Decoder network based on the U-Net architecture as well as
additional functions for data handling.

2.5.3. ArcGIS
The legacy ArcMap for Desktop software contains only very rudimentary tools for DL in
the Spatial Analyst toolbox. The latest version 1.8 only has a “Export Training Data For
Deep Learning” tool, which offers options for data preparation. Version 1.6 also contained
“Deep Learning Model To Ecd”, however this functionality has since been deprecated
(ESRI 2020b).
ArcGIS Pro in the latest version (2.5.0) includes additional DL related functionality in the
Image Analyst and Raster Analysis toolboxes. A key tool is “Train Deep Learning Model”,
which allows the user to select a predefined NN and train it (choice of 6 models for pixel
classification, object detection or object classification). It is possible to set batch size and
a fixed learning rate (ESRI 2020a).
Applying the models is subsequently handled by a collection of classifier functions –
“Classify Objects Using Deep Learning”, “Classify Pixels Using Deep Learning” and “Detect
Objects Using Deep Learning”. Processing is done using the PyTorch library as backend
(ESRI 2020a).

2.5.4. Open source (QGIS plugins)
QGIS, a popular choice for open source desktop GIS software, offers no native DL
functionality as of version 3.12, though its capability can be extended by multiple thirdparty plugins, including interfaces for ORFEO and Raster Vision.
ORFEO Toolbox has a remote module called OTBTF (Cresson 2020) built on the
TensorFlow library. OTBTF algorithms can be accessed using all the same means as the
original ORFEO Toolbox, including a QGIS plugin. Any TensorFlow model can be accessed
via this module, this is a significant advantage over implementations in other software,
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given the number of NNs available as TensorFlow models (Cresson 2019). While OTBTF
offers significant DL capabilities accessible without coding, its wider adoption can be
hampered by a relatively complicated installation process.
Although not a software package with a dedicated GUI, Raster Vision (Azavea 2020) is a
high-level framework specifically created for DL on geospatial imagery. The core of Raster
Vision is a Python library acting as an extension of PyTorch or TensorFlow. It also has a
QGIS plugin, primarily for visualisation purposes.
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3. Data
3.1. Study area
Krkonoše Mountains form a natural border between Czechia and Poland. They consist of
high elevation plateaus bordered by steep slopes. They are the highest Czech mountain
range with the highest peak – Mount Sněžka at 1602 meters above sea level. The area also
hosts a number of unique habitats with corresponding endemic species.
Human presence has long affected the landscape of the upper Krkonoše Mountains, with
considerable anthropogenic impact on montane forests starting back in the 11th and 12th
centuries AD (Speranza et al. 2000). Later developments in animal husbandry led to
deforestation and growth of hay management in the uppermost Krkonoše Mountains,
peaking in the second half of the 19th century. Following this boom several landslides
triggered large scale planting of dwarf pine shrubs (pinus mugo), even in areas outside of
their historical habitats (Sekyra et al. 2002).
Hand in hand with the abovementioned interventions went pressures caused by ever
growing tourism in the Krkonoše Mountains, with more than 8 million yearly visitors
nowadays. Subsequently the Krkonoše National Park (KRNAP) was created in 1963 to
manage the threats posed to unique ecosystems present throughout the area.
Noninterventional management has been traditionally preferred for KRNAP, however it
remains an open question whether the past human activities were not vital for the
continuous persistence of the unique ecosystems.
The uppermost Krkonoše Mountains contain two distinct ecosystems: montane forests in
lower elevations and arctic-alpine tundra in the uppermost regions, both separated by a
tree line ecotone. Montane forests in the area comprise predominantly of Norway spruce
(Picea abies) trees reaching 7 to 9 m in height (Treml, Migoń 2015). The tundra can
generally be divided into two detached sections: Western (1 284 ha) and Eastern (2284 ha)
(Kupková et al. 2017). Parts of the Eastern tundra are considered for the purposes of this
study (Figure 19).
The alpine tree line ecotone is described by Treml and Migoń (2015) as a transitional zone
between the upper limit of closed forest (i.e. alpine timberline) and the upper limit of
occurrence of tree species. It is characterised by spruce stands sparsening with altitude
and extensive dwarf pine shrub cover. Treml and Chuman (2015) analysed local ecotonal
dynamics and found that the alpine timberline in the Krkonoše Mountains has advanced
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upwards by 0.43 m per year since the 1930s – a relatively low number in comparison with
other European mountain ranges. The authors name high cover of pine shrubs and
extreme microclimatic conditions on convex parts of certain slopes as likely limiting
factors to forest advance.
The highest sections of Krkonoše Mountains have also been of continual interest to
various geography research teams at the Faculty of Science, Charles University. Studies
mostly focus on tundra vegetation mapping (Kupková et al. 2017), landscape ecology
(Treml, Chuman 2015) and geomorphology (Engel et al. 2010; Křížek et al. 2019).
Figure 19: Study area in the Krkonoše Mountains

Source: Author based on data by Copernicus Land Monitoring Service (2020) and ARCDATA PRAHA, ZÚ, ČSÚ (2016)

Area of interest of this study covers parts of both the moraine forest and the Eastern alpine
tundra, as seen in Figure 19. Heterogenous nature of the area provides a relatively
challenging setting for classifier comparison. The tree line ecotone is of particular interest,
given its everchanging nature. Providing a suitable method for locating freestanding
spruce trees could support assessments of past and future ecotone dynamics.

3.2. Aerial imagery
Multispectral imagery of the KRNAP were acquired by the GEODIS company during three
flights in June of 2012. They were performed on the 18th, 27th and 29th respectively. The
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image acquisition dates with reference to the area of interest of this thesis (black) and
National Park borders (pink) are shown in Figure 20.
Figure 20: Aerial imagery acquisition dates

Source: Adapted from GEODIS BRNO s.r.o. (2012)

The sensor used was UltraCam Xp, S/N UC-SXp-1-91216062 by Vexcel Imaging GmbH.
Two derived products are available for use in this thesis. They are Red, Green, Blue (RGB)
and Near Infrared, Red, Green (CIR) orthorectified composites with ground sampling
distance (GSD) of 0.2 m. The relationship between individual spectral bands and captured
wavelengths is described in Figure 21. Both products are provided in tiles 2×2.5 km and
they have been georeferenced using Křovák’s conic projection (EPSG: 5514). Radiometric
resolution of the imagery is 8bit.
Figure 21: Spectral sensitivity of the multispectral camera after calibration

Source: Vexcel Imaging GmbH (2012)
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Preliminary data exploration revealed inconsistencies in the imagery, likely a result of
“stitching” data captured under different lighting conditions and capture angles. Examples
of this effect are visible in Figure 22. Same stark borders can be observed in both RGB and
CIR products. This fact deserves consideration in the discussion (section 6).
Figure 22: Inconsistent lighting conditions and capture angles

Source: Author

3.3. Normalised Digital Surface Model (nDSM)
GEODIS captured airborne laser scanning data for KRNAP administration during the first
half of 2013. Data for the entire national park (550 km2) were gathered using a RIEGL LMS
Q-680i full waveform scanner over 16 days. Resulting point cloud density was 5 points/m2
(Puchrik, Nýdrle 2013). The dataset is available for this thesis in the form of a raster nDSM
with GSD of 0.125 m. Values of nDSM rasters represent the height of objects above ground
level.
The nDSM has not been used as a basis for classification in this thesis, instead it served for
automatic annotation, details of this process are described in section 4.2.
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4. Methods
A range of experiments is performed to robustly assess various classification methods. One
important trait of various classification methods is the amount of training data they
require. To evaluate this requirement, numerous amounts of training data have been used
and discussed further in section 4.5. Each of these comparisons utilise both CIR and RGB
datasets for classification, while a separate experiment is performed to assess the ability of
deep NNs to generalise from limited spectral information (section 4.4).
Only the original spectral information is used for classification. A potentially superior
results could have been achieved using additional derived features, vegetation indices or
ancillary data (Lu, Weng 2007). Nevertheless, pursuing extensive feature extraction is
beyond the scope of this thesis.
All classifications were performed on a workstation equipped with an Intel i9-7940X
processor, 64 GB of memory and a Nvidia GeForce GTX 1070 GPU.

4.1. Class definition
As discussed in section 3.1, the tree line ecotone in Krkonoše Mountains mostly consists
of sparsely distributed spruce trees and dwarf pine shrubs. These two vegetation types are
used as classification classes, with a third class being introduced to contain all other land
cover types. The classes are referred to as background, pinus mugo and picea abies.
Figure 23: Typical pine and spruce stands visualised in RGB

Both the pine shrubs and spruce trees are usually easily distinguishable to human eyes
from VHR imagery when visualised appropriately (Figure 23), mainly thanks to their
characteristic shape and texture with spruce trees casting long shadows onto the ground.
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4.2. Data pre-processing/automatic annotation
The multispectral images were combined into two large rasters, bilinearly resampled to
Universal Trnsverse Mercator (EPSG: 32633) and clipped to the extent of the nDSM.
All considered classification techniques are supervised, meaning that they require training
data. Manual annotation of the imagery from visualisation is impractical, given the overall
size of the study area. This is avoided by using the nDSM for automatically creating such
a training dataset, taking advantage of the distinctive heights of spruce trees and dwarf
pine shrubs in the area (Treml, Chuman 2015). The created reference dataset is used for
both training and validation of most classification models.
The nDSM raster was first resampled to the spatial resolution of multispectral data
(0.2×0.2m), using bilinear resampling. The resampled raster was reclassified to three
intervals, with the hope of separating the lowest vegetation (herbs, grasses, etc.), the
shrubs and the trees. Heights above ground of 0.12 and 2 m were selected as separating
values after visually comparing multiple options. A further way to filter out anthropogenic
objects, such as houses, and dead trees is introduced by computing the Normalised
Difference Vegetation Index (NDVI) and assigning all pixels with the index value below 0
to the background class.
Other viable options for automatically creating an annotation include finding local
maxima of the nDSM raster and creating circular buffers of a set radius around them,
delineating the spruce tree canopies in the process.
Automatic annotation of RS data inherently introduces a degree of uncertainty and cannot
be fully relied upon. On the other hand, it significantly reduces time requirements in
comparison with visual interpretation, while maintaining reasonable accuracy. Foody et
al. (2016) explore the effects of working with mislabelled RS data using established
classification techniques while the author is not aware of any RS-focused study concerning
the robustness of DL techniques to label noise.
Another step of pre-processing was dividing the three raster datasets used for classification
(RGB, CIR, annotation) into tiles of 512×512 pixels with no overlap, each tile covering an
area of just over 1 ha on the ground. The tiling strategy reduces memory requirements for
NN training and removes areas without reference nDSM data. This approach is however
unsuitable for classification of larger areas using Encoder-Decoders. The NN in this case
does not have access to contextual information from the neighbouring tiles, which leads
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to sharp label disconnects at tile edges. To avoid this the Encoder-Decoder networks are
evaluated using overlapping tiles.
Thirteen of the previously created tiles are annotated manually by a visual interpretation
and subsequently used for training in the 1/99% training/validation split (section 4.5). This
benefits classifiers which require correctly labelled data. The tiles are chosen to represent
a range of environments present throughout the dataset (Figure 24).

4.3. Benchmark classifiers
A range of commonly used per-pixel classification methods is applied and compared to
assess the suitability of DL-based approaches for the given vegetation mapping task. This
allows for a more complete evaluation of method suitability. High intra-class variability in
VHR imagery is known to adversely affect per-pixel classifiers (Aplin 2006). This is likely
to be the case for the Picea abies class, given that the trees generally consist of a sunlit and
a shaded side.
Object based image analysis (OBIA) approaches have recently proven successful for
classification of VHR imagery (Blaschke 2010), nonetheless this paradigm is not explored
in this thesis. Several segmentation tests have been performed, in which spruce trees
proved challenging to extract. A successful OBIA-based classification of the tree line
ecotone in the Krkonoše Mountains has been performed by Treml and Chuman (2015) and
their method could potentially lead to reasonable results on this dataset as well.
All per-pixel classifiers are applied using scikit-learn library (Pedregosa et al. 2011) for
Python. The implementations are derived from course material for “3D Sensing, Scene
Reconstruction and Semantic Interpretation” lead by Weinmann et al. (2020) as part of
EuroSDR Educational Service.

4.3.1. Maximum Likelihood (MLC)
This statistical method has been widely used as the go to classifier in RS for an extended
period of time (Yu et al. 2014), it is therefore ideal as a comparison technique. The MLC is
a parametric approach, meaning it assumes feature values for a class follow normal
distribution. This prerequisite is however often violated.

4.3.2. Random Forest (RF)
Breiman (2001) introduced an ensemble ML method known as Random Forest (RF)
consisting of multiple decision trees, which vote amongst themselves to produce a final
classification. Since then RF has been adopted extensively for RS, eventually becoming one
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of the most used classifiers due to its high accuracy and relative insensitivity to
hyperparameter values (Belgiu, Drăguţ 2016).
Number of trees in the forest is set to 500 for all experiments, the most commonly used
value according to Belgiu and Drăguţ (2016). Nonetheless, it is notable that they at least
partially attribute this to 500 being the default value in R language (R Core Team 2020).
Using 500 trees is conservative and similar results could likely be archived using a
significantly lower number of trees. Maxwell, Warner, and Fang (2018) however note that
finding a suitable lower value would probably require optimisation, negating the
advantage of reduced processing time. Values of further hyperparameters match common
practices formulated by Belgiu, Drăguţ (2016) and the scikit-learn documentation
(Pedregosa et al. 2011).

4.3.3. Support Vector Machine (SVM)
SVM is another supervised ML classifier and it tries to find hyperplanes optimally dividing
the data into classes. SVMs gained popularity in RS mostly because they require relatively
small training datasets (Mountrakis, Im, Ogole 2011). A common claim that SVMs are
relatively insensitive to mislabelled training data has recently been disputed by Foody et
al. (2016).
Radial basis function kernel is used, suitable kernel width (γ) and regularization
parameters (C) are found via grid search with cross validation in accordance with Kavzoglu
and Colkesen (2009). Best performing hyperparameters found using this approach are
γ = 1 and C = 10 000.
The SVM proved challenging to train on the entire dataset during preliminary
experiments, given the considerable number of training samples. Therefore, a random
subset of pixels is selected from each of the training datasets, specifically 1 000 per class.

4.4. Encoder-Decoder classifiers
All models are implemented using the PyTorch library, corresponding source code is
available in the form of Jupyter notebooks (see Appendix B). Fully trained networks are
accessible from the author upon reasonable request.
Kattenborn, Eichel and Fassnacht (2019) suggest that plant identification at very high
spatial resolutions (GSD ∼0.04 m in their case) is facilitated through spatial patterns
rather than spectral information. They contrast this finding to RS applications at coarser
spatial scales, where spectral resolution is an important criterion for plant identification.
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Three distinct versions of both Encoder-Decoder classifiers are employed in this thesis to
test their hypothesis – the versions use only RGB, only CIR and both RGB and CIR datasets.
The versions using limited input data are illustrated in the results (section 5.5) with a suffix
following the model name, _rgb and _cir respectively. The experiment is performed on the
66/33 training/validation split using the same hyperparameters as the full network.
No data augmentation has been performed on training data as it might not be necessary
given the relatively large size of the dataset. Augmentation via rotating the input patches
might have even been detrimental to the classification result, given that this would result
in rotation of spruce tree shadows, while their location in input imagery is a potentially
useful feature for classification.
The Picea abies class is underrepresented in both the original data and even more notably
in the automatic annotation (section 5.1 discusses the shortcomings of the created
annotation) so it is assigned an increased weight when computing the loss functions. This
is likely to lead to an improved delineation of entire trees at the expense of reduced user’s
accuracy when compared to the automatic annotation. A similar scheme (although more
rigorous) has been employed by Audebert, Le Saux and Lefèvre (2018) when dealing with
land cover classes covering small areas.

4.4.1. U-Net
Section 2.4.3 of this thesis outlined a clear trend towards U-Net becoming the most
popular DL network architecture for semantic segmentation in RS. Its structure is
described at length in section 2.2.5 and Figure 10. Recently it has been successfully applied
to vegetation mapping in similar circumstances using comparable data (Wagner et al.
2019; Freudenberg et al. 2019; Kattenborn, Eichel, Fassnacht 2019).
Padded convolutions are used, following VGGnet (Simonyan, Zisserman 2015), which is
the original basis for U-Net. This adjustment is often found in recent implementations of
U-Net (Wagner et al. 2019; Kattenborn, Eichel, Fassnacht 2019) and results in network
outputs having the same spatial resolution as inputs. Adam optimiser (Kingma, Ba 2015)
and the cross entropy loss function are used for training.
The architecture as implemented has approximately 31 million trainable parameters.
Weights and biases of the network are initialized randomly from a Gaussian distribution,
same as in the original architecture (Ronneberger, Fischer, Brox 2015). Batch size is set at
2 – maximum value given memory limitations of the GPU used. Suitable settings for other
hyperparameters were found after extensive experimentation and are detailed in Table 1.
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U-Net

KrakonosNet

Training/Validation split

Initial learning rate

# of epochs

1/99

5e-6

120

33/67

1.5e-6

100

67/33

1e-5

75

1/99

1e-4

150

33/67

1e-5

150

67/33

1e-3

100

Table 1: Hyperparameters for Encoder-Decoders

4.4.2. Proposed KrakonosNet
Overfitting was observed during preliminary U-Net testing. Several modifications to the
U-Net model are proposed based on observations during training and recent algorithmic
advancements in DL. The adapted NN is referred to as KrakonosNet for clarity:
Number of feature maps in each convolution is halved to reduce the possibility of
overfitting as done by Wagner et al. (2019) for rainforest mapping and a team from the
Applied Machine Learning Lab At Duke University in the INRIA challenge (Huang et al.
2018). This reduction leads to a significant decrease in the total number of network
parameters – KrakonosNet has just over 7.7 million parameters.
Further decrease in overfitting is expected from the introduction of batch normalization
layers (section 2.3.3) after each convolution. Zhao et al. (2019) used this U-Net adaptation
for successful extraction of rice lodgings from both RGB and CIR datasets. Additional
regularization is introduced in the form of dropout just after the last convolutional layer.
It holds a 50% chance to disable a random feature map during training.
The Parametric ReLu activation function is used to replace the traditional ReLu, following
observations made by He et al. (2015) and Nwankpa et al. (2018). Batch size has been set
to 2, same as for U-Net and values for other hyperparameters are summarised in Table 1.

4.5. Training/Validation splits
Supervised classification techniques require a set of training data, the amount of training
data needed for a successful classification varies and is of ongoing research interest (Foody
2009; Potočná 2019) with DL-based techniques generally deemed as needing large
amounts of training data (Ma et al. 2019). Dataset used for this study is therefore split
three times to robustly compare the selected classification methods:
1/99%

Preliminary testing has shown promising results even when training on

small datasets. This extreme case is used to further explore the phenomenon – 13 tiles of
the dataset have been manually annotated from a visualisation (section 4.2) and
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subsequently used for training, the remaining automatically annotated tiles were used for
validation. Due to the overall size of the dataset, this small training sample still contains
around 3.4 million pixels.
33/67%

Foody (2009) suggests that using one third of the data for training and the

remaining two thirds for validation is optimal for reaching the highest classification
accuracy. This claim has been supported by Potočná (2019) in her master’s thesis using
MLC and SVM, however neither study claims so .
67/33%

Two thirds of data for training and the remaining third for validation were

used by Kattenborn, Eichel and Fassnacht (2019) in their study using U-Net for tree, shrub
and herbaceous vegetation recognition from VHR RGB data. All this making their study
comparable to this experiment, while following the general assumption of DL techniques
requiring a large amount of training samples (Ma et al. 2019).

4.6. Performance metrics
There is no perfect measure of classification accuracy, therefore it is considered good
practise to use a combination of multiple quantitative metrics derived from a confusion
matrix and a visual inspection of the result (Jensen 2007; Morrison 2019).
𝑂𝑣𝑒𝑟𝑎𝑙𝑙 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠
𝐴𝑙𝑙 𝐶𝑙𝑎𝑠𝑠𝑖𝑓𝑖𝑒𝑑 𝑑𝑎𝑡𝑎𝑝𝑜𝑖𝑛𝑡𝑠

[3]

Simplest statistic used for accuracy assessment in this thesis is Overall Accuracy (OA) as
described by Equation [3]. Unfortunately, Overall Accuracy is not well suited for this task,
because it underrepresents classes covering a lower proportion of the study area.
𝑈𝑠𝑒𝑟 ′ 𝑠 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

𝑃𝑟𝑜𝑑𝑢𝑐𝑒𝑟 ′ 𝑠 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠

[4]

[5]

Several commonly cited per class descriptive statistics are used to address this issue,
namely User’s Accuracy (UA, also known as precision, Equation [4]), Producer’s Accuracy
(PA, also known as recall, Equation [5]) and a F1 score, e.g. unbiased harmonious mean of
the two previously noted metrics (Equation [6]). An average of the per class F1 scores has
also been computed and is referred to as “mean F1 score”.
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𝐹1 𝑠𝑐𝑜𝑟𝑒 = 2 ×

𝑈𝑠𝑒𝑟 ′ 𝑠 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 × 𝑃𝑟𝑜𝑑𝑢𝑐𝑒𝑟 ′ 𝑠 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦
𝑈𝑠𝑒𝑟 ′ 𝑠 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 + 𝑃𝑟𝑜𝑑𝑢𝑐𝑒𝑟 ′ 𝑠 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦

[6]

Despite its prevalent use in RS the Kappa metric is not used in this thesis. This decision is
based on reservations summarised by Olofsson et al. (2014) and Foody (2020).
Multiple representatively selected classified tiles are also presented for qualitative
assessment of classifier accuracy and the most successful classification will be presented
in the form of a thematic map (see Appendix C).
Classification algorithms differ significantly not only in terms of accuracy, but also
computational complexity, for this reason a comparison of training and inference time on
the validation dataset is provided for each classification.
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5. Results
5.1. Automatic annotation
A noticeable “salt and pepper” effect can be observed in the resulting automatic
annotation, especially in relation to the background and pine shrubs (Figure 24). The area
delineated as spruce trees is generally smaller than the full tree crown and smaller trees
are not registered at all. Despite these drawbacks most pixels are assigned correctly to
their corresponding labels and the resulting annotation can be used for classification,
given that its limitations are understood and considered during evaluation. The
considerable imperfections in this annotation will artificially reduce numerical scores for
all classifiers across all considered accuracy metrics.
Figure 24: Comparison of automatic and human created annotations
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5.2. Classification 1/99%
Numerical assessment of classifier accuracy using manually annotated RGB and CIR tiles
for training is summarised in Table 2. The NNs proved difficult to train on this tiny training
dataset, as slight changes to the learning rate resulted in a “jittering” effect similar to UNet in Figure 25a, however it proved considerably more prevalent. This is the result of a
NN reaching an unsuitable local minimum of the loss function.
KrakonosNet outperforms other classifiers across almost all accuracy metrics, especially
for the difficult Picea abies class. This statistic is further confirmed by visual interpretation
of Figure 25a, c. The area displayed in Figure 25b proved challenging to classify, with no
method adequately identifying the trees or the grassland.
Background

Pinus mugo

Picea abies

OA

Mean

Runtime

F1

train

infer

59.32

46.78

0.6s

2m44s

27.07

58.29

50.41

3.4s

1h31m

55.6

20.76

55.06

47.16

41s

23m30s

64.90

23.80

57.31

48.03

48m23s

1m46s

35.33

64.26

55.44

28m49s

54s

UA

PA

F1

UA

PA

F1

UA

PA

F1

MLC

83.91

61.80

71.18

47.34

60.74

53.21

11.25

27.52

15.97

SVM

90.33

59.78

71.95

54.24

50.31

52.20

16.36

78.42

RF

91.97

53.35

67.53

48.48

58.88

53.18

12.76

U-Net

88.15

61.48

72.44

49.89

45.98

47.86

14.57

KrakonosNet

87.55

67.77

76.40

58.27

51.34

54.58

22.26

85.66

Table 2: Results for the 1/99% data split

Both MLC and RF utilised manually annotated data to reach their best results out of all
tested experiments, nonetheless the resulting classification cannot be described as
satisfactory for the task at hand. Table 2 shows that SVM outperformed both methods,
especially for the Picea abies class. It emerged as the only somewhat acceptable traditional
method, arguably outperforming U-Net in the process. The above mentioned observations
are confirmed by a qualitative assessment of classification results in Figure 25 (it follows
the legend from Figure 24).
MLC required by far the lowest overall runtime (under 3 minutes), while this is the only
experiment where NNs took less time than any of the traditional methods, specifically the
SVM.
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Figure 25: Visualisation of classification results for the 1/99% split

a)

b)

c)
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5.3. Classification 33/67%
Table 3 denotes classification results on the automatically annotated dataset when one
third of data is used for training and the remaining two thirds for validation. Comparing
the results of this experiment with section 5.2 points towards two general trends – DL
techniques improve with additional training data, while benchmark classifiers perform
better with a smaller amount of human annotated training data. CIR and RGB datasets
were used as classification features in this experiment.
Background

Pinus mugo

Picea abies

OA

Mean

Runtime

F1

Train

Infer

54.58

NaN

20s

1m26s

29.47

53.67

48.99

12s

1h42m

22.19

49.40

44.79

33m37s

17m30s

77.35

45.48

66.88

57.84

3h2m

1m13s

63.03

46.97

69.10

60.15

2h45m

38s

UA

PA

F1

UA

PA

F1

UA

PA

F1

MLC

83.84

45.28

58.80

39.99

86.86

54.77

0

0

NaN

SVM

95.01

49.53

65.12

49.31

55.84

52.37

18.16

78.21

RF

95.58

42.55

58.89

47.50

60.68

53.29

13.65

59.21

U-Net

77.55

78.84

78.19

65.38

40.29

49.86

32.21

KrakonosNet

77.56

80.50

79.00

63.43

47.76

54.49

37.43

Table 3: Results for the 33/67% data split

Deep Encoder-Decoders again outperformed conventional classifiers in relation to the OA
and mean of individual per class F1 scores. The largest gap between classification methods
is observable in the UA and F1 scores for the Picea abies class, as it is particularly
challenging for conventional per pixel approaches.
Closer inspection of Figure 26, especially 26c suggests that KrakonosNet underestimates
the true area of spruce trees in comparison to reality, whereas U-Net is more
representative. This observation also reflects in the significantly higher PA for the class
(Table 3, difference of over 14%).
The only statistical classifier in the form of MLC completely failed to recognise spruce
trees, as their spectral response is not sufficiently distinguishable from the other classes.
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Figure 26: Visualisation of classification results for the 33/67% split

a)

b)

c)
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5.4. Classification 67/33%
Results summarised in Table 4 show that deep NNs trained on two thirds of the RGB and
CIR datasets reach significantly better quantitative results than any other classifiers in the
thesis. This is confirmed by a qualitative assessment of Figure 27, where both methods
effectively classify spruce trees and pine shrubs. KrakonosNet outperforms U-Net across
almost every accuracy metric, though discrepancies found during a qualitative assessment
are almost imperceptible. In Figure 27c both NNs classified substantial areas as pinus
mugo. While this is in accordance with the automatic annotation, no pine shrubs were
found in the area upon a visual inspection of the imagery.
Background

Pinus mugo

Picea abies

OA

Runtime

Mean
F1

train

infer

37.61

32.87

43s

36s

25.70

61.61

52.47

10s

57m20s

66.97

17.40

54.63

46.65

2h48m

10m59s

74.56

44.52

73.28

62.91

4h21m

34s

76.46

48.14

74.00

64.29

3h35m

17s

UA

PA

F1

UA

PA

F1

UA

PA

F1

MLC

94.07

43.35

58.41

41.54

25.69

31.74

4.59

52.85

8.45

SVM

92.26

60.53

73.10

56.10

60.94

58.42

15.38

81.70

RF

93.88

51.9

66.85

53.20

58.46

55.71

10.00

U-Net

83.60

80.20

81.87

66.21

58.90

62.34

31.73

KrakonosNet

83.44

81.22

82.32

66.45

58.84

62.41

35.13

Table 4: Results for the 67/33% data split

Visualisation of MLC results in Figure 27b and c suggests that a sizeable majority of tree
shadows have been misclassified as pine shrubs, while the area of spruce trees is vastly
overestimated in the entire Figure 27. Both SVM and RF delineate the border between
background and Pinus mugo effectively. On the other hand, the low UA for Picea abies
(Table 4) is also corroborated in the visualisation, where the class covers a markedly larger
area than in the annotation and in reality, especially for the RF classification.
SVM trained on this training/validation split reached the highest OA and mean F1 score
out of all benchmark classification methods in the thesis.
Convolutional Encoder-Decoders have the slowest overall runtime at 4 hours, 21 minutes
and 3 hours, 35 minutes respectively. This disadvantage of DL techniques is only
exacerbated by the relatively complex process of finding suitable hyperparameters.
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Figure 27: Visualisation of classification results for the 67/33% split

a)

b)

c)
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5.5. DL using only RGB/CIR data
Table 5 summarises results for versions of both Encoder-Decoders adapted to only using
the CIR or RGB datasets. The networks reach results comparable with their counterparts
trained on both CIR and RGB data. U-Net_cir is notable for outperforming the U-Net in
relation to OA and F1 scores for each class.
Background

Pinus mugo

Picea abies

UA

PA

F1

UA

PA

F1

UA

PA

F1

U-Net

83.60

80.20

81.87

66.21

58.90

62.34

31.73

74.56

44.52

U-Net_rgb

85.02

77.78

81.24

64.64

62.70

63.65

30.31

73.48

U-Net_cir

82.93

81.74

82.33

67.32

58.65

62.69

33.55

70.52

KrakonosNet

83.44

81.22

82.32

66.45

58.84

62.41

35.13

KrakonosNet_rgb

81.08

83.80

82.42

68.26

52.45

59.32

KrakonosNet_cir

81.98

82.90

82.44

68.97

53.16

60.04

Mean

OA

F1

73.28

62.91

42.91

72.87

62.60

45.47

74.01

63.50

76.46

48.14

74.00

64.29

34.77

74.25

47.36

73.56

63.03

32.34

78.83

45.86

73.41

62.78

Table 5: Results for Encoder-Decoders using only RGB, CIR, or both datasets

5.6. Preliminary results outside of the thesis
This section is included without being acknowledged in section 4 and therefore only serves
for illustrative purposes. The author notes that this part of the thesis is not reproducible
based on the presented information. A further description of this experiment might be
subject to later publication.
U-Net trained on the 66/33 training/validation split was also used for mapping trees in the
tree line ecotone of the entire Krkonoše tundra as part of the research project mentioned
in the thesis introduction. Resulting classification was validated using 1088 points
randomly distributed throughout 13 transects in the ecotone. Correct class labels for these
points were established by hand from a visualisation based on the same original
orthoimagery. This analysis is therefore significantly more representative of the true
classification performance than the metrics based on automatically annotated data.
The classification legend had to be altered as only trees are to be detected, background
and pinus mugo have therefore been combined into one class and the quantitative results
are displayed in Table 6, showing significantly higher values than when evaluated on the
automatically annotated dataset.
Background + Pinus mugo

Picea abies

UA

PA

F1

UA

PA

F1

87.13

91.15

89.10

91.54

87.68

89.57

Table 6: Tree recognition evaluated from visual interpretation

57

OA

Mean F1

89.34

89.33

6. Discussion
Application of DL to the area of interest necessitated a semiautomatic annotation of the
input imagery, as a manual annotation would be impractical due to time constraints. The
annotation was created using experimentally found threshold values for NDVI and the
nDSM, it had been subsequently evaluated through a visual inspection of the results.
While a large number of misclassifications was found it has still been deemed suitable for
use in the thesis, provided that the imperfections are taken into account during the
assessment phase.
Section 3.2 (Figure 22) of this thesis discusses inconsistencies found in the input imagery,
no adverse effects on the results produced by Encoder-Decoder networks were found
during visual inspection of the affected areas, as evidenced in Appendix C.
Quantitative results summarised in tables 2, 3, 4 and 5 are consequently not necessarily
representative of the true classifier performance. For this reason the author assigns higher
than usual significance to visual interpretation of results (Figure 25Figure 26Figure 27).
For instance, it could be argued that around one third is the ideal value for UA of the Picea
abies class, as it is significantly underrepresented in the annotation. Significantly higher
UA values for the class would therefore inevitably lead to its underrepresentation in
comparison to reality.
Presented method for the creation of annotations leaves a sizable room for improvements,
possible alternative methods include finding local maxima of the nDSM raster (treetops)
and subsequently classifying the surrounding area as a spruce tree or a human annotation
of the dataset, however general trend in RS is to try and reduce the latter.
Two reasons have been formulated for not utilising the nDSM as a classification feature:
firstly, from authors experience, RGB or multispectral data are generally more widely
available and have lower acquisition costs. Second and perhaps more significant is that the
procedure used for the creation of annotated data utilised simple threshold values and
classifiers could easily mimic this behaviour, while they were generally able to outperform
the annotation thanks to not using the nDSM for classification.
Results show that benchmark classifiers were able to successfully discern the background
and pinus mugo classes, while picea abies proved challenging. This is likely due to high
intra-class variability, as the trees have a substantial structure in the imagery (Figure 23).
The benchmark classifiers benefitted significantly from training on manually annotated
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data, with MLC and RF reaching their highest OA and mean F1 score out of all experiments
in the thesis. SVM outperformed the other benchmark classifiers at all times, becoming
the only traditional method to reach over 60% OA and 50% mean F1 score on the
automatically annotated validation datasets. This is especially significant as in the
experiment with 1/99% training/validation split (section 5.2), SVM became the only
benchmark classifier to outperform a deep NN throughout the thesis.
During the 67/33% split experiment Encoder-Decoders reached by far the slowest overall
runtime at 4 hours, 21 minutes and 3 hours, 35 minutes respectively. Both EncoderDecoder networks however required significantly lower time at inference compared to the
considered traditional ML methods (RF, SVM), potentially a considerable advantage when
handling very large RS datasets.
This thesis exclusively utilised per pixel classifiers as benchmark methods, while OBIA
based methods have also recently proven to be very successful for classification of VHR
imagery (Blaschke 2010). Their usage had been discussed in section 4.3, nonetheless
performing a complete OBIA classification proved out of the scope of this work.
Convolutional Encoder-Decoder networks surpassed every traditional classifier across the
experiments in this thesis, further establishing themselves as state-of-the-art technique
for supervised classification of VHR imagery. Classifications using limited amounts of
manually annotated training data (section 5.2) are inadequate for the task, however the
results for NNs improve steadily with additional training data. Deep classifiers trained
using the automatically created annotation have been considerably more successful in the
classification, despite low quality of the annotation, this follows a general trend observed
in DL. Visual inspection of Figure 26 and Figure 27 shows a satisfactory classification using
both U-Net and KrakonosNet.
Maggiori et al. (2017) illustrated the benefits of NNs over traditional learning approaches
when they recognised buildings with above 91% OA using a FCN, while a SVM reached
just 62%. Further studies have recently confirmed their results (Zhang et al. 2020; Ayhan,
Kwan 2020) using more comprehensive methods and this thesis adds to the presented
evidence on new types of datasets.
Results obtained in section 5.5 seem to validate the claim made by Kattenborn, Eichel and
Fassnacht (2019), who observed that plant identification in VHR RS imagery using deep
Encoder-Decoder networks is mostly facilitated through spatial patterns rather than
spectral information, further experiments in this direction will again be performed as part
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of the research project mentioned in section 1. These experiments will include adapting
the NN to panchromatic data for use with aerial imagery captured in 1989.
Treml and Chuman (2015) utilised OBIA-based techniques for establishing the current
and past tree line in KRNAP. While their classification was successful, the method
presented in this thesis deserves consideration for future research in this direction.
An early form of DL (MLP) has also been previously utilised in the area of interest by Suchá
et al. (2016) and Kupková et al. (2017) for alpine tundra mapping. Their results were
comparable to those achieved using traditional techniques. Further research in the area
might benefit from more modern algorithms, such as Convolutional Encoder-Decoders.
KrakonosNet outperformed U-Net across most accuracy metrics in every experiment,
however the resulting classification cannot be simply considered superior, given the
limitations inherent to the training and validation datasets. Visual interpretation of some
results (section 5.3) suggests that KrakonosNet classification maps can be too close to the
annotation, leading to underrepresentation of the picea abies class compared to reality.
Insufficient training data are likely the largest bottleneck of both the considered DL
methods, with data augmentation being a commonly applied remedy to this problem.
Inaccurate annotation also undeniably degraded the resulting classification and possible
improvements have been suggested. Further hyperparameter tuning would also be
expected to result in improved validation accuracy, especially when trained as an ensemble
of models.
Adaptations proposed in KrakonosNet have lessened the tendency of the network to
overfit, with batch normalisation layers allowing the use of higher initial training rates
(Table 1). The effect of individual adaptations on the resulting classification has not been
tested, so it is uncertain if they all contributed towards the improved validation accuracy.
Potential improvements of KrakonosNet structure include different methods of fusing the
input RGB and CIR data, inspired by work of Audebert, Le Saux and Lefèvre (2018). In
their work the data from different modalities go through a portion of the network
separately and are subsequently fused later in the process.
U-Net has been selected as a basis for KrakonosNet because of its popularity in RS,
however it is 5 years old now and the field of computer vision evolves fast, leading to new
architectures such as DeepLabV3+ (Ayhan, Kwan 2020), which might potentially
outperform approaches introduced in this thesis.
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Both KrakonosNet and U-Net ultimately proved successful for the presented classification
task and will therefore be used in future research. The author aims to experiment with
transferability of the trained networks to aerial imagery captured in the area of interest at
various points in time, namely in 1989, 2001 and 2018. Each image capturing procedure
was performed under different lighting conditions, in different phenological phases of the
year and using different cameras, making the whole process challenging. GSDs of the
imagery range from 0.1 to approx. 0.5 m. The author hopes to improve model
transferability by increasing the amount of training data from 2012, potentially improving
the automatic annotation, performing severe data augmentation and changing the
properties of input imagery to closely resemble the ones available for the desired mapping
period. This investigation is part of an effort by the KRNAP administration to establish
tree line dynamics in the area and might be published in the future.
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7. Conclusions
Multiple review articles concerning DL in RS have been written in recent years as the field
is evolving fast. First half of this thesis follows a pattern similar to the reviews, initially
introducing selected deep algorithms and subsequently recounting their possible
applications in RS. Special emphasis in comparison to the abovementioned publications
has been put towards the sections describing selected NN architectures, as understanding
the underlying principles behind DL is essential to its effective application. This thesis, on
the other hand, presents a narrower assessment of possible DL applications than most,
focusing on supervised classification of multispectral VHR imagery, particularly when
relating to natural areas.
This thesis is also, to the best of the authors knowledge, the only academic writing
describing the state of DL implementations in a range of geospatial software suites. The
analysis shows that support for deep NNs accessible through GUIs is relatively lacklustre
at this point in time. This essentially forces practitioners to write and adapt code based on
dedicated libraries such as PyTorch or TensorFlow.
Second half of the text utilizes VHR multispectral imagery of KRNAP to compare a popular
DL architecture (U-Net) and its proposed adaptation (KrakonosNet) alongside three
classification methods commonly used in RS (MLC, SVM, RF). The deep NNs reached
significantly better classification results, especially when trained on larger amounts of
input data. A nDSM is used to generate such large annotated dataset semi automatically,
while the classification itself is performed only using the imagery.
U-Net and KrakonosNet have also separately from this thesis proven their usability for
establishment of the current tree line and its dynamics in KRNAP. The U-Net reached just
below 90% accuracy in terms of OA and mean F1 score in the first classification setting
considered for the project. This future application introduces additional challenges, such
as differing lighting conditions and GSDs. These challenges might be subject to future
publication alongside proposed solutions.
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Appendix A: Selected free resources for introduction to DL
3Blue1Brown video series on Deep Learning (3blue1brown.com)
Best resource the author encountered for an introduction to DL fundamentals. This series
of videos stands out with its visualisation and concise narration. The visuals are especially
helpful for establishing a DL intuition.
The author is Grant Sanderson, who studied mathematics at Stanford, later became a
fellow for Khan Academy and now creates mathematics focused educational videos under
the 3blue1brown brand.

TensorFlow Playground (playground.tensorflow.org)
Daniel Smilkov and Shan Carter created a playground for intuitive introduction to NNs.
This educational tool allows users to train simple models on toy datasets and observe the
learning procedure in action.
Users can tinker with many parameters, including input features, learning rate, activation
functions, number of hidden layers and the number of neurons in each layer. The website
also allows teachers to create custom problems, which are shareable to their students and
let them experiment with DL. The author has been introduced to this tool by Franz
Rottensteiner during a related EduServ course lead by Weinmann et al. (2020).
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Appendix B: Description of attached code (.ipynb and .py files)
The NNs used in this thesis were written in Python 3.7 using Jupyter notebooks (Jupyter
Development Team 2020). Jupyter notebooks have become a popular form of sharing code
in the scientific community, main advantages include advanced options for commenting
code in the form of specialised markdown cells and processing in code chunks. The code
is made fully available for anyone to use and modify if properly attributed. The code for
each NN includes a data import portion, the DL model itself, training procedure and
functions for visualisation and computation of accuracy metrics, they are further described
in the files themselves.
The code is based on course materials for EuroSDR Educational Service e-learning course
named Deep Learning for Remote Sensing, which was tutored by Loic Landrieu (IGN
France) and Sébastien Lefèvre (Université Bretagne Sud). The course took place in March
of 2020 and EuroSDR financially supported the authors attendance.
Jupyter notebook files included as thesis attachments:
U_net.ipynb
KrakonosNet.ipynb
Further processing was needed to georeference and merge the classified tiles, this has been
performed using a script named Arcpy_georeference_results.py written using the ArcPy
library for Python 2.7. Variables ref_path and pred_path contain paths to the directories
containing original input tiles and classified tiles, respectively. As such they need to be
edited when reusing the script.
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Appendix C: Classified thematic map
A map displaying classification results for the entire dataset. The best performing classifier
has been used – KrakonosNet trained on the 67/33 training/validation split. A higher
resolution version of this map is also included as a separate thesis attachment under the
name Map_KrakonosNet.pdf.
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