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Autor: Viliam Lisý
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E-mail vedoućıho: cepek@kti.ms.mff.cuni.cz
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Chapter 1

Introduction

In this thesis, we are going to deal with an issue that is regularly encountered
and tackled at each bigger company or organization. The issue is scheduling
of the tasks that need to be done on available resources. Whenever some-
body manages a bigger project, they need to allocate people with different
capabilities or machines designed for different purposes to do certain jobs.
The allocation of the jobs to the resources is called a schedule.

The task of making a good schedule can look easy at the first sight, but it
is definitely not so for bigger projects. We will try to explain the difficulties on
an example of plane construction. There are many operations that cannot be
started unless some other operations are finished. It is unlikely that someone
can start attaching passenger seats before the floor is mounted in the hull.
Moreover, there is a limited number of people and equipment in the process.
If we have 5 welding machines, we cannot schedule to weld at 10 places at
once. One expert for engines cannot work on more engines at the same time.
With all this ordering and capacity constrains, a schedule that is not created
carefully can lead to huge losses and extension of the overall finish time while
some resources are idle, waiting for some others to finish their jobs.

This kind of complex tasks were planned and scheduled manually for a
long time, but with the stunning advances of computers and artificial intel-
ligence in the last decades, these tasks are becoming more and more autom-
atized. The savings that are reached are unbelievable. Multi-million dollar
savings were reported in the fields of plane construction or submarine main-
tenance, but we will mention the very famous and frequently cited example
[1] of US military logistics in the Gulf War. Thanks to use of AI planning and
scheduling software instead of ordinary human planners, the facilities were
created faster on the enemy territory and the number of air force missions
was reduced. The overall financial savings are estimated to cover all the AI
research funded by the US government since 1956 until the war in 1991.

3



These achievements were accomplished by big and complex software pack-
ages far behind the scope of this thesis, but all the software is composed of
smaller parts that are based on theoretical research like the one we are pre-
senting here. The theory provides boundaries that say what subproblems are
solvable in reasonable time using current computers, what can be improved,
and which approaches are just a waste of time. Using complexity theory, it is
possible to prove that we will never be able to schedule some tasks optimally
with the current technology. In these cases, the research is focusing on some
approximate solutions and it is again the theoretical computer science that
gives us guaranties about how far from the optimum is the approximate so-
lution. This thesis deals with this important part of the bigger picture given
above.

In the next chapter, we define the terms and concepts as well as the
notation we use. Later, we summarize the state of the art in the complexity of
shop scheduling. The main contributions of this work follow in the fourth and
fifth chapter, and we finish with conclusions and further research suggestions.
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Chapter 2

Definitions and Notation

A good introduction to the field of scheduling and its complexity is in [2]
and we loosely follow the structure of the article in this chapter. In the
first section, we introduce the most basic kinds of scheduling problems and
the variety of parameters that can be subject to optimization, and we make
a quick introduction to the complexity theory afterwards. A table of the
most frequently used notations is for quick reference at the end of thesis as
Appendix A.

2.1 Scheduling Problem

There is virtually an unlimited amount of possible scheduling problem types.
It can incorporate any number of machine, resource, and operation con-
straints, orderings, deterministic or stochastic lengths of certain operations,
planned and random machine outages, and many other parameters. The
task can be to minimize overall completion time, penalties for lateness of
particular jobs, or the sum of completing times on each of the machines. A
creative reader can surely make up tens of other problem definition param-
eters and optimization criteria and it is clear that we cannot deal with all
of them. Instead of that, we try to summarize the parameters that are the
most commonly used in literature. We consider only deterministic problem
formulations, with machines that can any time operate only on single job,
and jobs that can be processed only by one machine at once.

Machine

A machine in a scheduling problem is a processor, person, facility or anything
that can perform a specified activity. Each machine can be processing only
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one job at a time. We use m for number of machines in the problem and
Mi (i = 1, . . . ,m) to refer to a specific machine. Sometimes we use machine
names as machine indices so MMi

is the same as Mi. The set of available
machines and their types are called machine environment. The common
types are identical parallel machines (P), uniform parallel machines with
same capabilities and different speeds (Q), and unrelated parallel machines
(R) where each machine is faster for some jobs and slower for other jobs. Jobs
often consist of smaller parts called operations. In this thesis, we will mainly
deal with machines that are specialized to certain operations and cannot do
any other operations. Depending on the constrains on the operations of the
jobs are these kind of machine environments called open shop (O), flow shop
(F ), and job shop (J ).

Jobs and Operations

The work processed by the machines is structured to jobs and operations.
Each job consist of 1 to m operations and each operation can be processed
independently. Two different operations of one job can never be processed at
the same time. We denote the jobs Ji (i = 1, . . . , n) and the operations of the
jobs Oij (i = 1, . . . ,m; j = 1, . . . , n). pij denotes the processing requirement
of job i on machine j (“length” of Oij). Pj is the sum of the lengths of all
the operations of the job Jj and p(Mi) is the sum of processing times of all
the operations assigned to be processed on machine Mi. The denotation of
the number of the non-zero length operations of a job j is mj. Some of the
less common properties of the jobs are the release date rj on which the job
becomes available for processing, a cost function fj(t) that specifies the cost
of completing the job Jj on time t. The function can be defined using due
date dj and weight wj of the job.

Another important characteristic of a job is preemption, which means that
the processing of an operation can be interrupted and continued later. We
denoted it pmtn. In some cases, the jobs in the scheduling problem can be
processed in any order, but the ordering can also be given by general acyclic
directed graph denoted prec or a tree structure.

Optimality Criteria

The most usual optimality criteria are based on the following parameters.
The job completion time Cj, lateness Lj = Cj−dj, tardiness Tj = max{0, Cj−
dj}, and unit penalty Uj = 0 if Cj ≤ dj, Uj = 1 otherwise. The algorithms
are minimizing the overall sums or maxima of these measures. The often
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optimized maximum is makespan, the maximum job completion time.

Cmax = max
j∈J

Cj

Three Field Notation

Apparently, the scheduling problem definition is not a trivial task and there
are numerous ways how to do that. If we want to describe a problem in
the natural language, it can take several lines and still be a bit ambiguous.
That is why the authors of [3] introduced a unified notation of scheduling
problems. The scheduling problem definition in this notation is a string
consisting of three fields separated by “|”. The first field determines the
machine environment and the number of machines, the second one lists the
constrains on the operations and the last one represents the optimization
criterion.

The easiest way how to explain it is by an example. A definition of a
scheduling problem can look like this: J3|pij = 1|Cmax. It means that we are
dealing with a job shop problem that consists of three different machines.
Each operation takes exactly one unit of resources of the machine that is
processing it. And the task is to minimize the time when the last operation
in the schedule is finished. Another examples of problem definitions are
1| prec |Lmax or R| pmtn |

∑
Cj.

2.2 Complexity Theory

This thesis deals most of the time with algorithms, their time complexity
and mutual comparisons. The formal framework to talk about this is the
complexity theory. The basic issue of this theory is how many steps does the
Turing machine (TM) need to compute an algorithm on an input x of a size
n = |x|. Rather then exact number that is dependent on implementation
details, we are interested in asymptotic order of the number of steps of dif-
ferent algorithms. This allows us, besides concentrating on the main ideas
of the algorithm, to consider the number of steps in any standard procedu-
ral language instead of the Turing machine. One simple step in a standard
procedural language such as C can be implemented by a constant number of
steps of TM and so the asymptotic order of the number of steps is equal in
both formalisms.

We denote T (n) the upper bound on the number of steps of the TM
needed to compute an algorithm on an input x of length |x| = n. We say
that T (n) = O(g(n)) if there are constants c and n0 such that T (n) ≤ cg(n)
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for all n ≥ n0.

A decision problem is a task with an output yes or no. It is polynomially
solvable if there exists an algorithm, that solves it in time T (n) = O(nk) for
some constant k. The class of all these problems is denoted P .

Besides the standard yes-no formulations of problems, there are often also
optimization problems where the algorithm outputs the maximal or the min-
imal value of a characteristic of a feasible solution. We sometimes loosely
say, that these problems are in P and we mean that the derived decision
problems that ask whether there is a better solution then a constant are in
P . The transition from decision problem to the correspondent optimization
problem can be made by means of binary search.

Unfortunately, only a small fraction of scheduling problems can be solved
by deterministic polynomial algorithm. More of them belong to the class
of non-deterministic polynomial time solvable problems (NP). One of the
equivalent definitions of this class is, that a problem is in NP if there exists a
hint (usually the solution itself) that can help to prove existence and correct-
ness of a solution in polynomial time. A direct consequence of this definition
is that P is a subclass of NP . No hint is needed to compute the correct
solution in polynomial time. Whether the class NP is also a subclass of P is
an open problem that receives a lot of attention of computational complexity
research community.

An important subclass ofNP are the most complex problems in this class,
NP-complete problems. In order to define this subclass properly, we need the
notion of polynomial time problem reduction. We say that a decision problem
A is polynomially reducible to problem B, if there is a polynomial algorithm
that transforms any instance of problem A to an instance of problem B, so
that the instance of B is accepted (the result is yes) if and only if the instance
of A is accepted.

A problem X is NP-complete if X ∈NP and all the other problems
in NP are polynomially reducible to X. Some NP-complete problems are
proved to be able to simulate the non-deterministic Turing machine by com-
puting its solution, but proofs of belonging to the class are usually made
by creating a polynomial reduction of a problem that is known to be NP-
complete to the new problem. Thanks to the definition of the class, it is
enough to show that any known NP-complete problem can be polynomially
reduced to a new problem to prove that all the problems from NP are re-
ducible to it. If all the problems in NP are reducible to a problem that is
not necesserily in NP , the problem is NP-hard.

We did not deal with encoding of the inputs until this point. The fact is
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that it is irrelevant for asymptotic complexity weather we encode the inputs
in binary or decimal code. The only relevant gap is between binary and
unary encoding that is exponentially longer. Some of the NP hard problems
can be solved in polynomial time with respect to the length of the unary
encoded inputs. In this case we say that the problem is solvable in pseudo-
polynomial time. On the other hand, if the problem stays NP-complete even
with respect to unary encoding, the problem is called strongly NP-complete.

The bottom line of classifying problems to the P and NP classes is that
the problems in P are generally easy to solve even for huge inputs, while
the time complexity of the know algorithms for the problems from which are
NP-complete grows exponentially with the size of input and so it is impos-
sible to compute them for bigger inputs with conventional computers.

This does not mean we have to give up solving the bigger NP-complete
problems. If we can do with a solution that is not necessary optimal, but still
surely close to the optimum, we may find some fast approximation algorithms
that can do that.

For a minimization problem and a ρ > 1, a ρ-approximation algorithm
gives a solution with the minimized value provably at most ρf ∗(x) in the
worst case, where f ∗(x) is the optimal solution of the problem for the input x.
Sometimes, we know an algorithm for which we can choose the ρ = 1+ε, ε > 0
arbitrary in exchange for computational time. If an algorithm is polynomial
in |x| for each fixed ε, we call this kind of algorithm polynomial approximation
scheme. Moreover, if the complexity of the algorithm is polynomial in 1/ε
and |x| the algorithm is called fully polynomial approximation scheme.

The additive measure δ of the quality of an approximation algorithm is
also used in this work. It is defined as δ = f(x)−f ∗(x) if f(x) is the value of
the minimized characteristic in the approximate solution. δ is naturally not
a constant but a function of some characteristic of the problem instance.
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Chapter 3

Shop Problems

Shop problems are scheduling problems where each operation of a job is
assigned to a single specific machine that has to process the operation. In
Chapter 2, we say that there are three basic types of shop problems. The open
shop problem, which has no constraints on the order of operations in a job.
The flow shop problem that requires the same fixed order of processing of
the operations in all jobs. And the job shop problem that defines a generally
different fixed order of operations for each of the jobs.

The different shop problems have a lot in common and an algorithm for
finding an optimal solution of one can easily lead to an algorithm for another
one. For example the flow shop is clearly a special case of the job shop
problem. If we are able to find an optimal schedule for a shop problem with
operation ordering constraints then there is a good chance the algorithm can
be modified to work without the constraints, or use arbitrary ordering and
still give good results. We summarize the known complexity results about
shops scheduling in this section based on the survey in [2]. All the results
that are not directly referenced in this section can be found in the article.

3.1 Open Shop

There are not many open shop problems that are solvable in polynomial time.
One of them is O2||Cmax with several algorithms that can construct the op-
timal schedule in linear time. The first algorithm for this class of problems
is published in [4], but a little bit simpler algorithm is presented in Sec-
tion 4.2. Adding more machines leads to NP-hard (O3||Cmax) and strongly
NP-hard problems (O||Cmax). Allowing preemption helps to improve the
complexity of constructing schedules with optimal makespan, a polynomial
algorithm is known for O|pmtn|Cmax. Another polynomially solvable class
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is O|pmtn, rj|Lmax. However, changing the optimality criterion makes even
the preemptive case hard. O2|pmtn|

∑
Cj [5], O2||Lmax, and O2||

∑
Cj are

NP-hard.
The optimal solution of open shop scheduling problems is often hard. On

the other hand, quick approximative algorithms that guarantee reasonably
good results are known. Simple greedy algorithm for open shop scheduling
creates in linear time schedules with no more then two times longer makespan
then the makespan of the optimal schedule [6]. The schedule created by the
greedy algorithm can be improved in linear time to achieve ratio error 3/2
for O3||Cmax [6]. There is even an approximation scheme polynomial in the
number of jobs, but exponential in the number of machines and 1/ε that
schedules Om||Cmax with ratio error at most (1 + ε) [7]. This kind of scheme
cannot be expected for the general case with the number of machines as a
part of the input. If P 6= NP then there is no polynomial algorithm that
would always solve a problem from O||Cmax with ratio error smaller then 5/4
[8].

3.2 Flow Shop

According to the summary in [2], there is an O(n log n) algorithm to solve
F2||Cmax [9], but the F3||Cmax as well as F2|rj|Cmax and F2||Lmax [10] are
already strongly NP hard. All these basic results hold even if we allow
preemption. Some restricted variants of this problem were investigated as
well. For example if max

j
p2j ≤ max{min

j
p1j, min

j
p3j} or if M2 can process

any number of operations at the same time then the flow shop problem of
minimizing Cmax is polynomially solvable on three machines [11].

A polynomial (5/3)-approximation algorithm is know for F2|rj|Cmax [12].
However, attention is traditionally focused on approximation of problems
with additional constraints.

One of them appears if we assume that the order in which the jobs are
processed on individual machines is the same on all of them. This is not too
restrictive as it could seem at the first sight because the main property of flow
shop is that the operations in all the jobs have to be processed in the same
fixed order. This modified version of flow shop is called permutation flow
shop. The most common method used for solving this problem is branch and
bound search. The best approximation ratio reported for Cmax of permuta-
tion flow shop is ρ = dm

2
e [13] and there is even an algorithm that has addi-

tive approximation error independent of n with δ =
(m− 1)(3m− 1)

2
max

i,j
pij

[14].
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Another well investigated modification is F |nowait |Cmax, where no in-
terruptions of job processing are allowed. A next operation of each job must
be started as soon as the previous one is finished. The complexity of this
modified task is similar to the original one. F2|nowait |Cmax is polynomially
solvable [15] and F3|nowait |Cmax, F2|nowait |Lmax are strongly NP-hard
[16, 17]. The schedules with this extra restriction are usually longer then
without it, but it can be shown that C∗

max(nowait)/C∗
max < m for m ≥ 2.

3.3 Job Shop

Job shop is the most complex shop problem. Each job has a specified fixed
order in which its operations must be executed and sometimes it allows
more operations of one job on the same machine. Polynomial algorithms for
J2|mj ≤ 2|Cmax [18], J2|pij = 1|Cmax [19] and J2|pij = 1|Lmax [20] are known
and unlike in other shop problems, there are no open problem if the numbers
in these problem descriptions grow. J2|mj ≤ 3|Cmax, and J3|mj ≤ 2|Cmax

[10] are NP-hard and J2|pij = {1, 2}|Cmax, and J3|pij = 1|Cmax are strongly
NP hard [21]. All the results are the same even for the case with preemption
allowed.

This does not mean that there are no open problems in job shops at all.
For example the complexity of J2|ri, n = 3|Cmax and J2|pij = 1|

∑
Ti is still

unknown.

3.4 Mutual Relations

Some of the classes of scheduling problems are subproblems of other classes
and sometimes only a simple reduction is needed to use an algorithm for
one class for another class. It is clear, that an algorithm solving open shop
scheduling problems from Om||Cmax can solve also all the problems from
Ok||Cmax for all the k ≤ m. The remaining machines can be purely formal,
without any operations assigned, or they can process only a single short
operation not related to any other operations.

Flow shop is a subclass of job shop with only a certain type of prece-
dences and the optimized criteria are also reducible. For example if we have
an algorithm for optimizing maximal lateness Lmax, we can simply let all
the deadlines dj be zero and the algorithm will optimize Cmax. Many more
reductions can be performed in similar way. Authors of [22] put the reduc-
tion rules into a computer program called MSPCLASS that derives all the
possible results about polynomial solvability and NP-hardness that can be
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Figure 3.1: Schema of reducibility between different scheduling problem
classes and optimality criteria.

inferred from a set of known results. Some of the basic reduction rules are
summarized in Figure 3.1.

13



Chapter 4

Open shop problem

The open shop problem is the least constrained kind of shop problem. It
has no constraints on the order of the job operations at all. This section is
organized into three main parts. After introducing some general properties of
an open shop schedule, we present some of the well known facts as well as our
own results in the following order. We show what subproblems of the open
shop are polynomially solvable, after that we present the subproblems that
are proved to be NP hard and we continue with a problem with unknown
complexity and our own result about the structure of gaps in schedules for
Om||Cmax.

4.1 Lower Bounds

Throughout the analysis of lengths of schedules, we often refer to the basic
lower bounds for makespan. We define them here. As each machine in open
shop can process only certain type of operations, it is clear that each machine
has to perform all the work that is assigned to it. More precisely no feasible
schedule can be shorter then the machine bound (MB):

C∗
max ≥ max{p(Mi); 1 ≤ i ≤ m} = max{

n∑
j=1

Oij; 1 ≤ i ≤ m} (4.1)

Similarly, two different operations of the same job cannot be processed
at the same time and so a feasible schedule is not shorter then the length of
the longest job. We call this the job bound (JB).

C∗
max ≥ max{Pj; 1 ≤ j ≤ n} = max{

m∑
i=1

Oij; 1 ≤ j ≤ n} (4.2)
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A natural question after introducing a bound is whether there is a sched-
ule that meets it and a problem instance with optimal schedule longer then
the bound. The bound can be reached without any problems. If we schedule
only one job, the optimal schedule has the length of the job bound and if we
schedule jobs with non-zero length operations on only one of the machines,
the size of the machine bound is reached. We present our own example of a
set of jobs that cannot be scheduled in time of these bounds for a problem
from class O3|mj = 2|Cmax.

Example Instance: J1 = (2, 2, 0), J2 = (1, 0, 2), J3 = (1, 0, 2)
The job bound for this instance is given by the first job (JB = 4) and the
machine bound is given by the first and the last machine (MB = 4). We
show that no schedule for this instance can be shorter then 5.

We will try to create a schedule with makespan of 4. First of all, we realize
that J1 must be processed all the time in the schedule. We assume that the
job goes from M2 to M1. The analysis of the other case is symmetric. Now we
schedule the operations of jobs J2 and J3 on machine M1. If we want to keep
the length of the partial schedule on 4, we have to schedule these operations in
the interval [0, 2] on the first machine. We schedule the operation O12 at the
time 0 and O13 at the time 1. The other order leads to symmetric arguments.
If we want to keep the makespan of the schedule on 4, the schedule on the

M1 2 3 1
M2 1
M3 2 3

first two machines is as in the figure. There is no way, how to schedule the
operations on the third machine without making the schedule longer.

4.2 Polynomial Algorithms

Only the most simple open shop problems are polynomially solvable. The
basic polynomially solvable problem of open shop scheduling is O2||Cmax. It
has been solved already in 1976 in [4]. The article brings an algorithm based
on separate scheduling of jobs with bigger operation on the first machine and
the jobs with the bigger operation on the second one. These partial schedules
are then combined to the complete schedule. The algorithm essentially uses
that there are only two machines in the problem and does not leave a lot of
space for generalization.

Authors of [23] present a more elegant solution of this problem. It should
be a version of a solution introduced in [24] and no proof of optimality of
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the resulting schedule is provided. We did not have access to [24] so we
present Algorithm 1 from [23] and we add our own proof of optimality of the
produced schedule later.

Algorithm 1 Linear time algorithm for O2||Cmax

1: rename jobs and machines so that p11 = max{pij : 1 ≤ i ≤ 2, 1 ≤ j ≤ n}
2: start job J1 on machine M2 at time 0
3: for j = 2 to n do
4: schedule an operation of Jj on the earlier available machine
5: start operation O21 of J1 on M1 as soon as possible
6: Let π1 and π2 be the permutations of the jobs on M1 and M2 respectively.

Schedule the unscheduled operations as early as possible in the order of
π2 on M1 and in the order of π1 on M2.

Lemma 4.2.1. Algorithm 1 outputs an optimal schedule. The length of the
schedule is max{MB, JB}.

Proof. Denote by S1 the partial schedule created before execution of line 5
and S2 the partial schedule after execution of line 5 of Algorithm 1. Note
that there are no idle intervals in schedule S1. We split our analysis into two
cases.

The first case is if there is an idle interval before O11 in schedule S2.

. . . O11

O21 . . .

In this case the schedule S2 finishes with operation O21 on the second ma-
chine. The operation scheduled in step 4 is on the first machine for each job
and they are all together shorter then p21. All the operations not included
in S2 are to be processed on the second machine and can be scheduled after
O21 without any conflicts. The resulting schedule meets either the job bound
given by J1 or the machine bound on the second machine hence it is optimal.

The second case is if the schedule S2 is still without any idle intervals.
Then the schedule S2 finishes on the first machine. It is clear if already the
schedule S1 finishes on the first machine. Otherwise, we know from the cycle
on line 3, that the second machine in S1 is busy at most for the length of one
operation longer then the first machine. If we add the longest operation of
the instance to the first machine, the first machine finishes the schedule. Let
Jk be the last job scheduled on the first machine in S1. The second machine
is busy at least until the O1k starts. Otherwise, the operation O2k would be
scheduled in the cycle on the line 3.
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. . . O1k O11

.........

At this point, all the operations that are not scheduled yet (besides the
operations of Jk) cannot collide. The last step of the algorithm schedules the
rest of the operations in the order of the already scheduled operations and so
the operation O2k is the last operation on the second machine. Even if the
greedy algorithm starts the operation O2k at the same time as the operation
O11, the operation on the second machine finishes first (O11 is the longest
operation) and the schedule ends in time of machine bound given by the first
machine. That means that it is optimal. �

4.3 NP-hard Problems

Most of the scheduling problems belong to the NP-complete class and the
open shop problems are not an exception. Only tree machines and no other
restrictions are sufficient for the complexity.

4.3.1 O3||Cmax

This is one of the smallest NP-complete open shop problems. The member-
ship in this class was proved in [4] by reduction of the well knowNP-complete
partition problem. We present the proof below.

Definition An instance of the partition problem is a set of integers A =
{a1, . . . , an} and the question is whether there is a set of indices u ⊆ {1, . . . , n}
such that ∑

i∈u

ai =
1

2

n∑
i=1

ai

The idea of the reduction is simple. We need to create an instance of
the open shop problem that enforces two idle intervals of the size of half
of the sum of A on a machine. Adding operations of sizes from A without
any relation to other operations in the instance to the machine will not lead
to rise of makespan of the optimal schedule if and only if the set A can be
partitioned into two equal parts. The schedule from [4] is in Figure 4.1

The creation of two separate idle intervals is ensured by the job J3n+1. It
is composed of three operations of same lengths. The length is one half of the
sum of the integer set A from the partition problem. If the instance of the
partition problem we are solving is positive, then the job J3n+1 is processed
all the time in the final schedule. There is one operation of this job (O1(3n+1)
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{O1i|i ∈ u} O1(3n+1) {O1i|i 6∈ u}
O2(3n+1) {O2i|n + 1 ≤ i ≤ 2n}

{O3i|2n + 1 ≤ i ≤ 3n} O3(3n+1)

Figure 4.1: The schedule proving reducibility of the partition problem to
O3||Cmax.

in our schedule) that is not scheduled at the beginning nor at the end of the
schedule and this operation creates two idle intervals of the same lengths on
the machine where it is processed. If we add the operations of the lengths
of integers from the partition problem instance without mutual relations to
each of the machine (pi((i − 1)n + j) = aj; i ∈ {1, 2, 3} j ∈ {1, . . . , n}),
they fill the single gap on the machines with the operation from J3n+1 at the
beginning and at the end of the schedule. The important machine is the one
with the operation from J3n+1 in the middle. The operations of the lengths
from the partition instance can fit into the makespan given by the job J3n+1

if and only if there exist the subset of indices that split the set into two parts
of the same size. Each half exactly fits into the schedule on both sides of
operation O1(3n+1).

4.3.2 O4|mj = 2|Cmax

The authors in [4] prove NP-hardness also for another class of scheduling
problems that we are especially interested in in this thesis. The class is
O4|mj = 2|Cmax, the class of open shop problems on four machines with each
job having at most two non-zero length operations. A similar proposition
holds for any number of machines higher than four as well, because the
analysed problem can be a sub-problem of a problem on more machines.

Lemma 4.3.1. If Om|mj = 2|Cmax is polynomially solvable for m > 3 then
so is the partition problem.

Proof. From a partition problem instance A = {a1, . . . , an}, the following
instance of the open shop problem can be constructed.

p1j = ε/n, p2j = aj, p3j = p4j = 0 for 1 ≤ j ≤ n,

p1(n+1) = T/2, p2(n+1) = p4(n+1) = 0, p3(n+1) = T/2 + ε

p1(n+2) = T/2, p2(n+2) = p3(n+2) = 0, p4(n+2) = T/2 + ε

where T =
n∑

i=1

ai and 0 < ε < 1
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Then the instance A has partition if and only if the problem above can be
schedules in time shorter then or equal to T + ε.

⇒ If A has a partition u then the schedule of the defined scheduling prob-
lem with length T + ε is shown in Figure 4.2.

⇐ In the remaining part of the proof we show that if A has no partition,
all the schedules for the define open shop problem are longer than T +ε.

Assume for contradiction that there is a schedule shorter or equal to T +ε.
The total processing times of jobs n+1 and n+2 are T +ε so the only option
is that the jobs are processed all the time in the schedule and leave the space
for all the operations {O1j|1 ≤ j ≤ n} in the middle, as it is in the case of the
schedule in Figure 4.2. While the numbers in the instance of the partition
problem are integers, only operations with total processing time less than or
equal to T/2 can be scheduled before the gap of the size ε and the same hold
for the operations after the gap before T + ε. This cannot be done if set A
cannot be split into two halves. �

O1(n+1) {O1i|1 ≤ i ≤ n} O1(n+2)

{O2i|i ∈ u} {O2i|i 6∈ u}
O3(n+1)

O4(n+2)

Figure 4.2: The schedule proving reducibility of the partition problem to
O4|mj = 2|Cmax.

4.4 O3|mj = 2|Cmax

The complexity of a version the three machine open shop problem with two
operations per job is still an open problem. The example from the beginning
of this chapter indicated that a polynomial algorithm that would meet one of
the basic lower bounds for the schedule size would not work for this problem.
So an approach inspired by Section 4.2 is most likely not an option. We
were also investigating the possibility of proving the NP-completeness in a
way similar to the previous case. This was not successful as well, but while
trying to do that, we have found out that it is impossible to enforce two
idle intervals in an optimal schedule for O3|mj = 2|Cmax and generally for
Om|mj = 2|Cmax
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Lemma 4.4.1. For each feasible schedule S for a scheduling problem from
Om|mj = 2|Cmax exists a schedule S ′ of the same length with at most one
idle interval on each machine in S ′.

Proof. The idea of this proof is that any operations that are between two
idle intervals on a machine can be moved to outer ends of the idle intervals.
We show it by induction on the number of jobs between the idle intervals. In
order to make the proof more readable, we use the capital letters as machine
names as well as for the machine indices. As a result, OA1 is the operation
of job J1 on machine A. We also use only job indices instead of the proper
operation notation in the pictures of the schedules.

Let I1, I2 be the first and the last idle interval on a machine A. If there
is only one operation between I1 and I2. The operation is a part of a job we
denote Jj.

A: I1 j I2

B: j
. . .

If the operation of job Jj on machine A cannot be started at the beginning
of interval I1, it is because the second operation of the job Jj is processed
on another machine (B) during the interval. The schedule is feasible so the
processing of the operation of Jj on B must stop before the operation of Jj

on A starts. There are only two operations of each job so nothing can collide
with OAj if we move it to the end of the interval I2.

If there is more then one operation between I1 and I2 then we denote the
job of the first operation between I1 and I2 by J1 and the job of the last
operation in this group by J2. The situation is sketched below.

A: I1 1 . . . 2 I2

B: 1
C: 2

. . .

We assume that the other operation of job J1 is processed during I1 and
the other operation of J2 is processed during I2. Otherwise, we could move
an operation to the other end of the corresponding idle interval, decrease the
number of operations between the idle intervals and proceed to the next step
of induction.

Further we assume that pA1 > |I2| and pA2 > |I1|. If not, the operation
OA1 can be moved to the end of I2 or OA2 to the beginning of I1 what would
decrease the number of operations between the idle intervals.

In order to finish the proof, we need to investigate two options: pA2+|I2| ≤
pA1 + |I1| and pA2 + |I2| > pA1 + |I1|. The situations can be dealt with in a

20



symmetric way so we explain only the first case. The induction can continue
by the following steps.

• Remove the operations OA1, OA2 from the schedule.

• Schedule OA2 at the beginning of I1. No conflict can appear because
the other operation of J2 was scheduled after OA2 (during I2) and we
are moving it to an earlier time. The operation can fit in because of
the inequality we assume above.

• Note that in the new idle times created by the previous steps and in
between them, the operation OA1 cannot be in conflict with anything.
The other operation of J1 was scheduled during I1 and we assumed that
|I1| < |OA2|. The new idle time starts after the end of the previous one.

• Put OA1 into a list L. This list contains only operations with the
property described in the previous point. Thanks to it all the operations
in the list cannot be in conflict with anything during any idle time on
the machine A that will appear in the induction.

• Continue the induction.

At the end of this induction, we have only one idle interval on the machine
A. None of the operations in L can be in conflict with anything during the
interval and all of the operations in L will certainly fit into it, because they
were taken from there. We can just schedule the operations from L one after
another from the beginning of the single idle interval in arbitrary order. After
that we have only one idle interval on A and we can do the same with the
other machines. �

Remark The algorithm that creates a schedule with single idle time per
machine as described in the proof above is linear to the number of operations.
Each operation is moved at most once and we need just constant time to deal
with it.

Remark The solution above works also if we consider the time between the
last operation on a machine and the makespan of the schedule an idle time.
Even with this assumption we still can modify the schedules so that there is
only one idle time on each machine.
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Chapter 5

Approximations

Many scheduling problems are NP-hard and so they are not solvable for
bigger instances with the current technology. The best thing we can do is
to search for approximate algorithms that can reasonably quickly create a
schedule that would be not far from the optimal one.

The algorithm for transforming schedules to a schedule with a single idle
interval per machine from the end of previous chapter gives us also the base
for a simple approximation.

Lemma 5.0.2. For any feasible schedule S for the problem from Om|mj =
2|Cmax, if we

1 transform the schedule to the form with single idle interval, where we
consider the time between the end of processing of the last operation
and the makespan to be idle as well

2 remove the interval where all the machines are simultaneously idle

then for the new schedule S ′ holds that Cmax(S
′) ≤ 2MB where MB is the

machine bound (4.1).

Proof. After the second step of transformation, the idle interval on the ma-
chine creating the MB is the shortest one. Denote the idle interval Imin.

Assume that Imin > MB. The idle intervals on the other machines are
longer so each machine is idle longer then half of the makespan of the sched-
ule. There is only one idle interval on each machine and even if all the
operations were started at one of the ends of the schedule on a machine,
there would be a non-zero length idle interval around the exact middle of
the schedule the machine. That means that each machine is idle during an
interval around the exact middle of the schedule what is in contradiction
with the second step of the transformation. �
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5.1 Dense Schedules

Many approximation algorithms for open shop problem use a greedy algo-
rithm to solve some special cases or subproblems. The algorithms based on
this approach are often fast and the schedules they produce are reasonably
good. Moreover, the greedy creation of the schedule starts from the begin-
ning and never moves the jobs that are already scheduled and so the real
world processing of the corresponding tasks can start before the complete
schedule is computed or even before the whole instance is known.

We have adapted the formal definition of dense schedule used in [25] and
we present it below.

Definition An open shop schedule is called dense if at any time t a machine
is idle if and only if all the operations that are scheduled after t on the machine
collide with an operation on another machine at the time t.

The greedy algorithm is not formally described in any of the articles we
have read and so we simplified an algorithm from [26] to meet our needs.
The basic greedy algorithm that constructs dense schedules is Algorithm 2.

Algorithm 2 The greedy algorithm for open shop problem

1: create arbitrarily ordered lists L1, . . . , Lm of operations that are to be
processed on each machine

2: repeat
3: let Mi be the earliest available machine for which Li 6= ∅
4: schedule the operation in Li that can be schedules earliest on Mi asap
5: until Li = ∅ for all i

Algorithm 2 clearly constructs a dense schedule. If there is an idle time
on a machine Mi then if none of the operations in Li was scheduled in step
4 of Algorithm 2 then it would be in collision with an operation on another
machine.

Many properties of dense schedules are described in literature. The fol-
lowing lemmas are adopted from [6]. We denote the starting time of the
operation Oij in a schedule S with Rij(S) and the finishing time of the op-
eration Fij(S). The idle time on machine Mi before the operation Oij starts
in the schedule S is Iij(S).

Lemma 5.1.1. If there is some idle interval [t1, t2] on machine Mi (1 ≤ i ≤
m) in a dense schedule then after t2 the machine process no more than m−1
jobs. [6]
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Proof. From the definition of the dense schedule, if a machine is idle, then
all the operations that are scheduled later on the machine must collide with
some other operations of the job at the beginning of the idle interval. There
are only m machines so there are at most m− 1 jobs that can be processed
on the other machines at time t1. If there is more them m − 1 operations
after the idle interval, one of them can be started at the time t1. �

Lemma 5.1.2. Suppose, for job Jj, the operation sequence in a dense sched-

ule S is (Oi1j, . . . , Oimj). Then for 1 ≤ k ≤ m, Iikj(S) ≤
k−1∑
v=1

pivj. [6]

Proof. For any k, if the machine Mik is idle before the execution of Oikj, the
operation cannot be started there because of execution of another operation
of job Jj on another machine. Only the operations {Oi1j, . . . , Oik−1j}from
job Jj are scheduled before Oikj. �

Corollary 5.1.3. Given the same assumption as in Lemma 5.1.2, every
machine is busy during [0, Ri1j(S)]. [6]

Proof. Nothing can be in conflict earlier with the first operation of a job so
there cannot be any idle time. �

If we are using dense schedule for approximation, the basic question we
want to answer is how bad the approximation is compared to the optimal
schedule in different cases. The basic bound is reported in [6] and many
other articles about open shop scheduling. We prove it independently as a
corollary of Lemma 5.1.2.

Corollary 5.1.4. For any dense schedule S, its makespan satisfies

Cmax(S) < 2C∗
max

.

Proof. Without loss of generality we assume that the last finished operation
in schedule S is from job Jn on the machine Mm. Then the schedule is as
long as all the operations processed on Mm plus all the time Mm is idle. We
refer to this times as tp and ti. From Lemma 5.1.2, the idle time

ti = Imn(S) ≤
m−1∑
i=1

pin < Pn.

The last inequality is strict because the operation pmn cannot have zero
length as it finishes the schedule. From the job bound (4.2), we know that

24



6 5 4 3 2 5 4 3 2 6
1 6 5 4 3 1 5 4 3 6
2 1 6 5 4 2 1 5 4 6
3 2 1 6 5 3 2 1 5 6
4 3 2 1 6 4 3 2 1 6

Figure 5.1: Example of the optimal (on the left) and the dense schedule that
shows tightness of the 2− 1

m
upper bound.

Pn ≤ C∗
max. The processing time tp =

n∑
j=1

pmj, applying the machine bound

(4.1) we have tp ≤ C∗
max. If we put it together Cmax(S) ≤ tp +ti < 2C∗

max. �

We can see that the inequality in this bound is sharp and according to
[6] it might be possible to improve it as follows.

Conjecture 5.1.5. For each dense schedule S, Cmax(S) ≤
(
2− 1

m

)
C∗

max.[6]

In order to support this conjecture, the authors prove it for m = 3 and
present an example that shows tightness of the bound. The example is shown
in Figure 5.1 for the case of O5||Cmax and it can be generalized for any number
of machines. The conjecture is proved also for m = 4 in [25] and we have
found a reference to an article in Chinese [27] that should prove the conjecture
for m = 5, but we were not able to verify it.

We add to the investigation of the conjecture that it is true also for
Om|pij = 1|Cmax.

Lemma 5.1.6. For a dense schedule S for any instance of Om|pij = 1|Cmax

holds that

Cmax(S) ≤
(

2− 1

m

)
C∗

max

Proof. We will continue in the proof of 5.1.4. Using the notation defined
there:

Cmax(S)

C∗
max

≤ tp
C∗

max

+
ti

C∗
max

From the earlier proof, tp ≤ C∗
max and Pn ≤ C∗

max so

≤ tp
tp

+
ti
Pn

≤ 1 +

m−1∑
i=1

pin

Pn

≤ 1 +
Pn − pmn

Pn

≤ 2− pmn

Pn
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In the case of unit jobs, the last fraction is smaller if Pn is higher and the
longest job cannot have more operations then the number of machines. As a
result, the last fraction is always bigger or equal to 1

m
. �

Corollary 5.1.7. A dense schedule S for any instance of Om|pij ∈ {1, . . . , k}|Cmax

holds that

Cmax(S) ≤
(

2− 1

km

)
C∗

max

Proof. The proof is the same as the proof of the previous lemma, but the
last fraction is bounded with another number.

pmn

Pn

≥ 1

km

�

At the end of the previous chapter, we were interested in schedules with
only two operations per job. We were able to support the conjecture above
with our own proof for this class of problems. However, we believe that
this bound is not tight and the upper bound for the investigated class of
problems can actually be lower. We will elaborate the reasons for this claim
in the following section.

Lemma 5.1.8. For any dense schedule S for a problem from Om|mj =
2|Cmax holds that if k is the number of operations after the last idle interval
on the machine that finishes the schedule then

Cmax ≤
(

2− 1

k + 1

)
C∗

max

Proof. Denote the machine that finishes the schedule S by A. If there are
no idle intervals on the machine then S is an optimal schedule. Otherwise,
let EndA be the set of indices of jobs that have an operation on A after the
last idle interval. For each j ∈ EndA, Xj is the machine where the operation
of Jj that is not assigned to machine A is scheduled. Considering only jobs
with two operations, we know from Lemma 5.1.2 that the length of the idle
intervals on A cannot be bigger then the length of any operation of job in
EndA that is not processed on A. We can formalize it as a set of |EndA| = k
formulas:

∀i∈EndACmax(S) ≤ p(A) + pXii

Now denote the job of the first operation after the last idle interval on
A by j. The other operation of this job is on machine Xj and it finishes
there immediately before the operation OAj starts on A in S. Otherwise the
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operation OAj would be started earlier. So the job j goes from Xj to A and
that means that there is no idle time on Xj before the operation OXjj. The
job has only two operations, the operation on A is scheduled later and so
there is no reason why would not be OXjj started earlier if there was an idle
time. This gives us another inequality

Cmax(S) ≤ p(Xj) +
∑

i∈EndA

pAi

If we sum all the k + 1 equations together we have

(k + 1)Cmax(S) ≤ kp(A) + p(Xj) +
∑

i∈EndA

(pXii + pAi)

(k + 1)Cmax(S) ≤ (k + 1)MB + kJB ≤ (2k + 1)C∗
max

Cmax(S) ≤ 2k + 2− 1

k + 1
C∗

max =

(
2− 1

k + 1

)
C∗

max

�

Corollary 5.1.9. Using the lemma 5.1.1 we know that at most (m− 1) jobs
can be processed after an idle interval on a machine in a dense schedule so
the lemma above proves the Conjecture 5.1.5 for the problems from Om|mj =
2|Cmax

We put a lot of effort to investigation of dense schedules, but we should
note that we cannot focus only on them if we want to find optimal schedules.
There are instances of the Om||Cmax problem that do not have dense optimal
solution. An example of this was taken from [7].

Example Instance: J = {(a, a, a + δ), (a, a, a + δ), (a, a, a− 2δ)}

1 2 3 1 1 2
3 1 2 2 1 3

2 3 1 3 2 1

The optimal schedule for the instance is on the left and the best dense
schedule for the instance is on the right. The numbers in the figure represent
the order of the job in the instance above.
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5.2 Prioritised Dense Schedules

We have shown in the previous section that a simple greedy algorithm creates
schedules with reasonably short makespan for open shop problem. In this
section, we consider minor improvements of the greedy approach and show,
that even a small inexpensive modification based on prioritising longer jobs
brings better results then the general greedy algorithm.

The modification that was an inspiration for our own algorithm is in [26].
The author of the article proves that a greedy algorithm that tries to choose
m jobs with longest total processing time in the order of their lengths before
it schedules the rest of jobs performs better then simple greedy algorithm
without priorities in either absolute or relative error. For the special case of
O3||Cmax, he proves that the modified greedy algorithm constructs schedules
no longer then (3/2) times the optimal value.

The inspiration was in prioritising long jobs. Unlike in the article men-
tioned above we prioritise the longest operation on each machine, not the
longest jobs. We focus on the case of two non-zero operations and we bring
our own result in the following theorem.

Theorem 5.2.1. For each dense open shop schedule S for the Om|mj =
2|Cmax problem constructed with the preference to start the longest operation
on each machine as soon as possible holds that

Cmax(S) ≤ 3

2
C∗

max

Proof. Denote the machine that finishes schedule S by A. If there is no idle
interval on A schedule S is clearly optimal. Let EndA by the set of jobs that
have an operation on A after the last idle interval on the machine. For the
rest of the proof we assume that A is idle for longer then 1

2
C∗

max. Otherwise
the theorem holds trivially.

Each job j consists of two non-zero operations. For each j ∈ EndA let Xj

be the machine with non-zero operation of job j other then A. Every time
machine A is idle, all the operations in {OXjj : j ∈ EndA} must be processed
on the other machines. If not, the operation OAj would be started in the idle
time. Hence

∀i 6= j ∈ EndA : Xi 6= Xj

and

∀j ∈ EndA : pXjj >
1

2
C∗

max

While for each machine, the sum of processing times needed to process all
the operations assigned to the machine is less then or equal to C∗

max then an
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operation longer then half that size is the longest operation on the machine.

∀j ∈ EndA : OXjj is the longest operation on Xj

The schedule is constructed scheduling the longest operation on each
machine as soon as possible. The longest operation on a machine is scheduled
first unless it is in conflict with an operation already scheduled at the time 0
on another machine. The conflict cannot appear at time 0 for the operations
from Long = {OXjj : j ∈ EndA} because the only operations that could
cause the conflict are at the end of the schedule on machine A. As a result,
all the operations in Long are scheduled at time 0.

There is an idle time on machine A just before the first operation from
EndA and so all the operation from Long are processed at least until the
first job from EndA starts on A. The schedule is sketched in Figure 5.2.

A : . . . . . .
. . .

Xj1 : j1 . . .
Xj2 : j2 . . .
Xj3 : j3 . . .

. . .

Figure 5.2: The operations of jobs from set EndA on machine A and the
beginnings of operations from Long on the other machines.

We continue by proving that the schedule from Figure 5.2 cannot be
transformed to a feasible schedule that would be more the 1

3
shorter then

the schedule produced by the prioritized greedy algorithm. It is sufficient to
prove it only for the schedule where we omit all the jobs that are not in EndA

and shrink all the operations form Long to the size of the shortest operation
from the set. The optimal schedule for the smaller problem is shorter then
or equal to the optimal schedule for the whole problem and the makespans of
the schedules we start with are the same. The proof for the smaller schedule
is below as Lemma 5.2.3.

The lemma has one extra requirement. If we denote Σ =
∑

j∈EndA pAj

and l = minj∈EndA pXjj then we need l ≥ Σ
2

to hold. This holds in schedule
S, because Σ ≤ MB ≤ C∗

max from the machine bound and l ≥ 1
2
C∗

max

because the operations from Long are processed during all the idle intervals
on machine A that are all together longer that 1

2
C∗

max.
�

We follow with an auxiliary lemma and then finish the proof as Lemma 5.2.3.
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Lemma 5.2.2. For any open shop schedule S, if we focus on a single machine
Mi and denote J i the set of jobs that have an operation on machine Mi. Then
there exists an operation job Oij that starts earlier then a half of the processing
time of all the operations on the machine p(Mi) and ends later then a half
of p(Mi) form the beginning of the schedule

Cmax(S)−Rij(S) >
p(Mi)

2
& Fij(S) ≥ p(Mi)

2

Figure 5.3: The position of operation Oij on machine Mi from Lemma 5.2.2

Proof. Let α be the set of job indices of operations that start less then half
p(Mi) before the end of the schedule on Mi.

α = {j ∈ J i : Cmax(S)−Rij(S) ≤ p(Mi)

2
}

and β the set of job indices of operations that end earlier then half p(Mi)
after the start of the schedule

β = {j ∈ J i : Fij(S) <
p(Mi)

2
}

Assume for contradiction that ∀j ∈ J i (j ∈ α ∨ j ∈ β) that would mean
that J i = α ∪ β. But the sum of lengths of operations that start less then
half p(Mi) before the end of the schedule on Mi is less then a half p(Mi)∑

j∈α

pj ≤
p(Mi)

2

and the sum of lengths of operations that end strictly earlier then half p(Mi)
after the start of the schedule is strictly smaller then a half p(Mi)∑

j∈β

pj <
p(Mi)

2

That would mean that sum of all the processing times of all the operations
on machine Mi is less then p(Mi) and that is a contradiction. �
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In the following lemma, we finish the proof of Theorem 5.2.1 by showing
that the sub-schedule for the reduced problem is not longer then 3

2
Cmax.

Lemma 5.2.3. For any open shop schedule S with exactly two operations per
job, where all the jobs have one operation on machine A, the other operation
has length l and all the machines other than A process only one operation
starting at time 0. The operations on A are processed from the time l on
without any idle intervals. Let Σ be the sum of processing times of operations
on machine A and assume that Σ

2
≤ l then

Cmax(S) ≤ 3

2
C∗

max

Proof. From the definition of schedule S we know that Cmax(S) = l +Σ. Let
S∗ be an optimal schedule for the problem and let us consider S∗ on machine
A and job Jj corresponding to the operation given by Lemma 5.2.2. Then
the operation of Jj on the machine other than A either precedes OAj or it
is scheduled after OAj. In both cases is the length of the optimal schedule
longer than or equal to l + Σ

2
.

2Cmax(S) = 2(l + Σ) = 2l +
Σ

2
+

3

2
Σ ≤ 3l +

3

2
Σ ≤ 3(l +

Σ

2
) ≤ 3C∗

max

The first equality is from the definition of schedule S, the next step is just
rewriting the formula. The first inequality is from the assumption Σ

2
≤ l and

the last one is from the lower bound for the optimal schedule given above. �

Lemma 5.2.4. The lower bound from Theorem 5.2.1 is tight.

Proof. The greedy algorithm with priority for the longest operation on each
job can construct the schedule in Figure 5.4 on the left, while the optimal
schedule for the problem (the right one) is one third shorter. This situation
can be a sub-problem of any problem from Om|mj = 2|Cmax for m ≥ 2. �

1 3 3 2
2 3 1 3

Figure 5.4: The prioritised dense schedule and the optimal schedule for a
problem from class O2|mj = 2|Cmax.
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5.3 Polynomial Approximation Scheme

As we can see from the previous paragraphs, it is possible to ensure, that a
polynomial algorithm leads to a schedule with a certain error. Authors in
[7] prove that the relative error can be arbitrarily small for minimizing the
makespan in any open shop problem. They present a polynomial approxima-
tion scheme that can find the optimal schedule for Om||Cmax that is (1 + ε)
close to the optimal length. However, the algorithm is not practically usable,
because of incredibly huge additive constant in the complexity. We present
the algorithm as Algorithm 3 in this section.

Algorithm 3 The polynomial approximation scheme for Om||Cmax from [7]

Require: 0 < ε < 1 and m ≥ 3
1: l = 0
2: repeat
3: l = l + 1
4: α = (ε/3m)2l

5: B = {Jj ∈ J : pij ≥ αJB for some i, 1 ≤ i ≤ m}
6: S = {Oij : α2JB < pij < αJB and Jj 6∈ B}
7: until

∑
Oij∈S pij ≤ 1

3
εJB

8: T = {Oij : pij ≤ α2JB and Jj 6∈ B}
9: compute an optimal schedule for jobs from B

10: R = S ∪ T
11: while R 6= ∅ do
12: let t be the time, when a machine Mi becomes idle and there exists an

j so that Oij ∈ R
13: if there is Oij ∈ R that can be started at time t then
14: add operation Oij to the constructed schedule at time t and remove

it from R
15: else if if t belongs to a gap in the current schedule then
16: do not use the gap in the algorithm any more
17: else
18: Mi stays idle until some other machine completes the processing of

some operation

The detailed analysis of the algorithm is given in [7]. The problematic
part of this algorithm is step 9, where it schedules optimally a number of
jobs. The number of jobs is bounded by a constant for fixed number of
machines and approximation precision, but the constant is m(m/ε)2m/ε

. Re-
minding that optimal open shop scheduling for more then two machines is
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NP-hard, and so no sub-exponential algorithm is known to solve it, it is
clearly impossible to use this algorithm in practise.

We have used some of the ideas from Algorithm 3 to the restricted
Om|mj = 2|Cmax case and created a polynomial approximation scheme with
much smaller additive constant in its computational complexity and a sim-
pler proof. We use our result about the structure of idle intervals in open
shop schedules for this class presented earlier in this thesis in Lemma 4.4.1.

Algorithm 4 The polynomial approximation scheme for Om|mj = 2|Cmax.

1: set α = ε
m

; B = {Jj ∈ J ;∃i ∈ 1..m : pij ≥ αMB} where MB is the
machine bound for the instance.

2: create SB
0 , an optimal schedule of jobs from B

3: transform SB
0 to an optimal schedule with at most one idle time on each

machine as described in Lemma 4.4.1, considering the time between a
machine finishes and the end of the whole schedule an idle interval. Call
this schedule SB.

4: schedule the operations from J \B in the greedy way - starting from time
zero, the algorithm tries to schedule an operation at any time t when a
machine becomes idle. If there is no operation that can be started at
time t and the time t is the beginning of an inner idle interval, execution
on the machine continues after the end of SB. If the time t is at the end
of the current schedule and there still is an unscheduled operation, start
it as soon as possible.

5: call the resulting schedule S

Lemma 5.3.1. For any instance of Om|mj = 2|Cmax, the Algorithm 4 cre-
ates a feasible schedule S of length

Cmax(S) ≤ (1 + ε)C∗
max

Proof. Denote t∗ the makespan of the optimal schedule of the jobs from the
set B. We refer to the jobs from B as big jobs and to the rest as small
jobs. Assume that the schedule S finishes on machine Mk with operation
Okl. Further we denote the idle time on Mk before t∗ by I1, after t∗ by I2,
and the time the machine is busy after t∗ by Z. We split the analysis into
two cases.

The first case is if there is strictly less then m operations on Mk after the
time t∗. Then

Cmax(S) ≤ t∗ + Z + I2

There are at most (m − 1) operations of small jobs in Z and I2 is smaller
then a single operation of a small job from Lemma 5.1.2. The only reason
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why Okl cannot be started in an earlier idle time after t∗ is that the other
operation of job Jl (the one not on Mk) is processed during the idle time.

t∗ + Z + I2 ≤ t∗ + (m− 1)αMB + αMB ≤ t∗ + mαMB

The optimal schedule for a subset of jobs is surely shorter then the optimal
makespan for all the jobs and the same holds for the machine bound.

t∗ + mαMB ≤ t∗ + m
ε

m
MB ≤ (1 + ε)C∗

max

The second case is if there is at least m operations on Mk after t∗. None of
these operations could be started at the beginning of the idle time of SB on
Mk. As there are only m machines, at most (m-1) operations were processed
on other machines at the beginning of the idle interval. If an operation
from small job could not be started, then the idle time is shorter then the
operation.

I1 ≤ αMB

The length of the schedule is shorter then the processing time plus idle times
on the finishing machine so

Cmax(S) ≤ MB + I1 + I2 ≤ MB + 2αMB ≤ MB + 2
ε

m
MB ≤ (1 + ε)C∗

max

The last inequality holds for m ≥ 2 and the greedy schedule is trivially
optimal for m = 1 so the Lemma holds in this case as well. �

Lemma 5.3.2. Running time of Algorithm 4 is polynomial in the size of the
instance. The complexity is O(n log n).

Proof. The most important observation in this proof is that the number of
jobs in B is always smaller then a constant for fixed ε and m. There can be
at most 1

α
operations bigger then αMB on each machine. For m machines it

makes

|B| ≤ m
1

α
=

m2

ε

The first step of the algorithm is linear and the second one takes a con-
stant time. The third step is linear in number of operations according to the
remark after Lemma 4.4.1.

The last step is a little bit more complicated. If we sort the operations
assigned to distinct machines and try the operations from the shortest one to
the longest one. Each time a machine becomes idle, we have to consider at
most m operations. After considering the operations, one operation is placed
into the schedule, besides the case that no acceptable operation fits into the
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gap that can occur only once on each machine. That means that we will
repeat the addition at most O(n) times.

The sorting is the only reason why the overall complexity of the Algo-
rithm 4 is O(n log n). �

The asymptotic complexity of the algorithm is the same as the complexity
proved in [7] for the more general case of Om||Cmax, but the additive constant
that is hidden in creation of optimal schedule for the big jobs is substantially
smaller in our case. The original algorithm optimally schedules m(m/ε)2(m/ε)

while our algorithm needs the optimal schedule for only m2/ε jobs.
In order to get a better clue about the efficiency of the approximation

algorithms introduced here and in [7], we plot the worst case sizes of the
subproblems that must be computed optimally for several values of approx-
imation parameter ε and numbers of machines m in Table 5.1.

ε = 0.5 ε = 0.3
m = 3 m = 4 m = 5 m = 3 m = 4 m = 5

Algorithm 4 18 32 50 30 53 83
Algorithm 3 1050 10231 101024 101024 1011610 10117036

Table 5.1: The maximal sizes of the subproblems that must be computed
optimally in Algorithm 4 and approximations of the same value for the algo-
rithm from [7].

The optimal scheduling, even with the restriction of at most two op-
erations per job is an NP-hard problem for m ≥ 4 and so no polynomial
algorithm is known for this problems. This makes the original algorithm from
[7] useless for practical applications while the Algorithm 4 is already usable
for small number of machines and reasonably big approximation factor.

However, the effectiveness of any the algorithms is not close to the algo-
rithm designed specifically for the case of three machines, ε = 0.5 and three
operations per job introduced in [6]. It does need to schedule any jobs opti-
mally at the beginning and the asymptotic complexity of the whole algorithm
is linear.
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Chapter 6

Conclusions

The main inspiration and the initial goal of this thesis was to get familiar
with shop scheduling, investigate the methods used for classification of the
scheduling problems to complexity classes and for approximate solving of
the hard problems. After that, we wanted to identify an interesting class of
scheduling problems that is hard to solve optimally and design or improve
an algorithm that will solve it approximately. We have completely fulfilled
all these tasks.

We have studied the flow shop, job shop and especially the open shop
scheduling problems extensively. Based on the overview obtained by these
studies, we presented a survey of known complexity results for all the main
classes and we focused on the open shop problems for which we presented
the most important examples of known approximative algorithms. Then we
have identified an interesting class of scheduling problems that has not re-
ceived a lot of scientific attention yet. It is the class of open shop problems
with at most two non-zero operations per job, where the optimized sched-
ule characteristics is the finish time of the last operation in the schedule
(Om|mj = 2|Cmax). The most relevant previously known results about this
class were that solving a problem from this class optimally is NP-hard for
more then three machines and linear for less then three [4]. The complexity of
finding an optimal solution for three machines without any other restrictions
is unknown.

Greedy algorithm and its performance is very important part of research
in approximative algorithms for open shop scheduling. The known result for
our (Om|mj = 2|Cmax) class was that the greedy algorithm creates schedule
smaller then two times worse then the optimal one. We have proven in
this thesis that it is actually always less then or equal to (2 − 1

m
) times

worse then the optimal schedule, where m is the number of machines. This
result supports a well known conjecture that says that the greedy algorithm
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produces schedules better the or equal to this bound for all the open shop
problems [6]. However, the conjecture is not proved for all the classes yet.

Another important result in open shop approximation is that preference of
jobs with longer processing time in the greedy algorithm improves its absolute
or relative error and that for three machine case, it creates schedules no longer
then 3

2
of the optimum [26]. We were inspired by this result in creating a

greedy algorithm modification that tries to schedule the longest operation
on each machine first and we managed to prove that this results to creating
schedules of the length at of at worst 3

2
worse then the optimum. Our proof

uses some ideas from the results in [26], but the main ideas of the proof are
completely knew and we consider it one of the most innovative contributions
of this thesis.

The ultimate results in approximative algorithms are usually polynomial
time approximation schemes. A scheme that is applicable to the class of
our main interest is presented in [7]. It is a great theoretical result, but it
is not applicable in practise. The approximation algorithm has polynomial
asymptotic complexity, but the additive constant is huge. We used our own
result about structure of gaps in schedules for problems from (Om|mj =
2|Cmax) to modify the algorithm in a way that does not make the asymptotic
complexity higher, but lowers the additive constant substantially, so that it
makes the algorithm practically usable for reasonable precisions and sizes of
the problems.

Besides these major results, we have stated and proved several minor
lemmas and added some examples and observations. We think that this
thesis fulfilled all the expectations and goals set at the beginning and it has
brought some substantially new results. However, it still left many interesting
questions unanswered, as for example the complexity of minimizing makespan
of the open shop schedule for three machines with at most two non-zero
operations. This could be the focus of further research.
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Appendix A

Notation

Denotation Meaning
n the number of jobs in a problem
m the number of machines in a problem
pij the processing time of job j on machine i
Oij the operation of job j on machine i
Pj the overall processing time of job j, Pj =

∑
j pij

p(Mi) the overall processing time on machine Mi, p(Mi) =
∑

j pij

Jj the job j
Mi the machine i

MB the machine bound, MB = maxi p(Mi)
JB the job bound, JB = maxj Pj

Rij(S) the start time of operation Oij in schedule S
Fij(S) the finish time of operation Oij in schedule S
Iij(S) the total idle time before the operation Oij

mj the number of non-zero length operations of job j
rj the time after which the job j can be processed

pmnt the preemption is allowed
Cj(S) the completion time of job j in schedule S

Cmax(S) the maximal finish time from all jobs in schedule S
C∗

max the maximal finish time from all jobs for the optimal schedule
dj the deadline for job j

Lj(S) the lateness for job j in schedule S, Lj = Cj(S)− dj

Lmax(S) the maximal lateness from all jobs in schedule S

Any index or other part of notation can be omitted if there is no danger
of confusion. Machine names are often used as machine indices so Mi can be
written as MMi

.
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[14] I. Bárány. A vector-sum theorem and its application to improving flow
shop guarantees. Mathematics of Operations Research, 6(3):445–452,
1981.

[15] S. S. Reddi and C. V. Ramamoorthy. On the flow-shop sequencing
problem with no wait in process. Operational Research Quarterly (1970-
1977), 23(3):323–331, 1972.

[16] H. Rock. The three-machine no-wait flow shop problem is np-complete.
Journal of the Association for Computing Machinery, 31:336–345, 1984.

[17] H. Rock. Some new results in flow shop scheduling. Mathematical Meth-
ods of Operations Research, 28(1):1–16, 1984.

[18] J. R. Jackson. An extension of johnson’s results on job lot scheduling.
Naval Research Logistics Quarterly, II:201–203, 1956.

[19] N. Hefetz and I. Adiri. An efficient optimal algorithm for the two-
machines unit-time jobshop schedule-length problem. Mathematics of
Operations Research, 7(3):354–360, 1982.

[20] P. Brucker. Minimizing maximum lateness in a two-machine unit-time
job shop. Computing, 27(4):367–370, 1981.

[21] J.K. Lenstra and A.H.G. Rinnooy Kan. Computational complexity of
discrete optimization problems. Annals of Discrete Mathematics, 4:121–
140, 1979.

40



[22] B. J. Lageweg, J. K. Lenstra, E. L. Lawler, and A. H. G. Rinnooy
Kan. Computer-aided complexity classification of combinational prob-
lems. Commun. ACM, 25(11):817–822, 1982.
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