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Review of the Doctoral Thesis  

Content-based exploration of unstructured data by Přemysl Čech	 

Overview 

In the present doctoral thesis (96 pages plus annex) search, browsing, exploration and 
retrieval techniques for multimedia objects in different domains are investigated. 

Chapter 1 provides the basics of similarity search and modelling, introduces metric spaces 
and describes methods for efficient similarity queries and their evaluation. Furthermore, 
examples of visual feature extraction for images as well as metrics for similarity comparison 
are presented.  

Chapter 2 introduces the key components of efficient content-based retrieval systems. 
Besides different organizational structures, possible visualization and presentation options 
for search and exploration systems are described. Evaluation possibilities of search systems 
are briefly discussed. 

Chapter 3 presents interactive prototypes and applications for hierarchical image and video 
search. The main focus is the similarity search of images, which usually also applies for video 
search. The video search system VIRET is extensively presented including documentations 
and loggings of competition results.  

Chapter 4 deals with a relatively distant topic, which is modelling and exploration of network 
traffic data. Descriptors used to detect malware network activities are explained. Finally, a 
retrieval tool is presented that can help domain experts to detect threat scenarios. 

Chapter 5 suggests several algorithms that work in the distributed MapReduce environment. 
Such algorithms can process large amounts of data in parallel and evaluate many queries. 
Here the work is focused on similarity joints in metric spaces and the examined different 
versions for searching. In addition to exact nearest-neighbor search, approximate versions 
with and without controlled limitation of the maximum relative error were designed. An 
experimental investigation of a variety of methods for distributed approximate similarity 
joins with different speed/precision tradeoffs is described and investigated.  
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Using implemented demo tools and applications, the performance of different similarity 
models and exploration structures on real data from different application areas was 
analyzed. The main focus was on the precision / recall rate of the different methods. 
Strengths and weaknesses of the different components of the multimedia retrieval 
framework were analyzed and documented. 

Strengths  

The thesis covers a rather wide range in the field of search, browsing, exploration and 
retrieval techniques for multimedia objects in different domains. Many different interfaces, 
software designs and algorithms were implemented.    

Chapter 1.3 describes the metric access methods and indexes very well. Generally 
mathematical definitions are sound and clear. Proofs are given in many places. 

The formal description of algorithms is clear. Diagrams and pseudo code help to facilitate 
the understanding.  

A wide variety of methods for distributed approximate similarity joins with different 
speed/precision trade-offs have been investigated. Source codes of all algorithms were 
shared on Github.  

English skills are generally good.  

Weaknesses 

It is very difficult to see what were the actual own contributions of Mr. Čech	to this doctoral 
thesis. Throughout the thesis, the word "we" is used in many places. Large parts of the work 
have already been presented in publications, which sometimes makes it hard to understand 
the text because important facts and definitions (mentioned in the publications) are missing 
in the thesis. (e.g. Page 54: why are logarithms used here? Page 69: the LSH parameter W is 
not defined, ...) 

Since the approximate nearest neighbor search is the main topic, I consider chapter 1 as too 
short. There is no survey of the wide range of other existing k-NN search approaches.  
k-d-trees and k-NN-Graphs (e. g. "Fast Approximate Nearest Neighbor Search with the 
Navigating Spreading-out Graph" by Cong Fu, Chao Xiang, Changxu Wang, Deng Cai, 2017) 
are not mentioned at all. Also, Product Vector Quantization search schemes such as FAISS 
Facebook Artificial Intelligence Similarity Search (Jeff Johnson, Matthijs Douze, Hervé Jégou: 
"Billion-scale similarity search with GPU", which is about GPU-based search, but it is still 
comparable) should have been mentioned and compared.  

The Paper K Nearest Neighbour Joins for Big Data on MapReduce: A Theoretical and 
Experimental Analysis from Ge Song, Justine Rochas, Lea Beze, Fabrice Huet, Frederic 
Magoules is cited, but it would be very useful to also use their test data.  
Generally, the used test data is rather questionable.  
Why were no standard test data sets used such as at http://ann-benchmarks.com/ ?  

The thesis is not very clear/exact in many minor aspects (see the Comments section). 



Comments  

Page 14: A definition of the mean average precision mAP is missing, as this is the usual 
quality measure for retrieval. 

Page 16: Here a discussion of high-dimensional spaces and their geometrical properties 
would have been useful (distribution of distances, etc.) 

3.1.2 Multilayer Exploration Structure: 
Information about the image set is missing, how exactly was it evaluated? 
 
Question: What is the difference between found objects and classes? Why were there 
different experiments for women and men? 
 
Question: Chapter 4: What were the concrete search tasks?  

Question: Page 54: How did you deal with the problem of different units (#bytes / sec)?   

Question:  "The final descriptor is composed of a vector of real numbers of the fixed 
dimension 114 which is formed from an equidistant lattice L = {0,...,11}4."  
Isn't the number of bins 124? How are real numbers represented there? 

Question:  It is not really clear how the final descriptor is formed. If they are really 
"smoothed" histograms, why is no histogram distance measure used? k-NN assumes 
Euclidean distance as a suitable distance measure. Is this a correct measure at all for 
histograms?  

Page 58: Why do some PR curves start at 0? 

Page 59: Why even numbers for K? Binary classification usually uses uneven numbers. The 
circles are not explained in Figure 4.3. 

Page S.61 Distributed similarity joins: "We describe similarity joins for metric spaces that can 
calculate many queries altogether"  
Question: Can you give a motivation and an example for a multi-query? 

Question: Page 64: Formula 5.3. Why is a multiplicative epsilon used, this does not help to 
speed up if the found distances are very small. Wouldn't an additive absolute epsilon be 
more useful? This would also allow to make better estimates about the max error. 

Question: Page 66: How are the z-indexes actually determined? The index length becomes 
very long for high dimensions. SamplingRate is not defined. 
 
5.5., page 82: Experimental evaluation 
Here a table with all the data and its properties (number of database S and query points R, 
...) would have been useful.  
There is no discussion about the distance distributions.   



Question: "The 200-dimensional dataset was created by uniform feature mapping into a 4-
dimensional hypercube." How is that possible? How was it done? 

Question: 5.5.2 Hadoop vs Spark: Is the task the same for all three procedures?  
If not, why not?  
If yes, why no uniform scaling of the diagrams, why is Z-Curve so much faster with Spark? 
 
5.5.3 Fine tuning of k-NN join methods  
Here, an overview of all parameters and their meaning as well as a description of the 
procedure during the test would have been very useful. What is the exact experiment? How 
much data is searched for, what is measured? Why are the different procedures not 
compared with each other? Why does no experiment achieve a precision of 100%?  
The result description and the according curves should stand side by side, which would 
greatly improve readability. 

Question: Figure 5.17:  Why are the results not better for large filter values and large 
MaxRecDepth? 

5.5.4 The results of the curves of 5.22 and 5.23 are predictable, it would have been 
interesting to see a comparison of the precision dependent on the time of the two methods. 
For figures 5.26, 5.27, 5.28, and 5.29, also here a comparison precision / time would have 
been interesting.  
It is not clear which data sets were used for the experiments (512D or 1000D). 
 
Question: Why is there such a large difference between Figure 5.28 and Table 5.5 regarding 
the maximum effective (real) error. What does "real" mean? 

Page 89:  "We conclude that all pivot-based algorithms perform well under different 
conditions and a specific algorithm utilization must be decided based on the desired 
approximation guarantee or an average approximation precision and running time 
preference."  
What does this mean? 

5.5.5 Comparison of pivot-based approach with related approaches  
The comparison of heuristic methods with different parameters only makes sense if the 
methods are compared in such a way that precision is compared at the same runtime or vice 
versa. Here it would make sense to combine Figure 5.36 and Figure 5.37 to a diagram where 
you can see the precision / time of the different methods. The same applies to figures 5.38 
and 5.39 

Figure 5.41 is actually a very important result of this work and this almost gets lost!  

Question: What is the acceleration achievable compared to a brute force search? 

Question: How does your work compare to other research results such as  
http://ann-benchmarks.com/ ? 
 
  



Formatting  

• Definitions of new terms should be better highlighted. 

• Table titles should be placed above the tables. 

• The scaling and labeling of axes are often not well chosen and  
matching curves are often not uniformly selected. 

• Figures often are too small. 

• The description text of the figures and legends are often inconsistent.  

• Figure 5.32, 5.33 use legends for four curves, but only two / three are shown. 

• Figure 5.34: unfavorable scaling of the x-axis 

• Page 64 below:  "sum" should be "number" 

• List of Abbreviations: PGBJ "exact" instead of "extact" 

• Figure 5.20 parameter W has not been defined, HF has not been defined. 

• Figure 5.20 HF, 5.21 HashFunctions / hash functions / hashing functions 

• Write "million" out instead of "mil."   

 

Summary  

To conclude, the author of this application-oriented thesis has continued in the research to 
improve the similarity search by implementing many interfaces and by investigating new 
sophisticated nearest neighbor search schemes. There could have been a better comparison 
to other research by using standard data test sets and by including a wider range of related 
approaches in the comparison of results. The overall thematic scope is almost too wide. A 
focus on a narrower field would have improved the thesis.  

Overall this thesis confirms the candidate’s capability of independent scientific work.  
I recommend accepting this thesis as a PhD graduation work and award PhD degree to the 
author.  

Berlin, January 13, 2020 

 
 
 


