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Lieskovský who helped me greatly with this dreadful task and read the thesis.
Without them, this thesis would have half the number of the articles it has and
twice as many typos. I should also mention that none of them read this dedica-
tion. . .

I want to thank Martina Mikul̊u for the support she provided me, as she was
able to help me even in my darkest moments. I also want to thank her for all
the food she cooked for me; it probably saved me from the horrible death by bread
overdose.

I also want to thank all my friends and family for their help and support and I
want to apologize to them for not spending as much time with them as I wanted.

Finally, I want to give a special thanks to the musicians of Gloryhammer,
Two Steps from Hell and Sabaton. Their music, along with litres of tea, fueled
my work.

ii



Title: Applications of Gray codes in cache-oblivious algorithms

Author: Ondřej Mička
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Introduction
When designing algorithms, we usually try to minimize the number of instructions
the algorithm needs to execute on a given input. It is indeed true that the number
of executed instructions has a major influence on the running time, but other
factors also influence the running time. One of the most significant of them is
accessing the memory.

Modern processors are so incredibly fast that it may take hundreds of processor
cycles to get the data from the main memory to the processor. Because of this,
it is vital to make memory accesses as efficient as possible. At the hardware
level, this is achieved by the introduction of processor caches. In order to reduce
the latency of memory accesses, several small memories – caches – are put between
CPU and main memory. When the data are read from the main memory, they
are also transferred into the cache so that the next time they are accessed they
can be read directly from the cache, which has lower latency than the main
memory. Moreover, in order to make transfers as effective as possible, larger
blocks of data are always transferred. Caches are organized in a hierarchy as
is shown in Figure 1.

Thus, to make algorithms more efficient in practice, we need to take into ac-
count the memory hierarchy. However, this aspect of modern computers is not
reflected well in traditional algorithm design. Algorithms are usually designed
and analyzed using the random-access machine (RAM), a computational model
that has only one-level memory and memory accesses have the same time com-
plexity as the other processor instructions. This can be partly solved by using
the I/O model.

The I/O model was introduced by Aggarwal et al. [2] to formalize algorithms
in the external memory. It is similar to RAM, but has a two-level memory –
unlimited external memory and internal memory of limited size. The processor
can access only the data in the internal memory and the algorithm has to man-
age the transfers between the two memories. Both memories are divided into
the blocks of fixed size and only whole blocks may be transferred. Apart from
traditional time and space complexity, we also analyze I/O complexity, that is,
the number of transferred blocks.

By using the I/O model in the setting where internal memory corresponds to
the cache and the external memory to the main memory, we can design algorithms
that are tuned to the particular parameters of the cache. Such algorithms are
called cache-aware algorithms. But tuning algorithms to parameters of a specific
cache has some disadvantages, as it makes programs less portable. Also, since
there are multiple levels of caches, we either have to sacrifice some performance
and tune the algorithm to only one level or tune the algorithm to multiple levels,
which can be complicated and messy.

To address these issues, Frigo et al. [17] introduced a cache-oblivious model.
It is based on the I/O model, with internal memory being the cache and external
the main memory; I/O complexity is in this context also called cache complexity.
The key property of the model is that while CPU can process only the data loaded
into the cache, the program itself has no knowledge of the cache and addresses
data as if they were in the main memory all the time (thus cache-oblivious).
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Figure 1: Illustration of memory hierarchy of current computers with approximate
size and latency (in CPU cycles) of each level [23, p. 8, 9, 22]. The number of
caches between processor and main, random-access, memory may vary, but three
levels are perhaps the most common in current architectures.

The transfers between the cache and the main memory are organized automati-
cally by a replacement strategy. This reflects the behavior of real-world comput-
ers, since the program usually knows very little of the cache hierarchy and cannot
directly transfer data between the main memory and the caches. Thus, we design
an algorithm that knows almost nothing of the cache, apart from its existence and
some very limited assumptions on the cache size, but analyze its performance for
given, although arbitrary, parameters of the cache. Due to this approach, an effi-
cient cache-oblivious algorithm performs well on every possible cache. This also
implies that the algorithm performs well on the whole memory hierarchy (under
reasonable assumptions about the caches). This justifies the use of only two levels
of memory in the model.

For many problems, theoretically efficient or even asymptotically optimal
cache-oblivious algorithms were created including sorting [17], matrix opera-
tions [17], search trees [5] and graph algorithms [3]. Apart from theoretical results,
the experiments with implementation presented by Brodal et al. [7], Frigo and
Strumpen [16] and Toledo [34] show that the cache-oblivious algorithms can out-
perform the classical RAM algorithms and may even compete with cache-aware
algorithms.

Even though, the price for the low number of cache misses is usually a certain
overhead in the number of executed instructions. Thus, implementing practi-
cally effective cache-oblivious algorithms requires a high level of optimization,
since naive implementation can be easily outperformed by traditional RAM al-
gorithm on real-world data [37]. So it is desirable to explore new techniques for
implementing cache-oblivious algorithms and study them in practice.
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In this work, we study techniques for implementing cache-oblivious algorithms
with use of Gray codes and loopless algorithms. A binary Gray code is an enu-
meration of all n-bit binary words, such that consecutive words differ in exactly
one bit. A loopless algorithm for a certain class of objects (binary words in a Gray
code in our case) is an algorithm that enumerates the given objects in such a way
that generating the next element from the previous one takes only O (1) opera-
tions; the initialization may be linear. Our goal is to use Gray codes to replace
recursion with loopless or similar algorithms and compare, both theoretically and
practically, this approach with the traditional cache-oblivious algorithms.

Our approach is motivated by frequent use of recursion in the cache-oblivious
algorithms. Especially in the matrix algorithms, the cache-ignorant RAM algo-
rithms and cache-aware algorithms can be implemented using simple for-loops
that incurs significantly smaller overhead than function calls in recursion. More-
over, Yotov et al. [37] suggest that in recursive algorithms, processors cannot
schedule instructions as efficiently as in their iterative counterparts.

We devise a technique that allows us to replace the recursion in certain cache-
oblivious algorithms, such as matrix transposition, naive matrix multiplication or
naive convolution, with traversal of a Gray code, which is generated by a loopless
algorithm. We also devise a variant of a reflected binary Gray code, and an al-
gorithm to generate it, in order to make our approach more efficient. We show
that our approach leads to the algorithms with the same asymptotic complexity
as the traditional cache-oblivious algorithms have. We also evaluate the practical
performance of our technique on the problem of matrix transposition.

In Chapter 1, we focus on the background of cache-oblivious algorithms. We
formally define the model and discuss the relevant parts of computer architecture.
We also show the analysis of some cache-oblivious algorithms that are used in the
analysis of our technique. In Chapter 2, we define and discuss Gray codes and
loopless algorithms. Then, in Chapter 3, we describe our technique and analyze
the complexity of our cache-oblivious algorithms. Finally, in Chapter 4, we ex-
amine the practical implementation of our algorithm for matrix transposition.
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1. Cache-oblivious algorithms
Abstract computational models are the crucial tool for design and analysis of
algorithms. The computers, especially the modern ones, are incredibly complex
and it is impossible to take into account of all their features and internal prop-
erties when analyzing algorithms. Thus, by using suitable abstract model we
can filter out these “implementation details” while keeping our analysis reason-
ably accurate. Yet abstraction brings a degree of inaccuracy so it is important
to choose a model which reflects well the most important aspects of our study.

Perhaps the most widely used model for algorithm and data structure de-
sign is the random-access machine (RAM) and its variants. RAM consists of
a processor/CPU and a one-level main memory of unlimited size which can be
accessed in a random-access manner by the CPU [30, Section 3.4]. Illustration
of RAM is shown in Figure 1.1. The instruction set used to control the CPU
is roughly equivalent to the assembly language, containing instructions for basic
arithmetic, flow control and memory access. We analyze efficiency of RAM al-
gorithms using two parameters: time complexity, the number of instructions the
algorithm needs to execute, and space complexity, the number of memory cells the
algorithm needs to use. Usually, we assume that the CPU instructions operate
on the words of logarithmic size with respect to the size of the input.

In general, RAM programs reflect quite well the behavior of their real-world
counterparts due to their closeness to the assembly. At the same time they allow
us to use constructs known from higher programming languages (like C), since
these can be translated to the RAM instructions in a similar manner as they are
translated to the assembly.

But, as has been mentioned before, RAM fails to capture the behavior of
systems with more complex memory hierarchy. This lead to the development of
new models and paradigms with more sophisticated approach to the memory.

In this chapter, we introduce the notion of the cache-oblivious model and
cache-oblivious algorithms. First, we briefly describe the I/O model, on which
the cache-oblivious model is based, to show how RAM can be extended to the
systems with two-level memory. Then we describe how processor caches and
memory hierarchy in general works in the real computers. This allows us to show,
why the I/O model is not the best tool to use when considering caches and what

CPU ∞

Main memory

Direct

access

Figure 1.1: The random-access machine. It consists of a single CPU controlled
by an assembly-like language and a random-access main memory.
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kind of properties should cache-oblivious model capture. Finally, we define the
ideal-cache and the cache-oblivious model itself and we also show an analysis of
several cache-oblivious algorithms.

1.1 I/O model
The main disadvantage of RAM is its one-level memory. This can be seen best
on the problems where the data are so large they do not fit into the computer’s
main (random-access) memory and need to be stored on the hard drive. The main
memory in RAM is unlimited and the access to each its cell takes the same
time. So, on the real computer, the implementation of a RAM algorithm would
consider the disk to be merely an extension of the main memory and it would
not distinguish between data on the disk and data in the main memory.

But this does not reflect well the behavior of real computers in which disk
and main memory are treated as a hierarchy. CPU can directly access only
the data in the main memory and the data from the disk need to be loaded into
the main memory first. Also, accessing the hard drive is much slower than ac-
cessing the main memory and the data between the main memory and the disk
are transported in larger blocks in order to reduce the latency of local accesses.
This is also supported by the fact that hard drives are more efficient when per-
forming sequential accesses1 because of shorter seek time and rotational delay
[26, Section 6.3].

The necessity to design different algorithms for problems too large to fit into
the fast internal memory is well known for a quite long time. It led to the de-
sign of so-called external-memory algorithms. Perhaps the most widely
known results are the external sorting algorithms and B-trees, which are used
often in databases [13, Chapter 18]. Aggarwal et al. [2] formalized the external-
memory algorithms using the I/O (or external memory) model.

The I/O model is similar to RAM, but has two-level memory. The memory
consists of the internal memory of limited size M and unlimited external
memory. The CPU can manipulate only with data in the internal memory;
data from the external memory need to be transferred into the internal memory
first. Both the internal and external memory are divided into the blocks of size
B. Transfers between internal and external memory are completely managed by
CPU but only whole blocks may be transferred. An illustration of the I/O model
is shown in Figure 1.2.

The key parameter of an algorithm in the I/O model is the I/O complex-
ity. The I/O complexity is the number of blocks transferred between internal
and external memory by the algorithm. This is exactly the number of so-called
I/O operations – reading or writing block to external memory. We may also
analyze time complexity, often called work complexity, and space complexity
in the same manner as in RAM.

1Some of these issues are partly solved by replacing hard drives with solid-state drives (SSD),
which are faster and can handle random access much better than the hard drives. Nonetheless,
they are still slower than the main memory and need to be accessed through the main memory.
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CPU

M

Internal memory

∞

B
B
...

B
∞

External memory

B
B
...

Figure 1.2: The I/O model. The CPU can access only the data in the internal
memory, but it may transfer blocks of data from or to the external memory. We
try to minimize the number of such transfers.

Many efficient algorithms and data structures exists for the I/O model, such
as B-trees, [4, 9]; optimal sorting algorithms [2, 19]; matrix operations [35] or
graph algorithms [8, 22]. For more details see an extensive survey by Vitter [36].

1.2 Caches and memory hierarchy
While the main memory is very fast compared to the external memory, it is still
very slow compared to the processor. The data in Figure 1 show that fetching the
data from the main memory requires time equivalent to approximately 200 pro-
cessor cycles. Thus, even if the data do fit into the main memory, manipulation
with them is still costly.

To tackle this problem, computer designers have introduced a new memory
between the CPU and the main memory called cache. This is based on the same
principle as the hierarchy of the main memory and the hard drive, that is, memory
accesses are usually local. For example, consider a simple subroutine of a pro-
gram. It is very likely that the data accessed by such subroutine are located
in a small number of contiguous parts of the memory – elements of an array,
variables on the top of the call stack. . . Moreover, it is likely that these data are
accessed multiple times during the execution of the subroutine. These proper-
ties are captured by the principle of locality. It states that if a memory cell
is addressed, it is likely to be accessed again soon (temporal locality) and that
“nearby” memory cells are also likely to be accessed soon (spatial locality) [26,
p. 452]. Thus, when we first access a memory location it may be beneficial to load
its content and the content of surrounding cells into a smaller and faster memory.
This way we can reduce the latency of future memory access.

Current computers employ multiple levels of caches between the CPU and
the main memory, the usual number being three. Level 1 (L1) cache is the one
which is the nearest to the CPU in the hierarchy, level 2 (L2) is the second
nearest and so on. Lower level caches are faster and smaller than the higher
ones. There are actually two separate L1 caches – one for the instructions (L1i)
and one for the data (L1d), other levels can contain both data and instructions
[11, Section 3.1]. Furthermore, in the multicore architectures, higher level caches
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may be shared between the cores while the lower level caches are exclusive to
the respective cores. But since we study only sequential algorithms, we will not
consider such architecture as the complications introduced by caches in the par-
allel environment are mostly caused by a shared memory [11, Section 3.3.4].

The main memory and caches are split into the lines, also called blocks,
the usual size is 64 bytes. Lines are the elementary units of data used in the cache
hierarchy – only whole lines are transferred between different levels of memory and
caches treat them as unbreakable units. Apart from the data itself, caches also
contain additional data associated with each stored line, most notably the address
of the line in main memory, called tag.

When the processor wants to access certain memory address it is checked
whether the L1 cache contains the line with the desired data. If it does, a cache
hit occurs and the processor may read or write the corresponding cell in the cache.
Otherwise, a cache miss occurs and the appropriate line needs to be loaded
into the L1 cache from the higher level of the hierarchy. Again, the request to
the higher level cache may either result in the cache hit or cache miss, the latter
leading to a request to even higher level cache or the main memory.

1.2.1 Replacement strategy and associativity
When a cache miss occurs on some level of the hierarchy and the requested line is
loaded into the cache it may happen that the cache is already full. In such an event,
we need to remove some line from the cache to make space for the requested one.
Which line is removed is decided by a replacement strategy.

Replacement strategies are well-studied, because of their important role in
memory design, and there are many known algorithms, both deterministic and
randomized [6, Chapters 3 and 4]. Perhaps the most common strategy is least
recently used (LRU) [26, p. 485], or its approximation. As the name suggests,
for every line in cache, LRU keeps track of the last time the line was accessed
and evicts the line whose last access is furthest in the past.

In the previous paragraph, we have implicitly assumed that each cache line
may be stored in an arbitrary entry of the cache. A cache with this property
is called fully associative; in general, the property that specifies where each
cache line may reside is called associativity. While it is possible to implement
fully associative cache, it is usually too impractical to do so. The reason is that
the searching for the desired line in the fully-associative cache would be either
too complicated or too inefficient [11, Section 3.3.1].

To make search for the right entry in the cache fast and easy we might use
a direct-mapped cache. In the direct-mapped cache, each line has directly
associated one cache entry where it may be stored. The entry is derived from
the tag of the line (its address in the main memory) by removing some of its bits.
This also eliminates the need for the replacement strategy, since it is uniquely
determined which line must be evicted. The main disadvantage is that this ap-
proach may ruin cache efficiency if the program accesses the lines which maps to
the same cache entry, effectively reducing the capacity of the cache to a single
line.

A compromise between full-associativity and direct-mapped cache is a set
associative cache. The set associative cache combines the previous approaches.
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The cache entries are split into multiple sets of same size. The tag of the line
uniquely determines in which set will be the line stored. But the entries inside
the same set are fully associative and the line may be stored in each of them.
Contents of each set are then managed by the replacement strategy. If the sets
are of size k, such cache is called k-way (set) associative.

1.2.2 Virtual memory
So far in this section, we have described interactions between processor, slow main
memory and fast caches in-between. But similar mechanisms are also present
between the main memory and slow hard drive, because of the virtual memory.

The core concept of the virtual memory is the separation of the address space
of a program and the address space of a main memory. A program uses a virtual
addresses to access the main memory. But these are actually not the addresses in
the main memory that are accessed. When a program is loaded, it gets associated
a page table. Page table is a structure that specifies how the virtual addresses
are mapped onto the physical addresses, the “real” addresses used by the main
memory. During the execution of the program, when processor needs to execute
a memory access, it first has to translate the virtual address into the physical one
using the page table.

There are two main reasons for the virtual memory. The first and currently
the most prominent one is that it allows us to efficiently run multiple programs
using the same memory [26, p. 492]. By separating program’s address space from
the physical one, the operating system can ensure that the different programs
won’t stumble into each others memory and that the memory is used efficiently.

The second one is that it provides programmer a transparent access to the ex-
ternal memory. The key is that the virtual address do not need to be valid physical
address. Suppose we have a 32 bit addresses, allowing us to address up to 4 GB,
but only 1 GB of main memory. Thanks to the virtual addresses, the program
may use the whole address space. Some of the virtual addresses obviously cannot
map to the valid physical addresses, but this can be easily solved. We just store
the remaining data that doesn’t fit into the memory on the disk. When a pro-
gram needs to access data that are not currently in the memory, we load them,
evicting some other (and hopefully unused) data from the main memory.

We can see that the relation between virtual memory (or more precisely its ad-
dress space) and main memory is that the main memory works as a cache for
the virtual memory. Also, similar mechanisms are present. Both virtual mem-
ory and the physical one are split into the blocks of fixed size called pages.
Pages are treated as an atomic pieces of the memory; only whole pages are trans-
ferred between the main memory and the disk. This corresponds to the cache
lines in the context of the caches. Also, both virtual and physical address are
split into the page number, the “address of the page” within the memory, and
the page offset, the address of the cell within the page. Thus, only the page
numbers need to be translated, since the page offset is same in both virtual and
physical address.

When a program wants to access a page that is not in the main memory,
a page fault occurs, as an analogy to the cache miss. As with the caches, loading
the desired page may cause another page to be evicted from the main memory.
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CPU

L1d cache

...

Main memory

...... ...

L2 cache
L3 cache

Hard drive

...

L1i cache· · ·
TLB

Virtual address translation

Figure 1.3: A revised memory hierarchy. We have a three levels of caches between
processor and main memory, with the lowest level having separate caches for
instructions and data. Moreover, there is translation look-aside buffer (TLB) to
cache virtual address translation. Note, that TLB can also have multiple levels
and have separate caches for the data and instructions.

Again, we need a replacement strategy that decides which page is evicted. The
big difference here is that a page fault is much more costly than a cache miss, with
disk latency being even 100,000 times higher than the latency of main memory.
For this reason, the paging can use more sophisticated and efficient algorithms to
prevent page faults [26, p. 495]. Specially, the memory is fully associative. The
replacement strategies may vary, but the LRU and its variants are popular [33,
Section 6.1.4].

What is also very important in the context of caches is the translation itself.
The translation is done by a Memory Management Unit (MMU) which uses page
tables associated to the given program. The page tables are stored in the main
memory. So, in order to access a main memory, which is costly in the context
of caches, we first need to translate the virtual address. This requires another
memory access2. In order to make translation as fast as possible, a special cache
for translation, called translation look-aside buffer (TLB) is used. It works
in a same way as “data” caches, only storing translation entries instead of data,
also its parameters being adapted to this use. Like the “data” caches, the TLB
can be multilevel with separate caches for the instructions and data on the lower
levels [11, p. 39]

2In fact, page tables may have multiple levels to reduce the space necessary to store them,
so the overhead might be even larger.
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Figure 1.4: Ideal-cache model. Similarly to I/O model, we have a two-level
memory, both of them split into lines of size B. The cache is fully-associative
and memory transfers are managed by an optimal offline replacement strategy.
In the cache-oblivious setting, the algorithm has no information about the pa-
rameters B and M

1.3 Cache-oblivious model
The previous section clearly illustrates that the current memory systems are far
from the simple one-level memory used in the RAM model, even if we do not work
with large data. Thus, a more accurate model was introduced by Frigo et al. [17].

As in the original work, we first start by introducing the ideal-cache model.
The ideal-cache model is based on the I/O model. The “hardware” design is
the same – we have CPU and a two-level memory, cache of limited size M , which
can be directly accessed by the CPU, and an unlimited main memory. Both
memories are split into the blocks or cache lines of size B and only the complete
cache lines may be transferred between the cache and the main memory. See
Figure 1.4 for an illustration. But unlike in the I/O model, in the ideal-cache
model algorithm has no control over the memory transfers between the main
memory and the cache. Instead, an optimal offline3 strategy for transfers and
replacement is used. Also, the cache is assumed to be fully-associative.

A cache-oblivious model is then just an ideal-cache model with the extra
property that the parameters M and B are unknown for the algorithm or data
structure. If the parameters are known to the algorithm, we talk about cache-
aware algorithms.

There are three parameters analyzed in this model, with respect to the input
of size n:

Cache complexity The number of cache misses, that is, the number of blocks
transferred into the cache.

Work complexity The number of executed instructions, same as time complex-
ity in the RAM.

Space complexity The number of memory cells in the main memory, that are
accessed by the algorithm, as in the RAM.

3 The strategy knows complete sequence of memory accesses done by the algorithm on given
input and thus it may use decisions based on the future accesses.
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We will also often need the tall-cache assumption, that is, we will require that
M = Ω(B2) holds4. This is a reasonable assumption with respect to the param-
eters of current real caches.

Asymptotically efficient, or even optimal, cache-oblivious algorithms were de-
signed for many traditional problems such as sorting [17], matrix operations [17],
search trees [5] or graph algorithms [3]. Demaine [10] provides a more detailed
overview of existing cache-oblivious algorithms and data structures.

1.4 Cache-oblivious analysis and examples

1.4.1 Scan
We start with an analysis of a very simple algorithm. We are given an array A of
length N and we need to go through all its elements in the natural order (per-
haps calculating sum or maximum). This operation is called scan and its cache
complexity is denoted as scan(N).

The cache behaviour in this case is straightforward. When the first element
is accessed, a cache miss is caused and the appropriate cache line is loaded into
the cache. Then the rest of the line is processed in the scan, since the elements
in the array are in the contiguous segment of the memory. Then a cache miss
occurs again and the next part of the array is loaded into the cache. The previous
line will not be needed again and can be safely evicted.

The array of size N needs to be stored in ⌈N/B⌉ cache lines (we assume
the elements have a unit size), each line causes exactly one miss, thus the cache
complexity should be ⌈N/B⌉. There is a catch, though. Since we know nothing
of the cache parameters during the algorithm, we have no control over the align-
ment. This means that the first element of A does not need to be the first element
of the line – it may be located in the middle of the line. So, even the array of
size B may be stored in two cache lines (see Fig. 1.5).

But clearly, the alignment may add only one extra line to the optimal number
of lines needed to store the array. The cache complexity of the scan is then
at most ⌈N/B⌉ + 1 = O (N/B + 1). Also, there are no requirements on the size
of the cache M , since processed lines are not reused.

B B

Figure 1.5: An example of an unaligned array. The beginning of the array (gray)
is not aligned to the beginning of the cache line (thick lines). In this case, scanning
would cause three cache misses even though the array could fit in two lines.

4Sometimes, this assumption is stated in the weaker form requiring only M = Ω(B1+ε) for
some ε > 0.
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1.4.2 Matrix transposition
The matrix transposition is a simple well-known operation, which nicely illus-
trates basic ideas used in many cache-oblivious algorithms. It is an important
primitive for optimizing cache accesses. It can be used to switch between row-
major and column-major layout, which can greatly reduce the number of cache
misses. Examples of such use are naive matrix multiplication [11, Section 6.2.1]
or cache-oblivious algorithm for fast Fourier transform [17].

In this problem, we are given N ×N matrix A and we need to calculate N ×
N matrix AT such that Ai,j = AT

j,i. The matrix A is given as a two-dimensional
array A in a row-major format. That is, A occupies a contiguous block of memory
and its first N elements contain the first row of A, next N elements contain
the second row and so on. Thus, Ai,j is stored in ((i − 1)N + j)-th element
of A. This is the way the two-dimensional arrays are usually stored in C-like
languages. The transposed matrix will be written into the array B, that is, we do
not transpose A in-place. We will need the tall-cache assumption, M ≥ 4B2

to be precise but the constant can be made arbitrarily small5,
The trivial algorithm that goes through each row and swaps its element with

the appropriate column has rather a bad cache performance. For a large enough
matrix, transposition of each row accesses Θ(N) distinct cache lines and only
M/B of them can be reused in the next line, leading to Θ(N2) cache misses for
N sufficiently large with respect to the M/B.

B B B

B

B

B

Figure 1.6: Cache-aware matrix transposition. Matrix is split into the blocks of
size B and each of them is transposed separately in the cache.

The cache-aware algorithm works as follows: The matrix is split into the blocks
of size B×B (up to the last column and row) and each of them is transpose sep-
arately; see Figure 1.6. The idea is simple. Since we have a tall cache the trans-
position of a block can be performed entirely in the cache. Thus, it will incur

5Use the blocks of size αB × αB for appropriate value of α in the analysis.
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at most 4B cache-misses – one block consists of at most 2B cache lines and we
need to load both input and output block. The optimal replacement strategy
ensures that the loaded line is not evicted before the block is transposed. There
is ⌈N/B⌉2 blocks so in total we get O (N2/B + N + B) cache misses. This is
O (N2/B) for N > B. If N ≤ B, we can load the whole matrix into the cache,
so the cache complexity is scan(N2) = O (N2/B + 1). So, the total cache com-
plexity of transposition is O (N2/B + 1), for arbitrary N . This is asymptotically
optimal since the matrix occupies at least ⌈N2/B⌉ = Ω(N2/B + 1) blocks.

In the cache-oblivious setup, we cannot use the previous approach directly,
since we do not know the value of B. So, we use a divide-and-conquer approach.
We split the matrix in half along each side and transpose the submatrices recur-
sively; if the submatrix is smaller than a fixed size, say 2 × 2, we use a trivial
algorithm. The idea is, that at some level of recursion, the subproblems are both
small enough to be solved completely in the cache and large enough to use it
efficiently. This divide-and-conquer approach is quite typical for cache-oblivious
algorithms. Let us also note that the order, in which are the elements of the ma-
trix usually processed, is called Z-order (see Fig. 1.7).

Figure 1.7: Recursive matrix transposition using Z-order. Matrix is split into
four parts and each of them is transposed recursively.

Theorem 1 (Frigo et al. [17]). The recursive cache-oblivious algorithm for matrix
transposition, described above, has cache complexity O (N2/B + 1), assuming tall
cache. Moreover, this does not depend on the exact order in which the algorithm
processes the submatrices during the recursive calls.

Before proving the theorem, let us note, that the tall-cache assumption is
necessary as has been proved by Silvestri [31].
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Proof. For the simplicity of the analysis, we first assume that N = 2k for an in-
teger k. If N ≤ B, then by the tall-cache assumption the whole matrix fits into
the cache and the number of misses is O (N2/B + 1) for scanning the matrix.
Otherwise, we look at the level of recursion, where the matrix is subdivided into
the blocks of size T with B/2 < T ≤ B. Having tall cache with M ≥ 4B2, each
such subproblem is solved in the cache completely, causing at most 4B cache
misses. Since N is a power of two, T is also a power of two, so there are exactly
N/T ≤ 2N/B blocks. In total, along with the initial case, we get that the cache
complexity is O (N2/B + 1).

For the general case, when N is not a power of two we can observe that
on each level of recursion the size of the blocks may only differ by one. Then we
may use the same analysis as before, only choosing the level of recursion such
that B/2 < T + 1 ≤ B and adjusting the number of the blocks on that level to
at most N/T ≤ 2N/(B − 2).

Apart from the matrix we also need to store a recursion stack. Its analysis
is usually omitted since it needs only O (log N) space and has a good access
locality.

Let us also mention, that both the algorithm and the analysis can be modified
to the in-place transposition and general rectangular matrix [17].

1.4.3 Matrix multiplication
Another well-known and seemingly simple problem is the matrix multiplication.
Given two n × n matrices A and B we want to calculate n × n matrix C such
that

Ci,j =
n∑

k=1
Ai,kBk,j.

We assume that all three matrices are stored in a row-major layout.
The algorithm is again based on divide-and-conquer. If we split both A and B

in half along each dimension then C can be computed recursively as follows:(
C1,1 C1,2

C2,1 C2,2

)
=
(

A1,1 A1,2

A2,1 A2,2

)(
B1,1 B1,2

B2,1 B2,2

)

=
(

A1,1B1,1 + A1,2B2,1 A1,1B1,2 + A1,2B2,2

A2,1B1,1 + A2,2B2,1 A2,1B1,2 + A2,2B2,2

)

Thus, the algorithm for each (i, j) ∈ {1, 2}2 first recursively calculates Ci,j ←
Ai,1B1,j and then Ci,j ← Ci,j + Ai,2B2,j.

Theorem 2 (Frigo et al. [17], Demaine [10]). The recursive cache-oblivious algo-
rithm for matrix multiplication has a cache complexity O

(
N3/B

√
M + N2/B + 1

)
,

assuming the cache is tall.

Proof. We use a similar argument as in the case of transposition, but we analyze
a different level of recursion to make full use of the cache size. For simplicity, we
also assume that N is a power of two, this assumption can be easily eliminated
by the same argument as in the case of transposition.

Let c = 1/6, so three submatrices of size c
√

M fit into the cache. First, assume
that N ≤ c

√
M . Then all three matrices fit into the cache completely and every
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line of the input and output is loaded into the cache exactly once. Thus, the cache
complexity is O (N2/B + 1).

Now consider N > c
√

M . We focus on the level of recursion where each matrix
is split into the blocks of size T , where c

√
M/2 < T ≤ c

√
M . Thus, recursively

multiplying two of these blocks takes O ((T/B + 1)T ) cache misses (the plus one
comes from the fact blocks may not be stored contiguously so each of the rows
may incur one more miss due to the alignment). From the size of the block and
tall cache, we get the number of cache misses as

O
((

T

B
+ 1

)
T
)

= O
(√

M

(√
M

B
+ 1

))
= O

(
M

B
+
√

M
)

= O
(

M

B

)
.

To calculate one block of the output matrix, we need to perform N/T block
multiplications. There are (N/T )2 blocks of the output, so the cache complexity
of this case is

O
((

N

T

)3 M

B

)
= O

(
N3

B
√

M

)
.

The total cache complexity is the maximum of the bounds above, which is
asymptotically the same as their sum. This gives us the desired result.

The complexity achieved by this algorithm matches the lower bound for
“naive” matrix multiplication that performs all Θ(n3) multiplications given in
the definition [18]. It is possible to achieve better bound, for example by using
Strassen’s algorithm, which also uses a divide-and-conquer approach but executes
only seven recursive multiplications [17].

1.5 Cache-oblivious model in practice
The cache-oblivious model assumes the cache to be ideal, it is fully-associative and
uses an optimal offline replacement strategy. This indeed makes the theoretical
analysis of cache-oblivious algorithms more simple but can create a gap between
theoretical and practical results. In this section, we shall point out some of these
issues and provide a justification for the ideal assumptions.

1.5.1 Optimal replacement strategy
The cache-oblivious model uses an optimal offline replacement strategy. That is,
we assume that the sequence of requested lines is known in advance and we may
decide what line to evict based on the future accesses. This is of course unrealistic
since the future access may depend on the data obtained from the previous ones.
In reality, online algorithms are used, most often the LRU or its approximations.

If we compare an arbitrary online algorithm A and the offline optimum with
a cache of the same side, then there is a sequence of requests such that A incurs at
least M/B-times more misses than the optimum [32]. Basically, we just always ask
for the line that A just evicted. Thus, under such assumptions, online algorithms
can be asymptotically much worse than the optimum used by the model.

On the other hand, if we give an online LRU an advantage in the form of
larger cache, we can even the score.
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Theorem 3 (Sleator and Tarjan [32]). Let s be a sequence of cache line re-
quests such that optimal offline replacement strategy with the cache of size M
incurs OPT cache misses. Then LRU with the cache of size 2M incurs at most
2OPT cache misses assuming that both algorithms start with an empty cache.

A proof can be found in the original article along with more general version
of the theorem.

Corollary (Frigo et al. [17]). Let the cache-oblivious algorithm A have a cache
complexity Q(n, M, B) satisfying Q(n, M, B) = O (Q(n, 2M, B)) (regularity con-
dition) on an ideal-cache with optimal replacement strategy. Then A has a cache
complexity O (Q(n, M, B)) on an ideal-cache with LRU replacement strategy.

This justifies the use of the optimal replacement since the regularity condition
is usually satisfied. Moreover, the constants introduced by using LRU are rather
small, so assuming optimal replacement strategy is relevant even in practical
implementation.

1.5.2 Associativity
The associativity of a cache is a major factor when considering the performance
of an algorithm. Suppose we have a k-way set associative cache. When we are
accessing multiple lines that map onto the same cache set, we effectively use only
k lines of the cache instead of all possible M/B lines. This may lead to extra
cache misses called conflict misses. Since k is usually much smaller than M/B,
conflict misses can cause a significant drop in the performance [11, Section 6.2.2].

A typical situation where the effect of conflict misses can be seen are matrices
(and 2D arrays in general). When a number of columns attain a specific value,
namely a large enough power of two, all the rows map into the cache in the same
way: the first cache line in every row maps into the same cache set and so on.
This is due to the fact that the mapping of the lines is usually implemented
by removing some bits of the line’s tag (address in the memory). So, when we
simultaneously access multiple rows in the same column (for example as in the
naive implementation of transposition), all accessed lines map to the same set.

Although in their original article Frigo et al. [17] prove that it is possi-
ble to simulate full associativity without worsening the asymptotic complexity,
this approach is rather not practical. In practice, it is better to use a padding [21].
By adding extra unused elements at the end of each row in the previous example,
the rows will shift in memory causing lines to map into different sets. The obvious
disadvantages are the necessary extra memory and the need to optimize the size
of padding based on the input and cache architecture.
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2. Gray codes and loopless
algorithms
One of the algorithmic questions that are studied in combinatorics is the follow-
ing: Given a class of combinatorial objects C (e.g. binary strings of length n,
permutations on n elements, . . . ), how and in which order to exhaustively list all
its elements in an efficient way? This problem naturally arises when one needs
to, for example, examine the properties of certain combinatorial objects using
the computer. Since such classes are usually large, efficiency is crucial. The order
in which the elements are listed plays a major role. Not only does it affects the
time we need to generate the elements, but it may also significantly speed up
the subsequent work on each element. If the next element in the ordering differs
only a little from the previous one, we might reuse a large portion of the calcu-
lations done on the previous element.

Combinatorial Gray codes capture this property. A combinatorial Gray
code for the class C is a sequence of the elements of C such that each element
in the sequence differs from the previous one in a specified, and usually small,
way. A typical example, from which the name comes, is the binary Gray code.
As the name suggests, in the binary Gray code the class C is {0, 1}n, i.e. all
binary strings of length n. The neighboring elements in the sequence must differ
in exactly one bit. Note, that this exactly corresponds to a Hamiltonian path in
a hypercube.

Gray codes have many, sometimes rather surprising, applications ranging from
signal encoding and data compression [24, 27], through the construction of effi-
cient counters [15], to puzzles like Towers of Hanoi [28, Section 5.2]. Further
in this chapter, we focus on a (standard) binary reflected Gray code and how
it can be efficiently generated, since it is a base of work. For a more detailed
survey on combinatorial Gray codes in general see the work of Savage [29] or
Ruskey [28].

2.1 Binary reflected Gray code
Perhaps the most known kind of Gray code is the binary reflected Gray code. It is
named after Frank Gray who used “reflected binary coding” in his patent [14].

Notation. Let S and T be sequences of binary numbers and c a binary number.
Then

• S(i) denotes i-th element of S

• SR denotes reversed sequence S

• S, T denotes concatenation of S and T

• cS denotes sequence derived from S by prepending each its element with c
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Definition 1. A binary reflected Gray code (BRGC) on n bits is a se-
quence Γn such that:

Γ0 = empty word
Γn+1 = 0Γn, 1ΓR

n .

From the definition we can observe that ΓR
n+1 = 1Γn, 0ΓR

n .
BRGC has many intriguing properties. Even though it is recursive, it also

can be generated efficiently without recursion. This allows us to efficiently sim-
ulate some of the recursive cache-oblivious algorithms without actual use of re-
cursion or stack simulating recursion. Details are given in Chapter 3.

2.2 Loopless algorithms
Section 2.1 deals with an order in which to list a certain class C of objects.
Now, we deal with the problem of generating a given sequence S efficiently.
First of all, when analyzing the performance of algorithms that generate S, we
exclude the time necessary to output S. This is due to the fact that in many
applications we do not need to actually output the elements as they are immedi-
ately processed. Also, the time needed to output object C would be far greater
than what we aim for. Since we will be mostly working with Γn, let us also recall
that we assume RAM with words of size Θ(log n), as is usual.

Definition 2 (Ehrlich [12], Ruskey [28]). Let S be a sequence of combinatorial
objects and assume that the size of each object is bounded by n. We say that
an algorithm that generates S is CAT (constant amortized time) if the total time
required to generate S is O (|S|). Moreover, the algorithm is called loopless
(or loop-free) if two additional conditions are satisfied:

1. initialization takes time O (n) and

2. the time delay between producing two consecutive elements is O (1)

Note that condition 1 is often omitted since it is reasonable to have slower
initialization as long as it is significantly shorter than listing all the elements.

The definition of a loopless algorithm was first introduced by Ehrlich [12] and
it basically captures the best we can strive for when we want to list a certain class.
It is obvious that the sequence S must be a Gray code in order for the loopless
algorithm for S to exist; although the same does not hold for CAT algorithms
(e.g. n bit binary strings can be generated in lexicographic order using a CAT
algorithm [28, Section 4.2]).

We now show the loopless algorithm for BRGC which was presented by Ehrlich
[12].

Algorithm 1 (Loopless generation of BRGC).

1. Set n-bit number b = bn−1bn−2 · · · b0 ← 00 · · · 0, mark all bits as active and
output b.

2. Let k be the smallest index such that bk is active. If no bk is active, end.
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3. Set bk ← 1− bk (“flip” bk) and output b.

4. Deactivate bk

5. Activate bits bk−1 · · · b0, for j < k.

6. Go to 2.

Claim 4. Given n ≥ 1, Algorithm 1 generates Γn. Moreover, if we set b =
100 · · · 0 in the step 1 then the algorithm generates ΓR

n .

Proof. We prove the claim using induction by n. For n = 1 the claim obviously
holds.

Now assume that for some n ≥ 1 the claim holds and we prove the claim for
n+1. We split the algorithm into two phases – before bn is changed and after bn is
changed. We observe that in both of the phases algorithm completely ignores bn

and its activity. That is, before k = n is selected in the step 2, the algorithm
for n + 1 bits behaves exactly as the algorithm for n bits on the bits bn−1, . . . , b0.
The same holds for the second phase after bn is changed, the only difference being
the initial value of the bits.

Thus we can conclude that during the first phase the algorithm generated
the sequence 0Γn. It remains to show that during the second phase, the al-
gorithm generates sequence 1ΓR

n . Indeed, the first phase ended with the word
0100 . . . 0 (since 100 . . . 0 is the last word of Γn) and so the second phase begins
with the word 1100 . . . 0. This, combined with the observations from the previous
paragraph and assumption that running the algorithm on n bits starting with
the word 100 . . . 0 generates ΓR

n , gives us the final piece of the proof.

Ehrlich obtained this algorithm from his general technique for constructing
loopless algorithms. The core idea of this technique is to construct the algorithm
for objects of size n recursively by using the algorithm for objects of size n − 1.
The algorithm recursively generates objects of size n − 1 and extends each one
to the size n in all possible ways. To avoid potentially linear number of recursive
calls, the activities were introduced to efficiently determine the part of the object
which should be changed in order to obtain the next object.

To implement operations with activities inO (1) time, Ehrlich presented a sim-
ple data structure that uses an indirect representation of activities. We describe
this structure only in the context of our loopless algorithm for BRGC, but it
can be made more general.

The structure consists of an integer i and an array of integers T . The structure
acts similarly as a linked list of active bits. The value of i is minimal such that
bi is active. If i = n, then all bits are inactive. That is, i corresponds to the
head of the list. The value of T [i] corresponds to the pointer to the successor
of i in the list. But, since we need to activate many bits in constant time, we do
not keep all active bits in the list and we use two types of pointers instead. The
first type encodes that all bits between this bit and its successor in the list are
inactive; the second one encodes that all bits between are active. More formally,
we can define this property using multiple invariants. Let i′ = |T [i]|, then the
following invariants hold:
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1. i′ > i, i′ ≤ n;

2. bi′ is active;

3. if T [i] > 0 then bj is inactive for all j with i′ > j > i;

4. if T [i] < 0 then bj is active for all j with i′ > j > i;

5. if i′ = n then the structure specifies activity of each bit;

6. if i′ < n then the substructure given by the array

T [i′ :n] = T [i′], T [i′ + 1] , . . . , T [n− 1]

and integer i′ specifies; activities of bits bn, . . . , bi′ recursively

Note, that some elements of array T do not have defined value. Also note
that for given activities, there may be more ways how to represent them using
this structure.

Using this structure, the step 2 can be performed in constant time, since
k = i. Now, we show how to update the structure during the steps 4 and 5.
First, we change T so that T [i] is non-negative and thus points to the next
active bit to the left of bi. So, if T [i] is negative we set T [i + 1] ← T [i], unless
T [i] = −(i+1). This is because if T [i] ̸= −(i+1) then by the definition i′ > i+1
and thus T [i + 1] do not have defined value. This means that T [i + 1] may be
modified without losing information. On the other hand, if T [i] = −(i + 1), there
are no other bits between bi and bi′ and so, by the definition, the sign of T [i] does
not matter. Thus we may simply set T [i]← i + 1.

Once T [i] is positive, we know that every bj with i < j < T [i] is passive.
Deactivating bk = bi in the step 4 is then done simply by setting i← T [i].

In the step 5, we need to activate bk−1, . . . , b0, if k > 0. This is done by
performing the following:

1. T [0]← −(k − 1) // marks all bits b0, . . . , bk−1 as active

2. T [k − 1]← i // “connects” the newly active bits to the remainder
// of the structure

3. i← 0

Illustration of this operation can be seen in Figure 2.1.
Note that the structure can be initialized in the constant time after the array T

is allocated. We only set i ← −(n − 1) and T [n − 1] ← n; other elements of T
may be left uninitialized.
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Figure 2.1: Example of performing steps 4 and 5 using Ehrlich’s structure for the
representation of activities. The top figure shows structure before, the bottom
left figure is structure after deactivating bit bk, the bottom right shows structure
after activating bits bj for all j < k. Top rectangles show activities, active bits
are indicated by letter A, passive by P. Bottom rectangles show the contents of
array T , question marks indicate that given position may contain an arbitrary
value.
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3. Cache-obliviousness through
the Gray codes
In this chapter, we introduce and analyze our technique for constructing cache-
oblivious algorithms for certain problems. Top-level idea of the technique is
simple. We encode memory locations accessed by the algorithm as binary num-
bers of a certain length. We traverse those locations in an order given by BRGC.
The inherent recursivness of BRGC along with the proper encoding will ensure
that the memory is traversed in a similar divide-and-conquer manner as in the
recursive cache-oblivious algorithms. Thus, our traversal will also perform well
with respect to the cache, but without the need for recursion since BRGC may
be generated using the loopless algorithm.

In the first part of this chapter, we introduce and analyze the core of our
technique. Then we show two refinements. First, we introduce a variant of BRGC
that is more suitable than standard BRGC for certain problems. Then we show
a way how to deal with matrices whose size is not a power of two.

In the remainder of this thesis, we work only with BRGC and no other Gray
codes. Thus by Gray code or GC we mean BRGC, unless stated otherwise.

3.1 Basic technique
We describe our technique on the problem of matrix transposition. This problem
is more precisely stated in Section 1.4.2; let us just remind that we have an N×N
matrix A stored in an array A and the result shall be located in an array B, which
is different from A. In this section, we need to assume that N = 2k for some
integer k; we deal with the general case in Section 3.3.

If we wish to touch each element of A only once, the general meta-algorithm
for transposition can be formulated in this manner1:

For each (i,j) such that i, j ∈ {0, 1, ..., N-1}:
B[j][i] = A[i][j]

The particular algorithms then differ only in order in which they go through all
the tuples (i, j), e.g. the naive algorithm uses lexicographical order, recursive
cache-oblivious algorithm uses recursion-generated Z-order etc.

Our order in which all elements of matrix are processed is defined in a fol-
lowing way: Since N = 2k, both i and j can be represented as k-bit binary
numbers. Let the binary representation of i be ik−1ik−2 · · · i1i0, the represen-
tation of j is similar2. We encode the tuple (i, j) as a 2k-bit binary number
ik−1jk−1ik−2jk−2 · · · i0j0, that is we interleave the bits of i and j. Note that each
2k-bit binary number uniquely determines a valid tuple. The order in which all
tuples are processed is then given by Γ2k. We shall call this a GC-order.

1We use zero-indexed arrays as is common in C-like languages.
2From this point on we shall use this convention of numbering bits in binary numbers since

it is more common in this context.
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In order to generate GC used for traversal, we employ Algorithm 1, the loop-
less algorithm generating GC. The algorithm can store odd and even bits of
the GC word and so directly generate tuples (i, j).

For the analysis of our algorithm we use the following property of GC.

Theorem 5. Let n, t ≥ 1. Then it holds

Γt+n = Γt(1)Γn, Γt(2)ΓR
n , . . . , Γt(2i− 1)Γn, Γt(2i)ΓR

n , . . . , Γt

(
2t
)

ΓR
n .

Proof. We shall prove the theorem by induction by t. For t = 1 we get exactly
the definition of BRGC. Now let the theorem holds for some t ≥ 1.

From the definition we get Γt+1+n = 0Γt+n, 1ΓR
t+n. Using the induction hy-

pothesis and definition of Γt+1 we derive

0Γt+n = 0Γt(1)Γn, 0Γt(2)ΓR
n , . . . , 0Γt(2t)ΓR

n

= Γt+1(1)Γn, Γt+1(2)ΓR
n , . . . , Γt+1(2t)ΓR

n .

Similarly, we derive

1ΓR
t+n =

(
1Γt(1)Γn, 1Γt(2)ΓR

n , . . . , 1Γt(2t)ΓR
n

)R

=
(
Γt+1(2t+1)Γn, Γt+1(2t+1 − 1)ΓR

n , . . . , Γt+1(2t + 1)ΓR
n

)R

= Γt+1(2t + 1)Γn, Γt+1(2t + 2)ΓR
n , . . . , Γt+1(2t+1)ΓR

n ,

which finishes the proof.

By applying the theorem on Γ2k (for k ≥ 2) we get

Γ2k = 00Γ2(k−1), 01ΓR
2(k−1), 11Γ2(k−1), 10ΓR

2(k−1). (3.1)

Thus, the algorithm first processes elements on the coordinates (i, j) such that
both i and j have the most significant bit set to zero. That is, we first process
a submatrix consisting of A[i][j] with 0 ≤ i, j < 2k−1 = N/2. Then are
processed elements such that i has the most significant bit still set to zero, but the
most significant bit of j is set to one, thus we process submatrix with 0 ≤ i < N/2
and N/2 = 2k−1 ≤ j < 2k = N . Similarly for the remainder of the elements.

We can clearly see that the GC-order traverses the matrix in a recursive
manner. Matrix is split into four submatrices of equal size which are traversed
recursively, although some of them in the reversed order. See Figure 3.1 for
illustration.

Theorem 6. The matrix transposition algorithm that traverses the matrix in GC-
order incurs O (N2/B + 1) cache misses, assuming cache-oblivious model with
M ≥ 4B2.

Proof. Using the formula 3.1, we can rewrite the algorithm as a recursion. That
is, the algorithm splits matrix into four submatrices of equal size that are trans-
posed recursively. Thus, we can use Theorem 1 to get the desired complexity of
recursive version of our algorithm. Loopless version requires a helper structure
for maintaining activities instead of a stack. But its contribution is as negligible
as the contribution of the stack, since it requires only O (log N) memory and
has a good locality of accesses, because sequence of activities is standard binary
code [12].
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Figure 3.1: Traversing matrix using GC order. Numbers on the top and left side
of the matrix are the two most significant bits of corresponding coordinate.

3.1.1 Detailed analysis of transposition
In this part, we provide more detailed analysis of both GC-order and Z-order-
based transposition. These results will provide possible explanation for the dif-
ference in practical performance of those algorithms.

Besides our previous assumption that N is a power of two, we now assume
that the size of the cache lines B is also power of two and that 4B ≤ N . Both
of these are reasonable with respect to the properties of real computers and they
allow us to make the analysis more simple without the need for dealing with many
edge cases.

Our assumptions on B ensure the following: First, when the matrix is recur-
sively split into submatrices (either explicitly in the recursive algorithm or implic-
itly in our algorithm), at certain level, we get exactly N/B ×N/B submatrices,
each of size exactly B×B. This is due to the fact that N/B is a power of two. Let
us denote the set of these submatrices as B. Second, every row of every submatrix
in B has the same alignment, that is, they are split into the cache lines in the same
way. Suppose that a row of a submatrix in B is aligned such that the first 5 el-
ements are at the end of one cache line and the remaining B − 5 elements are
at the beginning of the next one. Then the same holds for every row of every
submatrix in B, see Figure 3.2.

The alignment plays a major role in the performance of the algorithms. Let us
first analyze the case of perfectly aligned matrix, that is, A[0] is the first element
of a cache line. In such a case, every algorithm that traverses the matrix in
the recursive manner by halving each side performs optimally up to the price of
traversal itself. The exact order of traversal does not matter. Every B×B block is
touched only once; since each row of this block is exactly one cache line, no cache
line is loaded twice. Also, it is sufficient if the cache is only of size 2B2.
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B B
A[0][0] A[0][N-1]

B

Figure 3.2: Example of misalignment for B = 4 and N = 16. Thick lines are the
boundaries of cache lines, grey cells show one of the B ×B submatrix.

But if the matrix is not perfectly aligned, then each cache line is contained
within two different blocks. Thus, the order in which are the submatrices visited
may reduce the number of misses by reusing the lines loaded by previous block.
We analyze this case in the rest of this section. Let us note that the following
analysis does not require that every cache line has same alignment with respect
to the B ×B blocks. It only requires that every cache line is part of two blocks.

Finally, in the analysis, we assume LRU replacement strategy to make our
analysis more relevant to the practical performance of the algorithms.

Cache of size 4B2

We compare the number of cache misses of the Z-order and GC-order when we
fix the cache size to be M = 4B2. This corresponds to the situation when exactly
two B × B blocks fits into the cache. By choosing this size of the cache we can
analyze how effectively can the algorithm reuse the data loaded during processing
of the previous blocks.

We focus on an arbitrary 2B× 2B submatrix composed of four B×B blocks.
Due to the alignment, some of the cache lines are shared between the blocks,
see Figure 3.3. Let us name the blocks T , U , V , W in clockwise order, starting
in the top left, as in Figure 3.3, and let the appropriate blocks in the output be
named T ′, U ′, V ′, W ′ so that block X is transposed to block X ′.

LRU replacement strategy, along with the size of the cache, guarantees that
when transposition of block X is finished, the cache contains exactly the 4B lines
that contain blocks X and X ′. Thus, we can safely assume that we first load
X and X ′ into the cache and then transpose them. Moreover, we assume that
when block X is loaded, all of its 2B cache lines are loaded simultaneously. This
ensures that cache lines shared between X and previously loaded block are not
evicted. Such evictions may happen in reality. We use this simplification, because
the exact order in which are the cache lines in the block loaded is very influenced
by the exact alignment of the matrix and the error this simplification brings is
small.

The GC-order algorithm transposes the blocks in the order T , U , V , W ; the Z-
order algorithm in the order T , U , W , V . In fact, the GC-order alternates between
“normal” GC and reversed GC so the order may be reversed, but the analysis of
reversed case is analogous. We assume that, at the beginning, the cache contains
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W ′

Figure 3.3: Detail of transposition of 2B × 2B submatrix. Dashed lines shows
the boundaries of cache lines.

neither part of T nor part of T ′. This is always true for the Z-order and in most
cases for the GC-order.

First, both algorithms transpose T . This incurs 4B misses, since we need
to load T and T ′ into the cache. Then both algorithms move to transpose U .
This incurs 3B misses; U shares B lines with T so we need to load only B lines,
but U ′ shares no lines with T ′.

Then the algorithms diverge. The GC-order algorithm moves to transpose
V , causing 3B misses. Block V shares no lines with U that was in the cache in
the previous phase so we need to load 2B lines. On the other hand, V ′ shares
B lines with U ′. Finally, W is transposed, causing 3B misses, since W ′ shares
lines with V ′. At total, GC-order incurs 13B cache misses. The Z-order algorithm
first transposes W . This causes 4B misses, since neither W nor W ′ share lines
with previously loaded U and U ′. At the end, V is transposed, causing 3B misses,
since V and W share lines. So, at total the Z-order algorithm incurs 14B cache
misses.

This would suggest that the GC-order algorithm should have better perfor-
mance than the Z-order algorithm if the size of the cache is very limited. This
is due to the fact that the “U” pattern of traversal of the output is slightly
more sequential than the “N” pattern of the Z-order algorithm. Note that this
is the property of the order in which the matrix is traversed, not of the partic-
ular algorithm (i.e. it does not matter if we use loopless algorithm or recursion
to generate GC-order).
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Figure 3.4: Notation used in the analysis of transposition of 4B×4B block. Gray
parts show cache lines that form L and L′.

Cache size required for optimal performance on 4B × 4B block

In the previous part, we compared GC-order and Z-order in setting when there is
not enough space to store data in cache for further use. Now we analyze, how they
can benefit from the extra space. In particular, we want to compare the space
needed in order to reuse some previously loaded cache lines.

We focus on a submatrix of size 4B×4B and its submatrices of size B×B. We
need to consider two levels of submatrices to get more relevant results. By using
one level like in the previous part, we get that both algorithms achieve 12B misses
per 2B × 2B submatrix using M ≥ 5B2. This number of misses is optimal for
submatrix of this size if the cache is initially empty. Note that the analysis can
be scaled to submatrices larger that 4B × 4B.

We denote 2B × 2B blocks as Si,j using standard matrix notation. Then we
denote B×B blocks inside Si,j as Ti,j, Ui,j, Vi,j, Wi,j clockwise as in the Figure 3.4.
Again, we use X ′ for the transposed blocks.

There are eight pairs of B ×B blocks that share some cache lines but are lo-
cated inside different 2B×2B blocks. Namely, (Ui,1, Ti,2), (Vi,1, Wi,2) for i ∈ {1, 2}
in the source matrix and (W ′

1,j, T ′
2,j), (V ′

1,j, U ′
2,j) for j ∈ {1, 2} in the target ma-

trix. Let us denote the set of the cache lines shared by these blocks as L for
the source matrix and L′ for the target matrix. We also denote lines shared by
blocks X and Y as L(X, Y ) if they are in the source matrix or L′(X, Y ) if they
are in the target matrix.

In the ideal situation, each cache line of our 4B × 4B submatrix is loaded
exactly once into the cache. But some of the lines are accessed during the trans-
position of two B × B blocks, since the lines can be shared between two blocks.
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Let L be such line. Then we need sufficiently large cache to store all lines touched
between the first and the second access to L. This is due to the LRU replacement
strategy.

Claim 7. If M ≥ 13B2, then the Z-order algorithm loads every line in L exactly
once. On the other hand, if M < 8B2, then there exists a line in L loaded twice.

We consider only lines in L, since other lines are loaded only once due to
the fact that two 2B × 2B blocks fit into the cache completely.

Proof. First, let us look at the submatrices S1,1 and S1,2. Z-order traverses these
submatrices in the following order:

T1,1, U1,1, W1,1, V1,1, T1,2, U1,2, W1,2, V1,2.

So, how large must the cache be in order to load L(U1,1, T1,2) only once? These
lines are first accessed during transposition of U1,1 and then during transpo-
sition of T1,2. Thus, if the cache is large enough to hold simultaneously blocks
U1,1, W1,1, V1,1, T1,2 and their counterparts in the target matrix, then L(U1,1, T1,2)
are loaded only once. From this we get that cache with capacity of 13B cache
lines is sufficient, see Figure 3.5 for illustration.

On the other hand, after the first use, LRU evicts lines from L(U1,1, T1,2)
before evicting any line from blocks W1,1, V1,1 or their counterparts in the target
matrix. These blocks, together with L(U1,1, T1,2), occupy 8B cache lines. Thus,
if M < 8B2 then some lines from L(U1,1, T1,2) will be evicted and they will have
to be loaded again.

Using the same arguments we can verify that the same bounds holds for
L(V1,1, W1,2). Since Z-order traverses S2,1 and S2,2 in a same way as S1,1 and S1,2,
we can extend these bounds to the rest of L. This yields us the desired result,
since maximum of the upper bounds on M and minimum of lower bounds on M
meets the stated values.

Claim 8. If M ≥ 20B2, then the GC-order algorithm loads every line in L exactly
once. Moreover, if M ≥ 10B2, then at least half of the lines in L are loaded only
once. Finally, if M < 17B2, then there exists a line in L loaded twice.

We use the same techniques as in the proof for the Z-order. The crucial
difference here is that the GC-order alternates between “forward” and “backward”
direction. This causes asymmetry in the required size of the cache for different
parts of L.

Proof. The GC-order traverses S1,1 and S1,2 in the following way:

T1,1, U1,1, V1,1, W1,1, W1,2, V1,2, U1,2, T1,2.

In order to load L(U1,1, T1,2) only once we need to keep almost completely both
S1,1 and S1,2, only part of T1,1 can be safely evicted. This yields us that 9B cache
lines is sufficient for the source matrix and 11B lines for the target matrix. Thus,
M ≥ 20B2 is sufficient to load L(U1,1, T1,2) only once. For the lower bound, we
can see that, after the first use, the lines in L(U1,1, T1,2 are evicted before lines
of blocks V1,1, W1,1, W1,2, V1,2, U1,2 and their counterparts from target matrix.
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Figure 3.5: Cache lines loaded between transposition of U1,1 and T1,2 with Z-
order. Dashed lines show the boundaries between cache lines. In order to load
cache lines shared between U1,1 and T1,2 only once, we need to have cache large
enough to store at least dark gray blocks. Cache large enough to also store light
gray lines guarantees that the shared lines are loaded only once.
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From this we derive that if M < 17B2, some lines from L(U1,1, T1,2) are evicted
before transposition of T1,2.

For the lines from L(V1,1, W1,2), the situation is quite different. There is only
block W1,1 between V1,1 and W1,2. Thus, cache with only 4B + 6B cache lines
is sufficient. Since |L(V1,1, W1,2)| = |L(U1,1, T1,2)|, the second part of the upper
bound holds for submatrices S1,1 and S1,2.

Now we claim that same results can be obtained for submatrices S2,1 and S2,2
as a result of the symmetry. Unlike the Z-order, the GC-order traverses this part
in different order then the previous one. In fact, the order is reverse. But this
indeed has no influence on our arguments.

In the analysis of the Z-order, all analyzed pairs required the same amount of
memory in order not to evict the shared cache lines. For the GC-order, the sit-
uation is quite different. While the GC-order needs more memory than Z-order
to reach the optimal performance on our submatrix, it needs less memory to guar-
antee some improvement of the performance.

3.1.2 Matrix multiplication and convolution
In this section, we show algorithms based on our technique for other problems,
namely matrix multiplication and convolution. The important property of these
problems is that, like the transposition, they can be formulated as a simple loop
over the data, with no required order.

The problem of convolution of vectors can be formulated as follows [20, p. 491]:
We are given two vectors p and q of length N and we want to compute a vector r
of length N such that

rk =
k∑

i=0
pi · qk−i.

For simplicity, we use the non-cyclic variant of convolution but the algorithm can
be simply modified for the cyclic variant.

The convolution can be solved in time O (N log N) using the fast Fourier
transform, but we show the naive algorithm that performs all the multiplications
given by the definition. The algorithm may be formulated in the similar way as
was the algorithm for the matrix transposition:

Initialize r to zeroes
For each (i,j) such that i, j ∈ {0, 1, ..., N-1}:

If i + j < N:
r[i+j] += p[i]*q[j]

Again, we assume N = 2k for an integer k, so that the tuples (i, j) can be
encoded as a 2k-bit binary number by interleaving the bits of i and j as in the al-
gorithm for the transposition. Thus, we can calculate r by processing these tuples
in the order given by Γ2k. By Theorem 5, this corresponds to the recursive al-
gorithm: We split both p and q in half into vectors p1, p2, q1 and q2. Then we
recursively calculate the convolution of all pairs pi, qj, for i, j ∈ {1, 2} and sum
appropriately shifted results.

Theorem 9. The GC-based algorithm for vector convolution described above has
cache complexity O (N2/MB + N/B + 1).

31



Proof. For the simplicity of the analysis, we assume that the algorithm is imple-
mented as a recursion based on Theorem 5. We also omit the condition i+j < N
and assume that the vector r has length 2N instead of N . The desired output is
then just the first half of r. This indeed may only increase the number of cache
misses, although only by a constant factor.

Let us fix a constant c such that four arrays of size cM fits into the cache, no
matter how are they aligned. First, consider the case when N ≤ cM . Then p, q
and r fits into the cache completely and cache misses are may happen only when
loading the input into the cache. Thus, the cache complexity is O (N/B + 1).

Now, let N > cM . At a certain level, we recursively calculated the convolution
of vectors of size T , where cM/2 < T ≤ cM . Let us arbitrarily fix one such
subproblem and let us denote p′ the appropriate subvector of p, q′ the subvector
of q and r′ the subvector of r, where output of their convolution is stored. We
claim that p′, q′ and r′ together fit into the cache, thus, after they are loaded,
no more cache misses are incurred when solving this subproblem. This is indeed
true since r′ is a contiguous part of r of size 2T , so with p′ and q′ we have
an equivalent of four arrays of size T < cM .

At total, on this level, we have O (N2/M2) subproblems, since we calcu-
late convolution of every subvector of p with every subvector of q. Each sub-
problem causes O (M/B) cache misses for loading the subvectors. Thus, we
get O (N2/MB) misses which, together with the initial case, gives the desired
bound.

For the naive version of matrix multiplication, we can use similar approach.
Let A and B be the input N×N matrices and C the output matrix. The algorithm
for calculating C = AB can be then written as:

Initialize C to zeroes
For each (i,j,l) such that i, j, l ∈ {0, 1, ..., N-1}:

C[i][j] += A[i][l]*B[l][j]

In this case, we need to encode the triple (i, j, l) of k-bit numbers into one
3k-bit number w. We interleave the bits of i, j and l such that bits w3t = it,
w3t+1 = jt and w3t+2 = lt for t ∈ {0, 1, . . . , k − 1}. This encoding ensures, that
the triples are processed in the recursive manner, since Theorem 5 grants us:

Γ3k = 000Γ3k−3, 001ΓR
3k−3,

011Γ3k−3, 010ΓR
3k−3,

110Γ3k−3, 111ΓR
3k−3,

101Γ3k−3, 100ΓR
3k−3.

This again corresponds to the recursive algorithm that splits both A and B into
the four submatrices of same size and multiplies them recursively to compute C
using the formula from Section 1.4.3.

From the recursive version of this algorithm, we can derive that it has same
asymptotic cache complexity as the traditional cache-oblivious recursive algo-
rithm.

Theorem 10. The GC-based algorithm for matrix multiplication described above
has cache complexity O

(
N3/B

√
M + N2/B + 1

)
, assuming the cache is tall.
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3.2 In-place transposition and triangular Gray
code

We have shown a simple technique that allows us to encode all pairs (i, j) for
i, j ∈ {0, . . . , N − 1}, N = 2k, into a Gray code. This encoding was further used
to obtain a cache-oblivious algorithm for the matrix transposition. Our algorithm
was a variant of the transposition that keeps the original matrix and produces
a new matrix where the result can be found. There is also another commonly used
variant of transposition, where the original matrix is rewritten by the resulting
transposed matrix. This is called the in-place transposition.

It is quite simple to modify our algorithm into the in-place variant:

For each (i,j) such that i, j ∈ {0, 1, ..., N-1}:
If i <= j:

Swap(A[j][i], A[i][j])

The most important change is the condition i ≤ j, which ensures that each
element is swapped only once. This effectively means that almost half of the pairs
(i, j) are just skipped. From the asymptotic point of view, this changes nothing,
but in practice, much time is wasted by such skipping. Note that pairs (i, i) can
be skipped too, although we do not do so for the simplicity of the algorithm.

Both naive and recursive transposition can be implemented in-place in such
way, that they do not go through the elements that are skipped. In this section,
we show that the same can be done for our technique as well, although it is more
complicated. We will propose a modification of BRGC that will be used in our
algorithm and we design an effective, almost loopless, algorithm to generate it.

Let us also note that there are other algorithms that suffer the similar problem.
One example is the vector convolution described in Section 3.1.2. The convolution
algorithm skips all pairs such that i + j ≥ N . This condition can be changed to
i ≥ j′ by substituting j′ = N − j, thus the technique used for transposition can
be adapted also for this problem (although more changes are necessary).

3.2.1 Triangular Gray code
Definition 3. For an arbitrary integer k ≥ 0 we define a triangular Gray
code or TGC on 2k bits as a sequence ∇2k such that:

∇0 = empty word
∇2k = 00∇2(k−1), 01ΓR

2(k−1), 11∇2(k−1) for k ≥ 1,

where ΓR
2k is reversed standard reflected Gray code on 2k bits.

Example:

∇2 = 00, 01, 11
∇4 = 0000, 0001, 0011,

0110, 0111, 0101, 0100,

1100, 1101, 1111
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The name “triangular Gray code” is slightly misleading, because ∇2k is not
a binary Gray code, in the sense that the consecutive words may differ in many
positions. By simple induction, it is easy to see that the last word of ∇2(k−1)
is 2(k − 1) ones, while the first word of ΓR

2(k−1) is 100 · · · 0. Thus, in ∇2k, word
00111 · · · 1 is followed by a word 01100 · · · 0, which requires the change of 2k − 2
positions.

The definition of TGC is motivated directly by the formula (3.1). During
the in-place transposition, we need to go only through the upper triangle of
matrix A (thus the “triangular” GC). So, in order to modify (3.1) to reflect
this, we need to remove part 10Γ2(k−1), since that submatrix is skipped. The part
01Γ2(k−1) is kept, since no element in this submatrix is skipped. For the remaining
submatrices, we process only their upper triangle, thus substituting GC in these
parts for TGC. From this we can quite clearly see that, using the bit interleaving
encoding, TGC traverses all pairs (i, j) such that i ≤ j.

Claim 11. Let w be a word of TGC on 2k bits, k ≥ 1. Let i be an integer with
binary expansion w2k−1w2k−3 · · ·w1 (odd bits of w) and let j be an integer with
binary expansion w2k−2w2k−4 · · ·w0 (even bits of w). Then i ≤ j. Moreover, for
each pair of k-bit numbers i = ik−1 · · · i0 and j = jk−1 · · · j0 such that i ≤ j, the
binary number w = ik−1jk−1 · · · i0j0 is a word of ∇2k.

Proof. We use induction by k. For k = 1, the theorem indeed holds. We now
prove that the theorem holds for an arbitrary k, assuming it holds for k − 1.
Let i′, j′ be i, or j, resp., without the most significant bit and let w′ be w without
the two most significant bits.

For the first part of the theorem, there are three possible cases from the defi-
nition of ∇2k:

1. w = 00∇2(k−1)(t′) for some t′

2. w = 01ΓR
2(k−1)(t′) for some t′

3. w = 11∇2(k−1)(t′) for some t′

In the second case, the most significant bit (MSB) of i is smaller than MSB of j
which indeed implies i < j. In the remaining cases, MSBs of i and j are the same,
so i ≤ j ⇔ i′ ≤ j′. But i′ ≤ j′ is guaranteed by the induction hypothesis, since w′

is a word of ∇2(k−1).
Now, for the second part, we are given i ≤ j. If ik−1 = 0 and jk−1 = 1, then

w = 01ΓR
2(k−1)(t′) for some t′, since Γ2(k−1) enumerates all 2(k − 1)-bit numbers.

Thus, from the definition, w is an element of ∇2k. Otherwise, ik−1 = jk−1, thus
i′ ≤ j′. By induction, w′ = ∇2(k−1)(t′) for some t′. So, w = 00∇2(k−1)(t′) or
w = 11∇2(k−1)(t′), which is, by the definition, element of ∇2k.

Claim 12. Let us assume cache-oblivious model with M ≥ 4B2. Then then
the algorithm for in-place transposition that traverses the matrix in TGC-order
incurs O (N2/B + 1) cache misses, not counting the misses required to generate
TGC.

Once we present the algorithm generating TGC, it will be obvious that it has
asymptotically same overhead as the algorithm for GC.
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Proof. First, we observe that TGC can be obtained from GC only by removal of
some of its elements. Relative order of remaining elements is unchanged. This im-
plies that TGC-order algorithm cannot have worse complexity than the GC-order
algorithm with source and target matrix being the same. But such algorithm ob-
viously may not have worse complexity than the one where the source and target
matrix are distinct.

It also follows that the analysis from Section 3.1.1 can be applied to the in-
place transposition, if we consider non-diagonal blocks.

3.2.2 Algorithm for the triangular Gray code
We would like to design a loopless algorithm to generate TGC. Sadly, this is
impossible because the consecutive elements of the code on 2k bits may differ
in 2k − 2 bits. But we can get an algorithm that is almost loopless. That is,
our algorithm sometimes needs to change r least significant bits into zeroes if all
of these bits were previously ones. All other steps of the algorithm require only
constant time. We consider this relaxation of looplessness reasonable for the fol-
lowing reasons: First, if k is sufficiently small for a word of the code to fit into
a constant number of computer words, then we can perform the problematic op-
eration in constant time. Since we use TGC to traverse a matrix of size 2k × 2k,
this can be assumed. Second, we only need to perform O(2k) of such operations,
compared to the length of the code, which is Θ(4k). This follows from the re-
cursive definition of TGC in which we decompose the code into one GC and two
TGCs.

Now we show more algorithmic description of TGC. First, we prove the fol-
lowing observation.
Lemma 13. Let w be a word of ∇2k, k ≥ 1. For every i, such that bits
w2i+1w2i = 10, there exists j > i such that bits w2j+1w2j = 01. Therefore, ei-
ther for every i holds w2i+1 = w2i, or w can be written as u01w′ for some possibly
empty u and w′ so that for every i u2i+1 = u2i.

Let us note that whenever we consider a consecutive pair of bits, we consider
it properly aligned. That is, the first bit is on the odd position and the second
bit is on the even position. This is due to our recursive definition.

Proof. Again, we use induction by k. Base case for k = 1 is trivial. Now let
k > 1. From the definition, the two most significant bits w2k−1w2k−2 may not
be 10. If w2k−1w2k−2 = 01, we are done. Otherwise, we may use induction
hypothesis on w without w2k−1w2k−2.

Our goal is to show that TGC can be split into multiple GC phases, where the
code behaves like GC on some of the least significant bits and the remaining bits
do not change. GC phases are interleaved with triangle phases that corresponds
to walk through the upper triangle of 2× 2 submatrix.

In the following theorem, we describe how a successor of a given word can be
obtained. To do so, we use the properties of the TGC described in Lemma 13.
Theorem 14. Let w = ∇2k(t), where k, t ≥ 1, be an arbitrary word of TGC
on 2k bits. Let us assume that w ̸= 11 · · · 1, that is, w is not the last word of ∇2k.
Then the next word v = ∇2k(t + 1) can be determined as follows:
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1. If for every i ≥ 1 : w2i+1 = w2i, there are two possible cases:

(a) w1w0 = 11: Then w can be written as u00111 . . . 11 for some, possibly
empty, prefix u. In such case, v = u01100 . . . 00.

(b) w1w0 = 00 or w1w0 = 01. Let u = w2k · · ·w2. Then v = u01 if
w1w0 = 00 and v = u11 if w1w0 = 01.

2. Otherwise, let w = u01w′ as by Lemma 13. That is, for every i it holds
that u2i+1 = u2i. Now, let l be the length of w′ and t′ an integer such that
w′ = ΓR

l (t′). Then

(a) If w′ = 00 · · · 0, that is, the last word of ΓR
l , v = u11000 · · · 0.

(b) Otherwise, let v′ = ΓR
l (t′ + 1). Then v = u01v′.

Proof. The recursive definition of TGC and GC implies, that if we fix a prefix u
of even length, all the words of ∇2k with this prefix form a contiguous subcode.
This subcode is either TGC or reversed GC depending on the prefix.

Let us consider the first case. In both (a) and (b) we are guaranteed that
prefix u contains no properly aligned 01 pair, thus we know that the subcode C
given by the prefix u is TGC. This also, by Lemma 13, implies that w1w0 = 10
is impossible in this case.

Situation (b) is simple. Since u has length 2k− 2, C corresponds to ∇2. This
immediately gives v. In (a), we also consider subcode C ′ with prefix u00. Word
11 · · · 1 is the last word of TGC, so this suffix of w corresponds to the last word of
subcode C ′. Thus, by the definition, the next word of subcode C is 011000 · · · 0,
since 100 . . . 0 is the first word of reversed GC.

Now the second case. From Lemma 13, we get that there is no j > i such
that u2j+1u2j = 01 or u2j+1u2j = 10. This implies that the subcode with prefix
u is ∇l+2 and subsequently that the subcode with prefix u01 is ΓR

l . Thus, unless
w′ is the last word of ΓR

l , we obtain v from w by substituting the suffix w′ for its
successor in ΓR

l . If w′ is the last word, that is 00 · · · 0, then we need to substitute
suffix 01w′ for 11000 · · · 0, since the subcode 01ΓR

l is followed by the subcode 11∇l

by the definition.

From Theorem 14, we can clearly see that once case 2 occurs, all the following
words satisfy the case 2 until a word satisfies the case 2b. This is due to the fact
that case 2a does not change the prefix u01. After case 2b occurs, the word does
not contain properly aligned pair 01, because prefix u cannot contain such pair.
Thus, case 2b may not be followed by another case 2. This sequence of words
that fall within the case 2 is called the GC phase.

Moreover, the GC phase starts exactly after case 1a happens, since case 1b
may produce properly aligned pair 01 only on two least significant bits. Thus,
the GC phase that starts with suffix of length l produces subcode ΓR

l on that
suffix. This also follows from the recursive definition of ∇2k. Also, this means
that GC phases are interleaved with the case 1. We call this the triangle phase.

Based on previous observations and Theorem 14, we propose following algo-
rithm:
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Algorithm 2. Almost loopless generation of TGC

1. Set 2k-bit number w ← 00 · · · 0 and start triangle phase.

2. If in triangle phase:

3. Output w.

4. If w1w0 = 11:

5. Let l be highest index such that for all i < l bit wi is one and bits
wl and wl+1 are zero.

6. If no such l exists, terminate.

7. Set wl ← 1, wl−1 ← 1, wi ← 0 for all i < l − 1.

8. End triangle phase and start GC phase for suffix of length l.

9. Otherwise change w1w0 such that 00→ 01 and 01→ 11.

10. Go to 2.

11. If in GC phase:

12. Output w.

13. Let w′ be a suffix of w of length l.

14. If w′ is 00 · · · 0, the last word of ΓR
l :

15. Set wl+1 ← 1.

16. End GC phase and start triangle phase.

17. Else:

18. Let v′ be a successor of w′ in ΓR
l .

19. Set wl−1 · · ·w1w0 ← v′.

20. Go to 2.

Let us first analyze the complexity of the GC phase. Since during this part of
the algorithm, the whole ΓR

l is generated, we can use loopless Algorithm 1. This
guarantees that each step of the GC phase can be performed in the constant time,
with the possible exception of the initialization of the triangle phase. We show
it can be performed in the constant time in the analysis of the triangle phase.

Now we analyze the triangle phase. Steps 4 and 9 can indeed be implemented
in the constant time. Step 7 changes l + 1 bits and since l can be of size Θ(k),
it generally cannot be implemented in the constant time.

In step 8, we need to initialize the Algorithm 1 for the code on l bits. Algo-
rithm 1 generally requires linear time for initialization in order to set all the bits
to zero and possibly to initialize the data structure that manages the activities
(see page 20 for its description). We set the appropriate bits to zeroes in step 7.
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What about the data structure for activities? In fact, if the array T is allocated,
the structure can be initialized in the constant time, since all but one element
of array T can have arbitrary value. Thus, if we allocate array T of size 2k
at the beginning, we can reuse it in every GC phase, which guarantees constant
initialization time.

It remains to show that step 5 and closely associated step 16 can be imple-
mented in the constant time. Since GC phase can be implemented separately,
consider the algorithm without it. That is, we substitute steps 7 and 8 for steps

7′. Set wl+1 ← 1, wl ← 1, wi ← 0 for all i < l − 1.
8′. Initialize next triangle phase.

This exactly corresponds to a removal of 01ΓR
2(k−1) part in the definition of ∇2k.

Let us look at the code produced by our modified algorithm. Since we are
interested in the implementation of step 5, we ignore bits w1w0 as they have fixed
value. The code has a property that for every i ≥ 1, w2i+1 = w2i, that is, it can
be seen as a (k − 1)-bit integer r, ri = w2(i+1), with doubled bits. This follows
from Theorem 14. The only modification of r that the algorithm performs is
the following: Find the rightmost zero bit, change it to one and change all bits
to the right of it to zeroes. But this is exactly the same kind of operation used
to change the activities of bits in Algorithm 1. If we encode activities into a binary
number such that zero means the corresponding bit is active, then the sequence of
binary integers r produced by our algorithm corresponds exactly to the sequence
of activities produced by Algorithm 1 on k − 1 bits.

Thus, we can use the data structure for managing the activities and use it
to perform steps 5 and 16 in the constant time. Step 5 requires only to read
the integer i that stores the position of rightmost 00 pair. Step 16 then performs
the update of the structure. Let us note that the structure is designed to store
the activities implicitly, while we need them explicitly. This is hidden in step 7
that, along with GC phase, explicitly changes the bits.

3.3 Tiling and arbitrary N

So far in this chapter, we assumed that N = 2k for some integer k. This is due
to the fact that we encoded traversal of matrix (or another array) into enumer-
ating all 2k-bit numbers. From the asymptotic point of view, we may assume N
to be a power of two without loss of generality. In all our problems, we can pad
the input to satisfy this assumption while increasing its size only by a constant
factor. In practice however, this is not a feasible approach as the slowdown can
easily surpass any speedup gained by the use of cache-oblivious algorithm even
on the data of moderate size.

We again describe our approach on the problem of matrix transposition, but
it can be easily modified for other algorithms. Let k be an integer such that
2k ≤ N < 2k+1. We split the matrix A into 2k × 2k tiles, each of the tiles is
a rectangular submatrix with the dimensions between one and two. The algorithm
uses the GC-order transposition on the block matrix T of size 2k × 2k, whose
elements are the tiles. The only difference is, that instead of swapping the whole
tile, we transpose it using the trivial algorithm.
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We need to be able to effectively determine the elements of A that form
the tile Ti,j. To achieve this, we split the matrix into the tiles in the following
way: Let d = N − 2k. Then for every i ≤ d and arbitrary j, the tile Ti,j has two
rows. Other tiles have only one row. Similarly, for every j ≤ d and arbitrary i,
the tile Ti,j has two columns, while other tiles have only one column. Thus we
are able to locate every tile Ti,j in A in the constant time.

In the practical implementations of cache-oblivious transposition, it is usual
to stop recursion at submatrices larger than 1×1. The base case of the recursion
is usually chosen such that it is as large as possible while being able to fit into
the lowest level cache of most of the current computers. This way we can sub-
stantially reduce the overhead of recursion while keeping most of the advantages
of the cache-oblivious approach, since the trivial algorithm used on the base case
will perform well. Specifically, such algorithm still has the same asymptotic cache
complexity, since it behaves badly only for the constant number of pairs M, B.

To exploit this approach in our recursion-free technique, we notice that it cor-
responds to the similar tiling as we used in the generalization of our algorithm.
For example, let the recursion stops if the submatrix is of size s × s or smaller.
This corresponds to splitting the original matrix into the tiles of size between
s × s and s/2 × s/2 and using the recursive algorithm on the matrix consisting
of the tiles. Thus, we may apply similar approach to our algorithm.

Now, let s ≥ 1 be an integer parameter, called tile size. We define n = ⌊N/s⌋,
r = N − sn, integer k such that 2k ≤ n < 2k+1 and d = n − 2k. For simplicity,
let us first consider the case when r = 0. We split the matrix A into tiles
in the following way: For every i ≤ d and arbitrary j, the tile Ti,j has 2s rows;
other tiles have s rows. And the same thing holds for the columns, that is, tile
Ti,j has 2s columns if j ≤ d, otherwise it has s columns. This corresponds to the
situation where we first transform A into the n×n block matrix A′ that contains
s × s tiles and then use the GC-order algorithm for the matrix of general size
on A′.

In the case when r > 0, we use the previous tiling and just pad some tiles
to compensate for the difference between N and sn. That is, tiles Td+1,j for
arbitrary j have s + r rows and tiles Ti,d+1 for arbitrary i have s + r columns.
An example of such tiling is in Figure 3.6. This modification still allows us
to calculate location of tile Ti,j with respect to the matrix A in the constant time.

We call this technique tiling since it is very similar to tiling (also called
blocking) of loops.
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Figure 3.6: An example of tiling. Matrix of size 11 × 11 is split into tiles with
s = 2. Thus, n = 5, r = 1, k = 2 and d = 1, which implies that we get 4× 4 tiles
with dimensions shown in the figure.
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4. Experiments and results
To make a more clear picture of the efficiency of our GC-based approach, we
implemented our GC-order algorithm for in-place matrix transposition and com-
pared its performance with other transposition algorithms. We chose the trans-
position because it is a typical problem used to study the algorithms on memory
hierarchies and its simplicity allows us to better understand the problems and
advantages of our approach.

We performed two types of experiments – simulations on an idealized cache,
where we measure the number of cache misses; and experiments on a real com-
puter, where we measure running time, the number of cache misses and other
statistics, which will be described later. Since our GC-order algorithm is much
simpler if the size of the matrix is a power of two, we implemented the algorithms
in two variants: one that accepts only matrices whose size is a power of two and
one that accepts matrices of an arbitrary size.

4.1 Compared algorithms
As a baseline we use the trivial, “cache-ignorant”, algorithm that transposes the
matrix row-wise using two nested loops. The second classical algorithm we use
is the Z-order recursive cache-oblivious algorithm. The performance of the re-
cursive algorithm is significantly influenced by the size of the base case. For this
reason, in each experiment, we set the base case to approximately match the
equivalent of base case of the GC-order algorithm. This makes the comparison of
the algorithms more relevant, even though we do not use the most efficient version
of the recursive algorithm in some cases. In the implementation that requires N
to be a power of two, the base case is the matrix of size 1×1, since the respective
GC-order algorithm traverses the matrix element by element. In the implemen-
tation that accepts arbitrary N , we set the base case to be matrix of size 2 × 2
or smaller, since GC-order algorithm splits the matrix into tiles of size p × q,
p, q ∈ {1, 2}. Note that due to this, the recursive algorithm has an advantage
on N that are powers of two, as all the base cases have size exactly 2× 2, while
GC-order algorithm uses tiles of size 1× 1. Finally, when tiling with parameter s
was used, we set the base case to be matrices of size 2s × 2s or smaller, since
GC-order splits the matrix into the tiles of size p× q, where s ≤ p, q ≤ 2s.

We compare multiple variants of the GC-order algorithm, as there are multiple
possible ways how to implement such algorithm. The first parameter we consider
is whether the algorithm uses GC and skips elements under diagonal, or whether
it directly uses TGC. While GC visits all N2 pairs of indices, compared to ap-
proximately N2/2 pairs in the TGC, the algorithm for GC is significantly simpler.
Thus, the overhead for generating TGC could surpass the time saved by visiting
only half of the indices. The second parameter is whether we generate the GC
using a stand-alone function (i.e. by calling an external library), or whether we in-
tegrate the GC generation into the transposition algorithm. We indeed expect
the integrated version to be faster as it can be more aggressively optimized.
On the other hand, using stand-alone function is much easier from the program-
mer’s point of view and it would be beneficial to know, whether the speedup is
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worth the work. We note that all versions of the algorithm use our implementa-
tion of the loopless algorithm for GC.

We compared three of combination of these parameters. The first is the algo-
rithm that uses GC and stand-alone function to generate it, called gray trivial.
The second is TGC and stand-alone function, called gray library. And the third
is TGC integrated into the transposition algorithm, called gray inline.

Since some of the experiments are quite time consuming and there are many
combinations of the parameters, we decided to perform more detailed measure-
ment only for the most perspective GC-order algorithm. That is, for the ex-
periments where N is the power of two, we compared all described algorithms.
In the experiments with arbitrary value of N , we compared only gray inline
with non-GC trivial and recursive algorithms because the experiments where
N is a power of two show that this is the fastest among the GC-order algorithms.

4.2 Cache simulator
The memory hierarchy of real computers is quite complex and there are many
influences to the cache performance of a program. Thus, it may be hard to identify
the bottlenecks of an program from its performance on a real computer. For this
reason, we first measured the performance of our algorithm on an idealized cache.

For our experiments, we used a modification of a simple cache simulator im-
plemented by Martin Mareš for the Data Structures I course on MFF UK [25].
It simulates the behavior of one-level fully-associative cache, managed by the
LRU replacement strategy. The parameters of the cache, its size and size of the
cache lines, are specified by the user. The simulator was specifically implemented
for the matrix transposition. It operates on an N ×N matrix of four-byte inte-
gers. The user needs to specify the value of N and then supplies the simulator
with the sequence of swap operations; that is, which two elements of the matrix
are swapped.

In the original implementation of the simulator, the matrix is perfectly aligned
in the memory, that is, its first element is also a first element of the first cache line.
In Section 3.1.1 we have shown that the difference in performance on aligned and
unaligned matrix is significant, especially when both N and the size of the cache
line B are powers of two. Thus, we have modified the simulator to allow us
to simulate unaligned matrix. Apart from the previous parameters, the modified
version of the simulator is also supplied with the offset of matrix from the begin-
ning of the memory. The offset is specified as the number of four-byte integers
because in the practice the arrays are usually aligned to the size of the respective
data type they hold.

We performed experiments for multiple cache parameters, based on the usual
parameters of L1, L2 and L3 caches. In each experiment, we used 64B cache lines,
as this value is typical to all cache levels on real computers. We used the fol-
lowing sizes of the cache: 32kB, 256kB and 6144kB. For each used value of N ,
we performed 16 measurements, one for every possible offset of the matrix, and
took their average.
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The simulator takes into account only the cache misses incurred when ac-
cessing the matrix; the other data in the memory that the algorithms access,
such as stack or the structure used to generate GC, are ignored. Thus, we only
used gray inline variant of the GC-order algorithm, as other variants of this
algorithm access the elements of the matrix in the same order.

4.2.1 Experiments for N being a power of two
We have conducted experiments for N = 2K , where K ranges between 6 and 14.
For K ≥ 5 the matrix takes up less than 32 kB of space and thus can be completely
stored in the cache for all used cache sizes. For K ≤ 15, matrix takes up more
than 4 GB of space, which causes the experiments to be quite time consuming.

In Figure 4.1 we can compare the number of cache misses (per element of
the matrix) that the algorithms incur with respect to the different sizes of cache.
Note, that 0.0625 cache misses per element, that is 1/16, is the optimum num-
ber of cache misses that can be achieved, since one cache line can hold up to
16 elements.

We can clearly see that the trivial algorithm performs significantly worse than
its cache-oblivious counterparts. Once the matrix is large enough, the number of
misses increases fast up to 0.5 misses per element of the matrix, which corresponds
to a situation where every swap operation incurs one cache miss. From the figure
we can see that that the performance of the trivial algorithm starts to worsen
significantly when N = M/B, that is, when we cross the boundary when the col-
umn of the matrix fits into the cache. This explains why the trivial algorithm
with cache of size 6144 kB performs well in these measurements.

The bottom part of Figure 4.1 shows that the Z-order algorithm has bet-
ter performance than the GC-order algorithm. Although the difference is rather
small, it causes approximately 7.3 % less cache misses on the 32 kB cache, approx-
imately 1.3 % less on the 256 kB cache and approximately 0.5 % less on 6144 kB
cache. The analysis in the Section 3.1.1 shows that the GC-order algorithm
needs larger cache to match the performance of the Z-order algorithm on blocks
of size 4B × 4B. As the similar results can be obtained for larger blocks by
“scaling” the analysis, we suggest that in general the GC-order algorithm needs
larger cache to match the Z-order algorithm. This would explain the difference
in the experimental performance.

Also note that as long as N is sufficiently smaller than M/B, the trivial algo-
rithm outperforms its cache-oblivious counterparts. This is due to the fact that
under such conditions, the trivial algorithm can store all blocks corresponding to
a specific column of the matrix when transposing the given row. Thus, the algo-
rithm actually performs just multiple sequential reads of the memory – one that
traverses the matrix and N for traversing the columns of the matrix during the
transposition. Since sequential read of contiguous part of the memory incurs op-
timal number of cache misses, it should be no surprise that it outperforms divide
and conquer traversal used in the cache-oblivious algorithms.
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Figure 4.1: Performance of the algorithms on matrix of size 2K × 2K , using sim-
ulated cache. Multiple cache sizes, roughly corresponding to L1, L2 and L3 pro-
cessor caches, are compared. In all cases, the size of the cache line is 64 B.
The bottom figure shows the data from top figure in greater detail.
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4.2.2 Experiments for arbitrary N

We have conducted experiments for values of N between 64 and 4096, with step 32.
We have reduced the range of N compared to the experiments from previous sec-
tion because the total number of the experiments is significantly larger and previ-
ous section provides some insight on how the algorithms perform for larger values
of N . Since we have used smaller matrices, we have also omitted experiments
with cache of size 6144 kB as the matrices are too small compared to the size
of the cache.

Figure 4.2 compares all three used algorithms. As in the previous experi-
ments, the trivial algorithm has indeed very bad performance. The bottom part
of the figure shows more detailed comparison of the cache-oblivious algorithms.
Both algorithms show similar behavior as we could see for N = 2K . The notable
difference is that the performance of the Z-order algorithm is more influenced by
the exact value of N . We assume this is caused by the splitting of the matrix into
submatrices in the recursive call of the algorithm. Since N is a multiple of 32
and a cache line can hold 16 elements of the matrix, each row of the matrix has
the same alignment as in Figure 3.2 in the Section 3.1.1. If N was a power of two,
this alignment would be preserved even in the submatrices obtained by recursive
splitting. But if N is not a power of two, the matrices obtained by splitting can
differ in size by one, thus changing the alignment. This can lead to a situation
where certain submatrices are perfectly aligned, thus reducing the number of
cache misses. We assume that this effect is much less significant in the GC-order
algorithm as it has very different way of dealing with matrices whose size is not
a power of two. On every level of conceptual recursion, most of the submatrices
have size s× t, s, t ∈ {2l, 2l+1}, where l depend on the recursion level, with only
small number of matrices of different sizes.

4.2.3 Tiling
In the last set of experiments, we compare recursive Z-order algorithm and our
GC-order algorithm with tiling. The main reason for tiling in practice is to reduce
time overhead of recursion (or of GC generation in our technique) by transposing
small enough submatrices using trivial algorithm. In order to achieve good cache
performance, those matrices have to be small enough because we need good per-
formance of the trivial algorithm. On the other hand, we want them to be as
large as possible to maximize the reduction of the overhead.

We performed the experiments on 32 kB cache, the typical size of L1 cache,
since we want the algorithms to perform well even on L1 cache. For this reason we
compared four sizes of tiles: 8, 16, 32, 64. Note that, due to our implementation
of tiling in the loopless GC-order algorithm, tiles of size s mean that trivial
algorithm is used on submatrices, whose size is between s and 2s. The trivial
algorithm performs well on matrices of those sizes, as can be seen in Figure 4.1.

In Figure 4.3 we see the comparison of recursive Z-order algorithms and our
GC-order algorithms with different tile sizes. In both cases, we can see that algo-
rithms using larger tiles have better performance. This is no surprise. As we men-
tioned earlier, trivial algorithm performs well on the tiles. Moreover, we have seen
in the Figure 4.1 that on small enough matrices, the trivial algorithm actually
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Figure 4.2: Performance of the algorithms on matrix of size N × N , using
simulated cache. Multiple cache sizes are compared, in all cases, the size of
the cache line is 64 B. Bottom figure shows only the cache-oblivious algorithms.
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Figure 4.3: Performance of the recursive algorithm (top) and gray inline
algorithm (bottom) with the tile size s; s = 1 corresponds to the algorithm
without tiling. Note, that tile size s means that the base case of recursion or
the largest tile in the GC-order algorithm, is a matrix of size 2s× 2s.
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outperforms the cache oblivious algorithms. Thus, we actually decrease the num-
ber of cache misses by transposing tiles with trivial algorithm.

There is also a notable pattern in the GC-order algorithm performance, with
peaks at powers of two and valleys just before them. The GC-order algorithm
with tile size s splits the matrix into tiles of size p × q, p, q ∈ {s, 2s}, with few
tiles of different size, as described in the Section 3.3. The number of tiles of size
s × s depends on the value of N . If N = s · 2k for some integer k, then all tiles
have size s× s. As the value of N grows, the number of s× s tiles decreases and
the number of 2s × 2s tiles increases. When N = s · 2k+1 − 1, then almost all
tiles have size 2s× 2s, but for N = s · 2k+1, all tiles are of size s× s. Since in our
experiments all values of s are powers of two, the tipping points are when N is
a power of two. Since larger tiles mean better cache performance, as has been
argued in the previous paragraph, performance of the algorithm is worst when
N = 2k and best when N = 2k+1− 1, with somewhat continuous transition. Also
note, that in the graphs, the number of cache misses of the algorithm with tile
size s for N = 2k matches the number of misses of algorithm with tile size s/2 for
N = 2k − 1, which supports our explanation. Recursive Z-order algorithm shows
similar pattern, especially for the largest tile size, although it seems to be more
influenced by the different strategy of splitting the matrix, which seems to move
the minima and maxima to different values of N .

4.3 Real computer
We implemented the algorithms in the C programming language, since it is a low
level language and provides a low level access to the memory. This makes it a good
tool for implementation of cache-oblivious algorithms, since we avoid high-level
influences, such as the garbage collection or associative arrays.

The experiments have the following structure: The program reads a single
parameter N , the size of the matrix. First, we allocate the array of size N2

to hold the matrix in the row-major format and we fill it with a dummy data.
Then we determine a parameter r, that is, how many times will the program
execute the transposition algorithm. Finally, we run the transposition algorithm
r-times and measure the total time. We do not restore or otherwise modify
the matrix between the runs.

To measure the time the algorithms needed to transpose the matrix, we
used the C function clock gettime with CLOCL MONOTONIC clock. To measure
the number of cache misses, we used a Linux perf utility [1]. Perf is a profiling
tool that provides a reasonably abstract access to various platform-specific per-
formance counters. Specifically, we used perf event cache-misses. On the com-
puter we used for the experiments, cache-misses event measures the number of
L3 cache misses. We also used the branch-misses event to measure the number
of mispredicted conditional branchings. Modern processors use branch prediction
to enhance their performance. Since fetching the data from the memory or cache
is slow, conditional jumps, the “branch” instructions, can be a significant bottle-
neck. So, instead of idly waiting until the condition is evaluated, the processor
tries to guess the result and starts executing the appropriate branch. If it turns
out that the guess was incorrect, the processor switches to the correct branch and
throws away the changes made by executing the wrong branch. Thus, a large
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number of mispredicted branchings can indicate that our algorithm being slowed
down because it is too complicated as it is hard for the processor to guess the re-
sults of conditions.

The disadvantages of perf are that we had to measure the desired statistic for
the whole program, including the initialization of the matrix, in contrast to the
runtime that is only measured for the transposition itself. This overhead causes
a degree of inaccuracy. For large matrices, this is rather negligible as the price
of the transposition is far greater than the price of the overhead. To reduce the
inaccuracy for smaller matrices, we increased the value of r to achieve similar ra-
tion between the overhead of the experiment and the time spend on transposition
itself. We experimentally choose the following formula:

r = max
{
10,

⌊
10 · 220/N2

⌋}
.

The runtime (or number of cache misses) of a single transposition was then cal-
culated as simple average: total time/r.

Apart from running the transposition r-times in the program, we also run the
program five times and took median of the measured statistic. We did so in order
to take into account that the overhead caused by the initialization of the matrix
can vary as it is influenced by many factors that are hard to predict. We choose
the median instead of the average since it si less influenced by extreme values
and it would not affected if, for example, one of the experiments would not be
unexpectedly slowed down by some system program.

4.3.1 Hardware and system parameters
We performed our experiments on a computer with Intel Core i7-6700 processor
and a Linux operating system. The processor has the x86 64 architecture on
frequency 3.40 GHz with three levels of caches. There is a separate L1i cache for
instructions and L1d cache for data. Each core has its own L1 and L2 caches,
while the L3 cache is shared between the cores. All caches use the lines of size
64 B, the size and associativity of each cache can be found in the Table 4.1.
The computer has 16 GB of DDR4 type memory with the speed 2133 memory
transfers per second. More detailed information can be found in the attachments.

Cache L1d L1i L2 L3
Size 32 kB 32 kB 256 kB 8192 kB

Associativity 8-way 8-way 4-way 16-way

Table 4.1: Cache parameters of the computer on which we ran the experiments.

The computer is equipped with Gentoo Base System release 2.6 with the Linux
kernel version 4.19.50. We used the GNU99 dialect of the C language and com-
piled the program with the GNU compiler collection version 8.3.0 C compiler
using -O3 and -march=native compiler options. We also used the GNU C li-
brary in version 2.29. For the measurements, we used perf tool version 4.20.3.
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4.3.2 Experiments for N being a power of two
We conducted the experiments for N = 2K , where K ranges between 6 and 14,
the same values of K we used in the experiments with the cache simulator. In Fig-
ure 4.4, we can see the comparison of the average time spent on one element of
the matrix. Figure 4.5 shows the number of cache misses per one element of
the matrix and Figure 4.6 shows the number of mispredicted branchings per one
element.

We can see that the trivial algorithm is the slowest for large enough matri-
ces. The large increase in the runtime of the trivial algorithm corresponds to
the significant increase in the number of cache misses on L3 cache for K ≥ 10.
The increase at K = 8 is likely caused by L1 or L2 cache. What may seem
strange is that the results on the simulated cache indicated that the trivial al-
gorithm should incur low number of L3 cache misses even for K = 14. This
discrepancy is caused by the cache associativity. Consider two distinct elements
of the matrix lying in the same column, that is, a = A[i][t] and b = A[j][t]. Ad-
dresses of a and b differ by a multiple of N and since N = 2K , those addresses
share K least significant bits. Note, that it would be enough if N was divisi-
ble 2K . Thus, the appropriate cache lines are likely to map to the same set in the
cache; higher the K, higher the chance that a and b maps to the same set. For
this reason, when transposing a single row of the matrix, the 16-way L3 cache
can effectively hold only 16 elements of the corresponding column. This effect
can be better seen on the experiments for arbitrary value of N .

The fastest among the cache-oblivious algorithms is the recursive Z-order algo-
rithm followed by the GC-order algorithm that uses TGC with its generation inte-
grated into the transposition algorithm. But, as we can see in Figure 4.5, recursive
algorithm incurs more cache misses than the GC-order algorithms. We conclude
that the algorithm for generating TGC is too complex compared to the recursion
and it outweighs the time gained by the lower number of cache misses. This
conclusion is also supported by Figure 4.6, since the recursive algorithm causes
less branch mispredictions.

On the simulated cache, the recursive algorithm caused less cache misses than
the GC-order algorithm, while the situation on the real computer is reversed.
We assume this is caused by the associativity. The associativity significantly re-
duces the effective size of the cache on our data and results from the Section 3.1.1
suggest that GC-order algorithms might have better performance when the size
of the cache is very limited. Part of this difference may be also caused by the re-
cursion stack.

The comparison of different GC-order algorithm shows that the use of TGC
is beneficial even though the algorithm that generates it is more complicated
compared to the standard GC. Also, integrating TGC generator directly into
the transposition algorithm causes a significant speedup.
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Figure 4.4: Comparison of the time spent on the transposition of 2K×2K matrix.
The bottom figure is a detail of the upper figure.

51



6 7 8 9 10 11 12 13 14

0.0

0.5

1.0

1.5

2.0

ca
ch

e
m

iss
es

pe
r

el
em

en
t

trivial
recursive
gray library
gray trivial
gray inline

6 7 8 9 10 11 12 13 14
K

0.00

0.05

0.10

0.15

0.20

0.25

0.30

ca
ch

e
m

iss
es

pe
r

el
em

en
t

trivial
recursive
gray library
gray trivial
gray inline

Figure 4.5: The number of L3 cache misses incurred by the transposition of
2K × 2K matrix. The bottom figure is a detail of the upper figure.

52



6 7 8 9 10 11 12 13 14
K

0.00

0.01

0.02

0.03

0.04

0.05
br

an
ch

m
iss

es
pe

r
el

em
en

t
trivial
recursive
gray library
gray trivial
gray inline

Figure 4.6: The number of branch mispredictions during the transposition of
2K × 2K matrix.

4.3.3 Experiments for arbitrary N

We conducted the experiments for values of N between 32 and 10240, with step 32.
We used a larger range of values compared to the experiments on the simulated
cache because the simulations were more time consuming. In Figure 4.7, we can
see the comparison of the average time spent on a single element of the matrix,
Figure 4.8 shows the number of cache misses per one element of the matrix and
finally Figure 4.9 shows the number of branch mispredictions per one element of
the matrix.

Probably the most notable feature of the graphs are the peaks in the run-
time and number of cache misses. As has been explained in Section 4.3.2, these
peaks are caused by the cache associativity. The trivial algorithm suffers the
most from this effect, it is due to the fact that it traverses the matrix row by
row, each row causing complete traversal of the respective column. Figure 4.8
shows that the cache-oblivious algorithms also suffers from this problem, but the
effect is much smaller and it has far less influence on the runtime of the algo-
rithms. This is not surprising as the cache-oblivious algorithms “jump” between
the columns of the matrix and does not require that the whole column fits into
the cache in order to have a good performance. It is notable that the GC-order
algorithm seems to have better cache performance than the recursive algorithm
when the associativity has significant effect, but it has worse performance other-
wise. The worse performance when associativity has low effect is consistent with
our experiments on the simulated cache. The analysis in Section 3.1.1 suggested
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Figure 4.7: Comparison of the time spent on the transposition of N ×N matrix.
The bottom figure is a detail of the upper figure.
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Figure 4.8: The number of L3 cache misses incurred by the transposition of
N ×N matrix. The bottom figure is a detail of the upper figure.
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Figure 4.9: The number of branch mispredictions during the transposition of
N ×N matrix.

that the GC-order algorithm performs better than the Z-order algorithm when
the cache is small. We presume this is the reason why GC-order algorithm per-
forms better when many elements in the same columns maps to the same cache
set, as this greatly reduces the effective size of the cache.

We can see that on this range of data, the trivial algorithm performs quite well,
apart from the peaks caused by the associativity. Overall, it causes less L3 cache
misses than the cache-oblivious algorithms; this was expected, as the experiments
on the simulator have shown that even for N = 214 the trivial algorithm causes
less L3 cache misses. It also causes less branch misses, which is also not sur-
prising, since it consists of two simple loops. The fact, that is outperformed by
the recursive Z-order algorithm for larger matrices is likely due to the increase
in the number of L2 cache misses.

In terms of time, the recursive algorithm outperforms the GC-order algorithm.
This is likely due to the complexity of the GC-order algorithm; as we can see
in Figure 4.9, the GC-order algorithm causes significantly more branch misses
than the recursive algorithm.

Nevertheless, the performance of both algorithms highly depends on the ex-
act value of N . This is because the base case of the recursion, or the size of
the tiles the GC-algorithm uses, depends on the value of N . The size of the base
case has a significant influence on the performance. By doubling the size of
the base case we halve the size of the recursion tree (we decrease its height by
one), or halve the number of elements in the Gray code. Since both algorithms
use different strategies to split the matrix, their “best” and “worst” cases dif-
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fer. For the GC-order algorithm, the worst case is N = 2K , since all tiles have
size 1×1, while the best case is N = 2K−1, where almost all tiles have size 2×2
(see Section 3.3). On the other hand, N = 2K is the best case for the recursive
algorithm, since it stops as soon as submatrix has size 2 × 2. Thus, while for
the worst case values of N is the GC-order algorithm significantly worse than
the recursive algorithm, the performance for the best case values of N is compa-
rable to the performance of recursive algorithm for some of the “bad” values of N .
This suggests that we could improve the GC-order algorithm by using a different
strategy to deal with N ̸= 2K .

4.3.4 Tiling
In the final set of experiments, we examined the performance of our GC-order
algorithm (specifically gray inline) and Z-order recursive algorithm, both with
tiling. We performed the experiments for the same range of N as in the ex-
periments for the arbitrary value of N , that is, N is between 32 and 10240
with step 32. We used four different values of tile size s: 8, 16, 32, 64. We chose
the smallest s to be 8, since the tiles may have size up to 2s×2s and it seems rea-
sonable to have tiles that are at least as wide as a cache line. We chose the largest s
to be 64, since previous results show that the performance of the trivial algorithm
starts to deteriorate for larger matrices, especially when many elements of a single
column are mapped to a single cache set. Also note that the size of the tile has
no influence on whether elements in a tile maps to a same cache set, since the tile
does not occupy contiguous part of the memory.

Figures 4.10 and 4.11 compare runtime of the recursive, resp. GC-order,
algorithm for different values of tile size s. We used the trivial algorithm and
the algorithm without tiling (resp. with s = 1) as a baseline. Figures 4.12
and 4.13 compare the number of cache misses; Figure 4.14 compares the number of
branch misses.

We can see that the use of the tiling leads to a significant improvement
in the performance of both algorithms. This is not surprising, as the trivial
algorithm is faster on the smaller matrices. The recursive algorithm also out-
performs the trivial algorithm on most of the data, the GC-order algorithm is
still worse than the recursive algorithm, but it also outperforms the trivial algo-
rithm on most of the data. Tiling also slightly decreases the number of cache
misses incurred by both algorithms, which is consistent with our experiments
on the simulated cache. For GC-order algorithm, the number of branch misses
is also significantly reduced, while for recursive algorithm it increases, especially
for large values of s. We assume the difference is caused by more rigid structure
of tiling in the GC-order algorithm which could make it easier to predict the end
of for loops used in transposition of tiles.

On the other hand, tiling worsens the performance on the matrices of certain
sizes, this effect increases with the value of s. It is because of the associativity
and the effects it has on the performance of the trivial algorithm. The trivial al-
gorithm has a bad performance on the matrices where many elements in the same
column maps to the same cache set. By using the trivial algorithm to transpose
tiles, this issue projects into our algorithms, as for certain matrices the transpo-
sition of every tile has bad performance. This problem could be partly solved
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Figure 4.10: Time spent on the transposition of N × N matrix by recursive
algorithm with tile size s. For comparison, algorithm without tiling and trivial
algorithm is also shown.
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Figure 4.11: Time spent on the transposition of N ×N matrix by gray inline
algorithm with tile size s. For comparison, algorithm without tiling and trivial
algorithm is also shown.
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Figure 4.12: The number of L3 cache misses incurred by the transposition
of N × N matrix using recursive algorithm with tile size s. For comparison,
algorithm without tiling is also shown.
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Figure 4.13: The number of L3 cache misses incurred by the transposition of
N × N matrix using gray inline algorithm with tile size s. For comparison,
algorithm without tiling is also shown.
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Figure 4.14: The number of branch mispredictions during the transposition
of N × N matrix using recursive algorithm (top) or gray inline algorithm
(bottom) with tile size s.
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s median [ns] mean [ns] max [ns]

recursive

8 0.782 0.867 5.374
16 0.792 0.930 5.848
32 0.856 1.151 5.957
64 0.803 1.126 5.830

gray inline

8 1.297 1.321 2.249
16 1.361 1.437 3.997
32 1.314 1.470 6.186
64 1.194 1.376 6.197

Table 4.2: Time required to transpose one element of the matrix over all N ≥
2048.

by transposing the tiles using Z-order, resp. GC-order, but with pregenerated
sequence of swap operations. This would reduce the overhead caused by the need
to generate the order of swaps during the transposition, but keep the advantages
of cache-oblivious order.

It seems that the GC-order algorithm is not influenced by the associativity
as much as the recursive algorithm. We have seen this behavior in Figure 4.8 for
the algorithm without tiling, but in that case it had very little effect on the run-
time, as it was shadowed by the complexity of the algorithm.

Table 4.2 contains median, mean and maximum time required to transpose
one element of the matrix over all N ≥ 2048 for different values of s. We did not
include N ≤ 2048, as the performance on small matrices differs significantly and
it would distort the statistics. Overall, the recursive algorithm seems to perform
best for s = 8, but the performance for other values of s is similar, apart from
the peaks caused by the associativity. Our GC-order algorithm seems to have
the best overall performance for s = 64 and s = 8. While algorithm with s = 64
has better median time, it has significantly worse worst-case performance. Fig-
ure 4.15 shows a comparison of these three algorithms.
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Figure 4.15: Comparison of three best algorithms with tiling. Top figure shows
the runtime, bottom figure shows the number of L3 cache misses.
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Conclusion
We introduced a new technique that allows us to design certain cache-oblivious
algorithms, such as matrix transposition, naive matrix multiplication or convo-
lution of vectors, without recursion. Our technique is based on the Gray codes
– we encode traversal of an array into a Gray code. This allows us to traverse
the array in a cache-oblivious way without recursion since we can use a loop-
less algorithm to generate the Gray code. We showed for several problems, that
the asymptotic cache complexity of the algorithm obtained by our technique
matches the complexity of the classical recursive algorithm. We also designed
a variant of binary reflected Gray code, called triangular Gray code, and an al-
most loopless algorithm that generates it. Triangular Gray code is useful in prob-
lems such as in-place matrix transposition, as it allows us to traverse only a part
of the matrix.

We complemented our theoretical results with experiments. On the prob-
lem of in-place matrix transposition we compared our GC-order algorithm with
the trivial algorithm for transposition and with the classical recursive algorithm.
We also compared multiple implementations of our algorithm. We performed
experiments on an idealized simulated cache and on a real computer. The exper-
iments on the simulated cache show that our algorithm has slightly worse cache
performance than the recursive algorithm. This is because of the slightly different
order in which it traverses the matrix; theoretical results suggest that our algo-
rithm requires a larger cache to match the performance of the recursive algorithm.
The experiments on the real computer show that our algorithm is also slower than
the recursive algorithm, since the algorithm for generating the Gray code is more
complex compared to the recursion. But the experiments suggest that our algo-
rithm has better performance when the associativity of the cache is an issue. This
is especially significant when we use tiling to enhance the performance of both
algorithms. The experiments also confirmed that using the triangular Gray code
instead of the binary reflected Gray code boosts the performance of the algorithm.

Even though our algorithm did not outperform the classical recursive algo-
rithm, we believe it is promising, since there is room for improvement. One
possibility is a different way of generating the Gray code, as the i-th element
of the standard binary Gray code can be generated explicitly using bitwise op-
erations. Another possibility is to combine the recursive algorithm with our
algorithm as our algorithm seems to be more robust against associativity-related
performance drops. Further analysis of our algorithm would be also beneficial
to explain its behavior on caches with limited associativity. To this end, we
would like to perform detailed experiments on a simulator of such cache.

A disadvantage of our technique is that it can be applied only when the work
is done only in the leaves of the recursion. But many efficient cache-oblivious
algorithms, like Strassen’s algorithm for the matrix multiplication, also do work
in the inner nodes of the recursion tree. Thus, a natural question is whether
it would be possible to extend our technique to this kind of problem. We believe
we could use the activities from Ehrlich’s algorithm to this end. Another related
question is whether it is possible to use different Gray codes to design algorithms
for other problems or to improve the performance of our technique.
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