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Abstract

In this thesis I focus on comparison of gravity model estimated with ordinary

least squares and Poisson pseudo-maximum likelihood with regression tech-

niques based on machine learning, namely support vector machines, random

forests, and artificial neural networks. I discuss the advantages and dis-

advantages of these approaches and compare their forecasting accuracy on

exports data. I demonstrate that random forest models and artificial neural

networks provide superior forecasting accuracy.

Abstrakt

V této práci se soustřed́ım na porovnáńı gravitačńıho modelu odhadnutého

pomoćı metody nejmenš́ıch čtverc̊u a metody Poissonovy maximálńı věrohodnosti

oproti regresńım technikám založeným na strojovém učeńı, konkrétně se

jedná o support vector machines, random forests, a umělé neuronové śıtě.

Provád́ım diskusi výhod a nevýhod jednotlivých př́ıstup̊u a srovnávám jejich

predikčńı schopnosti na exportńıch datech. Demonstruji, že random forest

model a umělé neuronové śıtě poskytuj́ı lepš́ı predikce.
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Research question and motivation

In recent years, the machine learning field has experienced a rapid de-

velopment with many new techniques developed. Application of these tech-

niques has shaken nearly every industry and international trade has been no

exception. Most of the applications were, however, focused on a micro level -

that includes things such as supply chain analysis, demand patterns analysis,

or understanding of customer-retailer relationships. I believe there is a huge

untapped potential to make use of machine learning even elsewhere - on a

macro level. The aim of this bachelor thesis is to focus on the application of

machine learning techniques in the field of international trade and compare

their feasibilities for forecasting international trade to the long-established

approaches.

The gravity model has been used to model the import and export flow

from one country to another since the 1960’s. It has been improved upon

many times by adding additional variables such as proxies for regulatory

standards, customs environment, cultural similarity, trade agreements, bor-

der costs and many others to capture more subtle and/or more complex

behaviours. The gravity model was succeeded by different models from the

family of general or partial equilibrium models many of which are generally

regarded as superior to it. Nevertheless, despite certain disadvantages, it

still remains widely popular due to its simplicity and decent predicting ac-

curacy. Using RMSE the aim is to compare the gravity model to models

based on machine learning techniques (SVM, Random forest, NN) to es-

tablish whether these techniques can be used to forecast international trade

with higher accuracy.

Contribution

This thesis investigates how the gravity model compares with other ap-

proaches for numerical estimation and aims to answer the following hypo-

thesis: Can machine learning-based techniques be used to provide better

forecasts of international trade compared with the gravity model? The

thesis will also contain a ’cost-benefit analysis’ of each of the approaches,



specifically with regard to interpretability of results. As it is a rather un-

explored area, there are not many previous pieces of literature or academic

publications covering the application of the aforementioned techniques in

international trade, however, publications in other areas do exist. More on

literature in the last paragraph.

Methodology

Firstly, a gravity model for a sample of approximately 200 countries and

for a total of 16 industries is fitted and used to forecast imports/exports in

different industries - it will serve as a baseline for comparison with other ap-

proaches. Secondly, I shall proceed with estimating the other models, namely

an ARMA model, SVM model, random forest model and NN model using

yearly export-import data for years 1993-2012, keeping the period 2013-2017

as a test set. Thirdly, I shall make use of so-called rolling forecasts to pre-

dict the value of import/export for every year of my test set to obtain an

RMSE that will then be used to compare the performance accross models.

This approach will simplify the analysis as it will allow avoiding the neces-

sity to take into account the input-output relationships between industry

sectors. Lastly, the results are compared with traditional scoring models

and further ways of research are suggested. The data for the analysis is ob-

tained from publicly available sources such as WITS, Comtrade, and OECD.

Outline

Introduction - description of the topic

Literature review

Dataset description

Data manipulation

Own empirical study - gravity model, time series model, random forest

model, SVM model, NN model

Results comparison

Limitations

Conclusion and suggestions for further research
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1 Introduction

One of the most distinguished developments over the last few decades has

been the integration of national economies into a global network system.

This dynamic process, globalisation, has prompted an extraordinary growth

in international trade between many countries. International trade increases

the economic output, employment rate and living standards by creating

comparative advantages.

The trade has been changing the world since its very beginning. How-

ever, there were two surges of globalisation that changed the world in a

relatively significant scale. The first wave of globalisation ended at the end

of the WW1 and the other wave came after the end of the WW2. Before

the first wave, trade occured mainly due to colonial links. The ups and

downs of the first wave were greatly represented by the rise and collapse of

intra-European trade. As for the second wave of globalisation, technological

advances played an important role in reducing the transaction costs of trade

such as transportation and communication costs. The restriction of distance

decreased dramatically. (Ortiz-Ospina, Beltekian, and Roser 2014)

How will international trade change the world in the future? Many in-

stitutions provide trade projections such as Organisation for Economic Co-

operation and Development (OECD) or the International Monetary Fund

(IMF). Analysing the historical patterns of trade activities between coun-

tries is very useful for forecasting the future trends of trade volume and

value upon which many important business and investment decisions can be

based.

The aim of this thesis is to analyse alternative three different machine

learning-based methods to forecasting international trade including the Ran-

dom Forests method, Support vector machine (SVM), and Neural network

(NN). The thesis will then compare these three methods’ accuracies with

that of the commonly used gravity model. The result of the thesis will

showcase a better and more accurate model to forecast the future interna-

tional trade pattern. This result will provide a reference to scholars and



anyone interested in international trade and hopefully encourage research

into application of machine learning in forecasting international trade.

This thesis is organised as follows: Chapter 1 - Introduction - provides a

brief description of the topic and explains the author’s motivation for choos-

ing this topic, Chapter 2 - Literature review - summarises the most im-

portant pieces of literature on the topic and provides additional background

for understanding the proposed topic and the feasibility of proposed meth-

odologies, Chapter 3 - Methods description - provides background on the

used machine learning methods, including, but not limited to, runtime ana-

lysis, hyperparameters and discussion of some of their drawbacks, Chapter

4 - Dataset Description - describes the uniqueness of the data used in this

thesis, Chapter 5 - Data manipulation - follows up on the previous chapter

to explain the techniques used to cleanse and transform the data, Chapter

6 - Empirical Results - present the estimation results of the techniques de-

scribed in Chapter 3 and explains the intuition behind the results, Chapter

7 - Results Comparison - compares results from the gravity equation and the

three machine learning techniques against each other not only in terms of

numerical accuracy, but also in terms of ease of interpretability and it also

highlights certain limitations of the techniques used, and finally, Chapter 8

- Conclusion - summarises the most important results from this thesis and

suggests areas for further research.



2 Literature review

Ever since Tinbergen invented the gravity model in 1962, it has become

the single most used model in the field of international economics. Due to

its simplicity, great interpretability, solid numerical results, and despite its

numerous drawbacks, it remains popular even nowadays. Inspired by New-

ton’s law of universal gravitation, Tinbergen proposed to estimate the trade

flow between two countries by replacing the masses of objects in Newton’s

formula by GDP of respective countries. Additionally, Tinbergen replaced

the square of distance with its linear equivalent since in many of the earlier

empirical works the distance coefficient often assumed a value close to -1

(Baier, Kerr, and Yotov 2017). He proposed to estimate the trade flow

between country i and j using the following formula:

Xij =
GDPiGDPj

distij
(1)

where distij represents the distance between country i and j in kilometers.

However, equation (1) does not satisfy linearity in parameters (Wooldridge

2012), the fundamental assumption that allows ordinary least squares method

to work. Hence, the log-linearised version, which saties linearity, is used:

log(Xij) = β0 + β1 log(GDPi) + β2 log(GDPj)− β3log(distij) + u (2)

A little-known fact remains that even Newton himself, when first intro-

ducing the law of gravity, also proposed an extended version that included

an additional term with a cube of distance in an attempt to more precisely

capture the movement of Moon (Newton 1687). In a similar fashion, many

scholars were quick to realise that whilst Tinbergen’s proposed formula de-

livered quite precise results, an extended version would allow capturing more

subtle trends in international trade flows. Dummy variables such as contin-

gency, colonial link, or common language were proposed to be added. In

general, it led to the creation of an augmented gravity model:



log(Xij) = β0+β1 log(GDPi)+β2 log(GDPj)−β3 log(distij)+
k∑

m=4

βm∗Dm−4+u

(3)

where D0 through Dk−4 represent respective dummies proxying for cul-

tural closeness.

Despite an ever-increasing number of dummies that different scholars

attempted to include, it soon became clear that equation was still failing

at capturing certain effects. McCallum (1995) studied the trade in and

between Canada and the US and hypothesised that national borders have

no effect on the volume of trade. Yet, the numerical results proved otherwise.

Despite the cultural closeness of the two countries or the shared language,

he discovered that the US states nearby the US-Canada border were more

likely to trade amongst themselves rather than with Canadian provinces

across the border. The trade volumes of Canadian provinces with other

Canadian provinces were higher than that of with the US states, too. This

fact became known as the border effect. Further evidence of border effect

was provided by Wei (1996), who used data for the OECD countries, Head

and Mayer (2000), Nitsch (2000), or Chen (2004), all of whom used data

for EU countries. On the contrary, Mahbub Morshed (2007), examining the

effect of the presence of a national border on price variability, showed that

in case of cities that used to be a part of the same country but due to a

shift of the border ended up in two countries there was no significant change

in price variability - no border effect - therefore suggesting that the issue

might be more complex. The border effect consists of several parts such as

product differentiation or ad-valorem tariffs.

Important work by Anderson and Van Wincoop (2003) re-examined the

Tinbergen’s gravity equation and highlighted the importance of multilateral

resistance. The equation in its original form relates the trade flow between

countries i and j but fails to account for the attractiveness of trading with

other countries. Anderson and Van Wincoop showed that ‘bilateral trade



flows depend on bilateral trade costs relative to multilateral resistance’ (Be-

har and Nelson 2009). Including multilateral resistance term into the gravity

model is crucial as the equation otherwise suffers from omitted-variable bias

meaning that if the equation was estimated using the OLS, it would cause

the coefficients to be inconsistent and biased.

In the early 2000’s, scholars began focusing on fixed effects and cost of

trade. Wall (2000) revisited earlier work of McCallum (1995) on US-Canada

trade and border effects and re-estimated his gravity model whilst allowing

for heterogeneous gravity equations. Wall estimated four equations corres-

ponding to four combinations of (a)symmetricity and (homo)heterogeneity

and found 40% larger border effect than that of McCallum’s and greatly dif-

ferent provincial effects. In 1999 Cheng and Wall published a working paper

(revised in 2004) in which they estimated gravity model with country-pair

fixed effects. They argued that due to cultural and political ties a coun-

try is likely to export different volumes of goods to two countries with the

same GDP and same distance from it. This constitutes a heterogeneity bias

which they treated by fixed effects. Cheng and Wall also provided empir-

ical evidence against work of three other authors that considered alternative

fixed-effects models that were special cases of Cheng and Wall’s one.

Later, researchers began using different estimators from the family of

maximum likelihood estimators to account for zero trade values. In earlier

works, such observations used to be dropped since taking the logarithm

of zero is not possible. It should be noted that due to different reporting

standards zero in one country does not necessarily mean the same as zero

in another country. If zero trade volume is reported, it can, of course, mean

that no trade took place, but also that the value of goods traded did not

exceed reporting threshold.

According to Linders and de Groot (2006), the problem with truncated

data could be treated by using the sample selection model that they con-

sidered preferable to the Tobit estimator, which they also examined closely.

The use of Poisson pseudo-maximum likelihood (PPML) estimator was pro-



posed by Silva and Tenreyro (2006) who successfully demonstrated the ro-

bustness of such an approach to treating various forms of heteroskedasticity

using the Monte Carlo simulation. Neverthless, Martin and Pham (2008)

showed that whilst the PPML approach yields solid results if severe hetero-

skedasticity is present, it tends to produce greatly biased estimates when the

number of zero observations is large. Using the Monte Carlo method they

found that Tobit estimator with standard threshold performed significantly

better than the PPML estimator if heteroskedasticity was treated and that

the Heckman Maximum Likelihood (HML) estimator too performed better

if true identifying restrictions were available (Martin and Pham 2008). Silva

and Tenreyro (2011), following up on their own earlier work, used a dif-

ferent data generating technique and provided evidence for unbiasedness of

the PPML. Arvis and Shepherd (2011) proposed a Poisson quasi-maximum

likelihood (PQML) estimator that addressed a shortcoming of the PPML

in the context of gravity equations that they referred to as the ’adding up’

problem - the fact that when all the estimates of trade value for all export-

ers/importers were added up, they kept systematically exceeding the sum

of the true values. Gomez Herrera (2013) compared different approaches to

estimating gravity models. She considered OLS(1+X), Tobit, PPML, HML,

truncated regression as well as panel data approach with both fixed and

random effects and used data from The World Bank and CEPII to provide

empirical evidence of performance of these approaches. Her preferred ap-

proach was the HML, although, the panel random effects also performed

remarkably well. Fally (2015) too used a wide range of estimators, study-

ing gravity equation in a structural setting, and concluded that the PPML

estimator yielded the best estimation results when fixed effects for both

importer and exporter were used - an approach consistent with Anderson

and Van Wincoop (2003). Interestingly, Fally examined the Gamma-Poisson

Maximum Likelihood (GPML) estimator, however, found that it tended to

underpredict for small economies and overpredict for large economies.

In recent years, due to advances in related fields, e.g. econometrics, math-



ematics, or computer science, the efforts to accurately capture the trade flows

have split into two branches - one that is trying developing a more robust

theoretical framework, especially in terms of structural gravity or general

equilibrium models, and another one that attempts to use more sophisticated

data data estimation techniques to provide numerical estimates under the

existing framework. This thesis solely focuses on the numerical approaches

to forecasting international trade.

In 2010 Keck, Raubold, and Truppia attempted to forecast international

trade using time series-based techniques. Their research was highly signific-

ant in two ways. Firstly, they managed to establish that these techniques

could be used to forecasting international trade. Secondly, the ex-post fore-

cast they obtained using these methods were more accurate than that of

IMF or WTO. Keck et al. considered both univariate (ARIMA) and mul-

tivariate (ARDL, VAR, and GARCH) models. As in this thesis, they chose

a short forecasting period of two to six quarters. Moreover, having tested

for cointegration with mixed results, they ultimately proceeded with VAR

model rather then VECM appealing to an earlier research of Abeysinghe and

Lee (1998), who had warned of overemphasising the influence of long-term

cointegrating behaviours in short-run forecasts.

In 2014 Yildirim, Ozsahin, and Okan were the first to use artificial neural

networks to forecast non-wood forest products. Their paper does not con-

tain much with regards to the exact specification of the neural network used

for forecasting, however, they mention using a NN with two hidden lay-

ers containing ten neurons each and a output layer with a single neuron

and hyperbolic tangent sigmoid activation function. Yildirim et al. also

highlighted the importance of scaling the data so that no feature has the

tendency to overly contribute to the final distribution of the weights in the

neural network. Despite having used a relatively small dataset and small

neural network, they were able to achieve a predicting accuracy in excess

of 80%. Similarly to this thesis, Yildirim et al. used RMSE and MAPE to

compare performances of different models.



Two years later, that is in 2016, Nummelin and Hänninen of Natural Re-

sources Institute Finland (Luke) published a paper in which they forecasted

sawnwood trade in Finland using a variety of machine learning and other

methods. More specifically, support vector machines, random forests, neural

network, quantile regression, and extreme gradient boosting with regression

trees were used and model selection was done using RMSE. A short-term

forecasting horizon of two years was chosen. Nummelin and Hänninen built

up on earlier studies concerning structural supply and demand models and

chose the same feautures for their models as were used in those studies.

They chose GDP and its first lag, exporter index (capturing country spe-

cifics), GDP per capita and they also controlled for a range of currency

exchange ratios as their dataset came from a multitude of sources and val-

ues were reported in different currencies and finally they included a GDP

deflator to convert all current prices to constant ones. As far as estimation

methods are concerned, Nummelin and Hänninen tested SVMs with linear

and radial kernels and cost penalties ranging from 0.1 to 100 and 0.5 to

10000, respectively, neural networks with three hidden layers with either

roughly constant or decreasing number of neurons in each hidden layer but

generally a small number (<50) of neurons, but they made no mention of

activation functions used or the way weights in the network were initialised.

For random forest estimators, Nummelin and Hänninen experimented with

both the number of randomly selected predictors (20,40, and 60) and overall

number of trees spawned (501, 1001, 1501). Importantly, in contrast with

Yildirim et al. (2014) they did not normalise the data. Ultimately, the best-

performing model turned out to be a SVM model with linear kernel and 100

as cost parameter, closely followed by random forest model with 1501 trees,

SVM with radial kernel, and extreme gradient boosting in tree ensemble.

Quantile regressions and neural networks performed poorly in Nummelin

and Hänninen’s paper, however, in the case of NNs the authors admit that

they might have been poorly specified. This thesis closely follows their work

in terms of methodology.



3 Methods description

3.1 Support Vector Machines

Support vector machines, or SVMs for short, are usually used for classifica-

tion tasks. SVMs are based on the principle of dissecting a group of points in

hyperspace into groups using a hyperplane such that the distance, which is

commonly referred to as margin, from the hyperplane to the point closest to

it is maximised. However, in 1997 Drucker et al. proposed a clever modifica-

tion to the existing algorithm that allowed for use in regression analysis, too.

Mathematically speaking, it boils down to solving the following constrained

optimisation problem:

U(
N∑
i=1

ξ∗i +
N∑
i=1

ξi) +
1

2
(wtw) (4)

subject to

yi − (wtvi)− b ≤ ϵ+ ξi

(wtvi) + b− yi ≤ ϵ+ ξ∗i

ξ∗i ≥ 0

ξi ≥ 0

for all i = 1 . . . N.

Unlike other frequently used machine learning methods, SVMs suffer from

unfavourable time complexity of O(n3) (Blachnik 2015). With the use of

a clever kernel function, a method to optimise the computation of inner

products, the cubic worst-case time complexity can be reduced to O(n2), yet

even such algorithms tend to scale badly to large datasets. The most fre-

quently used kernels are linear and RBF (radial basis function). The choice

between these two is not obvious, though estimating a SVM with linear ker-

nel is a much easier problem but it may provide suboptimal results since it

can be shown that it is a special case of the RBF kernel (Keerthi and Lin

2003). There are two more important ingredients to SVM regression. First,

it is ϵ, a parameter specifying tolerance margin (an epsilon-neighbourhood)



within which prediction is not penalised even if not exact, and second, cost

penalty C that represents the trade-off between complexity of decisions made

by model and errors in train set.

3.2 Random Forest

Random forest is an ensemble learning method that comprises of a large

number of decision trees which then through so-called majority voting com-

bine their respective predictions to create a final prediction. A decision tree

is a technique which constructs a kind of binary tree that at every node min-

imises the entropy or conversely, maximises the information gain. Random

forest regression is well-suited for forecasting international trade as the num-

ber of features that can be used to train such a model is relatively small and

also because it allows for learning more complicated non-linear relationships

between features and target. However, it is very likely that just a small sub-

set of features will be highly correlated with the target, hence help predict it

well, so many decision trees in the model will tend to favour these features

and that may induce correlation between the trees themselves. In order to

correct for it, a bootstrap procedure is used. It repeatedly samples features

from the test set and builds the decision tree upon the sample. Random

forest regression similarly to SVM has high worst-case time complexity of

O(MKÑ2 log Ñ) where M is the number of decision trees, K the number

of features randomly chosen at each node, Ñ = 0.632N , and N the num-

ber of observations (Louppe 2014). Louppe also approximately derived the

average time complexity: Θ(MKÑ log2 Ñ). In either of the cases, M , the

number of decision trees, appears linearly, as well as K. Assuming average

performance, if N ≈ 454279 a ten-fold increase in the number of observa-

tions results only in thirteen-fold increase in the runtime, which I deem fairly

manageable.



3.3 Neural Networks

The last method used in this thesis is artificial neural network (ANN). ANNs

are an attempt to model the behaviour of human brain and as such their

basic building block is the neuron. The neurons in ANNs are grouped into

layers and neurons from one layer are connected to the neurons in the pre-

ceding and the following layer. The number of layers is variable and depends

on the task at hand. For regression, I consider two or three layers optimal

since two layers can already represent any decision boundary and learn subtle

dependencies in the data. The strength of the connection between any two

neurons, the weight, is one of the parameters that is learnt during the train-

ing phase. Along these connections, in biology known as synapses, signals

are passed from a neuron in one layer to a neuron in the next layer, but

never within the same layer. Therefore, the model of artificial neural net-

work constitutes a directed weighted graph. Whenever the signal that is

passed forward through the network reaches a neuron it is subject to an ac-

tivation function which decides how strongly or if at all, the signal is passed

onwards. Typically, step function, sigmoid, hyperbolic tangent, or ReLU

(Rectified Linear Unit) (Nair and Hinton 2010) are used as activation func-

tions. Of particular significance for this thesis is the recently very popular

ReLU function defined as:

ReLU(x) = max(0, x) (5)

One of its main advantages is sparse activation - that is, due to its functional

form it outputs either the value itself or zero, in which case it effectively stops

the signal from propagating further which also simplifies further computa-

tions and accelerates the training phase. Nonetheless, ReLU does have a

few disadvantages too. The most significant of which is caused by the fact

that its derivative

d

dx
ReLU(x) =

⎧⎪⎨⎪⎩0 if x ≤ 0

1 otherwise
(6)

equals zero. When the gradient becomes zero, it forever stays zero, making

the neurons never fire again. This issue is known as dying ReLU, but it



can be treated either by choosing a modified version of ReLU such as ELU,

SELU, or Leaky ReLU or by fine tuning the learning rate of the neural net-

work (Pedamonti 2018). A learning rate, often denoted η, is a parameter

of the NN that determines how quickly the weights in the NN are updated

after each forward pass. The process of updating weights is known as back-

propagation.

Thus far, I have only focused on the hidden layers of neural networks,

that is the inner layers, and have excluded the input and output layer. The

input layer has the same number of neurons as the number of features in

the data. The output layer typically consists of a small number of neurons,

oftentimes only one, and uses an activation function which transforms the

signals to the desired space, e.g. sigmoid which squashes the values between

0 and 1 and thus allows for probability interpretation. In regression tasks,

however, no activation function is needed as the value itself is of interest.

The last building block of a NN is the loss function through which an error

is computed. The error then helps guide how to adjust the weights in the

network. Common choices of loss functions include MSE, MAE, MAPE,

MSLE, L1, L2, log cross-entropy, or hinge loss. For regression MSE and

MAE are popular choices.

LMSE =
1

N

N∑
i=1

(yi − ŷi)
2 (7)

LMAE =
1

N

N∑
i=1

|yi − ŷi| (8)

MSE, as defined in equation (7), has more favourable properties than MAE,

equation (8). Because of the square, it penalises large errors more. It is also

differentiable accross the whole real domain. For comparisons of different

models, I shall use RMSE - the square root of MSE. From the interpreta-

tion perspective, RMSE’s units are the same as those of the original data.

Moreover, for any x1,x2 ∈ RN such that MSE(x1) > MSE(x2) the follow-

ing holds.

MSE(x1) > MSE(x2) ⇐⇒ RMSE(x1) > RMSE(x2) (9)



Therefore, MSE and RMSE can be freely interchanged and one can be re-

covered from the other one.

After choosing the loss function there still remain things that need to be

determined. Firstly, it is the optimiser. The choice of a good optimiser can

help dramatically increase the speed of convergence of gradient descent and

therefore speed up the training phase. Recently, Adam, an algorithm pro-

posed by Kingma and Ba (2014), has become a popular choice of optimiser

due to its computational efficiency, convergence speed, and in most cases

little to no need to tune its hyperparameters (e.g. learning rate or decay).

Secondly, the batch size needs to be chosen. The batch size determines the

number of observations that is passed through the network before its weights

are updated. If it is set to 1, the underlying algorithm is called stochastic

gradient descent (SGD), if set to N , the number of observations, it is called

batch gradient descent, and for any value in between, it is referred to as

mini-batch gradient descent. The batch size represents a trade-off, though

not necessarily a linear one, between the ability of the neural network to gen-

eralise and the convergence speed. Usually, there is a point beyond which

increasing batch size leads to a decrease in predictive accuracy. Common

choices include 8, 16, 32, or 64. Lastly, the number of epochs needs to be

set. Generally, the larger the number of epochs the better the NN is able to

learn the train set, which, however, does not mean it will be able to gener-

alise these results outside the train set well. To prevent overfitting on the

train set, a validation set is used. The learning should be stopped when the

error on validation set begins to increase. As with the other parameters,

finding an optimal number of epochs is crucial for optimal performance.



4 Dataset description

The data for this thesis was obtained from several sources. Trade data from

WITS and Comtrade through publicly available APIs. Despite the availab-

ility through APIs, data collection was not easy as I often hit query limits

on these APIs. Nevertheless, I was able to download a dataset contain-

ing roughly 400000 observations of export spanning a period of 23 years,

from 1993 to 2015. Population data was sourced from OECD and cultural

closeness data from CEPII (Mayer and Zignago 2005). The dataset from

CEPII contained the following dummy variables: landlocked, contig (spe-

cifying whether two given countries are contiguous), comlang off (shared

official language), comlang ethno (shared language spoken by at least 9%

of population in both countries), colony (indicating whether the countries

ever had a colonial link), comcol (indicating whether they had a common

coloniser after 1945), col45 (common coloniser before 1945), curcol (whether

one country is currently a colony of the other one), smctry (1 if the coun-

tries were part of one country for an extended period of time). Addition-

ally, the dataset contained dist (a distance between capitals in kilometers),

tdiff (time zone difference between countries), and multitude of variables

specifying whether given country is a member of e.g. WTO, GATT, EU

or specifying what type of legal system is used there. Unlike the dummy

variables concerning colonial relationships and cultural closeness, these ones

were often unfilled and as such could not have been easily used. In the end,

I used only the EU dummy as I did not find another high-quality source of

data. The trade data was in constant 2010 dollars, hence I did not need

to deflate the prices. All in all, I had a dataset consisting of export data

for over 40000 different country pairs accross 23 years combined with high

quality dummy variables to control for cultural links and data concerning

distances and population. Figure 1 shows the summary statistics of the

dataset excluding CEPII dummies.



Year Export ctr1 GDP ctr2 GDP ctr1 Pop ctr2 Pop cep dist

count 374225 374225 374225 374225 374225 374225 374225

mean 2005.23 15.01 5.12e+11 3.97e+11 57.90 45.51 7148.07

std 6.18 3.89 1.58e+12 1.42e+12 180.45 156.26 4433.53

min 1993 0.00 1.55e+07 9.63e+06 0.01 0.01 59.62

25% 2000 12.32 1.40e+10 6.01e+09 4.28 2.99 3537.50

50% 2006 15.18 7.60e+10 2.91e+10 10.56 9.09 6686.84

75% 2010 17.81 3.04e+11 2.06e+11 40.76 29.99 9976.67

max 2015 26.74 1.81e+13 1.81e+13 1371.22 1371.22 19812.04

Figure 1: Summary statistics of cleansed dataset. Data rounded to two decimals.

5 Data manipulation

Given that the data came from many sources it was necessary to combine

it into one large dataframe. The data wrangling as well as further analysis

was done in Python and data was stored on SQL Server. Roughly 6% of

the observations was incomplete or corrupted and these observations were

discarded. The cleansed dataset had a grand total of 374225 observations

and I split it into three parts: training set of 280723 observations, validation

set of 38046 observations, and test set consisting of 55456 observations. This

corresponds to an approximate split of 75/10/15. The models were trained

on the training set, their hyperparemeters tuned on the validation set and

their forecasting accuracy was compared on the test set. Since the gravity

models need to be estimated with logarithms, I log-transformed the neces-

sary variables such that it would create a level playing field for the other

models.



6 Empirical results

6.1 Ordinary least squares

The first model that was fitted was a gravity model using ordinary least

squares method. The regression specification is given in equation (10).

log(export) = β0 + β1ctr1 Landlocked+ β2ctr2 Landlocked+ (10)

β3ctr1 EU + β4ctr2 EU + β5cep contig + β6cep comlang off+

β7cep comlang ethno+ β8cep colony + β9cep comcol + β10cep curcol+

β11cep col45 + β12cep smctry + β13 log(cep dist) + β14 log(ctr1 GDP )+

β15 log(ctr2 GDP )+β16 log(ctr1 Pop)+β17 log(ctr2 Pop)+β18cep tdiff+ϵ

coef std err z P>|z| [0.025 0.975]

Intercept -20.7427 0.145 -143.232 0.000 -21.027 -20.459

C(ctr1 Landlocked)[T.1.0] -0.3295 0.014 -23.952 0.000 -0.356 -0.303

C(ctr2 Landlocked)[T.1.0] -0.8442 0.013 -66.441 0.000 -0.869 -0.819

C(ctr1 EU)[T.1.0] 0.1848 0.012 15.968 0.000 0.162 0.207

C(ctr2 EU)[T.1.0] 0.2517 0.015 16.556 0.000 0.222 0.282

C(cep contig)[T.1.0] 0.8598 0.029 29.523 0.000 0.803 0.917

C(cep comlang off)[T.1.0] 0.4435 0.023 19.661 0.000 0.399 0.488

C(cep comlang ethno)[T.1.0] 0.3488 0.022 15.865 0.000 0.306 0.392

C(cep colony)[T.1.0] 0.2612 0.034 7.702 0.000 0.195 0.328

C(cep comcol)[T.1.0] 0.7806 0.019 40.367 0.000 0.743 0.818

C(cep curcol)[T.1.0] 0.4193 0.204 2.057 0.040 0.020 0.819

C(cep col45)[T.1.0] 1.1669 0.045 25.694 0.000 1.078 1.256

C(cep smctry)[T.1.0] 0.9687 0.039 25.026 0.000 0.893 1.045

np.log(cep dist) -1.4495 0.008 -172.719 0.000 -1.466 -1.433

np.log(ctr1 GDP) 1.1770 0.004 317.025 0.000 1.170 1.184

np.log(ctr2 GDP) 0.7604 0.003 218.989 0.000 0.754 0.767

np.log(ctr1 Pop) 0.0258 0.004 6.368 0.000 0.018 0.034

np.log(ctr2 Pop) 0.0845 0.004 23.166 0.000 0.077 0.092

cep tdiff 0.0494 0.002 22.997 0.000 0.045 0.054

Figure 2: OLS Regression Results.



Figure 2 shows the regression results. This model shall serve as a baseline

for comparison against the machine learning models. The standards errors

are heteroskedasticity and autocorrelation robust (HAC). All the beta coef-

ficients are statistically significant at the five percent level and with the sole

exception of cep curcol even at the one percent level - likely due to the very

large sample that makes the standard errors small. The signs of the coef-

ficients are in line with my expectations. The coefficient associated with

ctr1 GDP (GDP of the exporter) is positive and coefficient at ctr2 GDP

(GDP of the importer) is positive too. However, surprisingly, the ceteris

paribus effects of ctr1 GDP and of ctr2 GDP differ by 101%. Being land-

locked has significant impact on bilateral trade flow, decreasing exports from

country1 to country2 by 28.04% (100 ∗ (e−0.3295 − 1)) in case the exporter is

landlocked and by 57% in case the importer is landlocked, ceteris paribus.

Being contiguous, as expected, has a positive effect on exports. Having any

colonial link greatly increases the exports, too. Having a common coloniser

before 1945 or being a part of the same country for a prolonged period of

time seems to have the greatest influence on exports. As expected, distance

adversely affects exports from one country to another. The coefficients as-

sociated with populations in either of the countries suggest that there is a

positive effect on export. Holding other variables fixed, a one percent in-

crease in population of the exporting country results in 2.58% increase in

exports, whilst a one percent increase in the population of importer increases

exports by 8.45% on average. Lastly, the coefficient of cep tdiff, which is

likely positively correlated with cep dist, but certainly not perfectly, helps

capture some strange time zone effects, such as that of China and India that

border on each other but have 2.5 hours time difference.

Next, I re-estimate equation (10) using the Poisson pseudo-maximum

likelihood estimator as proposed by Silva and Tenreyro (2006) and present

the output in Figure 3.



6.2 Poisson pseudo-maximum likelihood

coef std err z P>|z| [0.025 0.975]

Intercept 0.2737 0.010 27.524 0.000 0.254 0.293

C(ctr1 Landlocked)[T.1.0] -0.0222 0.001 -22.272 0.000 -0.024 -0.020

C(ctr2 Landlocked)[T.1.0] -0.0550 0.001 -60.922 0.000 -0.057 -0.053

C(ctr1 EU)[T.1.0] 0.0078 0.001 10.123 0.000 0.006 0.009

C(ctr2 EU)[T.1.0] 0.0090 0.001 9.065 0.000 0.007 0.011

C(cep contig)[T.1.0] 0.0320 0.002 16.232 0.000 0.028 0.036

C(cep comlang off)[T.1.0] 0.0295 0.002 18.924 0.000 0.026 0.033

C(cep comlang ethno)[T.1.0] 0.0207 0.002 13.775 0.000 0.018 0.024

C(cep colony)[T.1.0] 0.0014 0.002 0.626 0.531 -0.003 0.006

C(cep comcol)[T.1.0] 0.0521 0.001 37.397 0.000 0.049 0.055

C(cep curcol)[T.1.0] 0.0369 0.013 2.910 0.004 0.012 0.062

C(cep col45)[T.1.0] 0.0808 0.003 26.893 0.000 0.075 0.087

C(cep smctry)[T.1.0] 0.0722 0.003 27.758 0.000 0.067 0.077

np.log(cep dist) -0.0872 0.001 -151.929 0.000 -0.088 -0.086

np.log(ctr1 GDP) 0.0774 0.000 299.471 0.000 0.077 0.078

np.log(ctr2 GDP) 0.0501 0.000 211.725 0.000 0.050 0.051

np.log(ctr1 Pop) 0.0020 0.000 7.047 0.000 0.001 0.003

np.log(ctr2 Pop) 0.0060 0.000 24.018 0.000 0.006 0.007

cep tdiff 0.0015 0.000 10.184 0.000 0.001 0.002

Figure 3: PPML Regression Results.

Notably, the intercept changes dramatically from -20.74 to 0.27 which

causes the other coefficients to decrease and makes them easier to interpret

too. The effect of being landlocked is now only -2.2% for exporter and -

5.5% for the importer. The cep smctry and cep col45 dummies remain the

most influential, boosting the export by 7.2% and 8.1%, respectively. The

importance of being in the European Union is now marginal at 0.78% and

0.9% for exporter and importer, respectively. The coefficient associated with

cep colony variable is now statistically insignificant. A one percent increase

in exporter’s GDP now, on average, increases exports by 7.7%. For importer,

the ceteris paribus effect is 5%. However, proportionally the effect remains

nearly identical to the effect obtained from OLS. The same holds for the



coefficients associated with populations. Overall, I suspect that this gravity

model estimated by PPML will perform better than the one estimated by

OLS because it is robust to various forms of heteroskedasticity and is able

to deal with zero observations.

6.3 Random Forest

The first machine learning model that I estimated was Random Forest. I

worked with scikit-learn, a Python machine learning library, and used the

RandomForestRegressor model that is part of the library. I tried several

specifications of the model in terms of its hyperparameters. Namely, I ex-

perimented with n estimators, a parameter specifying the number of de-

cision trees, and min samples split, which determines the minimum number

of samples necessary to split the data. Similarly to Nummelin and Hänninen

(2016) I tried 20, 40, and 60 for min samples split and 250, 500, and 750 for

the number of decision trees, whereas Nummelin and Hänninen worked with

double the number of trees. The number of decision trees, denoted M in

(Louppe 2014), has linear influence on the runtime, but the training already

took a considerable amount of time on my laptop (Intel Core i5-6200U 2.3

GHz, Intel HD Graphics 520, 8GB RAM, 1 TB HDD, Windows 10 64bit)

and hence I settled with a lower number of trees. Setting min samples split

to 40 yielded a far better performance than the other two specifications and

increasing n estimators led to slightly higher accuracy. The best-performing

random forest model for Nummelin and Hänninen, too, was the one with 40

min samples split and the largest tested number for n estimators.

6.4 Support Vector Machine

Next, I fitted several support vector machine models. Again, I used the

scikit-learn library which provides a highly optimised implementation of

epsilon-SVR (Epsilon-Support Vector Regression). As discussed earlier, one

of the most important choices when fitting a SVM is the kernel. I tried

both the linear and RBF kernel. Since linear kernel is a special case of the



RBF kernel (Keerthi and Lin 2003), it should be possible to achieve a better

performance with the RBF kernel albeit at a cost of more difficult hyper-

parameter tuning. The two hyperparameters in epsilon-SVR are C, cost

penalty, and ϵ, the tolerance margin. For linear kernel I tried 0.1, 0.5, 1, and

5 for C and kept ϵ fixed at 0.1. RBF kernel was tested with 0.5, 1, 10, and

100 as cost penalty and 0.001, 0.01, and 0.1 as epsilon including all the com-

binations. Unlike the other methods, epsilon-SVR took by far the longest

to train using any combination of kernel, cost penalty, and epsilon margin.

For a sample size of 20000, less than a tenth of the train set, the training

of all the combinations of SVMs took about half an hour, for a sample size

of 50000, however, it already took nearly two hours, and I estimated that it

would take almost half a day to train it on just 100000 samples. Given that

my training set consisted of almost three times as many samples, making it

nearly impossible to train on my laptop. Therefore, I rented one of Google’s

NVIDIA Tesla V100 Tensor Core graphical units and offloaded the learning

to Google Cloud. The increase in training speed was remarkable. For both

types of kernels I found that increasing C led to a pronounced increase in

training time, whereas larger values of ϵ tended to slightly decrease the time

needed to train the model. The optimal combination turned out to be an

RBF kernel, C = 10 and ϵ = 0.1 which achieved the highest accuracy over

a unit of training time.

6.5 Neural Network

My last attempt to forecast exports was done using artificial neural network.

Unlike in the previous two cases, this time I did not use scikit-learn. Whilst

scikit-learn contains a multi-layer perceptron model its implementation is

well-optimised. Therefore, I chose another popular open source library called

Keras and run it on top of TensorFlow, a fast low-level library. There are

several advantages to using Keras. For me, the major one is the ease of

use that allows me to quickly try out different specifications of the neural

network without having to write too much code. Generally, a low-level



library is faster, but given the relatively small training set (neural networks

are usually trained with millions even billions of samples) I did not think

speed would be an issue and proceeded with Keras. After experimenting with

the architecture I settled on a three layer fully connected neural network,

with 18 neurons in the input layer (the dimensionality of my data), then three

hidden layers of 50 neuron each, followed by an output layer containing a

single neuron. I used ReLU activation function in all three hidden layers

and no activation in the output layer. To initialise the weights in the NN,

I decided to use He normal initialisation (He et. al. 2015) that works well

in the context of nonlinear activation functions. For loss function, I used

mean square loss and to optimise the gradient descent I used Adam with the

default settings (learning rate of 0.001, β1 = 0.9, and β2 = 0.999) which I

did not adjust any further. The neural network had a total of 6443 learnable

parameters. Figure 4 shows a diagram of the architecture.

Figure 4: Neural network architecture.

Tuning the hyperparameters was a real challenge. Similarly to support

vector machines, I performed a grid search - an exhaustive search of plausible

values for the hyperparameters. The two parameters that I searched for were

the number of epochs and batch size. For batch sizes I tested the following

values: 8, 16, 32, 64, and 128. Figure 5 illustrates the influence of these

batch sizes on accuracy and Figure 6 shows how they influenced the per



epoch training time.

Figure 5: Loss and validation loss plotted for batch sizes 8, 16, 32, 64, and 128.

Figure 6: Per epoch training time for batch sizes 8, 16, 32, 64, and 128.

A batch size of 128 samples was able to achieve the lowest loss on training

set over 100 epochs. The validation loss stopped decreasing around epoch 70

suggesting that the training should have been stopped earlier. Nevertheless,

due to the high noisiness in the validation loss I let the training finish the

whole 100 epochs. I also experimented with the number of epochs. Having

tried increments of fifty from fifty to five hundred, I discovered that 100

epochs seemed to have allowed the training loss decrease sufficiently whilst

not affecting the performance on the validation set and therefore the ability

of the neural network to generalise. From Figure 6 one can observe that

doubling the batch size results in halving the time needed to train the NN.



7 Results comparison

7.1 Overall comparison

After having estimated all the models I computed RMSE and MAPE to

compare the models. RMSE is the main comparison criterion and MAPE

is provided solely due to its nice interpretation. The results are shown in

Figure 7 along with five-number summary and share of negative errors for

each model; the data for the target variable is provided for ease of reference.

model name RMSE MAPE min 25th pc. median 75th pc. max neg. err.

log(export) - - 0.0000 12.7021 15.7160 18.3784 26.7394 -

RF 750 2.1709 13.5313 5.0449 13.2282 15.8000 18.3086 26.3940 0.4724

RF 500 2.1714 13.5362 5.0402 13.2351 15.7989 18.3064 26.3951 0.4729

RF 250 2.1735 13.5432 5.0450 13.2291 15.8013 18.3072 26.3938 0.4725

NN 128 100 2.2148 14.0883 4.5289 13.0981 15.5332 18.0101 26.2166 0.5109

NN 128 200 2.2817 14.6220 5.1346 13.3499 15.7066 18.0464 26.2309 0.4962

NN 16 100 2.2928 14.6811 1.1122 13.3604 15.7054 18.1212 26.5264 0.4732

OLS 2.5330 16.7839 4.4188 14.0284 15.9085 18.0575 29.6646 0.4155

PPML 2.5649 16.9277 7.3107 13.8133 15.6218 17.9658 37.1717 0.4115

SVM RBF 10 01 2.6047 16.8681 5.7936 13.7661 16.0556 18.5175 25.8301 0.4080

SVM RBF 10 001 2.6073 16.8800 5.7137 13.7496 16.0560 18.5128 25.7895 0.4098

SVM RBF 10 0001 2.6073 16.8793 5.7088 13.7498 16.0530 18.5111 25.7843 0.4101

SVM LIN 01 01 2.6482 17.6310 4.5514 14.3128 16.1723 18.2778 29.8061 0.3751

SVM LIN 05 01 2.6487 17.6333 4.5490 14.3119 16.1739 18.2787 29.8418 0.3748

SVM LIN 1 01 2.6490 17.6331 4.5472 14.3110 16.1738 18.2791 29.8437 0.3749

SVM LIN 5 01 2.6494 17.6307 4.5500 14.3096 16.1710 18.2772 29.8389 0.3755

Figure 7: RMSE, MAPE, and five-number summary for all models; ordering by RMSE.

The model naming convention in Figure 7 is as follows: modelname hyperparameters.

RF stands for Random forest, in case of SVMs the first parameter is cost

penalty C and the other one epsilon and in case of neural networks (NN),

the first parameter corresponds to batch size and the second one is the

number of epochs. From Figure 7, it is obvious that the overall winner is

Random forest. As mentioned in section 6.3, the best performing Random



forest model was the one with the highest number (750) of decision trees,

followed by the ones with 500 and 250 trees, achieving RMSE of 2.1709 and

MAPE of 13.5313. It is worth noting that the ordering of all the models

would remain nearly unchanged were MAPE used as the main criterion. All

the three models came very close to perfectly matching the distribution of

log(export) in terms of five-number summary with the exception of their

respective minima.

Neural networks were the second best performing group after random

forests placing fourth, fifth, and sixth. The best neural network was one

with batch size of 128 trained for 100 epochs. As discussed earlier, the

reason why the NN with 128 batch size and 200 epochs did not outper-

form the one trained for only 100 epochs is likely the fact that validation

loss stopped decreasing already around epoch 100 and for the remainder

of the training phase the neural network was in fact learning the specifics

of the training set rather than the general relationships between features

which would generalise beyond the training set itself. The worst-performing

NN, albeit by a small margin, was the one with batch size of 16 samples

trained for 100 epochs. Such a result nicely illustrates the fact that smaller

batch sizes may contain too much noise and lead to suboptimal solutions.

This is, however, contrast with findings of Masters and Luschi (2018) who

consistently obtained the best results when using batch size smaller than

32. Notably, neural networks were closest to having a 50/50 split between

positive and negative errors. In terms of the underlying distribution of the

data, NNs, on average, slightly overpredicted small values (below median)

and underpredicted those above. All in all, I am slightly surprised that

random forests outperformed artificial neural networks but rather than pro-

claiming random forest models the ultimate champion, I attribute this fact

to insufficient hyperparameter tuning.

The seventh and eight spot was taken by OLS and PPML, respectively.

Serving as a baseline for comparison for this thesis I expected them to per-

form worse than all the machine learning-based methods. To my surprise,



OLS and PPML outperformed every SVM model, but the gap between NN

and them remains large. At the beginning of this thesis, I extensively re-

viewed literature regarding the choice of right estimator for gravity model

and thus expected that PPML would do better than OLS due to the fact

that it can be fitted on a large sample, since zeros are not a cause of con-

cern, due to its guaranteed consistency (Santos Silva and Tenreyro 2011)

and overall robustness, and due to the large size of my dataset, which I

expected to amplify the effect of consistency. Looking at the five-number

summary in Figure 7 I observe that both OLS and PPML perform poorly in

the extremes as they significantly overpredict the maximum and minimum

value, in fact all values above 85th percentile. This behaviour is common to

other models, though most of them tend to overpredict only with respect to

the minimum.

The last group of models and the one that performed the worst when

forecasting exports was support vector machines. In line with my earlier ex-

pectation, SVMs with radial basis function kernel outperformed SVMs with

linear kernel as the data likely was not linearly separable and RBF kernel

was able create a more complex decision boundary. For SMVs with RBF

kernel cost penalty of 10 yielded the best results but changing the epsilon

margin did not affect the model at all. The opposite was true for SVMs

with linear kernel - for these changing the cost penalty did not lead to a

lower RMSE when epsilon was kept equal to 0.1. Given that they took the

longest to train and even required training on powerful graphical card, yet

provided the worst predictive accuracy, I do not consider the support vec-

tor regression to be well-suited for forecasting exports (international trade).

Such a result is in stark contrast to that of Nummelin and Hänninen (2016)

for whom SVM with linear kernel was the best-performing model, followed

by random forest model with M = 1501 and min samples split = 40 and

SVM with radial kernel (10, 0.001). Neural networks performed terribly for

Nummelin and Hänninen yielding an order of magnitude larger RMSE than

any other model that they considered. In general, regardless of the specific-



ation, all SVMs systematically overpredicted the export, having come close

to the true values only around the 75th percentile, which can also be seen

from the low share of negative errors.

The other models that I estimated, that is models with different combin-

ation of hyperparameters, performed worse and I omit them from the final

comparison.

7.2 Best Random forest vs best Neural network

In this section, I compare the best-performing random forest model - RF 750

- against the best neural network - NN 128 100 - to further analyse the dif-

ference in their predicting accuracy. In general, analysing the decisions made

by a decision tree is a fairly easy task as one can visualise the tree along with

the splitting rule associated with each of its nodes. The procedure becomes

somewhat cumbersome when dealing with random forest, an ensemble of

decision trees, containing hundreds or thousands of decision trees, but it

is still possible to do so. On the contrary, explaining the inner workings

of neural networks at a neuron level remains largely impossible and that

is why they are sometimes called black-box algorithms. Several researches

focus extensively on understanding and interpreting the decisions taken by

neural networks but such a analysis is non-trivial and requires significant

computing resources (Zintgraf et.al. 2017) and hence I do not attempt it.

In Figure 8 I present a breakdown of country-specific RMSE values for 10

countries that I have been able to predict the best using RF 750 and for an-

other ten at which the RF 750 performed the worst and I compare it against

the RMSEs for NN 128 100.

Unsurprisingly, the best forecasts were obtained for world-leading eco-

nomies. Their export data tend to be much less volatile making them easier

to forecast. Also, the availability of data and its quality is often superior.

RF 750 was able to achieve the lowest RMSE in case of The Netherlands

making an error of only 0.678. All the ten best country specific RMSEs of

RF 750 are lower than the lowest RMSE of NN 128 100. I do not believe that



ctr1 ISO RF 750 NN 128 100 ctr1 ISO RF 750 NN 128 100

NLD 0.678035 1.260456 YEM 4.249500 4.314172

FSM 0.681524 1.942837 AZE 4.306436 4.351816

USA 0.697730 1.014973 ZWE 4.365520 4.055662

ITA 0.756519 0.893865 BMU 4.565204 4.733528

DEU 0.798066 0.953504 KWT 4.695421 4.162878

FRA 0.829950 0.951251 DZA 4.740729 4.555260

CHN 0.835106 1.132341 MAC 4.881063 3.623025

DNK 0.874406 1.124545 NGA 5.277632 4.422288

ESP 0.878350 1.072745 SLE 6.272302 6.618104

BEL 0.888599 1.386235 IRQ 6.812738 6.935315

Figure 8: RMSE breakdown by country. Top 10 best and worst countries for RF 750.

such a result would be caused by insufficient hyperparameter tuning of the

NN and therefore I conclude that Random forest models seem better suited

to forecasting exports. Both the models perform somewhat equally badly

at forecasting countries such as Yemen, Azerbaijan, or Zimbabwe which are

countries that have recently experienced a severe crisis which shook their

economies and affected international trade. The data for these countries

are very volatile. That, coupled with dubious reporting quality makes them

hard to forecast.

8 Conclusion

In this thesis, I analysed different methods of forecasting international trade,

whilst specifically focusing on exports. The methods analysed were random

forests, support vector machines, and neural networks. Using a high-quality

dataset from CEPII which contained information on cultural closeness and

colonial links, I estimated Tinbergen’s gravity model with ordinary least

squares and Poisson pseudo-maximum likelihood estimator. I used these es-

timates to forecast a period 2013-2015 and from these forecasts I computed

RMSE which I then used as a baseline for comparison against the machine



learning models. Then, I fitted several SVMs, NNs, and RFs and tuned their

hyperparameters. Again, I computed RMSE for each of these models and

then selected the overall best-performing model as the one with the lowest

RMSE. A random forest model with min samples split = 40 and 750 de-

cision trees achieved the highest forecasting accuracy having RMSE of 2.1709

(MAPE 13.5313%). This constitutes an improvement of 0.3621 (3.2526%)

upon OLS and of 0.394 (3.3964%) upon the PPML model. Neural networks,

too, performed better than gravity model and NN 128 100 was able to sur-

pass the accuracy of OLS by 0.3182 (2.6956%). None of the support vector

machine models, specifically epsilon-SVRs, did not outperform the baseline

model. The best-performing one, SVM RBF 10 01, lacked behind OLS by

0.0717 (0.0842%).

To conclude, I was able to empirically verify that machine learning-based

models such as random forest models or artificial neural networks have super-

ior forecasting power to that of even highly sophisticated gravity equation.

Overall, a random forest model performed the best and given the easiness

to understand its results, I consider it a good option for forecasting exports.

For further research I suggest focusing on imports and/or trying to forecast

using deep neural networks.
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