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Report on the Doctoral Thesis by Martin Böhm entitled  
« Online bin stretching: Algorithms and Computer Lower Bounds »  

Before describing the content of the manuscript I want to mention that it was clearly 
written with pleasure and therefore it is quite easy and also pleasant to read. The PhD 
candidate worked on an online problem, that belongs to a class of deeply studied 
problems, and where progress is not easy to obtain. The results are of good quality and 
are based on original ideas. 

The central problem of his thesis is an online problem, where the algorithm receives 
items of various sizes and needs to pack them immediately and irrevocably into bins. The 
goal is to minimize the maximum load over all bins. In that sense the problem is quite 
related to scheduling jobs on identical machines, trying to minimize the makespan, which 
is the maximum completion time over all jobs. However here the algorithm is given a 
promise, namely that there is an optimal solution with maximum load at most S, for some 
constant S. This information is crucial as it restricts the possibilities of the adversary and 
help the algorithm as it has some idea about futur items. Also it is important to note here 
that the competitive ratio of the algorithm is not measured with respect to the optimum 
but with the given bound S. 

After a complete description of the state of the art, Martin presents a 3/2 competitive 
algorithm for the general problem with an arbitrary number of given bins. As usual in this 
domain, items are classified according to their sizes, here into huge, large, medium and 
regular items. Bins are similarly classified according to their content. Three measures are 
used to derive bounds for OPT, the size, the value and the weight of the items, where 
value and weights are quantities tailor designed for the proofs. The algorithm works in 
phases, following a tiny state graph, consisting of a state for the first phase, and two 
states for the second phase, depending on the existence of huge-item bins. Each state 
has its own item packing policy. The difficult state is the second phase with no huge-item 
bins. There the bins are roughly partitioned into blocks consisting of 3 regular and one 
empty bin. This partition defines a list, and items are packed using first fit either from the 
beginning or from the end of the list, depending on the item type. The proof of the 
claimed competitive ratio follows a careful and long analysis of the blocks along the list. It 
is shown where the algorithm fails, would a strictly smaller ratio be claimed. 

The next section contains a 11/8 (=1.375) competitive algorithm for the special case of 3 
bins. This is not tight, as later a lower bound of 45/33(=1.3636…) is given. This special 
case is interesting because a lower bound has previously designed for it, and also 
because his algorithm contains interesting techniques. Roughly speaking, the situation is 
as follows. At any point in time, the state of the current solution is described by a 3-
dimensional vector describing the loads of each bin. This vector lives in a simple 
polytope consisting of the squared box of side length 22, from which all points (x,y,z) with 
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x+y+z > 16･3 have been removed, because they would correspond to an instance 
which does not fit in 3 bins of capacity 16. The algorithm starts at the point (0,0,0), and 
for every item v that it receives, it has to decide to move from the current point (x,y,z) to 
one of the points (x+v,y,z), (x,y+v,z) or (x,y,z+v). The goal for the algorithm is to stay 
always inside the polytope, and we say that the algorithm wins in that case, otherwise it 
looses against the adversary Martin identified 7 regions in this polytope which have the 
property that once the algorithm is in one of the region, then there is a clearly specified 
winning policy for the algorithm. These regions are called Good Situations, and in fact the 
picture is a bit more complicated, since Good Situations 5 and 7 depend on the 
presence of a particular item size, rather than only on the bin loads. Similarly one could 
define Bad Situations, which are regions from which the algorithm can only loose against 
a perfect adversary. Instead of carefully defining again several bad situations, Martin 
considers simply two regions, which union contains these Bad Situations. Then he 
designs an algorithm that avoids these bad regions, while trying to reach a good region. 
Again this algorithm follows a state diagram, which however consists of 7 different 
states, rather than just 3 as in the previous section. In each state the algorithm follows 
the FIRST FIT policy, respecting state dependent bin capacities. To prove that the 
algorithm follows a winning strategy, a case analysis is presented. In each case some 
condition on the bin sizes and existence of item sizes have to be shown. This is first 
conducted with the help of small linear programs which have to be infeasible for the 
proof to hold. Then formal proofs are given, which are short and good. I expected a 
different proof showing that the duals to the linear programs have unbounded solutions. 

The last section presents lower bounds for small constant number of bins. Here Martin 
was in competition with Michaël Gabay, Nadia Brauner and Vladimir Kotov. One of his 
results was independently obtained by this group. An anecdote about this competition is 
mentioned, which gives a pleasant personal touch to the manuscript. The idea is to 
analyse the game tree using discretized item sizes, and to explore the tree with a 
program. Computer experiments have been used since long time in the online 
computing community, but only recently, publications appeared on these techniques, 
which can be helpful to obtain insight. There are some algorithmic ingredients which 
permitted Martin to obtain better lower bounds than his competitors. One is to use 
dynamic programming to compute the optimal solution together with clever hashing, 
rather than to use a constraint programming solver. Another is to use prunning rules 
based on identified Good and Bad Situations. Here lessons learned from the 3 bin case 
are injected into the program. The program is parallelized using the MPI framework, 
leading to good running times. The obtained lower bounds are 19/14 for any number of 
bins between 4 and 8. Now it would be interesting to understand the produced game 
trees and to extract from it a new and improved algorithm. 

The manuscript ends with an extensive conclusion, listing short term and long term 
goals, and identifying problems which could be given to a undergraduate student for an 
internship. 
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To summarize, the manuscript contains strong upper and lower bounds for the online bin 
stretching problem. New techniques have been developed for this purpose. The results 
have been presented in conferences and now published in good journals. For all these 
reasons I recommend that Martin Böhm should be awarded the doctoral title in 
computer science. 

Christoph Dürr 


