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Jiřı́ Marek
SLAM and navigation with the use of
RBPF

Department of Theoretical Computer Science and Mathematical Logic

Supervisor of the master thesis:
Study programme:
Study branch:

RNDr. David Obdržálek, Ph.D.
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many helpful comments he has provided during the construction of our robotic
platform and the creation of this work.

ii

Title: SLAM and navigation with the use of RBPF
Author: Jiřı́ Marek
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Introduction
In history, there were several major paradigm changes in (mobile) robotics development. First assumptions were of fully modelled, deterministic environments
and robots. Later reactive techniques which relied on perfect sensors were becoming more popular. Today - and in our work too - we assume imperfect models
with imperfect sensor data. This approach is sometimes called The Probabilistic
Robotics.
The goal of this work is to create a system that will let the robot autonomously
navigate through an unknown environment, using only on-board sensors. In this
case we assume an unknown environment to be both indoor and outdoor: either
an interior of a building, or a city park with designated non-grass pathways.
Partial motivation for this assignment was based on the rules of the Robotour
autonomous robot competition [3]. In Robotour, the robot has to deliver its cargo
(in the last few years the cargo was a beer keg) to the given gps coordinates using
only Open Street Maps and its internal sensors. The delivery should happen
autonomously except of optional loading and unloading the cargo itself which can
be performed by people. During the delivery, the robot has to avoid obstacles
and forbidden terrain (the grass).
There are two main prerequisites for our robot system. Firstly, it can only
use sensor data from integrated sensors (that means no artificial beacons, except
for orbital satellites to calibrate our local coordinates to geodetic coordinates),
and secondly, we are limited by use of only one non-rotating 2D range finder in
addition to typical simple robot sensors (unlike the typical setup which also uses
a camera). In total, we are using the following sensors: an Inertial Measurement
Unit (IMU), two ultrasonic sensors, a Global Positioning System (GPS) module
and one 2D range finder.
We tilted our 2D range finder towards the ground. Tilting the range finder
relieved as the only way to ensure that we are able to get valid information about
the terrain using only the above mentioned sensors (i.e. without any camera).
The only other way to examine the terrain using our sensors would probably be
to use the IMU. The IMU could be used to analyse the terrain examining current
robot vibrations but that would only tell us about the terrain already underneath
the robot. In other words, the terrain the robot is already on. As we have already
mentioned, our main use of a terrain recognition is to ensure that the robot will
not get to the forbidden terrain. Therefore, using the IMU would not help to
solve this problem.
The structure of this text is as follows: Chapter 1 shows several works that
are related to this text (similar goals or assignments). In the next three chapters
we discuss several different approaches to localization 2 (SLAM techniques with
focus on particle filters), navigation 3 (path planning and collision avoidance), and
mapping 4 (different types of maps and map building). Chapter 5 then presents
our own approach to solve problems mentioned in previous chapters, specifically
dealing with limited sensory perception and combination of various algorithms.
Chapter 6 reveals several implementation details of our system. Chapter 7 shows
results of our tests and the last chapter (Conclusion) summarizes the results and
sketches ideas for future work.
4

1. Related work
Simultaneous localization and mapping (SLAM) was first introduced in Smith
et al. [1990]. It uses extended Kalman filter for estimating the robot’s state and
positions of the landmarks. The later particle filter was presented as a viable
solution for SLAM in Murphy and Russell [2001], which uses Rao-Blackwell’s
factorization. This solution (known as FastSLAM) was later improved in Montemerlo et al. [2002] and Montemerlo et al. [2003]. Several improvements for this
particle filter SLAM together with occupancy grid mapping as an alternative to
the map composed of landmarks were introduced in Grisetti et al. [2007]. Based
on this paper, the implementation known as Gmapping was created. Currently,
one of the most researched SLAM algorithms is called GraphSLAM. To learn
more about this method see Grisetti et al. [2010].
Our motion planning depends upon path planning. We use D⋆ -Lite algorithm
for path planning, which was proposed in Koenig and Likhachev [2002]. The
advantage of this path planner is that it can reuse information from the previous
runs. The related papers are Stentz [1994] (D⋆ ), Stentz [1995] (Focussed D⋆ ).
Another part of motion planning is collision avoidance, which could be handled by
DWA presented in Fox et al. [1997]. The DWA is a reflexive technique, which tries
to navigate the robot as fast as possible in the right direction without obstacles.
It has troubles with overshooting.
We are using a variant of the Occupancy grid mapping, which was introduced
in Moravec and Elfes [1985]. A more recent voxel grid map, which uses a tree
structure for storing an individual cell was presented in Hornung et al. [2013].
In Biber and Strasser [2003] and Saarinen et al. [2013] a method known as NDT
mapping which enhances accuracy of the grid maps is presented. It tries to
approximate a surface inside each cell using the normal distribution.
As we have mentioned earlier, part of the motivation for our robotic system was to fulfil the goals of the contest Robotour [3]. Naturally, there are other
already proven participants of this contest. IN 2017, three most successful participants were robots Clementine from Cogito team [2], the robot from team JECC
Fesl, and the robot from team Istrobotics. Unfortunately, we have been able to
find only scarce or no information about specific design of the robots online; some
of the many participating teams presented their work at the PAIR conference [1].

5

2. Localization
Localization provides an ability to discover robot’s position and orientation. In
our case, we call the robot’s position and orientation a robot’s state. The state
could be determined using sensors which measure distance from some artificial
beacons such as orbital satellites, some ground transceivers/transmitters, or just
some special marks on the walls. To reliably determine a state of our robot
with respect to these beacons we need to know their position. The more known
accurately positions of these beacons are, the more precisely we can determine
the robot’s position.
However, our robot is in an unknown environment and that means that our
system can’t rely on artificial beacons. Our job is to find natural beacons from
objects that are around the robot using sensors. In other words, we need to create
a map. To create a map we need to determine where those natural beacons are.
That means to create a map, we need to know the robot’s position. This problem
is often called the SLAM and what makes it hard is, as we can see, is that it has
circular dependency. Fortunately, it is possible to break this “vicious circle” and
in the following text, we will show how.
Let’s first assume that we have a map and we are trying to localize our robot
with respect to this map. First we introduce a Bayes filter applied to a localization with the known map. Bayes filter is one of the important concepts in the
Probabilistic Robotics. It is at the core of most localization techniques. Then
we show how to efficiently calculate Bayes filter using particle filters and then we
introduce several SLAM techniques.

2.1

Bayes filters

The Bayesian network is a probabilistic model which represents a set of random
variables and their dependencies. An extension of the Bayesian network is the
Dynamic Bayesian network (DBN), which connects variables to each other over
neighbouring time steps. An example of the DBN is in figure 2.1. Bayes filter is
a way of estimating probability density function of random variables in DBN. We
are going to show how to solve the localization problem using Bayes filter. The
solution relies on Bayes’ theorem, Markov chain and Total probability. Our goal
is to get a belief (posterior probability) of some (hidden) state x at time t based
on taken actions (u1 , ..., ut ) and given observations (z1 , ..., zt ). In other words, we
are estimating the current state given past and current observations and actions.
To be able to do it we need that any given Xt1 , Ut1 , Zt1 needs to be independent

6

Figure 2.1: DBN which represents SLAM. Each node represents random variable,
xt is a state, ut is an actuator input (action), zt is a sensor output (observation)
and m is a map. The arrows represent dependency. White filled circles represent
unknown variables and grey filled circles represent known evidence.
of Xt2 , Ut2 , Zt2 , where t1 ̸= t2.
Bel(Xt ) = P (Xt |u1:t , z1:t )
Bayes’ theorem
= ηP (zt |Xt , u1:t , z1:t−1 )P (Xt |u1:t , z1:t−1 )
Markov property
= ηP (zt |Xt )P (Xt |u1:t , z1:t−1 )
Total probability

= ηP (zt |Xt )

∫

P (Xt |u1:t , z1:t−1 , xt−1 )

p(xt−1 |u1:t , z1:t−1 ) dxt−1
Markov property
Markov property

= ηP (zt |Xt )

∫

P (Xt |ut , xt−1 )p(xt−1 |u1:t , z1:t−1 ) dxt−1

= ηP (zt |Xt )

∫

P (Xt |ut , xt−1 )

p(xt−1 |u1:t−1 , z1:t−1 ) dxt−1
Recursion

= ηP (zt |Xt )

∫

P (Xt |ut , xt−1 )Bel(xt−1 ) dxt−1

Where η is a normalization constant. In this case η = p(zt |u1 ,z1 1 ,...,ut ) .
If we wanted to model (online) SLAM we would use the following the equation
P (Xt , M |u1 , z1 , ..., ut ), but that will be discussed later. It is not possible to go
through all possible previous states to correctly estimate the current state, because in real environment there are infinitely many states. We need to use some
approximation of this Bayes filter.
One of often used estimations is called the Kalman filter. Kalman filter uses
mean and covariance matrix to estimate the current state. Kalman filter (and
its variants such as the Extended Kalman Filter) performs well as long as it
simulates model driven by Gaussian noises with unimodal distributions. This
problem is presented in figure 2.2. There are solutions to overcome this issue e.g.
Multi-hypothesis tracking.

7

Figure 2.2: Difference between Kalman filter and Particle filter.

2.1.1

Particle filters

Particle filters are successfully used as a solution for the DBN. A particle filter
is an approximation of the Bayes filter. The main idea behind a particle filter is
to represent belief as a set S of hypotheses (particles or samples) with a given
weight. Each particle represents one state (hypothesis). The more particles with
higher weight are closer together (distance could be for example represented by
the Euclidean metric), the more probable they are. The set
S = {⟨xi , wi ⟩|i = 1, ..., N },
where xi is the vector representing i-th particle (sample) and wi its weight. Samples are sampled from a distribution they should represent. Function
P (x) =

N
∑

wi δ (x − xi )

i=1

shows the distribution from which we drew samples, where δ is the Dirac function.
The problem is that we usually aren’t able to sample from a distribution we want.
Particle filters try to overcome this issue using method called the Importance
Sampling.

2.1.2

The Sequential Importance Sampling

The Sequential Importance Sampling (SIS) was introduced by Kong et al. [1994].
It presents a basic technique for particle filtering and that is sequential updating a
distribution using the importance sampling. This technique starts by drawing set
S = {x11 , x21 , x31 , ..., xN
1 } of samples from distribution P (X1 ) and set their weights
to 1/N . Then for each t = 1, 2, 3, ...
1. Dynamics update - Draw xit+1 for each particle (i = 1, 2, ..., N ) from the
conditional distribution called proposal distribution (in our case this could
be motion model).
π(xit+1 |Xt = xit , ut+1 , zt+1 )
8

i
2. Observation update - Compute weight wt+1
for each particle (i =
1, 2, ..., N ), which in our case could be done using sensor model.

(

i
= wti p zt+1 |Xt+1 = xit+1
wt+1

)

Distribution of our current random variable is represented by a set S.
Problem that a particle filter faces is that it is not trivial to draw samples
directly from the target distribution (that is distribution we want particles to
estimate). So a particle filter draws samples from the proposal distribution and
then weights them according to the target distribution. To present this issue
mathematically we will express it as an expectation of our target distribution
h(x), to do that we need to calculate the following integral, which represents
expectation, over entire state space.
Eh [f (X)] =

∫

h(x)f (x) dx,

where h(x) is a custom density function which cannot be calculated directly. In
our case
h̄(xit ) = p(zt |xit )p(xit |ut , xit−1 )Bel(xit−1 )
h(xit ) = η h̄(xit )
So we devise a new density q(x), that follows h(x) ̸= 0 ⇒ q(x) ̸= 0. Then we
may rewrite the integral as
h(x)f (x)
q(x) dx
q(x)
[
]
h(X)f (X)
= Eq
q(X)

Eh [f (X)] =

∫

Now we can see that we reformulated our equation in favor of q(x). So by drawing
samples from q(x) we get a
N
N
h(xit )f (xit )
1 ∑
1 ∑
f (xit )w(xit )
=
i
N i=1 q(xt )
N i=1

where w(xit ) = h(xit )/q(xit ). We know that h(x) also contains a constant η.
We haven’t taken this constant into account yet. Let’s show how to get this

9

constant’s value.
Eh [f (Xt )] =

∫

η h̄(xt )f (xt ) dxt

η h̄(xt )
q(xt )
q(xt )
η=
h(x)w⋆ (xt )

w̄(xt ) = ηw⋆ (xt ) =

η = Eh [η] =

∫

ηh(xt ) dxt

q(xt )
dxt
w⋆ (xt )
[
]
1
= Eq
w⋆ (Xt )
Eh [f (Xt )] = Eq [f (Xt )w̄(Xt )] = Eq [f (Xt )] Eq [w̄(Xt )]
=

∫

N
1 ∑
≈
f (xit )ηw⋆ (xit )
N i=1
N
1 ∑
f (xit )w⋆ (xit )
=
∑
⋆ j
N i=1 N1 N
j=1 w (xt )

=

N
∑
i=1

=

N
∑

f (xit )w⋆ (xit )
⋆ j
j=1 w (xt )

∑N

f (xit )w(xit )

i=1

That explains how a particle filter simulates the Bayes filter and how to effectively calculate the constant in the Bayes filter. To see this proof in more detail
see Pollock [2010] Discussions. Now we can summarize the importance sampling
into the following steps.
1. We have our samples xit−1 from previous generation Bel(xt−1 )
2. We use xit−1 to draw xit from π(xit |xi1:t−1 , z1:t , u1:t )
3. We defined weight as w(x)
w(xit ) = h(xit )/q(xit )
p(xi1:t |z1:t , u1:t )
=
π(xi1:t |z1:t , u1:t )
ηp(zt |xi1:t , z1:t−1 )p(xit |xit−1 , ut ) p(xi1:t−1 |z1:t−1 , u1:t−1 )
=
π(xit |xi1:t−1 , z1:t , u1:t )
π(xi1:t−1 |z1:t−1 , u1:t−1 )


ηp(zt |xi1:t , z1:t−1 )p(xit |xit−1 , ut )
w(xit−1 )
π(xit |xi1:t−1 , z1:t , u1:t )
p(zt |xi1:t , z1:t−1 )p(xit |xit−1 , ut )
w(xit−1 )
w⋆ (xit ) =
π(xit |xi1:t−1 , z1:t , u1:t )
w⋆ (xit )
w(xit ) = ∑N
⋆ j
j=1 w (xt )
=

10



w(xit−1 )



Let’s consider that proposal π(xit |xi1:t−1 , z1:t , u1:t ) = p(xit |xit−1 , ut ) then
w⋆ (xit ) = p(zt |xi1:t , z1:t−1 )w⋆ (xit−1 )
= p(zt |xit )w⋆ (xit−1 )
We demonstrated then when using the importance sampling we are able to
approximate target distribution even though we cannot directly sample from it.
In our case when we use a motion model as the proposal distribution and probability of the observation as a weight then we might be able to approximate our
distribution of our robot’s state using particle filter.
Main issue with SIS particle filter is that samples themselves are never affected by the observation update. That means that particles won’t probably be
concentrated in areas with high probability of P (xt |z1 , ..., zt ) and our weights will
degenerate. So even if the SIS work when number of our particles are going
to approach infinity, it won’t work with manageable number of particles. This
problem is known as degeneracy.

2.1.3

The Sequential Importance Resampling

The Sequential Importance Resampling (SIR) alias Sequantial Monte Carlo particle filter has the same two steps as SIS and adds one extra step which is called
resampling.
Resampling generates a new set of samples. Each one of the new samples is
selected from the current set. The probability of selecting sample from current set
is proportional to its weight, that means we can select the same particle several
times, because it is more probable. All new particles have their weights reset.
In the basic version of the SIR the resampling happens in every step of the
particle filter. But too often resampling could pose a problem and it should
happen only when particles degenerate sufficiently (that could usually mean, large
difference between particles weights). When we are resampling too often it can
make our state estimation worse, because of a low variety of samples. There needs
to be a balance in how often we resample, this usually depends on an application.
There is one often used metric that deals with this issue, it is called Effective
Sample Size (ESS) and can tell us in each step of the particle filter whether to
resample or not.
The Effective Sample Size
Let’s have the proposal distribution q, the target distribution h and 1000 samples
sampled from q (because h is difficult to sample from). The ESS returns 200.
That means that our estimate is about as effective as if we drew 200 samples
directly from the target distribution h.
We show the definition mentioned in Liu [1996]. This definition assumes that
weights wi are normalized.
ESS =
Varq (W ) =

N
1 + Varq (W )
N
1 ∑
1
wi −
N − 1 i=1
N

(
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)2

Alternative of this equation is
1
ESS = ∑N

i=1

wi2

Resampling
As we have shown above, we know that resampling is an important part of a
particle filter. There are several resampling techniques.
First one is called the Multinomial resampling (used in Gordon et al. [1993]).
This method is a trivial one. It draws samples xi from set S = {⟨xi , wi ⟩|i =
1, ..., N } with probability wi . One of the possible implementations is shown in this
algorithm 1. This implementation has the complexity of O(N log(N )), although
it is possible to achieve O(N ), because it is possible to generate an ordered
random set in O(N ), that means without sorting. The Multinomial resampling
main disadvantage is that it might not preserve structure of particles. Other
techniques, which we will describe, are trying to deal with this problem.
Algorithm 1 Multinomial Resampling
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:

procedure MultinomialResampling(samples,weights)
for i = 1...N do
u[i] ← random()
end for
u ← sort(u)
sumW eights ← 0
j←0
i←0
while j < N do
i←i+1
sumW eights ← sumW eights + weights[i]
while (j <= N ) && (sumW eights > u[j]) do
newSamples[j] ← samples[i]
j ←j+1
end while
end while
return newSamples
end procedure

◃ uniform

Next method is called the Systematic Resampling (SR). This method was first
mentioned in Carpenter et al. [1999] where it was called stratified (another alias is
universal). First we generate a random number (offset) and then perform division
into N strata (layers). Then we choose a sample from each stratum according to
the generated offset. A possible implementation is presented in the algorithm 2.
This algorithm is relatively simple to implement and has a linear complexity.
Similar method (as the one above) is called the Stratified Resampling (StR).
The difference between SR and StR is that StR in each strata generates new
random offset.
Another method is called the Residual Resampling (RR) or the Remainder
Resampling. This algorithm has two parts. The first part is to select all the
12

Algorithm 2 Systematic Resampling
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

procedure SystematicResampling(samples,weights)
of f set ← random()/N
j←1
sumW eights ← weights(j)
for i = 1..N do
while sumW eights < of f set do
j ←j+1
sumW eights ← sumW eights + weights[j]
end while
newSamples[i] ← samples[j]
u ← u + 1/N
end for
return newSamples
end procedure

Algorithm 3 Stratified Resampling
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

procedure StratifiedResampling(samples,weights)
j←1
sumW eights ← weights(j)
for i = 1..N do
of f set ← (random() + i − 1)/N
while sumW eights < of f set do
j ←j+1
sumW eights ← sumW eights + weights[j]
end while
newSamples[i] ← samples[j]
end for
return newSamples
end procedure

particles with weights greater then N1 and then for each of these particles select
c = ⌊N ∗wi ⌋, then update their weights wi = Nc and renormalize them. The second
part is to use any other resampling method (SR, StR,...) for the remainder of
particles.
We demonstrated the differences between the first three methods in figure 2.3.
There are also other resampling methods such as Rejection Resampling, Partial
Resampling, Metropolis Resampling, Gibs Resampling, ...

2.1.4

Particle Deprivation

A lot of particle filter based methods need to deal with the issue known as particle
deprivation or also sometimes called particle depletion problem. This problem
arises when there are no particles near the vicinity of the correct state. This
problem has several solutions. The most used solutions are the following:
• Add a small number of random particles when resampling (typically around
best believed state)
13

(a) Multinomial

(b) Systematic

(c) Stratified

Figure 2.3: Visualization of several resampling techniques. Each rectangle is one
particle and its weight is represented by the width of the rectangle. The arrows
indicate newly selected particles.
• Improve proposal distribution
• Add more particles. That could be either fix number or dynamic (e.g.
KLD-sampling).
• Do not resample at each step (e.g. ESS).

2.1.5

The Kidnap Problem

The kidnap problem happens when our robot suddenly changes location that
doesn’t depend on its own actuation. We can’t measure it using any kind of
odometry. In a particle filter, this issue is usually solved by randomly creating
particles over our entire map, then using scan-matching or a global position system we might be able to determine that some of these random particles might be
better than those generated by odometry. Unfortunately, when using RBPF it is
very expensive to have a lot of particles. So in our work we won’t be considering
this problem.

2.1.6

Rao-Blackwell Particle Filtering

Particle filtering is very inefficient in high-dimensional space. That would mean
it is not exactly suitable for solving SLAM, because SLAM problem has high
dimensionality (typically it gets bigger with every landmark). That would mean
that we would have to sample not only robot’s position (x, y) and its orientation
(α), but also the map and that could mean position and information about every
landmark or about every node in the gridmap.
The reason why particle filters are not efficient in high-dimensional space is
because of problem called The Curse of Dimensionality. Each extra dimension
keeps increasing state-space exponentially. Demonstration of this problem can
be seen in figure 2.4.
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(a) Z1 (N = 2)
(b) Z2 (N = 4)

Figure 2.4: Example that demonstrates the Curse of Dimensionality. The first
step is a random walk from the centre of a coordinate system, that is a dynamics update. The second step is an observation update, where a yellow ellipse
represents the target distribution.
One of the possible solutions is to use the RBPF (alias Marginalization Filter).
We go back to the DBN. Let’s assume that we have some high-dimensional space.
Part of this space cannot be modelled linearly and the rest can be modelled using
Gaussian distribution and we are interested in two hidden independent random
variables xt (linear) and lt (non-linear) and we have set of observations yi where
i = 0, .., t
p(xt , lt |y0:t ) = p(xt |lt , y0:t )p(lt |y0:t )
Now let’s approximate non-linear part by a particle filter
p(xt , lt |y0:t ) = p(lt |xt , y0:t )p(xt |y0:t )
≈ p(lt |xt , y0:t )

N
∑

wti δ(xit − xt )

i=1

=

N
∑

p(lt |xit , y0:t )wti δ(xit − xt )

i=1

Gaussian distribution (P (Lt |xit , y0:t )) in the RBPF is usually approximated by
the Kalman filter . We might see that each particle xit has its own update and
correction step (parts of the Kalman filter). So if there is one linear random
variable we have N Kalman filters and if there are M linear random variables we
have N M Kalman filters.
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2.2

SLAM

Until now we have assumed that we have a map or we just simply have ignored
it. From now we assume that we want a map and we don’t have it. Even though
we will consider when we should take information for map building our focus is
still on a localization. That means in this section we are not dealing with any
kind of specific map. Types of maps and map building are discussed in chapter 4.
SLAM (Simultaneous Localization And Mapping) was first developed in Smith
et al. [1990]. Even though it wasn’t called SLAM yet. The proposed method uses
extended Kalman filter for incrementally estimating the robot’s state together
with positions of landmarks. This method could be summarized in the following
steps:
• State estimation
• State update
• Landmark extraction
• Landmark update
We could define SLAM problem as trying to estimate the posterior probability
p(x1:t , m|z1:t , u1:t ),
where m is the map, x1 , .., xt is the trajectory, z1 , ..., zt are the observations and
u1 , ..., ut are odometry measurements. Our goal is to be able to navigate the
robot, while driving it, that means that only online SLAM is of any interest for
us. Which is defined by the following posterior probability.
p(xt , m|x1:t−1 , z1:t , u1:t )
There are three main approaches to the SLAM. Those are EKF SLAM, Graph
SLAM and RBPF SLAM (using particle filter). First we will describe some main
SLAM problems. Then we will briefly summarize EKF SLAM and GraphSLAM
and then we are going to describe RBPF SLAM, which uses particle filter, in
detail.
Loop closure
A loop closure is a problem of recognizing previously visited location and updating
our belief accordingly. That means when we recognize a place and we see that
our current belief about our position is wrong, then we need to update our path
to make it correspond with our new observations. When we update our path, we
also need to update the map that was created along the path. A correct loop
closure has a great positive effect on the localization and the mapping. A failed
loop closure can create broken maps in which it might be a problem to navigate.
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Landmark extraction
There are a lot of methods (RANSAC, SURf, SIFT, ORB,... ) to extract and
recognize landmarks (or features), these methods depend on a sensor type (image,
range finder). Our work tries to make no assumptions about landmarks, which
might be located in the terrain, because we would like our robot to be able to
navigate in the indoor environment as well as in the outdoor terrain. Indoor environment has quite often different kind of landmarks than outdoor environment.

2.2.1

EKF SLAM

EKF SLAM is the oldest (working) approach. More detailed description is in
the book Thrun et al. [2005]. Its main disadvantage is that it has large time
complexity for large maps (O(n2 ) where n is number of landmarks). Its workflow
is to first predict robot’s state using odometry based on the previous state and
then it updates robot’s covariance. Then it uses measurements and known data
associations to extract landmarks from sensor reading (usually laser scanner, ultrasonic sensor or some visual sensor) based on robot’s state. Then it attempts to
match landmarks with previously observed landmarks and correct their position
based on the latest measurements. Unmatched landmarks are just added to a
map. Then the covariance is updated. Observing landmark improves the robot’s
state and it also lowers some of the uncertainty of landmarks previously seen by
the robot. To better approximate non-linear models, UKF might be used (but it
is slower).
As we mentioned, EKF SLAM suffers considerable slowdown when using a
larger map, so it is not used much anymore.

2.2.2

GraphSLAM

GraphSLAM is one of the most researched SLAM algorithms at this time. We
will only provide a brief introduction, but to discover more about this algorithm
see Grisetti et al. [2010]. GraphSLAM creates nodes, which correspond with
robot’s poses or landmarks poses. Subsequent or reobserved nodes are connected
by the constraints (edges). Subsequent nodes are connected using odometry or
measurements constraints and reobserved nodes are only connected using measurements constraints. Odometry contraint is created by the movement of the
robot. Measurement constraint (alias virtual measurement) is created from the
node, where our robot is currently located, to the node we are observing. Constraints typically contain movement (transformation between two nodes), information matrix to represent uncertainty and in case of reobservation, constraints
also contain an error (defined by scan matching). An error is the distance between where one node sees the other (based on the scan matching) and where
the node thinks it is (from graph). The goal is to rearrange all the nodes so that
errors in constraints are minimized.
To always optimize all the nodes would make this SLAM greatly dependent on
its size. To make GraphSLAM more online it is possible to create a hierarchical
structure, where we group nodes together and then we are representing this group
by one of the nodes from this group. There can be an arbitrary number of levels of
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this hierarchy. This technique creates a suboptimal solution in comparison with
the full graph SLAM, but it gives good enough results, when properly balanced.
GraphSLAM is usually divided into two main units. First is called Frontend, which constructs the graph (nodes and their constraints) and Back-end,
which optimizes graph (minimizes errors in constraints) and then updates nodes
positions in the Front-end. The implementation of the Front-end heavily depends
on the kind of measurement devices (range finders, cameras, sonars,...) we are
using, the Back-end should be as much independent on the Front-end as possible.

2.2.3

Rao-Blackwell Particle Filter (RBPF) SLAM

The RBPF was first introduced as a solution for SLAM in Murphy and Russell [2001]. As the name suggests, it depends on the RBPF, because to use a
common particle filter to solve SLAM would be very inefficient (the reason why
it was mentioned in section 2.1.6). The following factorization is the core of the
RBPF SLAM.
p(x1:t , m|z1:t , u1:t ) = p(m|x1:t , z1:t )p(x1:t |z1:t , u1:t )
We may see that it is possible to first estimate only the robot state using the
particle filter and then to compute the map given the robot state. Which implies
that to use the RBPF SLAM means that every particle needs to contain its own
map. So there is nothing that stops us from using any map building technique
with known robot states given the environment observation.
In section 2.1.2 it was presented, given the proposal distribution, how to
compute weight in the particle filter. Now we show how to calculate observation
update given the map.
w⋆ (xit ) = p(zt |xi1:t , z1:t−1 )
=

∫

p(zt |xi1:t , mt , z1:t )p(mt |z1:t−1 , xi1:t−1 ) dmt

=

∫

p(zt |xit , mt ) p(mt |z1:t−1 , xi1:t−1 ) dmt




 





sensor model mapping with known states

FastSLAM
One of the instances of RBPF SLAM is the FastSLAM. FastSLAM was introduced
in paper Montemerlo et al. [2002]. FastSLAM’s improvement upon RBPF SLAM,
described in this paper, is the use of a balanced interval tree structure for storing
landmarks. Every particle needs to have its own set of landmarks (as it was
stated in section 2.2.3). To optimize copying between particles they also proposed
partial tree structure. When generating a new particle only modified landmarks
are created and the rest is only linked. This tree structure improved complexity
to O(N log(M )) from O(N M ), where N is number of particles and M is number
of landmarks.
FastSLAM 2.0
Regular FastSLAM is using as the proposal distribution the motion model that
is p(xit |xit−1 , ut ). That means it takes previous samples and moves them using
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the given motion command (or measured odometry) with a random error given
by the motion model. The problem is that usually there is relatively large noise
in the robot motion and to correctly model it we would need a lot of particles,
but when each particle contains a map, it is expensive to have a lot of particles.
A possible solution was presented in paper Montemerlo et al. [2003] and that is
to sample from p(xit |xit−1 , u1:t , z1:t ). It is exploiting scan matching for minimizing
odometric errors during mapping, which minimizes the variance of the posterior.
This new proposal resulted in more peaked distribution and made it possible to
use fewer particles and it also might help with a particle deprivation problem
mentioned in section 2.1.4. In paper Hahnel et al. [2003] a method to ensure
that no measurement would be used in both computing weights and improved
odometry was used, they proposed a method that k − 1 measurements are used
for odometry and the k-th measurement is used for computing weight.
Using a grid map with RBPF
Until now we have always considered a map as a collection of landmarks. Grid
mapping uses cells as landmarks. We will no longer need a Kalman Filter for each
landmark. We will have stored probability instead that a cell is occupied by an
obstacle, in each cell. Each scan that goes through or stops at a cell updates its
base on scanner inverse model. This technique is called occupancy grid mapping
and was introduced by Moravec and Elfes [1985]. A similar technique is called
reflection mapping (alias simple counting) where the probability for a cell at
position (x, y) is counted as
hits(x, y)
.
hits(x, y) + misses(x, y)
There are of course other methods. Now that we know the probability of each
landmark we can use the same algorithm as with FastSLAM and choose some
techniques to minimize particle deprivation as it was described in section 2.1.4.
In paper Grisetti et al. [2007] two techniques were recommended. The first was
an improved proposal, which means to use measurements to improve odometry
as it was described in FastSLAM 2.0 and the other is adaptive resampling which
uses ESS to delay resampling as mentioned in section 2.1.3.
The improved proposal
Most recent works favour the improved proposal, used in FastSLAM 2.0, as the
technique which prevents particle deprivation and helps to limit number of particles, which is important because of the speed and memory requirements.
The improved proposal exploits, unlike our original proposal distribution mentioned in 2.1.2, not only motion ut , but also the measurement zt and the map
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m.
p(zt |xit , mi )p(xit |xit−1 , ut )
p(zt |xit−1 , mi , ut )
p(zt |xit , mi )p(xit |xit−1 , ut )
=∫
p(zt |xt , mi )p(xt |xit−1 , ut ) dxt
π ⋆ (xi )
=∫ ⋆ t
π (xt ) dxt
= π(xit |xit−1 , ut , zt , mi )

p(xit |xit−1 , ut , zt , mi ) =

Now we need to figure it out how to sample from distribution π. We will try to
use Gaussian to approximate distribution π. First we find a state using odometry
and from this state we try to converge (using scan matching) on the best state
possible measured by p(zt |xit , mi ). Then we sample around this state (as shown in
figure 2.5b) to estimate Gaussian distribution from which we will draw the next
generation sample.
p(xit |xit−1 , ut , zt , mi ) ≈ N (µi , Σi )
µi =

K
1 ∑
xj p(zt |xj , mi )p(xj |xi , ut )
η i j=1

K
1 ∑
Σ = i
(xj − µi )(xj − µi )T p(zt |xj , mi )p(xj |xi , ut )
η j=1
i

where xj are K sampled points and η i is normalization factor
ηi =

K
∑

p(zt |xj , mi )p(xj |xi , ut )

j=1

The difference between the motion model and the measurement model is displayed figure 2.5a. The measurement model is much more peaked than the motion
model. That could mean that our resulting distribution π would also be much
more peaked, especially in the varied environment.
Now we show how to compute importance weight with the new proposal distribution. With a few adjustments (to incorporate map m) from equations in
section 2.1.2 we get
p(zt |xit , mt )p(xit |xit−1 , ut )
w(xit−1 )
π(xit |xi1:t−1 , z1:t , mi , u1:t )
p(zt |xit , mt )p(xit |xit−1 , ut )
=
w(xit−1 )
p(z |xi ,mi )p(xi |xi ,u )

w⋆ (xit ) =

t

t

t

t−1

t

p(zt |xit−1 ,mi ,ut )

= p(zt |xit−1 , ut , mi )w(xit−1 )
=
≈

∫

p(zt |xt , mi )p(xt |xit−1 , ut ) dxt w(xit−1 )

K
∑

p(zt |xj , mi )p(xj |xit−1 , ut )w(xit−1 )

j=1
i

= η w(xit−1 )
where η i is the same normalization factor as when we computed Gaussian approximation.
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(a) Green curve represents p(xit |xit−1 , ut )
(b) Sampled points around the maximum
and blue curve p(zt |xit , mi )

Figure 2.5: Figure 2.5a demonstrates the difference between two approximations
of distributions and figure 2.5b shows an example of sampling from distribution.
The dashed line symbolizes maximum (found by a scan matcher).
Multi-modal proposal distributions
RBPF SLAM with the improved proposal works more precisely with fewer particles, but only with uni-modal distribution, because it will always converge to the
same maximum. To remedy that we can use two-step sampling as proposed and
verified in this paper Stachniss et al. [2007]. First we sample from the motion
model and then we use the given sample as a starting point for the gradient descent scan matcher to find the maximum for the improved proposal. Then each
particle might start in different location, so it is possible that we will get to the
different mode. See figure 2.6, which tries to illustrate this problem.

2.2.4

Scan matching

Scan matching is an important part of SLAM algorithms. Our main use of scan
matching is in the improved proposal, which was described in section 2.2.3. There
are many different ways to solve this problem, but they largely depend on the type
of map and measurement device we are using, so we won’t be describing some
general algorithms only the approach we used (which is described in section 5.1.2).
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Figure 2.6: This image shows distribution (blue graph) with two modes. If
we used only odometry (green graph), we would always get to the same mode
(mode 1), but if we use sampling from motion model (green graph), we might
get to mode 1 or mode 2. If the sample drawn from motion model falls into the
area marked by red line, the gradient descent will make sure that we end up in
mode 1, but if the sample falls into the area marked by yellow line we will end
up in mode 2.
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3. Motion Planning
Motion Planning is a very broad topic and we will only discuss a small portion of
it. The small portion that we will describe was used in our system or at least we
were considering to use it. We will assume that we know our position and a map
and we are going to try to find a way in the map, avoid unmapped obstacles and
reach the goal as soon as possible. A trivial definition of planning would be “it
is a process that decides which actions are the best to take to achieve our goals”.
The goal might be a state or a set of states. The set of states might be defined
by some constraints. In our work the goal is usually a position. To create a plan
we need to find a path in a map.
The first section of this chapter will describe several path planning algorithms.
In the next section we will show the Two-layered architecture and more reflexive
techniques of motion planning.

3.1

Path planning

One way of determining action is to use a path planning algorithm. By path
planning algorithm it is usually meant an algorithm, which can find a path in a
graph from the current node toward one of the goal states. There are a lot of
path planning algorithms. We will consider only the ones that solve finding path
in a grid map. We will sort them into groups, briefly describe them and discuss
their pros and cons. There are four basic criteria which we try to use to describe
most of algorithms in this section.
• Completeness is a capability to find a solution.
• Optimality is a capability to find the best solution (path with the lowest
cost).
• Time complexity
• Space complexity
We sorted several important and well-known path planning algorithms in to
several groups. We start the description with the most basic group of algorithms
and then we will continue to the more advanced ones. We describe basic algorithms, because we will be referencing those basic algorithms in the description
of the more advanced ones.

3.1.1

Uninformed search

Uninformed search (blind or brute-force search) assumes that we have no further
information about environment other than that there is a goal state. The following algorithms differ mainly in the order of the node exploration (expansion).
• Breadth-first Search (BFS) expands nodes which were visited last. It
is a complete and optimal search with time complexity O(bd ) (where b is a
branching factor and d is the distance from the start node) and same space
complexity.
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• Depth-first Search (DFS) expands nodes which were visited first. It is
not an optimal search. It has a time complexity O(N + M ) (where N is
number of nodes and M is number of edges) and space complexity O(N ).
It doesn’t need to be complete.
• Iterative deepening depth-first search (IDDFS) combines BFS and
DFS. It keeps running DFS, but with limited depth and depth keeps getting
deeper (0, .., ∞) as the algorithm progresses. Unlike DFS it is a complete
search and has time complexity O(bd ) and space complexity O(d) (unlike
BFS).
• Uniform Cost Search expands nodes with the least cost. It is basically
same as BFS, but for a weighted graph.
• Dijkstra is almost the same algorithm as the uniform cost search, the only
difference is that it finds the shortest path to every node (it doesn’t end
after finding a goal).
• DynamicSWSF-FP is described in paper Ramalingam and Reps [1996].
This is an incremental algorithm. That means that it is able to update itself
after a change inside the graph relatively fast. It stores the information from
the previous calculations. The first initialization takes a bit longer, because
it calculates the distance from every node to the finished node. We could
say that it is a modified Dijkstra.

3.1.2

Informed search

Informed search has one extra information about the environment that is heuristic. We could describe it as a capability to find out which node is better to
explore. We won’t be covering one of the categories, because it is not of interest
for us and that category include algorithms that deals with a moving target. Let’s
at least name one of the representative of this category and that is MTD⋆ -Lite.
Heuristic function
Heuristic is usually used as heuristic function h(n), which estimates the cheapest
possible path to the closest goal node from a given node n. Let’s assume that
h⋆ (n) is a true cost of the optimal path form n to the goal. Then h which holds
for
h(n) < h⋆ (n)
is called admissible heuristic. Most path finding algorithms which will be mentioned later require admissible heuristic otherwise they won’t be complete or optimal. For different kind of maps and robot movement different heuristic might
be suitable. Let’s name a few.
• Euclidean distance is one of the most universal heuristic. It represents
real word distance between two points, but it can be slow to calculate,
because of square root.
h(x) =

√

(x1 − x2 )2 + (y1 − y2 )2
24

• Manhattan distance (alias Chebyshev distance or maximum metric) is
fast to calculate, but is usually useful only on four-way limited movement
(up, down, left, right) in the grid map. Very fast, but not very realistic in
most of real environments.
h(x) = |x1 − x2 | + |y1 − y2 |
• Octile distance is extended Manhattan distance by a diagonal moves (upleft, up-right, down-left, down-right). It is still fast to compute and it counts
on moving in eight different directions, which is much more realistic then
Manhattan distance.
D1 = 1
√
D2 = 2
dx = |x1 − x2 |
dy = |y1 − y2 |
h(x) = D1 ∗ max (dx, dy) + (D2 − D1) ∗ min (dx, dy)
If D2 = 1 then it would be the same as Manhattan distance.
• Precomputed heuristic means that we precompute the distance between
every pair of nodes. Then we have the exact and fast heuristic, unfortunately it is not usually feasible.
Simple Best-First-Search
These algorithms find a way in graphs with the use of heuristic function.
• Greedy Best-First-Search expands node with the lowest value of heuristic function. It is complete only in a finite space and it is not optimal. Has
time and space complexity O(bd ).
f (n) = h(n)
• A⋆ Search expands node with the lowest sum of heuristic function and
distance to the origin (g(n)). If h(n) is admissible then it is complete and
optimal. Has time and space complexity O(bd ).
f (n) = h(n) + g(n)
Replanning (or Dynamic)
If our robot moves outside our planned path, new obstacle appears or old obstacle
disappears, we have to get a new path. This behaviour is typical for unknown
or dynamic environment. We could of course use again some planning algorithm
we have already introduced (e.g. A⋆ ) to plan a new path, but that would mean
to lose all the information we gathered in the first run. That would be a shame,
especially when the path is long and changes are small and we do replanning
often. One solution might be just to try to go around the obstacle, but that often
won’t be the optimal solution. To do it more generally and faster we need to use
information we gathered in previous calculations and that is something that the
following algorithms try to do.
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• D⋆ Search (alias Dynamic A⋆ ) was the first dynamic path planning algorithm and is described in paper Stentz [1994]. This algorithm is complete
and optimal as well as A⋆ .
• Focussed D⋆ Search is improved D⋆ Search and is described in paper Stentz [1995]. It minimizes state updates and further reduces computational costs. This algorithm is complete and optimal as well as D⋆ .
• Lifelong Planning A⋆ (LPA⋆ ) (alias Incremental A⋆ ) is a combination
of DynamicSWSF-FP and A⋆ and described in paper Koenig et al. [2004].
It takes using heuristic and fast first initialization from A⋆ and incremental
behaviour from DynamicSWSF-FP.
• D⋆ -Lite is next evolution of LPA⋆ and is described in paper Koenig and
Likhachev [2002]. Unlike LPA⋆ and A⋆ it doesn’t start computation from
the origin node but from the goal node. That leads to the new feature
and that is a capability to change the origin node without recomputing the
whole graph. This algorithm mimics behaviour of Focussed D⋆ and is at
least as fast as it, but much easier to understand and extend, which renders
Focussed D⋆ and D⋆ obsolete.
As mentioned in the description of D⋆ -Lite whole D-family (D⋆ , Focussed D⋆ and
D⋆ -Lite) is searching from the goal node to the origin node.
Another important detail about replanning algorithms is that sometimes when
obstacle appears in right place, for D-family it means near the goal, it could lead
to the same or worse case then to lose all the gathered information and replan it
from scratch. It is actually one of the solutions, to detect this problem and then
to recalculate all the information.
Any-angle
All the path planning algorithms we have mentioned so far can only find a path
along the edges of the given graph. In the grid map that could mean moving only
using 90° or 45° turns. That is fine behaviour for a lot of cases, but when we
want to find a path inside a grid map and we get this limited path that is aligned
to the grid and we try to navigate our robot along it, it might result in a lot of
unwanted turns. What we would like to have is a path that is optimal in real
environment and has any angle turns, this real path is called the true optimal
solution. The true optimal solution is the shortest possible path with any angle
turns and is always shorter or equal than the solution aligned to the grid. The
difference between these two solutions is partly demonstrated in figure 5.4. Anyangle path finding algorithms try to find the true optimal solution or at least
estimate it.
• Field D⋆ is described in paper Ferguson and Stentz [2007]. It builds upon
D⋆ -Lite, but it doesn’t always find the true optimal solution, but it can do
fast replanning. Incomplete version was used in Mars Exploration Rover.
This algorithm also has a 3D version.
• Basic Theta⋆ is described in paper Nash et al. [2007]. This algorithm
extends A⋆ . Basically it just checks whether the parent shouldn’t be previous node’s parent, it is checked by iterating through nodes that are in a
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direct line of sight between these two nodes and if there are no obstacles
on these nodes, then the parent’s node can be previous node’s parent. This
algorithm is complete, but it won’t find the true optimal solution, but according to the tests in the mentioned paper, it finds shorter paths than Field
D⋆ . This algorithm is not dynamic. There also exists optimized version of
this algorithm called Lazy Theta⋆ , which also has a 3D version.
• Incremental Phi⋆ is described in paper Nash et al. [2009]. This is an
incremental version of Basic Theta⋆ .
Anytime sub-optimal
Another group of path-finding algorithms are anytime planners with a suboptimal
result. That means they won’t always find the best path (optimal solution), but
they are usually able to find it fast, but the more time we give it the better (closer
to the optimal) result we get. This is very useful behaviour because sometimes
we need at least any result fast.
• Anytime Repairing A⋆ (ARA⋆ ) is described in paper Likhachev
et al. [2003]. Uses A⋆ with an inflated heuristic (by a constant ϵ) as the
heuristic decreases it is converging on the optimal solution, but unlike simple A⋆ it is capable of reusing information from previous runs. In the end
it is capable to converge on the optimal solution. This algorithm is not
incremental.
• Anytime Dynamic A⋆ (AD⋆ ) is described in paper Likhachev
et al. [2005]. This algorithm combines D⋆ and ARA⋆ , which create incremental anytime sub-optimal algorithm.
• Truncated D⋆ Lite (TD⋆ Lite) is described in paper Aine and
Likhachev [2013]. It truncates expansion of some of the nodes based on
the given constant ϵ. There also exists, in the same paper, truncated version of LPA⋆ called TLPA⋆ .
• Anytime Truncated D⋆ (ATD⋆ ) is described in paper Aine and
Likhachev [2013]. Combination of truncation and inflated heuristic.

3.1.3

Problems in grid maps

There are some issues if we are using grid map as approximation of the real
world. There is an obvious problem as we can not make geometry of the map any
more precise than the density of the grid. This problem is possible to overcome
by creating a structure inside each cell. For example, we could have defined a
surface plane with a special position, rotation and scale in every cell.
Cutting corners
Another issue is that the shortest path is usually cutting corners, that means
that is very close to the obstacle. One possible way to overcome this issue is to
make obstacles bigger than they really are. Typically we would like to make this
border at least as big as our robot so it could fit there.
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There is also a problem with uncertain path execution so it is better to make
sure that our robot doesn’t go even close to the obstacle. That could be done
using map smoothing. This is a technique from computer graphics. We assume
that we have an occupancy map M . We then use convolution to blur the map,
with the given kernel k. Kernel k is a matrix with e.g. 3x3 Gaussian kernel
1 2 1
1 ⎢
⎥
⎣2 4 2⎦
16
1 2 1
⎡

⎤

Convolution with matrix size S is then defined as
(M ∗ k)[x, y] =

⌊S/2⌋

⌊S/2⌋

∑

∑

M [x − i][y − j]k[i][j]

i=−⌊S/2⌋ j=−⌊S/2⌋

We might then use value in map as cell traversal cost.
Unnatural paths
Paths found in the grid are aligned to the grid cells, that creates unnatural
path. This problem is partly solved by any-angle algorithms, which we have
already described. Another solution is to use a normal path finding algorithm
and then use post-processing to smooth the path, that won’t usually give us the
true shortest path, but it is usable.
One approach would be to go through the path and on each node check
whether the previous node’s parent is in sight (no obstacle is blocking), if it
is in sight then we could set it as the parent node.

3.2

Collision avoidance

Collision avoidance should be assured by finding a correct path. That is true,
but there two reasons why that doesn’t always work. The first one is that finding the correct path might take a long time and some dynamic obstacles might
appear quickly. The other reason is that our robot is typically moving with some
uncertainty so we can’t be sure that it hasn’t trailed of the way to collide with
something.
This is why the Two-layered architecture is being used. One layer is slow and
deliberate and second is fast and reflexive. We have already shown path finding
algorithms, which will be taking care of the slow and deliberate layer. Now we
show some reflexive approaches.

3.2.1

Dynamic Window Approach (DWA)

The DWA is a velocity-based local planner that calculates collision free velocity
with respect to the goal and was presented in Fox et al. [1997]. It assumes motion
command (v, ω), where v is a linear velocity and ω is an angular velocity. It first
gets all admissible and reachable velocities. Set of reachable velocities Vd (in
dynamic window) are those which are possible to reach within given time t
Vd = {(v, ω)|v ∈ [va − v̇t, va + v̇t] ∧ ω ∈ [ωa − ω̇t, ωa + ω̇t]},
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where t is the interval during which accelerations v̇ and ω̇ will be applied and
(va , ωa ) is actual velocity. Set of admissible velocities Va , where velocity is considered admissible , if the robot is able to stop before it reaches a obstacle.
Va = {(v, ω)|v ≤

√

2dist(v, ω)v̇b ∧ ω ≤

√

2dist(v, ω)ω̇b },

where v̇b and ω̇b are accelerations for breakage and term dist(v, ω) represents
distance to the closest obstacle on the give curvature.
Of course these velocities will also be limited by the capabilities of vehicle.
After we get all the possible velocities we will maximize the following function,
which will lead us to the optimal velocity.
α ∗ heading(v, ω) + β ∗ dist(v, ω) + γ ∗ vel(v, ω),
where heading is the distance toward the goal location, dist is the distance toward
the closest obstacle (further is better), vel is the forward velocity of the robot and
α, β, γ are constants which we need to set according to our preferences. Basically
the algorithm could be summarized as that it tries to go as fast as possible in the
right direction without obstacles.
This algorithm sometimes has trouble with overshooting the turn, because it
makes robot go too fast and it won’t slow down fast enough.

3.2.2

Subgoal planning

This is not so much a reflexive approach, but it should be than faster then searching through a whole map. It chooses a subgoal, close to the robot’s current location, on the found path and then using a path planner it finds path toward that
point. It is important that we also need to limit search place to the area around
the original path so our path searching is limited by space, otherwise we would
have no guarantee about the speed of this approach.
There is also a possibility to use 5D-planning when looking for path to the
subgoal. 5D-planning means to look for path in the (x, y, θ, v, ω)-space. This
space is usually too large to look for whole path in it, but with a close enough
subgoal it is feasible. The advantage is that it can find a path that is limited by
our robot’s movement capabilities and also can give us directly commands (v, ω)
for our actuators.

3.2.3

Combination

The most robust system usually combines different strategies. They try to do as
good navigation as possible using subgoal planning, but if it takes too long they
switch into DWA. There should also be an even faster and more trivial approach,
which would stop the robot in case none of the higher layer algorithms doesn’t
responds and we are dangerously close to the obstacle.
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4. Mapping
Mapping is a process of building a map. There are a lot of different map types
and it is important to decide which is the best to fit our needs, because a map
type can be a decisive factor on which kind of localization or path planning we
are going to use. To be able to build a map we need to know the location from
which we observe the map. How to obtain a location without a pre-existed map
and when to integrate measurements into the map is discussed in chapter 2. This
chapter focuses on how to build a map with known poses that means that we try
to explain how to integrate measurements into the map. The DBN that illustrates
mapping with known poses is in figure 4.1. Unlike DBN which represents SLAM
(figure 2.1), there is no need to add actuator input ut , because path xt is already
known.

xt-1

xt

zt-1

zt

m

Figure 4.1: DBN which represents mapping with known poses. Each node represents a random variable, xt is a state, zt is a sensor output (observation) and
m is a map.The arrows represent the dependency. White filled circles represent
unknown variables and grey filled circles represent known evidence.
Two main map categories used in robotic are feature-based (landmark-based)
maps and volumetric maps, both will be briefly introduced in the following paragraphs. Landmarks are great for SLAM (they are used in EKF SLAM, FastSLAM, etc...), but they are not so great for path planning. That is because in
their raw form they do not create any kind of graph and if we don’t have a graph
we can’t find a path. That’s the reason why the main focus of this chapter will
be on volumetric maps. We are considering only map types that are trying to
represent real environment. There are other types of more abstract maps e.g.
topological, which are not of interest for us in this work.

4.1

Feature-based maps

Feature-based maps represents a kind of structure (e.g. list, some tree structure)
of features (landmarks). Those features are usually represented as points (each
landmark can be a two-dimensional vector). Representation of landmark could
30

also be more complex objects (lines, planes,...). When we want to use featurebased map, it is usually good to know something about the structure of the
environment and what kind features we might expect. For example, if we are
trying to find walls in the forest, we might be out of luck.
As we stated before, path planning is difficult in feature-based maps, because
path planning usually requires a kind of graph so we could create a path from
node to node and there is no graph in plane feature-based maps. Figure 4.2 shows
an example of feature-based map.

Figure 4.2: Demonstration of what the feature-based map, where landmarks are
trees, might look like. Each yellow point is a landmark.

4.2

Volumetric maps

There are a lot of types of volumetric maps, but they have usually one thing in
common. They are composed of rigid cells. Different maps might have different
shapes of cells (hexagon, squares, cubes,..).
• Grid Maps are one of the most common and simple maps. When we say
a grid map, it could have any type of cell, but in general they tend to use
squares. Other cells than squares have almost no applications. Each cell
usually contains some extra information. This information could be, for
example, whether the cell contains an obstacle or a free space. One of the
most important parameter of a grid map is its resolution (the size of a cell).
The lower the resolution is, the more accurate the map is. One of types of
grid maps is the Occupancy Grid Map, where each cell contains probability
whether it contains an obstacle. Another type is the Reflection Grid Map,
where each cell contains information how often it reflects a sensor beam.
The simplest implementation of the grid map is a two dimensional array,
but it has two disadvantages. The first is that it is slow to resize it (whole
array needs to be copied) and the other is that if our map has scarce information, a lot of memory is wasted. To overcome these issues, we might
use a quadtree structure, which is easily updated, resized and contains only
information where it is necessary. On the other hand, tree structures have
slower (logarithmic) access time for the given coordinates than two dimensional array (constant).
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• Voxel Grid Maps are basically 3D grid maps, where each cell is represented by the voxel (a cube or a right rectangular prism). It could also have
represented occupancy or reflection in the same way as in grid maps.
Dynamic size voxel grid maps might be represented using tree structure (just
as grid maps). One of the often used implementations is called OctoMap
and is described in paper Hornung et al. [2013].
• Height Maps simulate 3D environment, by storing height in each cell,
these structure are sometimes called 2.5D Map. That is enough for a lot
of applications. The problem with this implementation is that the robot
won’t be able to plan a path simultaneously across and under a bridge or
similarly use real-world 3D features. It could be also very disadvantaging
for scan matching because we lose a lot of map features.
Typical representatives of this category are Elevation Map and Extended
Elevation Map. Extended Elevation Maps can deal with choosing whether
it is better to allow paths under or over a bridge (but not both).
• Multi-level Surface Maps are 2D maps where each cell has a list of
patches, where each patch represents an obstacle. Patch contains various
information including height and depth of patch and variance of the height.
This map is capable of navigating under and over the bridge. More about
this type of map is in paper Triebel et al. [2006].
• NDT Mapping is an extension for grid maps or voxel maps. It enhances
accuracy of the map without the need of increasing resolution. It transforms
points in a cell into a normal distribution with mean and covariance matrix,
which can more accurately represent an object or a part of an object inside
a cell. This technique can also help with more accurate scan matching.
More about this mapping technique is in paper Biber and Strasser [2003].
Originally, this technique was not able to update itself without keeping all
the points in each cell. This issue was overcome in the paper Saarinen
et al. [2013], where they proposed recursive covariance update step.

4.2.1

Occupancy Grid Mapping

Occupancy grid mapping is based on the work of Moravec and Elfes [1985]. It
assumes that each cell of the grid is a binary random variable. Let m is the map
and mi is i − th the cell of the map m then in general p(mi ) tells the probability
whether the cell mi contains an obstacle. Special cases might be interpreted as
⎧
⎪
⎪
⎨1

cell is occupied
p(mi ) = 0
cell is not occupied
⎪
⎪
⎩
0.5 we have no knowledge whether cell is occupied or not
To be able to make this model we need to make some assumptions and those are
1. Each cell is either completely free or occupied. Probability p(mi ) expresses
whether we believe more that cell mi is free or occupied or we have no
information about its occupation.
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2. World is static, that means that each cell is always free or always occupied.
3. Cells are independent, that means that if one cell is occupied it doesn’t
affect any other (e.g. neighbouring) cells in the map.
4. Measurements are independent.
Our goal is to get the most likely map. The most likely map might be represented
as
m⋆ = arg max(p(m|x1:t , z1:t ))
m

If we haven’t made the third assumption, we would need to go over 2n maps,
where n is the number of cells, calculate probability of each map and choose
the best one. With some given resolution and increasing size of the map, it
would get incalculable, but the third assumption allows us to make the following
factorization.
∏
p(m|x1:t , z1:t ) =
p(mi |x1:t , z1:t )
i

Now we just have to calculate probability for each cell as a static binary random
variable. Our assumptions won’t allow us to represent dependencies between
neighbouring cells. We will show how to calculate probability of each cell on its
own.
p(zt |mi , z1:t−1 , x1:t−1 )p(mi |z1:t−1 , x1:t )
Bayes’ theorem p(mi |z1:t , x1:t ) =
p(zt |z1:t−1 , x1:t )
p(zt |mi , xt )p(mi |z1:t−1 , x1:t−1 )
Markov property
=
p(zt |z1:t−1 , x1:t )
p(mi |zt , xt )p(zt |xt )p(mi |z1:t−1 , x1:t−1 )
Bayes’ theorem
=
p(mi |xt )p(zt |z1:t−1 , x1:t )
p(mi |zt , xt )p(zt |xt )p(mi |z1:t−1 , x1:t−1 )
Markov property
=
p(mi )p(zt |z1:t−1 , x1:t )
We weren’t able to get a form, which would be easily calculable. To make our
expression easier we are going to take advantage of the fact that we are dealing
with binary random variable (p(mi ) = 1 − p(¬mi )) and express our equation as
p(x)
odds (odds(x) = 1−p(x)
).
p(mi |zt , xt )p(zt |xt )p(mi |z1:t−1 , x1:t−1 )
p(mi |z1:t , x1:t )
p(mi )p(zt |z1:t−1 , x1:t )
=
p(¬mi |z1:t , x1:t )
p(¬mi |zt , xt )p(zt |xt )p(¬mi |z1:t−1 , x1:t−1 )
p(¬mi )p(zt |z1:t−1 , x1:t )
p(mi |zt , xt )p(mi |z1:t−1 , x1:t−1 )
p(mi )
=
(1 − p(mi |zt , xt ))(1 − p(mi |z1:t−1 , x1:t−1 ))
(1 − p(mi ))
p(mi |zt , xt )
p(mi |z1:t−1 , x1:t−1 ) 1 − p(mi )
=
1 − p(mi |zt , xt )
1 − p(mi |z1:t−1 , x1:t−1 ) p(mi )






calculated by inverse sensor model
from measurement zt





recursive previous value



= odds(mi |zt , xt ) ∗ odds(mi |z1:t−1 , x1:t−1 ) ∗ odds(¬mi )
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prior



Now we could express directly p(mi |z1:t , x1:t ), but instead it is more effective to
calculate it as l(mi |z1:t , x1:t ) = log(odds(mi |z1:t , x1:t )), because of that we can
get rid of multiplication and also our range isn’t just from [0, 1] (as with normal
probability), but from [−∞, ∞], which make our calculations much more stable.
l(mi |z1:t , x1:t ) = l(mi |zt , xt ) + l(mi |z1:t−1 , x1:t−1 ) − l(mi )
If we need to know probability from our log odds value we can express it as
p(x) = 1 −

1
1 + exp(l(x))

Algorithm 4 Occupancy Grid Mapping
1:
2:
3:
4:
5:
6:

procedure OccupancyGridMapping({li }, xt , zt )
for all all cells mi that are affected by measurement zt do
li ← li + inverse sensor model(mi , xt , zt ) − priori
end for
return {li }
end procedure

We can express Occupancy Grid Mapping process by algorithm 4. We need
two things, prior and inverse sensor model. If our prior p(mi ) is equal to 0.5, it
means that an obstacle has the same probability as free space (that in fact is not
usually true, there is usually more free space than obstacles), then l(mi ) = 0.
After we determine our prior, all we need now to express is our inverse sensor
model.
Clamping update policy
Until now we have assumed that the environment is static, but that can’t be said
about the real environment. There are dynamic elements which can change real
environment e.g. robots, people, animals,... Problem with the Occupancy Grid
Mapping is that it keeps decreasing the probability of a cell, if it doesn’t contain
anything (more precisely if our sensors don’t register anything in this cell). Then
when an obstacle appears, it can take a long time (at least as long as this cell was
measured as obstacle-free) before our map registers the cell as occupied. This
problem is called overconfidence problem. The overconfidence can be caused also
other way around (the obstacle can disappear).
This issue can be partially solved using clamping. As we mentioned in our
description of the Occupancy Grid Mapping, each cell can have any logodds
value from [−∞, ∞]. Clamping sets maximum and minimum probability (logodds value) this make value in each cell bounded. Considering that maximum
probability is pmax and minimum is pmin then our update looks like
l(mi |z1:t , x1:t ) = max(min(l(mi |zt , xt )+l(mi |z1:t−1 , x1:t−1 )−l(mi ), l(pmax )), l(pmin ))
This new update policy with bounding makes it easier to reverse state of the cell,
because there is the limited maximum number of steps that can take to change
state of the cell from occupied to non-occupied (or the other way around).
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Inverse sensor model
Inverse sensor model (p(mi |zt , xt )) depends on the type of the sensor. Two most
common sensor types are ultrasonic and laser. The simple laser model is to
increase the probability of the obstacle in cells where the beam of our sensor ends
and decrease it in all the cells it goes through. If we use log odds model, we just
add a positive constant to the cell, in which our beam ends and subtract another
positive constant from cells our beam goes through. The laser beam and possible
inverse sensor model is illustrated in figure 4.3. In our simple model we also need
to decide how thick we think the obstacle is (e.g. wall) because our laser sensor
can only measure the distance up to the surface of the obstacle and if we are
using only the point where our laser hit the obstacle we assume that its thickness
is zero.

(a) Laser beam affecting the grid

(b) Inverse sensor model for laser sensor

Figure 4.3: These images illustrate a simple inverse model for a laser sensor. In
figure 4.3a we see which cells of the grid are affected by the current measurement.
The measurement goes through white cells, ends in the black cell and gray cells
are unaffected. In figure 4.3b, there is our simple model of how we can update
grid cells based on the distance from the origin of the laser measurement. The
value hit is the distance given to us by our laser sensor and r is our guess of
obstacle’s thickness.
We presented the simple model. More complex models can be obtained by
various approximation techniques e.g. logistic regression or a neural network,
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but that is usually not necessary for laser-based sensors, because of their high
accuracy.
Sensor model
When we were mathematically deriving occupancy grid mapping, we used the
term p(zt |m, xt ). This term was also used in section 2.2.3, where we presented it
as a sensor model. A sensor model gives us probability of our measurement based
on our map and pose. Even though we mathematically derived (using Bayes’
Theorem) inverse sensor model from sensor model, we will present sensor model
from Thrun et al. [2005] that has mathematically nothing to do with our simple
inverse sensor model. This sensor model consists of four different distributions.
Each of these distributions is trying to simulate why our sensor returned the value
it returned. We assume that using our pose and the map we have an expected
distance zt⋆ that we think our sensor should measure. Our sensor returns distance
zt and zmax is the maximum distance our sensor can return.
1. Correct range with local measurement noise is most important part
of our sensor model. It assumes that the sensor hits the correct obstacle
with some errors which arise from a physical limitation of our sensor and
our incorrect map. This error is modelled by a narrow normal distribution.
This distribution might be modelled as
phit (zt |m, xt ) =

⎧
⎨ηN (z

⋆
2
t ; zt , σhit )

⎩0

if 0 ≤ zt ≤ zmax
otherwise

where σhit is standard deviation that models our sensor’s error, N is normal
distribution
(z −z ⋆ )2
− 21 t 2 t
1
σ
⋆
2
hit
e
N (zt ; zt , σhit ) = √
2
2πσhit
and η is a normalizer so our distribution is correct (the integral over entire
space is equal to one).
∫ zmax

η=(

0

2
N (zt ; zt⋆ , σhit
) dzt )−1

2. Unexpected objects can appear (considering our environment as dynamic) or we might just measure an obstacle from a different angle than
before. That means that our sensor could detect obstacles that are closer
than we have expected. A simple way to deal with these obstacles is to
treat them as sensor noise. Further, the unexpected obstacle is less likely
to block our beam. So we use the exponential distribution to model it
pshort (zt |m, xt ) =

⎧
⎨ηλ

−λshort zt
short e

⎩0

if ≤ zt ≤ zt⋆
otherwise

where λshort is parameter of exponential distribution and η is a normalizer
∫ z⋆
t

η=(

0

⋆

λshort e−λshort zt dzt )−1 = (−e−λshort zt + e−λshort 0 )−1
⋆

= 1 − e−λshort zt
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3. Failures happen when we miss an obstacle. For example, this might happen
because of light-absorbing objects, in bright sunlight or if an object was
moved. Usually when sensor doesn’t find any measurement, in range it
returns maximum distance zmax .
pmax (zt |m, xt ) =

⎧
⎨1

if z = zmax
⎩0 otherwise

4. Random measurements are all other unexplainable measurements (random errors, crosstalk,...). We will model these using the uniform distribution.
⎧
⎨ 1
if 0 ≤ zt ≤ zmax
prand (zt |m, xt ) = zmax
⎩0
otherwise

Figure 4.4: An example of the density of the composed distribution p(zt |m, xt )
We combine all of these distributions into one with parameters zhit , zshort , zmax ,
zrand for which must hold
zhit + zshort + zmax + zrand = 1
we define p(zt |m, xt ) as
⎞T

zhit
phit (zt |m, xt )
⎜z
⎟
⎜p
(z |m, xt )⎟
⎜
⎟
⎜
⎟
p(zt |m, xt ) = ⎜ short ⎟ · ⎜ short t
⎟
⎝ zmax ⎠
⎝ pmax (zt |m, xt ) ⎠
zrand
prand (zt |m, xt )
⎛

⎛

⎞

An illustration of what the density of this distribution looks like is in figure 4.4.

4.2.2

Reflection Mapping

Reflection Mapping model is an inverse sensor model (from Thrun et al. [2005])
that doesn’t work with the probability that an obstacle is in the cell, but with
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probability that a beam reflects from the cell. This model can be devised directly
from the following sensor model
⎧
count(z
⎪
∏ t )−1
⎪
⎪
(1 − mf (xt ,n,zt ) )
⎨

zt is max range

p(zt |xt , m) = ⎪
count(z
∏ t )−1
⎪
⎪
⎩mf (xt ,zt ,count(zt ))
(1 − mf (xt ,zt ,n) ) otherwise
n=0

n=0

where f (xt , n, zt ) is a function which returns correct n-th cell from origin (xt ) of
the measurement in the direction of our measurement (zt ). Then our most likely
map is defined as
m⋆ = arg max
p(m|z1:t , x1:t )
m
p(z1:t |m, x1:t )p(m|x1:t )
p(z1:t |x1:t )
= arg max p(z1:t |m, x1:t )

Bayes’s Theorem

= arg max
m

uniform prior probability

m

z1:t measurements are independent

= arg max
m

zi only depends on xi

= arg max
m

= arg max
m

t
∏
i=1
t
∏
i=1
t
∑

p(zi |m, x1:t )
p(zi |m, xi )
log(p(zi |m, xi ))

i=1

Now we are going to try to express log(p(zi |m, xi )). We will divide this term into
two cases. To help express it mathematically, we add a new variable ζt , which has
a value of 1 when zt contains maximum range distance and value of 0 otherwise.
m = arg max
m
⋆

J ∑
t
∑

(

I(f (xi , zi , count(zi )) = j)(1 − ζi ) log(mj )

j=1 i=1

 
cells time

count(zi )−1

)

I(f (xi , zi , n) = j) log(1 − mj )

∑
n=0

= arg max
m

J
∑

(

)

αj log(mj ) + βj log(1 − mj )

j=1

where function I(x) is an indicator (if argument is true it returns 1 otherwise 0)
and
αj =

t
∑

I(f (xi , zi , count(zi )) = j)(1 − ζi )

i=1

βj =

t count(z
∑
∑i )−1
i=1

I(f (xi , zi , n) = j)

n=0

From these equations we can see that αj is the count how many times was cell
j hit by the beam (hits) and βj is the count how many times was cell j crossed
through by the beam (misses).
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To calculate the most likely map we need to maximize our equation. To do
that, we can maximize each cell. We can do that by setting the gradient of our
equation to zero.
αj
βj
∂
=
−
=0
∂mj
mj
mj
αj
mj =
α j + βj
hits(j)
mj =
hits(j) + misses(j)
Our final equation is actually very intuitive counting of statistics. We can see
that this mapping unlike the occupancy grid mapping has very nice and direct
connection between the inverse sensor model and sensor model.

4.3

Terrain classification

Considering our sensory limitation, we have only two sensors that can tell us
something about the terrain our robot is on or will be on. One of those is the
IMU and the other is 2D Laser Scanner.
We could use the IMU to analyse tremors (vibrations) when robot is moving.
Then we can learn the model which we would used to classify the correct terrain.
This unfortunately applies only to the terrain we have already driven through
and our goal is to be able to avoid certain terrain (grass). We need to find out
terrain type before our robot is on it.
Most 2D Laser Scanners can give us two different pieces of information: the
distance of each beam and obstacle’s remission (reflection).
Exploiting remission, distance and incidence angle to learn grass classification through Support Vector Machine (SVM) is described in the paper Wurm
et al. [2014]. This paper describes a method where each beam is classified on its
own and then it uses occupancy grid mapping to decide which cell of the grid
map is grass and which one is another terrain. This work also proposes a method
for training SVM by using data from IMU based on its vibration, where authors
claimed that they achieved an almost perfect classification accuracy.
Another approach is mentioned in the paper Wolf et al. [2005]. This approach
classifies each point in the map (it uses point cloud map) as either navigable
or non-navigable (grass) based on the difference in heights of its neighbouring
points. For classification it uses Hidden Markov models (HMM) and to smooth
classification errors Markov Random Fields.
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5. Our approach
This chapter presents our solutions toward the problems presented in the chapters 2, 3 and 4. In section 5.1, we present our SLAM (localization) algorithm
with a unique scan matching technique and a solution for faster map copying.
The section 5.2 shows the modified D⋆ Lite path finding algorithm, which we
implemented as a part of our motion planning subsystem. Section 5.3 describes
a solution for our specific map building technique using the tilted range finder.

5.1

RBPF SLAM

Our SLAM is in some ways similar to the one presented in Grisetti et al. [2007] (we
described it in section 2.2.3). However, there are several important differences.
Firstly, we are not using a standard grid map, but a 3D grid map stored in a tree
structure (more about mapping is in chapter 4). Secondly, we have a 2D range
finder that is tilted toward the ground. These two important features (and also
the fact that this work is not only about the SLAM) is what makes this work
unique.
One of the reasons we use the grid map is that it is quite difficult to recognize
landmarks (corners, etc...) with the tilted range finder. It is difficult mainly because these kinds of indoor features (landmarks) are usually oriented horizontally
or perpendicularly to the ground. The reason why we use the 3D grid map and
not the 2D grid map (or the height map) is that the 2D grid map (or the height
map) loses a lot of features which we can exploit during scan matching.
The first part of this section describes the use of the particle filter. Mainly how
we dealt with creating of new particles during resampling phase (in the RBPF
SLAM each particle has its own map which needs to be copied as well). The
second part of this section focuses on scan matching with our tilted range finder.

5.1.1

Particle filter

The localization is implemented using a particle filter, where each particle stores
its own map. That creates a possible issue during resampling, because that would
mean that each time we do resampling we need to go through the entire map to
be able to copy it. That is the reason why we used a tree structure instead of a
directly addressable grid. The use of the tree structure improves the map copying
complexity and also dramatically reduces the data duplicity in particles copied
from the same parent particle.
Copying octtree map
We devised a way to copy a map (usually) in a constant time. The basic premise
is that each node of the tree has two states. Either it is fresh or rotten (not
fresh). If a node is fresh, then we can change any information inside it. If a node
is rotten, we can change information inside it only after it is replaced by a new
fresh node. If a node is rotten, then also all its children are considered rotten. So
if we set a root of a tree to a rotten state, we consider the whole tree rotten.
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(a) Original map

(b) Original map copied

(c) Change in one of the copies

Figure 5.1: These figures demonstrate the map copying, but instead of octtree we
are using a simpler binary tree, so the presentation looks clearer. In figure 5.1a
we see our original map. Fgure 5.1b shows what our structure looks like when we
make two copies of the original map. The root node increases number of copies
to three and is marked as rotten. Figure 5.1c shows how the second copy changes
when we wish to modify the left successor of the right successor of the root. The
blue circles represent fresh nodes and grey circles represent rotten nodes. The
number inside each circle represents how many copies of the given node have been
made.
The process of copying an octree map is only a matter of copying pointer to
the node and change the node state into rotten. Now when we want to access
any node in our map, we need to go through the root, but the root is rotten that
means we need to replace with a fresh node and copy all the content of the rotten
node into the new fresh node. Including its successors nodes, which need to be
marked as rotten, because they are copied from the old map and they used to
have a rotten parent, but now they have a fresh one and we need to know that
they are still rotten. This process is repeated until we reach our desired node leaf.
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We can see that our algorithm for copying tree is O(1) and algorithm for finding a
node at the given coordinates is still O(log(N )) just with higher constant factor,
because we sometimes need to replace rotten nodes in our tree, but during one
search we replace at most log(N ) nodes. We can make several copies from the
old map without any worries and each can be accessed by a different thread.
We also need to remember when to delete old rotten nodes. It can be done
easily, we just need to keep track of how many times we marked node as rotten
(that means how many copies of it is out there) and subtract it each time we
replace a rotten node for a fresh one. Once this count reaches zero (or below
zero, with respect to our starting count number), we delete it.
The example of map copying and then modifying one of those copies is demonstrated in figure 5.1.
Resampling
As we have shown in section 2.1.3 there are a lot of approaches to the resampling. We have limited resampling using ESS metric. We ended up using the
simple Multinomial resampling. During testing we haven’t found almost any difference, between the Multinomial resampling and others we have mentioned in
section 2.1.3. This might prove not to be true in some situations, but to find
those situations and test these other approaches is out of the scope of this work.

5.1.2

Scan matching

Our first scan matching attempt was to try to match a single 2D tilted scan to the
map, which was usually not successful. It made a lot of troubles in clean corridors
(see figure 5.2a, that displays a scan of the clean corridor). The main problem is
that the 2D tilted scan in clean corridors was often matched to some of previous
locations which made our position unstable (it kept jumping back and forward).
The other (similar, but not only in clean corridors) problem is that subsequent
scans have usually no intersection (see figure 5.2b), they can have an intersection
only when our robot is turning and that is usually a minimal intersection (only
few points).
These issues are not such a problem for the 3D scans or 2D scans which are
at the same height parallel to the floor. We decided that we needed to figure it
out how to simulate a 3D scan.
We are sampling our 2D scan with a relatively high frequency (25 Hz), with
3D scans that is usually not possible because of high data volume, which require
large processing power. Our solution was to create a virtual 3D scan out of
subsequent 2D scans and when our virtual 3D scan is big enough, we use it for
scan matching. This lowers our frequency of scan matching, but on the other
hand, makes it much more reliable. When we take that many scans, there is a
relatively large chance of a unique landmark, which can make our virtual scan
unique. There still won’t be a interesection if our robot drives relatively straight,
but during turns or when our robot returns to the already mapped environment,
we get much more reliable match than before.
We make this virtual 3D scan unique for each particle because each particle
had different positions throughout the time we were grabbing scans. Now that
we have our scans we try to match each particle’s scan against the same particle’s
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(b) Subsequent scans
(a) Corridor scan

Figure 5.2: These images demonstrate problems which we had to deal with to
make scan matching work. In the figure 5.2a is example of the clean corridor
scan which will be pretty much always the same (assuming driving parallel to
the wall) and in the figure 5.2b we might see that there is usually no intersection
between subsequent scans (assuming almost straight driving).
map (as we mentioned earlier in RBPF SLAM each particle has its own map).
The last thing we needed to do was to prevent that we aren’t matching our scans
against the map, that was created using those same scans, otherwise that would
defeat the purpose of the scan matching. Our solution was to match our virtual
3D scan against the copy of the map made during the last scan matching. That
means none of the scans in our virtual 3D scan is included in the map we are
matching it against.
Copying the map is a time-consuming process. And it keeps getting much
worse when our map grows larger (if we are using a dynamic map). We use it
each time we use scan matching routine and also each time we resample particles.
So we devised a process that improves performance when copying map. This
process was described earlier in section 5.1.1.
Scan matching failure
We distinguish two different cases when scan matching failure might occur.
1. When almost none of the rays in the whole pseudo 3D scan will find an
obstacle.
2. We are limited by the time. So we can’t afford to look through the whole
space to find a correct match. We need to limit our steps in the gradient
descent algorithm and if we don’t find any maximum during these limited
steps we consider scan matching failed.
We might observe that this procedure would lead to a lot of failures. Especially
in the unknown environment. That is fortunately true, because given our sensory limitation and inability to match subsequent scans (if the robot is following
straight path), there is no solution for that as far as we can see, but on the other
hand, it works quite well when we get back to the known environment. Given
our relatively good motion model (thanks to our ability to get almost precise
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Algorithm 5 Improve Proposal
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:

procedure ImproveProposal(map, ref oldM ap, previousP osition,
previousW eight, movement, positions, scans)
newP osition
←
sampleFromMotionModel(previousP osition,
movement)
matchedP osition ← ScanMatching(map, newP osition, positions, scans,
ref matched)
if matched then
for k ← 1..K do
sampled[k] ← sample(xk | |xk − matchedP osition| < δ)
end for
µ ← (0, 0)T
η←0
for k ← 1..K do
prob[k] ← ScanFit(map, position, sampled[k], scans, pM atched)
µ ← µ + position ∗ p
η ←η+p
end for
µ ← µ/η
Σ ← [(0, 0)T , (0, 0)T ]
for k ← 1..K do
Σ ← Σ + (sampled[k] − µ)(sampled[k] − µ)T ∗ prob[k]
end for
Σ ← Σ/η
newP osition ← sampleNormalDistribution(µ, Σ)
weight ← η
else
weight ← ScanFit(map, position, proposalP osition, scans,
pM atched)
end if
oldM ap ← copy(map)
return (newP osition, weight ∗ previousW eight)
end procedure

current orientation from high quality IMU) we are quite often able to close the
loop correctly.
Terrain classification
In section 4.3 we describe a terrain classification methods. We ended up using
method that use the SVM. Our SVM classify each beam of the range finder using
the two parameters: distance and remission. We don’t only use this information
for path finding (to avoid forbidden terrain), but we also exploit this information,
that we get during mapping, for scan matching.
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Algorithm 6 Scan matching
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:

procedure ScanMatching(map, position, positions, scans, ref matched)
pM atched, pBestM atched
bestP ← ScanFit(map, position, positions, scans, pBestM atched)
currentP osition ← position
matched ← f alse
for i ← 0..maxSteps do
newBestP osition ← currentP osition
for all d in directions do
testP osition ← currentP osition + d
if !visited[testP osition] then
visited[testP osition] ← true
newP ← ScanFit(map, testP osition, positions, scans,
pM atched)
if newP > bestP AND pM atched > ϵ then
bestP ← newP
pBestM atched ← pM atched
newBestP osition ← testP osition
end if
end if
end for
if newBestP osition = currentP osition then
matched ← true
break
end if
currentP osition ← newBestP osition
end formatched = pBestM atched > ϵ
return currentP osition
end procedure

5.2

Motion Planning

Our motion planning is based on path planning. We find a path in the map and
then try to navigate along it. We use D⋆ Lite path finder with octile heuristic,
to find a path in height map (created by our 3D map and represented by the
quadtree structure). Our first attempt was to use A⋆ , which had proved to be
slow especially after more obstacles appeared. We also were considering some
algorithms from any-angle or anytime group. But those from the any-angle group
are a bit slower and we were worried that those from the suboptimal group would
create too much of instability. That means it might have caused the robot not to
be able to choose between two or more paths.
We also use a trivial reflexive approach to the obstacles that weren’t detected
at all or just quickly enough by range finder. Considering that our range finder is
tilted, it sometimes might happen. This is the reason why we also use ultrasonic
sensors. Ultrasonic sensors should detect these kinds of obstacles. If obstacles are
detected too close to the robot then the robot tries to navigate to the position
where obstacles might be detected using the range finder.
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Algorithm 7 Scan fit
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:

procedure ScanFit(map, position, positions, scans, ref pM atched)
maxChecks ◃ The maximum number of 2D scans, which will be checked
step ← 1
if maxChecks < length(scans) then
step ← length(scans)/maxChecks
end if
pM atched ← 1
◃ The probability that scan matching has not failed
p←1
◃ The probability that scan is matching with the mapping
i←1
while i < length(scans) do
p ← p ∗ matchScan(positions[i] + position, scans[i], ref matched)
pM atched ← pM atched ∗ matched
i ← i + step
end while
return p
end procedure

5.2.1

Traversable nodes

One of the core prerequisites for almost any path planning algorithm (including
D⋆ Lite) is to decide what is the structure of our graph we are searching through.
We use grid map with square cells (nodes) to navigate our robot. We assume that
the robot can travel in eight different directions to the neighbooring nodes. Some
of our nodes are considered untraversable. From or to untraversable nodes there
are no edges that means even nodes that neighbor with untraversable nodes have
fewer edges because of it. That means that we have up to eight edges from each
node. To know the structure of our graph we need to know how to determine
which of our nodes are untraversable.
We made several attempts to devise a procedure which decides whether the
node is traversable.
1. We took a set S of all the nodes in certain maximum distance δ (dependent
on the robot’s dimensions) from our node n0 . Then we say that node is
traversable if the difference between the maximum and minimum height in
the set S is smaller than some given traversable constant ϵ (dependent on
capabilities of the robot).
(

)

max

dist(n0 −n)<δ

height(n) −

min

dist(n0 −n)<δ

height(n) < ϵ

This approach proved to be troubling when the robot was driving up some
incline (there were a lot of nodes registered as untraversable)
2. We again created the set S of all the nodes in certain maximum distance δ
from our node n0 . Then using all the nodes from set S we try to approximate
linear surface using multiple linear regression. This method is represented
by the system of equations Ax = b, where b is the vector of heights of
nodes from set S, A is the matrix with each row representing one node
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n from our set S by containing (dx, dy, 1), where dx and dy are distances
from node n to our node n0 and x is the solution vector. Linear regression
is trying to find x so Ax − b is as small as possible. The x is also called
least square solution (considering that Euclidean norm is used). The visual
representation is shown in figure 5.3.

Figure 5.3: This figure shows how nodes represented by the red points are approximated by blue surface which is defined by our solution vector.
There are several estimation methods that can be used to solve linear regression. We used LDLT method (which uses Cholesky decomposition).
This method doesn’t give most precise results, but it is fast. To determine
whether a node is traversable we checked that the maximum error doesn’t
cross the given threshold and that the surface isn’t tilted too much, which
can be determined from solution vector x. The maximum error is defined
as max |Ax − b|.
Unfortunately, this technique proved to be too computationally demanding
for online robot navigation.
3. This method is very similar to the first one, but it takes up a bit smaller
neighbourhood δ0 of nodes and in each of them we determine the difference
between maximum and minimum and if it overcomes some threshold ϵ0
we tag it as possibly non-traversable. Then we take again some different
smaller neighbourhood δ1 and take a look at each of the nodes in delta1
neighbourhood (including our node n0 ) and whether at least a small number
δ2 of them is possibly non-traversable, then we define this node as non47

traversable.
((

)

max

dist(n0 −n)<δ0

height(n) −

min

dist(n0 −n)<δ0

)

height(n) ≥ ϵ0

⇔ (n0 is possible non-traversable)
⎛⎛

⎧
⎨1

⎞

⎞

if n is possibly non-traversable ⎠
⎝⎝
≥ δ2 ⎠
⎩0 if n is traversable
dist(n0 −n)<δ1
∑

⇔ (n0 is non-traversable)
If in the second step is the node is tagged as traversable or non-traversable
we still also need to remember that it used to be possible non-traversable.
This method overcomes issues of making some small incline traversable and
it is also more durable against map errors (even if our node is tagged as
possible non-traversable, it still might end up being traversable). This is a
method we ended up using.
Because the robot doesn’t travel exactly on the path we find out we need to
make a kind of barrier between the traversable nodes and non-traversable nodes.
We do that using different cost of edges. We measure the distance of each node
from the nearest untraversable node (until the given distance). First we find out
the distance of both nodes, that our edge connects, from the nearest untraversable
node and base on the lower distance we set price to our edge.

5.2.2

Path smoothing

To overcome the issue that paths are aligned to the grid cells we used a so called
path smoothing. The path smoothing procedure tries to make a more real path
out of a grid aligned path. Our path smoothing method has two parts.
First part keeps the path aligned to the grid cells, but it tries to approximate
the shortest real path. To understand how we do that first we need to realize
how we are getting a path from D⋆ Lite. After D⋆ Lite finishes it doesn’t leave
an exact path from the start to the goal as A⋆ algorithm does, where each node
has a pointer to the next one. D⋆ Lite path needs to be extracted from the
graph (in our case the grid map) and sometimes the extraction can be ambiguous
because several paths can have the same distance from the start to the goal,
especially when we are limited by our eight grid movements. Extracting path D⋆
Lite means to go from the start and look through all its neighbours until we find
the one which is by our data the best next node and then we take that node and
do the same thing until we reach the goal.
To get the next best node we used algorithm 8. There is a difference between
our algorithm and the one described in Koenig and Likhachev [2002]. The difference is that we are using a secondary sorting key to get the best next node
and they are using only one. The first is the distance to the goal plus distance to
the start (which are both pre-calculated by D⋆ Lite in the limited grid distance),
which could lead to many ambitious paths. So to determine the one which will
be closest to the shortest real path, which we are trying to estimate, we use
the secondary key and that is the heuristic distance from the start to our node
plus the heuristic distance from our node to the goal. The heuristic function we
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Algorithm 8 Getting next node in D* Lite
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:

procedure NextNode(lastN ode)
◃ The lastNode is the start node or a
previous node
minDistanceT oGoal ← max
minHeuristicDistance ← max
nextN ode ← null
for all accessible neighbours n of lastN ode do
distanceT oGoal ← distance(lastN ode, n) + g(n)
◃ the g function
returns the best known real distance from goal
heuristicDistance ← distanceToGoal(n) + distanceToStart(n)
if distanceT oGoal ← minDistanceT oGoal then
if heuristicDistance < minHeuristicDistance then
minDistanceT oGaol ← distanceT oGoal
minHeuristicDistance ← heuristicDistance
nextN ode ← n
end if
else if distanceT oGoal < minDistanceT oGoal then
minDistanceT oGaol ← distanceT oGoal
minHeuristicDistance ← heuristicDistance
nextN ode ← n
end if
end for
return nextN ode
end procedure

used is Euclidean distance, which is the best for estimating the real distance. To
demonstrate the difference between the use of our priority and the priority have
been originally used see the figure 5.4a.
Algorithm 9 Getting next real node in D* Lite
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

procedure NextNodeReal(lastN ode)◃ The lastNode is the start node or
a previous node
nextN ode ← NextNode(lastN ode)
prevN ode ← nextN ode
nextN ode ← NextNode(nextN ode)
while isInSight(lastN ode, nextN ode) do
prevN ode ← nextN ode
nextN ode ← NextNode(nextN ode)
if nextN ode == goalN ode then
return goalN ode
end if
end while
return prevN ode
end procedure

Now we have a path that is close to the real path, but still is aligned to the
grid cells. We use the following algorithm 9 to get a more real next node. To
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GOAL
GOAL

(a) Changing priority for getting the next
node

(b) Path smoothing

Figure 5.4: These figures show two parts of our path smoothing method. The
first part is illustrated in figure 5.4a. It shows how different priority when getting
the next node in D⋆ Lite alogithm could have an effect on the resulting path.
The yellow is the original and the green is the one with our priority. The next
figure 5.4b shows potential path generated by our real next points (generated by
our algorithm, represented by red crosses) to the goal (represented by big red
cross), which the robot is trying to reach. The yellow line shows the planned
route and the green line is the real path that our algorithm generates. The red
cells represent non-traversable nodes and the green (border) cells represent the
barrier between the non-traversable nodes and traversable nodes. The white cells
are traversable.
summarize it, we use the previously mentioned algorithm 8 to get a next node
and then check whether there is clean line of sight between this next node and
our previous node. If there is then we try to check if there is a clean line of sight
between the next node of this next node and this next node and we continue to do
so until we find the one that doesn’t have a clean line of sight and then we choose
the node before it as the new subgoal, or we find the goal node then we choose it
as the new subgoal. A clean line of sight between two nodes, means that if we try
to draw a line between those two nodes, then all nodes which this line intersects
need to be traversable. In fact it still isn’t the true optimal solution path, but it is
good enough to let the robot navigate in the right direction. This approach is very
similar to the one in Basic Theta⋆ (which we mentioned in section 3.1.2). One
important detail is that in our implementation we don’t use the path smoothing
to smooth the whole path, but just toward the first turn, that is usually enough
for the robot to know where to go. There are a lot of advantages in doing path
smoothing. The obvious one is a shorter path, but another one is that it is better
to have the next node further from the robot’s current position, because it brings
more stability toward the robot’s movement.
Figure 5.4b visualize our path planning. In this figure, we might see that some
border (green) cells are sometimes cross through our real path and sometimes they
are not. This is because we allowed our isInSight algorithm to cross through the
limited number (in the figure we allowed only one) of border cells, but it can never
50

cross non-traversable cell unless our robot has already somehow gotten onto the
non-traversable cell.

5.3

Mapping

We decided to use a 3D grid map so that we could really exploit our tilted 2D
range finder for other things than just classifying terrain. The third dimension
is created by the robot’s movement. There were other choices for the type of the
map. We could have used some kind of height map, but then we would have lost
a lot of information about our environment and the less information we have, the
less accurate scan matching would be (but on the other hand it would be faster).

POTENTIAL HOLE

(a) Example of the error in raycasting using the 2D range finder

(b) Raycasting through lines

Figure 5.5: These figures represent raycasting methods for the map building.
Figure 5.5a shows how raycasting from 2D range finder creates holes in a map
that is composed only out of cubes. The blue rectangles are recognized as free
space and the red one is an obstacle. The grey area represents an obstacle. We
can see that our beam crosses through the cell that could have been marked as
an obstacle in one of our previous scans and now our current beam marks it as
free space. This behaviour can cause holes in the map. Figure 5.5b shows our
solution where instead simple cubes we are using just their edges. This solution
has almost eradicated our problem with map holes.
After we decided what kind of map we are using. We needed to decide on
how we are going to store a map and how are we going to create it. We took
inspiration from the work Hornung et al. [2013] and use the octtree structure for
storing a map and the occupancy grid mapping with clamping, so we could keep
the possibility of the dynamic environment as described in section 4.2.1.
Our first attempt was to use OctoMap (created based on the work Hornung
et al. [2013]). This work creates map by using ray casting for each laser beam.
It process the whole scan at once so it doesn’t keep overriding scan hits by scan
misses. Unfortunately this work relies on 3D scans. Our 2D scans suffer from
issue of creating holes in the maps. This issue is illustrated in figure 5.5a.
To solve this issue we decided to partition each cell (cube) into its sides. Then
we update each side as a miss if the beam goes through it and in the cell where
the beam ends we update either the side beam went through or the side it was
headed to according to which one of them is closer to the beam’s end as hit. The
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new raycasting is displayed in figure 5.5b. We qualify the whole cell as occupied
if at least one of the sides is occupied.
The other possible solution might have been to use the same virtual 3D scan
as we are using during the scan matching, but that would delay our information
about obstacles to the path finding algorithm, because the path finding algorithm
is using the current map for searching the path.
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6. Implementation
This chapter presents the implementation details of our entire system. Section 6.1
shows all the third-party libraries and software we used. Section 6.2 reveals several
of the most important details of our implementation. Section 6.3 describes all
the additional software we created to help develop and visualize our system.
Section 6.4 shows what hardware was used to test our system.

6.1

Used libraries/software

Our whole project is written in C++ (using Microsoft Visual Studio) and also
uses several C/C++ libraries and supporting software which we will present in
the first section and in the following section we will describe the structure of our
system. All the less important libraries or copied parts of the code are mentioned
and referenced only in our code.

6.1.1

Eigen

Eigen is C++ template library for linear algebra. It contains effective and fast
implementation of matrices, vectors, numerical solvers and related algorithms
(e.g. operations between matrices and vectors). A lot of other libraries depend
upon it. We use it mainly for representation of vectors, matrices and operations
between them. We also use one of the dependent libraries called eigenmvn, which
makes it easier to sample from multivariate normal distribution.

6.1.2

pugixml

Pugixml is light-weight C++ XML processing library. It loads xml and then lets
us easily browse through its structure. We use it to load config files.

6.1.3

LIBSVM

A Library for Support Vector Machines (LIBSVM) is a C library that can train
model and classify samples based on the trained model using SVM. It supports
several types of SVM (C-SVC, nu-SVC, ϵ-SVR, ν-SVR and one-class SVM). We
use it to train and classify terrain types based on the data from range finder.

6.1.4

libosmscout

Libosmscout is a library that process map format osm, which can be exported
from Open Street Map. We used this library to load and parse osm file as a map
and then use it to find a route in this loaded map. This map is not directly used
for robot navigation it is only used to divide our goals to several more goals.

6.1.5

CPPAST and libclang

CPPAST library can parse C++ code to get an Abstract Syntax Tree (AST). It
strongly depends on libclang. Libclang on its own can also expose AST of C++
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code, but it has some limitations (it doesn’t expose as many elements as cppast
and has subjectively less user friendly interface). We are using these libraries for
our tool that automatically generates C++ code from already written classes to
a classes that can communicate over network.

6.1.6

NemaTode

NemaTode is C++ library for parsing NMEA sentences. NMEA sentences are
text data, which are used as standard for receiving data from GPS module. We
are using this library for parsing sentences received over RS232 from our GPS
module.

6.1.7

LMS1XX

LMS1XX is a Robot Operating System (ROS) library used for communicating
and parsing data from Sick LMS1XX family of range finders. We used a part of
it to parse and receive data from our range finder Sick LMS100.

6.1.8

ros canopen

Ros canopen is a collection of libraries which implements canopen for ROS.
CANopen is a protocol (defining application layer) for communicating over CAN
interface. We used small subset of these libraries as a base for our implementation
of communication with motor controllers over CAN bus.

6.1.9

FreeIMU

FreeIMU is an Open Hardware and libraries Framework for building IMU and
fusing data from its sensors. We used the same sensors as in the latest version
v0.4 only without the altimeter. Libraries were originally created for Arduino
platform (in C++). We have rewritten them and now our version can be used
on linux systems.

6.1.10

Qt

Qt is a set of libraries together with several applications which helps to create
graphical UI. We used Qt for creating some additional software for visualizing
data.

6.1.11

VisualGDB

VisualGDB is an extension for Visual Studio that adds the ability to cross-compile
a code for several platforms, provides easier remote compilation and also remote
debugging using Visual Studio. We are using remote debugging feature, crosscompilation feature for beaglebone, because otherwise compilation on beaglebone
is slow, and remote compilation feature for our main computer.
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6.1.12

V-Rep

V-Rep is a robot simulator with a free licence for educational purposes. We used
it for testing our system. We also used several V-Rep C++ libraries to connect
our system to the V-Rep.

6.2

Structure of implementation

Our system was built upon an assumption that we are using low-power embedded
computers (originally our system was using two Beaglebone Black computers).
That is the main reason why we haven’t used any of the established robot systems
such as ROS, which would make communications between computers and use of
many established libraries easier. Our tests showed that using ROS was slower
than native C++ programs communicating over network. The difference wasn’t
massive, but it was noticeable, especially when we need to have responses as
real-time as possible.
Our system is divided into several nodes (modules). It is built the way that
almost every module can be run on different computer. Each node is configurable
through xml placed on the computer upon which is running. Let us first review
the structure of each node.
Each node usually has two versions. One of these versions is called a server
which does the task (that could be low-level communicating with some device,
doing some time-consuming calculations or both) and the other one is called a
client, which connects to the server version and using communication with the
server version it tries to act in the same way. Our attempt was to make the same
interface for the client and the server version of the same node. This transparent
interface is important in case we decide to change where our node is really running,
then we don’t need to change anything else. The communication between nodes
is done directly by either calling actions or subscribing to callbacks. Our latest
version of the robot is using two computers. The first is Beaglebone Black and
the other one is a computer with Intel x64 cpu.
We try to keep our system as much configurable as possible. Each node has
some configurable parameters. The description of these parameters is in the
appendix A.1.

6.2.1

Low-level nodes

The most simple nodes are the ones that are taking care of communicating with
sensors and actuators, and parsing received data. We call these low-level nodes.
We are using the following low-level nodes.
• Drive node controls motors and receive the data from the encoders. In our
case that means communicating with Faulhaber Motion Controller MCDC
3006 S over CAN interface defined by the CANopen protocol.
• Imu node receives the data from the accelerometer, gyroscope and magnetometer over I2C bus.
• Sonar node receives the distance data from the ultrasonic sensor over I2C
bus.
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• Laser node receives the distance data from the range finder over lan.
• Gps node receives (over RS232) and parses NMEA messages from gps
module.
• Lcd node sends text to the coordinates on display (16x2 crystal display)
over I2C bus.
• Buzzer node starts or stops making sounds on demand.

6.2.2

High-level nodes

We have seen that all low-level nodes have quite a simple and similar task. Highlevel nodes are more varied in their function and behavior.
• Localization node is the most complex node. Its main task is to return
the current most believed robot’s position and orientation, but it is also
taking care of mapping and finding path in the map. It receives data from
Laser, Sonar, Imu and Drive nodes.
• Plan node controls robot’s current goal and subgoal. The goal is extracted
from the current command. The subgoals are created by localization node
using path finding from the goals. The plan node loads robot’s commands
from a file and then provides them to whoever asks for them and can mark
them as finished. There is a wide variety of commands e.g. to travel to a
location (relative coordinates or gps coordinates), to stay at some place for
the given amount of time, to print out current state, ...
• Control node uses controllers to drive robot around. There are two kinds
of controllers. Manual controller that uses input from joystick and auto
controller that uses input (subgoal and state) from the Plan node and the
Localization node to the give correct speed to our differential drive. The
auto controller also uses Sonar nodes to reflexively avoid near obstacles.
This node doesn’t have a client version.
• Sync node is taking care of synchronising time between computers. All
computers are synchronising time with the server. Time is relative and
is counted from the start of the server in milliseconds. This node needs
to be run by every computer (one server node and other client nodes).
Synchronized time is important for logging and correctly synchronizing data
from sensors. We are not interested in the old sensor data. The server needs
to have a list of clients. It is necessary, because it need to know which
computers needs to be waited on before the start of the navigation.
• OSMMap node loads Open Street Map files and creates a plan from
them (it works together with the Plan node). This node doesn’t have a
client version.
• Simulator node is communicating with V-REP robot simulator. It can
supply the data to or get the data from any node. It supplies data to
the sensor nodes and get the data from the Drive node and the Localization node. This node have only client version, because it connects to the
simulator, which acts as the server.
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6.2.3

Node structure

Figure 6.1: Node structure of client (NodeNameClient) and server node (NodeNameServer). Their parent classes (grey rectangles) and their most important
methods and dependent objects (white rectangles) are also displayed.
Each node contains unique a string type tag, which is used to identify a node
inside a log. We keep a list of all created nodes, mostly because of (remote
and local) logging and playing a log back, so we could improve our (especially
localization) algorithm on a real data. We are logging in binary format, the same
format is used to communicate over the network between computers.
Figure 6.1 presents an inheritance structure of each node. We can see the
difference between the server nodes and client nodes. The client nodes network
communication is handled by a class TcpClient, which can connect to a remote
host on the given port and exchange bundles of data with it. The server nodes
communication is a bit more complex, because it might need to communicate
with several clients. TcpServer class is in charge of connecting new clients. Each
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client is represented by the subclass of TcpConnection (real derived class can
be different for each node, it is defined in the template parameter Tconnection).
Each server has some a list of callbacks which client can subscribe to, each of these
callbacks is represented by the class Writer. When we send a message through the
writer, it is received by the client which is subscribed to the associated callback.
In both client and server nodes, to simplify calling actions, we are using the
concept of remote functions where each function has its own unique id, so it
is easy subscribe (addFunction method) to listen when the somebody calls the
action. Calling action on the client is something we don’t normally need, only
when client is acting on its own (e.g. the Sync Node), which is normally not the
case.
Data are exchanged in a binary format. We are using class called the Bundle
to convert data structures into their binary form. We need to make sure that data
structures we are sending over the network have the same data structure alignment on the receiving and sending computer. We made sure that data structure
alignment is not a problem for our system because we serialize (and deserialize) all
classes, that are used for logging or communicating over the network, manually.

6.2.4

Multi-threading

To implement multi-threading we are using a design pattern called thread pool.
Thread pool has usually some a number of workers (threads) and a task queue.
When some tasks are inserted into the task queue or a thread is finished with its
task, then we attempt to assign the oldest task from the queue to some free worker.
This is only the basic principle, there are many other kinds of thread pools (e.g.
ones where each worker has its own queue, the ones that have prioritized tasks,
etc...). We are using the thread pool with the static number of threads that we
described. The reason for using thread pools instead of creating and destroying
threads is that creating and destroying threads is a costly operation. It is much
faster if we are reusing them.
To be precise we are using three thread pools. One thread pool for some basic
tasks around our system. The second thread pool for network operations and the
last thread pool is dealing with particles. The most important one is the one that
is dealing with particles. It is maintained by the Localization node.
Particles
Each time when we need some operations that modify or read a map in a particle,
we launch a task in the localization’s thread pool. Usually modifying operations
are fast. Those are used when new readings from sensors are received. We just
need to ensure (using locks) that no more than one modifying operation is running
on one map. Reading only operations are usually more complex. Those are either
path finding or scan matching operations. We can’t use modify operations when
read only operations are running because it would make our data unstable. Also
there can be run only one path finding operation at time in one map, because even
though the path finding operation doesn’t modify the main 3D map, it creates
and modifies the height map into which it stores intermediate results.
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6.2.5

Communication between nodes

We have already described most of the nodes used in our system, but we haven’t
yet shown how nodes communicate with each other. The communication between
the client and server version of the same node is pretty straight forward. Each
server version has open tcp port and client version knows which tcp port it is and
then it just connects to it. The communication between nodes of different types
is more individual. Each computer that is taking care of creating and running
nodes needs to have something we call a decider. That is a piece of code that
creates nodes (based on the information from a config file) and connects them
together (some nodes require other nodes as constructor arguments, some nodes
need to have correctly forwarded callbacks, etc...). This decider is a specific for
each computer and needs to be written manually.

Figure 6.2: This figure shows the communication between the nodes and their
division between computers. The blue rectangles represent the server nodes, the
red rectangles represent the client nodes, the white rectangles represent the data
source or the target and the yellow rectangles are some other supporting nonnode structures. The blue dash-dotted lines represent the communication over
the network, the blue lines represent the standard communication between the
nodes and the red lines show the communication from the data source or to the
data target.
In figure 6.2, we can see, the relationship between various important nodes
and also which nodes are running on which computer. Not all used nodes are
displayed in this schema. We excluded several less important nodes such as Lcd
or Buzzer, because it would make our schema only less readable.
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We have three different data sources (resp. targets) which supplies our nodes
with data (resp. are supplied by our nodes with data).
• Hardware components are our data source/target when we are using a
real robot.
• Simulator is an alternative to a real hardware. We can switch to simulator
data using config parameters. Simulator data might be combined with the
data from hardware, that means that some nodes might use data from
simulator and some from hardware.
• Loaded Log is a node which when given a file (as a start argument) loads
all previously logged data entries from the given file so we can test our new
algorithms on real previously logged data.

6.3

Additional software

We developed several additional softwares to help with the development of our
main system. The First is the code generation, which helped us limit humanmade errors and to make faster adjustments to the code. We also developed some
software for displaying data, which were gathered and processed by our robot.
Software called FlexoControl is for online viewing of a map and a path and the
one called FlexoDataViewer is for displaying exported state (maps, paths,...) and
to manually classify terrain data, train them and export as the new model that
might used to automatically classify terrain.

6.3.1

Code generation

As we stated before, each node has usually several actions and callbacks. To
have transparent interface (so we could exchange client and server version of the
same node without any additional adjustments) we would need it to implement
each action and callback for a client and a server version. That would be very
time-consuming and prone to a lot of human-made errors. Instead we decided
to develop a code generation software, which after creating one class and correctly marking each method with meta-data, creates a client and server version
automatically.
That means that we only create one class and rest of the work the code
generation software will do. This approach works well for cases when the server
side does all the work and the client side only registers to callback or calls remote
actions on the server. In our case, this works for all nodes except the sync node,
because unlike other nodes which are used usually by other nodes, the sync node
communicates with itself to handle correctly remote logging and time syncing, so
we need different server and client side.
The code generation software is far from bug-free, but when following the
correct syntax of meta-data, it works well enough. How it works and how to use
it is described in appendix A.2.
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6.3.2

FlexoControl

FlexoControl is a software developed for displaying a map when the robot is
driving. It displays the current best particle’s 3D map, the path to the current
goal and the position of other particles. It communicates with the robot over the
network. It connects to desired nodes and subscribe to the data it is interested
in. FlexoControl is connected to the following nodes.
• Localization node supplies info about particles (that is map, map updates, weight, resampling and best particle)
• Plan node supplies the current goal for path finding.
• Control node is used to manually control a robot from pc (using keyboard).
This software also computes path on its own. That could mean, even though it
uses the same algorithm and same map, that the path might slightly differ. That
could be caused because FlexoControl might decide to find a path at a different
moment than it was found on the robot. We are not sending path found on the
robot, because robot doesn’t find whole path (only to the next subgoal) and we
don’t want to slow down our system running on the robot anymore than we need
to.

6.3.3

FlexoDataViewer

As we mentioned earlier, it is possible, as one of the plan goals, to put in the
command into the plan file to tell our system to export the current state into
the file. We haven’t mentioned what to do with that file yet. That file can be
loaded and parsed by FlexoDataViewer. FlexoDataViewer can display a map
and a path of each particle (hypothesis), that had been active when the state
was saved. When the state was saved with trainData parameter set to true in
the cofiguration file, then it allows to mark each cell in the map as grass or other
terrain. When the data are correctly marked we might use them to train our
classification model.

6.4

Hardware

We created and developed our own robot platform called Flexo as a part of a
team’s project. The robot chassis is composed of two independent halves connected by the axis. This solution helps to better handle terrain condition. The
wheels are driven via belts connected to two industrial stepper motors (one Faulhaber 3890A018CR on each side, i.e. robot is differentially driven). The motors
are controlled via control units (Faulhaber MCDC 3006 Can Open) attached
to CAN network. Each motor has also a connected encoder (Faulhaber HEDS
5540A12 with two channel quadrature outputs). The original platform had two
Beaglebone Black computers, VectorNav VN-100 (IMU), HC-SR04 (ultrasonic
sensor), SparkFun Venus GPS, Sick LMS100 range finder and two 12V Pb batteries from UPS.
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(b) 3D model

(a) Flexo real world photo

Figure 6.3: Figure 6.3a shows a real world picture of our platform. Figure 6.3b
is a 3D model of the chassis which was proposed and constructed by our team
member Michal Bajus.
The original platform participated in the contest Robotour 2017. Unfortunately due to some damage to some of components which occurred during transfer
to the contest, our robot wasn’t able to fulfil the contest’s goals. We upgraded the
robot platform with new more efficient hardware and made it more reliable and
durable. Our current version is composed out of the following hardware (there
are more components, but we will mention only the most important ones).
• Intel x64 PC with cpu i5-7600T which has four cores with frequency
of 2.8GHz. It has Mini-ITX motherboard with 4GB ram. Most of the
computation is done on this PC.
• Beaglebone Black is a low-cost and low-powered pc. It has great connectivity with support of several buses (I2C, CAN, UART, SPI,...). We are
using it mainly for connection to sensors and some basic raw data processing.
• Faulhaber MCDC 3006 Can Open is a motion controller. We are using
two of these motion controllers to control our drives and read data from our
encoders. Both motion controllers are connected through CAN bus to the
Beaglebone Black.
• GY-521 and GY-271 are two breakout boards which create our new IMU.
Our original IMU got damaged and we haven’t been able to repair it yet.
GY-521 contains chip MPU6050 which has an accelerometer and a gyroscope and GY-271 contains chip HMC5883L which has a magnetometer.
Both of these breakout boards are communicating over I2C with our Beaglebone Black which processes and fuses their data using FreeIMU library.
• Ublox Neo-M8N is our new GPS module. We replaced it, because our
original SparkFun Venus GPS had proved to be unreliable. This module is
connected to the Beaglebone Black through UART.
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• Sick LMS100 is a 2D range finder with 270° aparture, 50/25 Hz frequency,
0.25°/0.5° angular resolution and 20m operating range. The range finder is
connected through the ethernet to the Intel x64 PC.
• SRF02 is an ultrasonic range finder. It has a range from 16cm to 6m.
We are using two of those for sensing an immediate danger which wasn’t
discovered by the range finder. Both are connected through I2C bus to the
beaglebone.
• We are also using two Overlander 14000mAh 3S 11.1v 30C LiPo batteries.
Durability of this new version was ensured using a more advanced switchboard
with more power protection. We are also protecting and isolating components
using our own 3D printed boxes for several components.
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7. Evaluation
To demonstrate capabilities of our system, we have devised several experimental
scenarios. These scenarios show what are the strengths and weaknesses of our
system.
In most scenarios, we have attempted to create a hostile environment for our
robot. That means narrow corridors with just enough space for the navigation
and obstacles at inconvenient places.
Our robot has usually several goals to reach relative from its starting position.
The robot has to reach all the goals in the correct order and within 20cm (at least
according to its current belief position). It has no prior knowledge of the testing
environment and it uses only sensors mentioned in section 6.4. In the end, we
don’t use ultrasonic sensors because they have proven too unstable for us.
Before we started doing our evaluation tests, our IMU was damaged and we
had to replace it with a cheaper, noisier and less stable one. That means that
our evaluation tests were done under worse conditions than we had during our
earlier development.
Each scenario is placed in one of the following sections. Each one contains a
description of the environment, desired results and results of the experiment.

7.1

Pass through the door and back

In the first experiment we devised a simple scenario, where the robot needs to go
through the door and back without making any contact with any obstacle.
We placed the robot in the hallway so that it points toward the edge of the
door and has to correct its course. The robot’s first goal was six meters ahead.
The second and last goal was to return to its original position.
The robot reached both goals successfully, which demonstrates its basic obstacle avoiding capabilities. The environment and the robot’s path is shown in
figure 7.1. In figure 7.1a, we can see that when the robot was returning to its
starting position it detected there a new obstacle there. When the robot wasn’t
able to arrive in the starting position (it was blocked by the new obstacle), it has
chose to arrive as close as possible to the second goal.

7.2

Downhill and uphill

This scenario verifies our 2.5D localization (that means that we are able to tell the
robot’s current elevation, but we are not able to simultaneously navigate under
and over the bridge). This scenario tests if the robot correctly changes its current
elevation. We test it by placing a steep incline on the robot’s path.
This task is hard because our robot needs to correctly recognize which incline
can be climbed and which incline is an obstacle. We described our technique for
recognizing traversable cells in section 5.2.1.
We conduct this experiment in the narrow L-shaped corridor with about 20
degrees incline. We let the robot drive through the corridor and back to its
starting position.
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(a) The resulted path displayed in the 2D map. The white points are the traversable
cells. The red points represent the untraversable cells and the blue points are cells that
are close to the untraversable cells. The green path is created by the particle with the
highest weight. The yellow paths are all the other particles that were available at the
end of the experiment.

(b) The photo of the real environment

Figure 7.1: The environment and the result path of the first scenario.
This experiment was also successful too. Our robot was able to reach the end
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of the corridor and got back to its starting position without any damage to itself
or to its environment. When the robot was driving up the incline its wheels were
slipping on the floor, but the scan matching fixed errors in the odometry. The
results of the experiment are shown in figure 7.2.

(a) The resulted path displayed in the 2D map.

(c) The 3D map from the same view as is
the photo of the environment.

(b) The photo of the real environment

Figure 7.2: The environment and the resulted path of the second scenario. We
can see that the corridor, that robot travelled through was very narrow.
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7.3

Navigate through a maze

We built a maze out of cardboard boxes for this scenario. The goal of this
scenario was to test that once the robot knows the environment, it can return
using a shorter path than the one it took first time.
We placed the robot in front of the maze, set the first goal six meters ahead
and the second goal back to the robot’s starting position.
This experiment was successful as well. The robot was able to navigate during
the second drive through the maze using the shorter path than when it had gone
through it for the first time. Even though the experiment was a success, there
were some minor issues. The most significant issue was that our robot drove
sometimes too close to the obstacles. Fortunately there was no major contact.
The result of this experiment is shown in figure 7.3.
To prove the robustness of our system we modified the starting position of the
robot and let the robot drive through the maze four times. This attempt ended
successfully as well, that means that only during the first drive through the robot
visited dead end and later it always chose the shorter path. The robot’s path is
displayed in figure 7.3b.

7.4

Loop closure

We created a small circuit by placing cardboard boxes in the middle of a large
corridor. The goal of this scenario is to ensure that the robot is able to correctly
localize itself when it returns to the previously visited location.
We placed the robot at the start and set the plan so that the robot had to
make one circle around the cardboard boxes. After the first circle the robot
was supposed to continue the next circle for two metres, during which it should
localize itself and fix the map.
This test was only partially successful. We have repeated it several times, but
only sometimes (around 66% of attempts) the test was a success. The problem
was that the robot’s map got distorted during its travel and then the robot refused
to continue on its path and decided to find another path to its goal. This meant a
problem, because the robot couldn’t visit an already known location and have its
map fixed. This caused that the broken map was getting even more broken. We
haven’t found a solution for this problem using our robot. This problem might be
solved, if we were to use different sensors and the robot could see farther ahead
and fix the map without the necessity of driving through it.
One of our successful attempts is displayed in figure 7.4.

7.5

Simulator

The purpose of this scenario is to show that our system is capable of handling also
the simulated environment with the simulated robot, which might be sometimes
more suitable for testing than the real robot. Mostly because of its immediate
availability and without the worries about possible damage of the real environment. We have designed an simulated robot, which approximate behaviour of our
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(a) The resulted path displayed in the 2D map.

(b) The 2D map with the robot’s path in the second longer attempt.

(c) The photo of the real environment

Figure 7.3: The environment and resulted paths of the third scenario.
own robot. It contains similar sensors and actuators, both with the simulated
noise.
We created a random map and let the robot navigate twice through several
goals in this map.
The simulated robot correctly navigated our designed environment. The result
of its path together with the picture of the simulated environment is displayed in
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figure 7.5. We can see that our system works even in the simulator.

7.6

Outdoor testing and terrain classification

This test shows how our system can handle the outdoor environment and recognize the terrain types. We have carried out this test on the previous version
of the robot. That was the last time we had a chance to test our system in the
outdoor environment.
First we let the robot drive on the lawn and pathway. We used the data
from this run to train the model. This model was then used in our test. Our
test environment was a simple (different than the one from training) pathway.
On one side of the pathway, there was a lawn and on the other side, there were
bushes. The robot was supposed to drive a few times along the pathway.
In our test the robot successfully recognized terrain types and navigated itself
along the lawn. The resulted 3D map with correctly classified terrain types is
displayed in figure 7.6.
The limitation of our model is that it depends on the environment conditions.
When the conditions of our environment are significantly changed, then our model
stops working properly. We tested this theory by repeating our test immediately
after the rain. The rain changed the reflectivity (remission) of the environment,
which invalidated our model, as we have expected, and the terrain classifications
were more or less random. After the lawn was dry again, our original model
started working again.
We have also conducted several other terrain tests in more challenging environment (uneven ground, roots, trees,...) on the previous version of the robot
with very satisfactory results.

7.7

Dynamic obstacles

This section doesn’t contain a test, but only an observation which we did during
the testing and development of our system.
Our system can correctly delete some information about the obstacle, when
the obstacle disappears. The condition for deleting some information about the
obstacle is that our laser scanner can see it. Unfortunately, this condition is
harder to satisfy than it may seem. Our robot has a very limited field of view
and most of the time it won’t notice that the obstacle has disappeared.
Our original idea to partially solve this problem was to use ultrasonic sensors
to clear obstacles which our range finder currently can’t see. This idea unfortunately didn’t work because our ultrasonic sensors have proven that their data are
too unstable for this task. This means that currently when the obstacle disappears, it takes a very long time until our robot can correctly update the map and
quite often it will never update it.
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(a) The resulted path displayed in the 2D map.

(b) The resulted path and the map created using only the odometry.

(c) Photo of the real environment

Figure 7.4: The environment and the successful resulted path of the fourth scenario.
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(a) The resulted path displayed in the 2D map.

(b) Photo of the simulated environment

Figure 7.5: The environment and the successful resulted path of the fifth scenario.
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Figure 7.6: The view of the 3D map of the sixth scenario. The green cells
represent cells that were recognized as grass and the blue cells are ones that
weren’t recognized as grass.
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Conclusion
We have created a system that is capable of a self-navigation in an unknown
hostile environment. The robot can navigate using only one tilted range finder
through several dangerous situations both in the indoor and outdoor environments. Our SLAM system which is based on the Rao-Blackwellized particle filter
is stable and robust, and our path finding creates smooth collision-free paths.
We have also shown that our chosen terrain classification system works well if the
environment conditions are stable.
Our work is built upon standard algorithms with our own significant improvements. Firstly, we have created a mapping algorithm that minimizes holes in the
map. Secondly, our modification of D⋆ Lite path finder creates close to optimal
paths and correctly marks traversable nodes. The third major improvement is
our scan matching method that can correct odometry errors even with our tilted
range finder.
We have also built our own robotic platform that was successfully tested in
various terrain conditions. Our platform has a very unique construction of the
chassis, which can easily traverse an uneven terrain.
As a part of this work we have created a fast, easily modifiable and transferable
system, that runs directly on our robot without any other external computational
support.
On the other hand, we have also encountered several problems. These problems were mostly based on our sensory limitation and are described in the Evaluation chapter.

7.8

Future work

Even though our system already works well, we have identified several possibilities
of improvement throughout the work on the project (yet their implementation is
clearly out of the scope of this work).
We have several propositions that can be used to improve our motion planning.
The most interesting proposition is to have a plan that not only includes positions
but also the orientations of the robot. This could lead to not only improved and
smoother driving, but also to safer driving. It could also give us access to more
narrow pathways. The current version of our system tries to navigate the robot
with wide enough margin (in most cases) from any obstacle because the robot
could start turning at almost any time. If our plan were to include when our
robot were to rotate, we would not need to have such a wide safe margin between
the robot and obstacles.
Another improvement to the motion planning could be to create a closer
connection between SLAM and navigation. That might help to fix the problem
with dynamic obstacles mentioned in the Evaluation chapter. We could be able
to plan a path which would help to detect disappeared obstacles.
To solve the terrain classification under different environment conditions (wetness, drought,...), a model composed of several sub-models may be considered.
Each sub-model would work under its own specific conditions while the main
model would recognize such conditions and decide which sub-model should be
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used.
Another improvement could be done for mapping. Even with our improvements, our mapping is relatively memory consuming. We would like to propose
a method that would compress the map with the minimal loss of information.
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A. Apendix
A.1

Configuration parameters

Our focus was to make our system configurable. Every computer that runs our
system, loads XML config file, where each node has its own named xml node,
which contains parameters for each node used by this computer, and some general
parameters. This appendix describes these configurable parameters. Usually a lot
of the node’s parameters are unique to each node, but some of them are universal.
First we will present these universal parameters.
• tag - Defines unique identification of the node.
• host, port - These two parameters, when defined on the client version, tells
our node where it should look for its server version.
• port - When port is defined on the server version, then the node starts
listening for connection from client nodes on this given port.
• simulation - When this parameter is defined as true (default false), it tells
our node that if possible it should try to get data from the simulator instead
of real physical sensors.
• simulationSender - When this parameter is defined as true (default false),
it tells our node that if possible it should try to send data to the simulator
instead of real physical actuators.
• log - When this parameter is defined as true (default false), it tells our node
that if possible to log all of its data.
There are also several general parameters that are not associated with any of the
nodes. The following parameters are set in the xml root node.
• log - If this parameter is set to true, then logging is allowed in each node
that has it also explicitly allowed. If it is set to false then even nodes that
has explicitly allowed logging won’t be doing it.
• simulation - If this parameter is set to true then, connecting and receiving
data from the simulator is allowed in each node that has it also explicitly
allowed. If it is set to false then even nodes that have it explicitly allowed
won’t be doing it.
The following parameters are also not associated with any of the nodes, but are
defined in xml subnode named parameters.
• networkThreads - Number of threads used by network operations.
• threads - Number of threads used by other operations.
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• trainData - If this parameter is true (default false), each laser beam of each
scan is stored in the result state (when our plan tells us to save it). The
reason for this is to use these data as training data for classifying terrain
types. This requires a relatively huge amount of memory and during the run
when this parameter is allowed our system doesn’t classify terrain types.
It is not recommended to have it allowed during a normal operation. This
parameter has effect only on the computer that runs the localization node.
• distanceBetweenWheels - Defines the distance between wheels of the
robot (used by various nodes).

A.1.1

Low-level nodes

This section contains a description of the parameters of low-level nodes.
• Drive node
– dev - Device or COM port to which bus is connected.
– file - Name of the file that defines default parameters for our CANopen
motion controllers.
– gearRatio - Gear ratio is a ratio of how many times motor rotates to
make one wheel rotation.
– countsPerMotorRevolution - This number tells us how many ticks
our encoders make per one motor rotation.
– wheelDiameter - Diameter of robot’s wheels.
– alpha1, alpha2, alpha3, alpha4 - These are motion model parameters. They define σ for normal distribution from which we sample
new position of our particles. Each alpha defines different error of our
differential drive. alpha1 tells us how many degrees per degree our
robot can make wrong, alpha2 degrees per meter, alpha3 meters per
meter and alpha4 meters per degree.
• Imu node
– connection - Id of the I2C bus, that this node should use.
• Sonar node
– angle - We are estimating sonar as a cone. This parameter tells us
the value of the apex angle.
– connection - Id of the I2C bus, that this node should use.
– address - The address of the device, that our node represents, on the
given I2C bus.
• Laser node
– receivedAngle - Scanning angle of our 2D range finder.
– resolution - Resolution of our 2D range finder in degrees.
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– maxLaserFrequency - How many times per second we should process
this laser scan.
• Gps node
– dev - Device or COM port to which bus is connected.
– baudrate - Baud rate (bits per second) is necessary parameter for
communicating over RS232.
There are some parameters that we haven’t mentioned, which are shared by
several sensor nodes (in our case sonar and laser nodes).
• x, y, z - Position of our sensor relative to the center of the robot.
• yaw, pitch, roll - Degrees of rotation of our sensor relative to the robot.
• beamModel - This node parameter holds information about the beam
model, that means it tells us how to estimate the probability during scan
matching. It also contains information about terrain classifying and occupancy grid mapping probabilities.
– step - The size of the discrete step for precomputing Beam-Endpoint
model.
– noiseVariance, lambdaExpUnexpected, aHit, aMax, aRand,
aUnexp - These are all parameters of the sensor model described
in the section 4.2.1.
– maxRange, minRange - Maximum and minimum length of the
beam (even if our sensor is capable of wider range, the beam is limited
by these parameters).
– terrain - This is node parameter, it contains information about terrain
classification.
∗ svmModel - Name of the file which contains information about
our trained model, which recognizes grass from other terrain.
∗ svmMaxBeamRemission, svmMinBeamRemission, svmMaxBeamLength, svmMinBeamLength - These parameters
are used to limit the range of the length and the remission of the
beam given from the sensor. These should be the same values
which were used to train the model. We are not using unlimited values because SVM library algorithm works better when the
range is limited.
– occupancy - Node parameter that contains occupancy probabilities.
∗ probHits - Occupancy probability update when the beam hits a
cell.
∗ probMiss - Occupancy probability update when the beam misses
a cell.
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A.1.2

High-level nodes

This section contains description of parameters of high-level nodes.
• Localization node
– particlesCount - Maximum number of used particles
– effectiveSampleCoefficient - This number is metric called ESS,
which controls resampling. It was described in section 2.1.3.
– scanMatchingSteps - Maximum number of steps in gradient descent
algorithm that we are using for scan matching.
– scanMatchingStep - Size of the one step during scan matching procedure.
– scanMinMatched - Minimum ratio of matched 2D scans in one virtual 3D scan. If this ratio is not fulfilled then scan matching is considered a failure.
– scanMatchingSamplerSteps - Number of steps to each side we take
samples from to create multivariate normal distribution, from which
we sample a new position.
– scanMatchingMaxSlicesFromScan - This parameter helps us limit
the time spend during scan matching. As we stated before in section 5.1.2, we take several 2D scans and try to match them to our
previous map. This parameter limits the number of 2D scans we use
in one virtual 3D scan.
– scanMatchingMaxBeamsFromScan - This parameter is similar to
scanMatchingMaxSlicesFromScan, but it limits the maximum number
of matched beams in one 2D scan.
– savePath - If true, localization saves the whole path, otherwise only
the current position of each particle. The saved path can be later seen
in the FlexoDataViewer.
– keepOdometryParticle - If this option is set to true, then localization keeps one special particle, that uses only raw odometry from
encoders and IMU data without any randomization. Odometry particle can be later seen in the FlexoDataViewer.
– threadsCount - It informs the Localization node how many threads
it can use for itself.
– scanMatchingLimits - This is a parameter node. Defines the limits
that robot needs to travel to start a scan matching procedure.
– scanTakeLimits - This parameter node defines the limits that robot
needs to travel to take a snapshot of one scan. These scans are later
used in a scan matching procedure.
– gps - This parameter node defines parameters for gps calibration.
That means calculation of transformation of gps coordinates to our
local frame. To calibrate gps we find two points with trusted enough
gps coordinates. After our robot traverses the necessary distance, we
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compare the distance measured by gps and the distance measured by
odometry and if it is close enough, we used these to points to create a
transformation.
∗ earthRadius - Radius of the earth (in metres) is a parameter
used for projecting gps coordinates into our local frame.
∗ calibrationSamples - How many samples should we take to determine position during calibration.
∗ calibrationMinimumLength - Minimum distance (in metres)
that robot needs to travel between two calibration gps points.
∗ calibrationThreshold - Minimum calibration error in metres.
∗ maxHDOP - Only NMEA sentences with good enough HDOP
value are admitted during calibration process. Maximum HDOP
value is defined by this parameter.
– mapData - This parameter node defines information about map creation and path finding. Path finding parameters are related to the
following section 5.2.1.
∗ resolution - The size (in metres) of the cell in our map.
∗ probDefault - Default probability that cell is occupied.
∗ probMaximum, probMinimum - Maximum and minimum
probability that cell is occupied (clamping parameters).
∗ probThreshold - Threshold probability means that if our occupancy probability gets higher than this value, we assume that the
cell is occupied.
∗ pathMaxTerrainChange - This value states maximum
traversable height difference in meters.
∗ pathBlockSize - This value is distance in metres from the cell
that is tested for the height difference (defined in pathMaxTerrainChange).
∗ pathBlockSizeInner - This value is distance in metres from the
cell. If there is a number of cells in this distance that fails test by
pathBlockSize, then this cell is considered untraversable.
∗ pathBlockingCells - Number of cells that needs to fail a test so
that our cell is considered untraversable.
∗ pathBlockSizeBorder - We increase traversability cost in all
cells that are this distance (in metres) from any untraversable
cell. The cost is higher closer our cell is to the untraversable cell.
∗ pathVehicleHeight - This value is a height (in metres). If we
find an occupied cell in the correct height in our 3D map. We also
check whether the space above it is clear. This height determines
how many cells above our occupied cell we need to check so that
our robot can fit in there.
∗ pathAvoidGrass - If this is true, then our path finder is avoiding
terrain classified as grass.
• Plan node
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– file - Name of the file where commands are saved.
• Control node
– client - Parameter node that defines one computer that needs to be
connected before the start of the robot.
∗ id - Id is a client’s tag. Each client needs to have a unique tag
(defined in its config file under sync client node).
• OSMMap node
– mapDirectory - Directory that contains files generated from Open
Street Map.
• Simulator node has same parameters as other client nodes (host and
port).

A.2

Code generation

Code generation goes through each folder in the given path and when it founds
a header file (*.h or *.hpp) with the same name as the folder it is in, it tries to
parse it using CPPAST library. Meta-data are always placed above the class or
methods in multi-line comments \* *\. Each meta-data parameter is placed inside
a list marked by square brackets and separated by round brackets and a comma
[(parameter1=value1), (parameter2=value2),...]. There are class’s, method’s and
constructor’s specific parameters. In fact there is only one class’s parameter and
that is ServerEnabled, which when has value of true, it means that from this
class it is enabled to generate server and client version. Let’s review the method
parameters.
• Id is an unique integer parameter which helps us identify the method. The
uses depend on other parameters.
• Type is an enum parameter. Each value of this parameter can change
expectations about other method parameters. The values of this enum
parameter are the following.
– action simply creates a remote call to this method from the client to
the server. This method can have any number of arguments, but only
the ones that are possible to put into the bundle.
– callback methods are required to have only one argument and that of
the type std::function⟨Args...⟩, where template arguments Args (types
are limited just as in the action) decide what arguments our callback
is returning. Both in the client and the server version method with
the name add!name-of-the-method! will be generated. When we call
this method with our callback then our callback will be subscribed to
this call and every time our class has new data our callback will be
notified.
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– simulationSendAction is a static method associated with the
method of the type action with the same Id. Any-time the method
of the type action with the same Id is called (either from client or
server) this static method is called also with the same arguments. The
use of this type of the method is to send data to the simulator.
– simulationReceiveCallback is a static method that should be used
to extract a current data from the simulator and supply them to the
method of the type callback with the same Id. Data are supplied
through a callback that should be given to this method as a parameter. Anytime this callback is called (when we receive data from the
simulator), all subscribers to the associated callback method receive
the data.
– simulationSendCallback is a static method that works similarly
as those with type simulationSendAction. It also sends data to the
simulator, but instead of being associated with the action type method
it is associated with the callback type method. So any time data are
supplied to the associated method, this method is called with the given
data. These types of methods are used to visualize some computed
data in the simulator.
– newConnection is a method that is called when some client newly
subscribe to a callback method with the same Id. It could be used
to send initialization data. It is used by FlexoControl to send it the
current map and afterwards the callback method only sends it partial
updates of the map.
– serverEnabled is a method that breaks our rule about transparency.
As the only one it is only generated on the server version. It also
doesn’t require Id.
• Log is a boolean parameter. If it is true, it makes the method to automatically log all the data that go through it. It works only for the callback type
methods.
• ResendLastAfterConnect is a boolean parameter. If it is true, it forces
the server or client to resend the last data. Sometimes when client and
server are not yet connected or the connection is momentarily interrupted,
it is useful to resend the last information after the reconnection because in
some cases it might take a long time to get the current data (e.g. new goal).
It works for methods of type action and callback.
We also have one special parameter just for the constructors, because we are
using several buses and some of them might have more than one device connected to it. We developed a possibility to share buses across nodes. Any node
that allows this needs to have set SendConnection parameter to true on the
constructor. In our project only the nodes that exploit this are Sonar nodes which
share I2C bus.
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B. Attachment
Attachment contains a source code of our system together with short instructions
on how to use it. We have also attached several log files from our experiments
and description of our simulated environment.
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