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Introduction
The goal of photorealistic rendering is to transfer a 3D scene to an image as
realistically as possible, so it looks more like a photo than like a work of computer
graphics. Photorealistic renderers are mostly based on an algorithm called ray
tracing. It is basically tracing the path of light and simulating of its interaction
with the environment to compute the color of image pixels. To obtain satisfying
results, it is beneficial to use physically accurate models of light flow, materials
and so on [19].
One of the basic properties of a surface is the Bidirectional reflectance distribution function (BRDF). For vectors ωi and ωo , it determines ratio between
radiance incoming from the direction ωi and radiance reflected to the direction
ωo . It is common to model BRDF by infinitely small microfacets, where we only
use their normal distribution function (NDF). Classic types of NDF (Beckmann,
GGX) depend only on the cosine of the angle between the microfacet normal and
geometric normal of surface. In the real world, however, this aggregate approach
is not sufficient, because it is often possible to observe bright glints on some surfaces under a sharp lighting. Smooth NDF models mentioned above completely
omit this phenomenon. For illustration, see Figure 1.
A traditional approach is to model this normal distribution using normal
maps. Normal map is a special kind of texture, which defines alternation of
surface normal relative to its geometric normal. This method is very helpful and
commonly used to display surface structure without high-polygonal models, but
it is inefficient and unsuitable for rendering of microstructure. The reason is that
the camera rays incident on the surface mostly miss the tiny areas where most of
the energy reflected toward the camera is concentrated. On the contrary, when a
ray accidentaly hits such a place, it results in a very bright pixel. The convergence
is therefore very slow and time consuming.
A lot of work has recently been done in this area of research. Kaplanyan et
al. [2016] [15] proposed a method for filtering of the NDF over a pixel footprint
applicable in real-time rendering in the article Filtering Distribution of Normals
for Shading Antialiasing. In the field of offline rendering, Jakob et al. [2014] [14]
addressed this problem by using stochastics in the work called Discrete Stochastic
Microfacet Models. Yen et al. [2016] [24] compute the unsimplified NDF of a pixel
footprint by turning the problem into the integration of a normal map discretized
into triangles in the paper Rendering Glints on High-Resolution Normal-Mapped
Specular Surfaces. One of the most recent papers called Position-Normal Distributions for Efficient Rendering of Specular Microstructure by Yan et al. [2016]
[25] introduces a method which represents specular surface as a four-dimensional
position-normal distribution approximated by mix of 4D Gaussians.
The ambition of this thesis is to explore some of these approaches. As a main
topic we choose the algorithm from Yen et al. [2016]. We analyse, implement it,
compare it with other approaches and propose some improvements.
An essential part of graphic research is a visualisation of achieved results. For
this reason, we develop a complete rendering system based on ray tracing, which
serves as a tool to verify the correctness of implementation, observe the quality
of results and measuring of computation time.
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In the section 1 we specify the details of our renderer, describe the components
of our scene representation and introduced the utilized algorithms with some
theoretical background. Section 2 gives insight to the related work in the field
of microstructure rendering, explains the methods and provides details of our
implementation of the Yan et al. [2016] algorithm. Section 3 contains results
for both previous chapters with images, performance measurements and proofs
of correctness.

Figure 1: Shiny surfaces with microstructure create visible bright highlights. It is
very time consuming to render this phenomenon using the classic approach based
of stochastic sampling of normal map.
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1. Renderer
1.1

Overview

The best way to show that a method is really working is to test it using real
life use cases. An artist would like to create a scene in 3D editor, place high
resolution normal map on an object, add lights and camera and render a quality
picture in a reasonable time.
Our renderer allows an user to load a scene previously created in a 3D editor,
which is able to convert a scene into Ascii Scene Export format (ASE), for example
our testing scenes were created in Autodesk 3ds Max [12]. We implemented the
path tracing algorithm, the method used in modern state of the art renderers.
The user can define different properties of materials, like color, roughness or
transparency. It is possible to use textures and normal maps. There is also an
option to create simple animations. To speed up rendering, our system utilizes
Embree [9], a high-performance ray tracing kernel developed by Intel, which is
used to find the intersection of a ray and a scene. To make the most of the power
of modern CPUs, the multithreading is supported.
In terms of implementation, the renderer is a Windows Forms application
written in C# and running on the Microsoft .NET platform.

1.2

Scene

This section is dedicated to the description of the main components of our scene
representation, as well as the description of the used input file and the framework
for intersection finding in our solution. We provide a brief analysis of available
options and a justification of our choices for the cases when the decision was not
entirely straightforward.

1.2.1

Input File

Ascii Scene Export (ASE) is a text format for exporting scenes from 3D
editors. It is native to Autodesk 3ds Max [12]. It is possible to export ASE files
using Autodesk Maya [13] with plugin ActorX and Blender [10] with a special
Add-on [21].
The format is based on identifiers, all in the form *IDENTIFIER NAME,
which are followed by one or more values. The values are associated into blocks
surrounded by curly braces. The blocks are typically nested.
We show an illustration of a simple ASE file to show the structure of the
format
*3DSMAX_ASCIIEXPORT 200
*COMMENT "AsciiExport Version
*SCENE {
*SCENE_FILENAME ""
*SCENE_FIRSTFRAME 0
*SCENE_LASTFRAME 100

2,00 - Sun May 13 12:59:01 2018"
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*SCENE_FRAMESPEED 30
*SCENE_TICKSPERFRAME 160
*SCENE_BACKGROUND_STATIC 0.0000 0.0000 0.0000
*SCENE_AMBIENT_STATIC 0.0000 0.0000 0.0000
}
*MATERIAL_LIST {
*MATERIAL_COUNT 0
}
*GEOMOBJECT {
*NODE_NAME "Box001"
...
}
*LIGHTOBJECT {
*NODE_NAME "Omni001"
...
}
*CAMERAOBJECT {
...
}
There are multiple reasons why we have decided to use the ASE as an input
format for our renderer
• The user can generate the files in a 3D editor. An alternative way to provide
an input is to use an own format tailored to our needs. It would give us
endless possibilities to define scene parameters. On the other hand, the
user would be limited to scenes that he/she could create manually in a text
editor, since he/she would not be able to cooperate with a 3D editor.
• Text format. It is beneficial for both the developer and the user to be able
to read the file directly. It is easier to debug an application when one can
check what values the program is working with. Furthermore, the format
allows to alter scene properties using a simple text editor. These reasons
are behind the decision to use the ASE format instead of popular binary
formats like Autodesk FBX.
• Provides sufficient information about the scene. It contains blocks of data
for materials, geometry, lights, cameras and animation. However, there is a
limitation concerning a couple of missing parameters listed in the drawbacks
section.
The drawbacks of this format
• There is no official documentation. It is possible to find some partial pieces
of documentation, but they contain only the main keywords, sometimes
without explanation of the semantics of the values (for example [21]). Creating of the parser requires reverse engineering of the format specification
from files generated by a 3D editor.
• Output files lack some important data. Advanced properties of materials, for
example the index of refraction, are not saved into generated files. It limits
6

further growth of the renderer, which creates scenes in this way. Similarly,
the ASE files contain very little information about the scene lights. It
completely discards geometric properties of the light sources, like shapes and
sizes. Only a few cases of the missing data were mentioned for illustration.
This problem was resolved by adding the parameters into the renderer user
interface, but it decreases overall elegancy of the interface and overwhelms
the user with another numbers which need to be set before rendering.
The parser used in our solution utilizes only a subset of the data in the input
files. Capabilities of the parser and the details about its implementation are
thoroughly explained in the Programmers guide, which is part of this work. Also
the used parameters for different scene elements are listed in the respective parts
of this chapter.
There are other text formats available. One of them is a much simpler format called PLY (Polygon File Format), which unfortunately offers only a small
subset of the data in the ASE. Another text format commonly generated by 3D
editors is the Wavefront .obj file used to represent only geometry. Material data
are stored in a companion format MTL (Material Template Library) [8]. Constructing a scene from multiple files would lead to obvious complications leading
to the decision not to use this format.

1.2.2

Geometry

Modern rendering systems and 3D editors often use the triangle representation of
scene objects. It means that each object is described as a set of triangles, which
are connected by their common edges or corners [2]. A triangle consists of three
vertices, which generally store at least the following data
• position: a 3D vector defining the position of the vertex in the space;
• normal: a 3D vector replacing the true geometrical normal of a surface, it
is mostly computed by the 3D editor so that it is possible to generate a
smooth surface by the interpolation of the vertex normals;
• texture coordinates: a 2D vector of real numbers in the interval [0, 1] representing a point on a texture.
This approach is also used in the ASE and consequently in our application.
Other possible representations of 3D scenes are for example
• Constructive Solid Geometry (CSG): represents an object as a set of simpler
objects combined by Boolean operations. It is used in engineering, where
mathematical accuracy is desired and only simple objects are sufficient. The
modeling of more complex surfaces and shapes is very limited, making the
CSG unusable for our purpose [5].
• voxel representation: an object is described by values on a regular 3D grid
called voxels. This method is used for example in volumetric imaging in
medicine. However, it is not suitable for classic rendering because of the
memory inefficiency caused by carrying of the information about the inner
structure of objects. Also the surfaces have the cubical structure which
need to be smoothed [7].
7

They are really not suitable for ray tracing, so we decided to use the triangle
representation.
Object data in ASE is stored in various lookup tables. Positions, normals
or texture coordinates are on separated places of the input file. Each vertex is
assigned its position and index in one table, then it is referenced by the index in
other tables.
Data structure
In order to eliminate the overhead caused by finding the vertex data in different
tables during rendering, we gather all the data for each vertex in the scene parsing
phase. It results in an intuitive triangle representation. Each triangle stores three
instances of vertex and a face normal, that is used to determine the orientation
of faces for the intersection test. Each vertex contains the position, normal and
texture coordinates vectors.
This representation allows to compute any data for a particular point on a
given triangle from the data in its vertices using barycentric interpolation. It is
used for example to get a normal vector or texture coordinates at the intersection
point.

1.2.3

Materials & Textures

Materials represent various real-life substances, such as metal, glass or concrete.
Applying them to 3D objects gives them more realistic look. Materials are typically defined by their properties, from color to advanced physical quantities, such
as anisotropy for metallic materials or already mentioned index of refraction.
The implementation of materials in our rendering system is straightforward.
It offers a set of material properties which can be defined in the input file. As
we mentioned in the chapter Input File, the possibilities in this field are limited.
The following settings are supported:
• diffuse color: the color that an object reveals under pure white light, it is
perceived as the color of the object rather than a reflection of the light
• specular color: the color of a specular reflection, typical for shiny surfaces
• shine (roughness): the measure of surface imperfection, which causes light
rays to scatter to more random directions
• transparency: the upper bound for the transmittance of the material
• shine strength: the intensity of specular highlights
The ASE file also contains data specifying the ambient color. It defines the color
of an object when it is in shadow. We decided not to implement this feature,
since it is physically incorrect. Also some other data are currently not used (for
example shading type, falloff, self illumination, etc.). On the other hand, there
is one additional parameter, the index of refraction, adjustable in the GUI. For
the sake of simplicity, we use the same value for each transparent object in a
scene. This would not be acceptable in a production renderer, it was meant to
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demonstrate the possibilities of our renderer and balance the absence of the data
in the input file format.
The properties mentioned above can be either constant or we can use a concept
called texturing to obtain different values depending on a location of the examined
point. A texture is a function that maps points in some domain (e.g., a surface’s
(u, v) parametric space or (x, y, z) object space) to values in some other domain
(e.g. color or the real numbers) [19]. A special kind of the texture is a normal
map. It allows to add details as bumps or grooves by altering the surface normal.
Texturing is supported in our renderer for most of the material properties
(except the index of refraction). The ASE file provides the path to the texture
file and the following parameters
• offset: the horizontal and vertical translation of the texture
• tiling: the horizontal and vertical scale
• angle: rotates the map by the given angle
Other data like blur or noise are not used.
Texture coordinates at the point of intersection are computed from the values
stored at vertices using the barycentric interpolation in the same way as the
normal vector. After applying the translation, scale and rotation, we obtain a
coordinates vector in the texture space. We use the bilinear interpolation between
the adjacent pixels to get the result value.

1.2.4

Lights

In both real-life photography and 3D rendering, the output image is created by
measuring the illumination of the camera sensor. In order for the objects in a
scene to be visible, we need a source of light rays. There are typically multiple
types of lights in production renderers. The most common are point lights, disk,
rectangular or sphere shaped lights, directional lights producing rays with the
same direction at every point in space and others. The light sources with non
zero surface are called area lights.
The support for light sources is a part of the ASE format. It offers several light
types, for example Omni (casts rays in all directions), Target (generated typically
from spotlights in the scenes in 3D editors, contain falloff and hotspot values, emit
a focused beam of light similar to a flashlight) or Directional (explained above).
The problem is that there is no additional data for area lights about their shape
and size.
To achieve certain effects observable in the real world, like soft shadows, it is
necessary to use area lights. We decided to use spherical lights with the center
given by the light position in the ASE file and the radius adjustable in the renderer’s user interface. It is usable in a wider range of scenes (unlike, for example,
directional lights, which are not applicable in closed rooms). Moreover, spherical
lights are not affected by rotation, the illumination is the same for all directions.
Other types of area lights (rectangle, disc, etc.) would require some additional
work to resolve their orientation. The main drawbacks are that the radius is same
for all lights in the scene, the user must set it with every opening of the the scene
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and it does not correspond to the radius in the original 3D scene in the editor.
This would be same for all the other types of area lights.
In order to perform a technique called light sampling (explained in the chapter
Pathtracing), we need to produce samples on the light’s surface. We use uniform
sampling of sphere, which produces points with the same probability over the
whole surface. We achieve this by generating two random numbers ζ1 and ζ2 and
use them to get coordinates on the sphere surface as follows
√
√
x = cos(2πζ2 ) 1 − z 2 = cos(2πζ2 )2 ζ1 (1 − ζ1 )
√

√

(1.1)

y = sin(2πζ2 ) 1 − y 2 = sin(2πζ2 )2 ζ1 (1 − ζ1 )

(1.2)

z = 1 − 2ζ1

(1.3)

The probability distribution function is constant and equals 1/(4πr2 ).
The last two supported properties of our lights are color and intensity. Besides
that, the input files offers a lot more features, which are not currently used.

1.2.5

Camera

Camera is a tool to set a view of a scene. Resulting image captures the part of a
scene visible through the lens, which is called frustum. In 3D rendering, a camera
casts rays into an environment to compute the color of image pixels.
The main parameters affecting the shape of a camera frustum are the position,
viewing direction, direction from the camera center to its top (up vector) and the
so-called field of view, meaning the angle through which the camera is able to
perceive the scene [6].
The ASE format supplies sufficient data to find the parameters, allowing us
to employ the typical implementation of the camera which will now be described.
The position and FOV are directly defined in the input ASE file. To compute
the two directional vectors, we utilize the object’s transformation data. We experimentally inferred that the camera with zero rotation applied has the viewing
direction [0, 0, -1] and the up vector [0, 1, 0]. These vectors are multiplied by the
rotation matrix created from the transformation data of the camera.
To obtain the ray corresponding to a given pixel defined by coordinates in the
rendered image space, we create a virtual rectangle representing the image in a
scene. The cross product of the viewing and the up vector yields the direction
to the left from the camera center. At this point, it is not difficult to locate the
rectangle in the world space. We set a target point, which is at an arbitrary
distance from the camera (for example 1 scene unit) in the viewing direction.
It represents the center of the image. The up and left vector are also vectors
pointing from the center of the image to its top and left side respectively. The
width of the image is derived from the FOV, which we use as the angle between
the left and right edge of the image. The captured part of the scene is the same
as in 3ds Max, so it is using the same (the so-called horizontal) measurement of
the FOV. The image height is deduced from the image resolution. The corners of
the image rectangle are easily computed from its center, width, and height. For
any pixel coordinates, we find the area on the rectangle as it is seen through the
pixel from the camera. The last thing to compute the ray direction is to generate
a point in the area and substract the camera position from it.
10

Yan et al. [2016] use a concept called pixel footprint, which is an area on
the surface of an object visible through one pixel of the rendered image. We
approximate it by a cone computed using the data about ray path length and the
angle between the camera and the pixel corners.

Figure 1.1: Example of a simple scene showing the image rectangle (brown) with
a pixel and the respective generated ray (red). The image is from [12].
However, the technique of generating points on a pixel is not that straightforward. The problem is called the pixel sampling. Placing the point (sample)
always in the middle of the pixel area leads to alliasing in scenes with repetitive
patterns (for example checker textures). The same effect occurs when multiple
samples are placed in a regular grid (this technique is called uniform sampling).
Choosing a completely random position would be sufficient when only one point
is selected, but it is common practice to use more of them per pixel to reduce
noise. More samples tend to form clusters, which leads to inaccurate results and
noise increase.
Several sampling techniques avoiding these problems were developed, one of
them is the jittering [19]. The idea of this method is to divide the pixel area into
a grid with the density depending on the desired number of samples and place a
random point in each cell of the grid. The number of samples should be square
of an integer, so that the number of the rows and columns in the grid is equal to
the square root of the sample count and there is one sample in each cell. This
leads to a random distribution of points without big clusters.

Figure 1.2: Illustration of the sampling techniques mentioned above. Uniform
sampling (left) is a source of aliasing. Random sampling (middle) creates clusters
of samples. Jittering (right) prevents clustering but preserves the randomness of
sample positions.
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1.2.6

Animation

An animation is a series of pictures, slightly different from each other, which
create an illusion of continuous changes in a scene when they are played back at
a high frequency [3]. It is typically possible to animate the camera movement,
different transformations of the objects in the scene and the changes of their
properties.
Our rendering system offers only a small subset of the animation possibilities,
only the translation and scaling of the scene objects (including meshes, lights and
camera) is supported. There are several reasons behind the limitation
• 3D editors offer almost endless options, nearly all the parameters can be
animated. It would be very time consuming to implement everything and
it is not necessary for our goals.
• The documentation of the ASE format is poor and exploration of the syntax would require generating of files with every possible animation option
applied and inferring the syntax rules
• Rotation is not implemented because the data for rotation is not generated
correctly in the input files
The animation of a scene object is defined by a set of keys, one series per
each animated property (position, rotation, scale, . . . ). The key holds information about the time from the beginning and the particular transformation. For
example, there is a translation vector describing where the object is moved from
the initial position in the given time. In general, there is not a key for each frame
rendered, so it is necessary to interpolate the values between the keys.
Before the rendering of a frame starts, the scene objects have applied all the
respective transformations computed for the frame’s time. The transformations
supported by our rendering system, the translation and scaling, need to be performed per vertex.

1.2.7

Ray-scene intersection: Embree

Searching for the intersection between a ray and objects in a scene is an immensely
time consuming operation, especially when handling scenes with a high polygon
count. To cut the rendering times, we decided to use Embree.
Embree is a collection of high-performance ray tracing kernels, developed at
Intel. Since our renderer is written in C#, we use a wrapper called Embree.NET.
It provides concepts of scenes, geometries and meshes built on the top of Embree’s
interface with various runtime and type checks [20].
Embree has a concept of a device, which allows an application to use the
Embree API from different components without interfering with each other. The
device contains a scene(s) with a set of objects and geometries. For further
details, please refer to the programmers documentation and the Embree API
documentation [9].
Our rendering system creates a new device in each frame and fills it with a
scene containing objects with animation transformation applied. During the rendering process, the Embree scene is responsible for finding intersections with given
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rays. The intersection provides sufficient information to compute the position of
intersection in world coordinates and to find the intersected face.
Previous versions of our renderer used our own algorithm for intersection
finding. Using simple looping through all the scene triangles with a help of
boundary objects, it resulted in multiple times longer rendering even with simple
scenes. For example, rendering of a scene with approximately 1000 faces is four
times slower without Embree.

1.3

Light transport

Previously we discussed the tools used to define a scene in our renderer, including
objects, lights, camera or material parameters. The next step is to explain how
the final image is produced. In order to achieve a visually plausible output, light
transport algorithms, the algorithms computing the radiance distribution in an
environment, need to simulate the physics of light correctly.
A real photography is created by photons bounced off of the surfaces of many
objects before they reach the camera. The reflected radiance is affected by the
properties of a material. A physically correct renderer should take into account
all the scene objects when it is calculating the resulting color of a pixel. This
technique is called global illumination.
Another way to compute illumination is not to follow the physical rules strictly
and use a lot of simplifications, which leads to a lower quality of the output but
with shorter rendering time. Some of the methods are (source: [16])
• local illumination: uses only the information about the local surface properties and only the illumination from light sources, omitting the reflected
light from other objects in the shading computations
• ray tracing: this term is often used to denote the set of algorithms which
compute scene illumination by tracing rays of lights (including the path
tracing). The original ray tracing evaluates indirect illumination only using perfectly smooth surfaces, not allowing to render the effects like soft
shadows, blurry reflections, etc.
• distributed ray tracing: improvement of classic ray tracing allowing to display the soft phenomena by shooting more reflected rays instead of one.
However, the exponential growth of the number of rays makes this method
less usable in practice.
Since most of the algorithms for the rendering of microstructure are designed to
work with physically based rendering systems, we also need one to fully examine
their possibilities. For example, the Yan et al. [2016] define a way to generate
reflected rays. This could not be employed in a ray tracing algorithm which
generates reflected rays by perfect reflection.
In this chapter, we describe the details of algorithms used to compute the
global illumination in our rendering system.
Note: Unless otherwise stated, the source material used to write this section
is [19].
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1.3.1

BRDF

Surfaces typically reflect only a part of the received radiance, the rest is absorbed.
The Bidirectional reflectance distribution function (BRDF) defines the ratio between the reflected and received radiance, depending on an incident direction ωi
and an outgoing direction ω0 . In other words, it is a probability density that a
photon coming from the direction ωi gets reflected in the direction ωo [16].
Equivalent function exists for the computing of transmittance, called the Bidirectional transmittance density function (BTDF). It is used in connection with
refraction, when the outgoing ray is under the surface.
The physically correct BRDF has the following properties
• positivity fr (ωi , ωr ) ≥ 0
• Helmholtz reciprocity fr (ωi , ωr ) = fr (ωr , ωi )
• energy conservation ∀ωi ,

∫
Ω

fr (ωi , ωr ) cos θr dωr ≤ 0

Source: [4]
The BRDF values for different materials can be measured using calibrated
cameras and lightsources. However, many models were proposed to approximate
the BRDF function. Among others, the most popular ones are
• Lambert model: simulates perfectly diffuse materials using a constant BRDF
• Phong reflection model: an empirical model for glossy surfaces computing
the result color as the sum of an ambient, diffuse and specular light
• Torrance-Sparrow model: represents a surface as a distribution of perfectly
specular microfacets. It is used in our renderer, so it will be discussed in
more detail.
Source: [4]
Torrance-Sparrow
This model was developed to reproduce metallic surfaces. A surface consists of
mirror-like perfectly smooth microfacets, which means that a particular microfacet contributes to the overall specular reflection from a direction ωi to another
direction ωo only if the halfvector h between ωi and ωo is equal to the microfacet’s
normal.
The result value of the BRDF function is the sum of a diffuse and a specular
component. The diffuse component is constant and in our implementation it is
equal to the diffuse color of a given material. The specular component for an
intersection with the geometric normal n is computed as follows

fr (ωo , ωi ) =

D(h)G(ωo , ωi )Fr (ωo )
)
4(n.ωo )(n.ωi )

(1.4)

The detailed derivation from the microfacet model is present in [19]. In the
numerator there are a distribution term, a geometric (a.k.a. shadowing and masking) term, and a fresnel term respectively.
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The distribution term for a halfvector h, usually called the normal distribution
function (NDF), represents the fraction of microfacets with their normal oriented
in the direction h. Several kinds of NDFs are known, we decided to use the
Beckmann distribution with this formula
D(m) =

tan(θ)2
1
−
α2
e
πα2 (n.h)4

(1.5)

The geometric term for an input direction ωi and an output direction ωo is
used to describe a mutual shadowing and masking of microfacets. The phenomena
are explained by the following picture

Figure 1.3: Illustration of mutual shadowing (left) and masking (right) of microfacets.
The Torrance-Sparrow model expresses the term like this
GCookT orrance (n, h, ωi , ωo ) = min(1,

2(n.h)(n.ωo ) 2(n.h)(n.ωi )
,
)
ωo .h
ωo .h

(1.6)

The Fresnel term for an output direction ωo represents the probability that
a photon is reflected from a microfacet. Due to relatively high time complexity
of the precise formulas for the fresnel term, we decided to use the Schlick’s approximation, where n1 and n2 are indices of refraction for the two media at the
interface and θ is the angle between the h and ωo
R(θ) = R0 + (1 − R0 )(1 − cos(θ))5
n1 − n2 2
R0 = (
)
n1 + n2

(1.7)
(1.8)

Regarding the computation of refraction, there is an equivalent BTDF formula
fr (ωo , ωi ) =

η 2 D(h)G(ωo , ωi )Fr (ωo )|ωi .h||ωo .h|
)
((ωo .h) + η(ωi .h))2 (n.ωo )(n.ωi )

(1.9)

where η is the ratio of the indices of refraction for the input and output media,
the half vector is defined as h = ωo + η.ωi [23].
We decided to implement this model because it is one of the most commonly
used models in physically-based rendering and offers the possibilities to work
with the NDF, which is the main topic of the articles about the rendering of
microstructure, and also one of the main topic of our work
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1.3.2

Scattering equation

Using the BRDF, we can determine the amount of radiance reflected from a
surface given direction ωo for any incident ray ωi . Similarly, the refracted radiance
is computed using the BTDF. To be able to calculate direct illumination, we need
to know the reflected and refracted radiance for all possible incident rays together.
This way we sum the contributions from all the visible light sources in the scene.
The outgoing radiance is equal to the integral over the sphere of all incident
rays, it is called the scattering equation
Lo (p, ωo ) =

∫
g2

f (p, ωo , ωi )Li (p, ωi )| cos(θi )|dωi

(1.10)

where
• f is a generalization of the BRDF and BTDF, called the BSDF (Bidirectional scattering distribution function)
• Li is the incident radiance from the direction ωi at the surface point p
• cosine of the incident ray and the surface normal in the point p is the factor
compensating the fact that the incident light falls on a larger area than the
projected area perpendicular to the ray, therefore its rays are less dense
It is not possible to evaluate the function analytically, since the incident radiance function is almost never available in a closed form, due to a complex and
difficult-to-predict effect of visibility in realistic scenes [19]. Therefore we need to
employ numerical integration methods. The most common is called Monte Carlo.

1.3.3

Monte Carlo integration

Firstly, we provide some basic theoretical knowledge about this powerful method.
In the next section, we address the practical use of the Monte Carlo integration
to compute direct illumination and describe the details of our implementation.
The principle of this method is to evaluate the integrand for random values
and make an average of results weighted by the probabilities of occurrence of the
random values. The estimate < I > of the integral of a function f can be written
like this (source: [16]
N
1 ∑
f (ξi )
; ξi ∝ p((x))
⟨I⟩ =
N i=1 p(ξi )

(1.11)

Let I be the value of integral of the function f, then the expected value of
the estimate < I > is equal to the I. This shows that the method is unbiased, it
means that it yields correct results on average.
It is important to note that the variance of estimator leads to inaccuracy of
the result and noise.
Numerous methods exist to reduce the variance. The most commonly used in
rendering is called the importance sampling. It is based on the sampling of the
integrand in areas where the integrand value is higher, because they have greater
impact on the final result.
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1.3.4

Direct illumination

Monte Carlo evaluation of the scattering equation consists in casting random
rays, so-called samples, into a scene and averaging the light contributions they
obtain, divided by the probabilities of generating their directions, see equation
1.11. The probabilities depend on the utilized sampling technique.
The most trivial sampling method is the uniform sampling. Just like one can
choose a random point in an interval in 1D, this method chooses a random point
on the sphere (hemisphere) with its center at the intersection point. The difference between the sampled point and the sphere center is the required sample ray’s
direction. The probability of choosing an arbitrary ray is constant, or uniform
and it is equal to the area of the sphere or hemisphere to the power of minus one.
The equations to achieve uniform sampling of the unit sphere or hemisphere can
be found for example in [19]. Since this technique does not employ importance
sampling, the resulting quality is poor due to a high level of noise.
Another way to produce sample rays is to follow the normal distribution function of the surface. This technique is known as the BRDF sampling. At first, a
random surface normal is generated by sampling the NDF. It can be thought of
as the normal of a random microfacet. Output ray is then derived with formulas for perfect mirror reflection (or refraction) using the microfacet normal as a
surface normal. The formulas to compute random normal and their probability
distribution for different models can be found in [19]. This method yields the
best results for the scenes with large light sources and shiny surfaces. On the
other hand, it is very inefficient in combination with small lights and materials
with rough surfaces, because the probability that the ray hits a source of light is
small, especially when the variance of the rays is large because of the roughness.
The most widely used method is called light sampling. Instead of generating
a ray and hoping that it hits a light source, a random point on the surface of a
light is picked and the output ray is directed to that point, so it is certain that it
succeeds. Except for the case when our examined intersection is occluded by some
scene geometry. The probability of generating a random point on the surface of a
light is equal to one over its surface area, when the points are generated uniformly.
Our rendering system uses spherical light sources with uniform sampling described
in the section 1.2.4. To compensate for the fact that the light is always hit, a
geometric term is established. It has the following formula
g=

r2
A cos(ωi , nl )

(1.12)

where
• r is the distance between a light point and an intersection point
• A is surface area
• nl is the normal of light’s surface in the generated point
This technique gives results with the highest overall quality, but in case of large
lights and shiny surfaces, the results are worse than the ones given by the BRDF
sampling method. This fact results in a technique called multiple importance
sampling.
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Multiple importance sampling is a generally used technique in Monte
Carlo estimation. It is based on using more than one sampling technique, each
fitting a different case which can result in a more robust estimate. In the evaluation of the scattering equation, it is common to combine the BRDF sampling
and the light sampling. Since both methods are successful in completely opposite
circumstances, we achieve plausible results in each case. However, simple averaging of results for both methods would lead to the addition of variances of both
approaches, so it requires a more sophisticated process of weighing of the results.
For example, our renderer uses a method called the power heuristic. The weight
of a sample is defined as follows (source: [19])
(ns ps (x))β
ws (x) = ∑
β
i (ni pi (x))

(1.13)

where
• β is a constant, Eric Veach in his thesis [22] determined empirically that
the best results are achieved by β = 2
• n is the number of samples generated for a given method i
• p is the value of a normal distribution function for the sample x computed
by the method i
The heuristic basically prioritizes the results where the sample was generated
with a higher probability. The results of the methods are then averaged using
the weights. An important property of the formula is that the sum of weights for
a given sample is 1. We use one sample per method (n = 1) and only the two
mentioned sampling techniques.
The integration over the full sphere is divided into the integration of two
hemispheres, the one over the surface uses the BRDF function during evaluation
and the opposite one uses the BTDF. The details on how the illumination is
calculated are in 1.3.1.

1.3.5

Light transport equation

Although the solution of the scattering equation gives us the total amount of
illumination of a particular point coming from all the lights, it does not count
with indirect illumination. It is the illumination from the points which do not
emit light themselves, only reflect it from other sources in the scene. Including
indirect illumination in the computation allows the entire scene to participate on
the resulting color of a pixel, since the ray can interact with many object surfaces
along its path. It is the principle of the global illumination.
To achieve physically correct results, no radiance is created except for the
light sources and the radiance only disappears by the absorption of materials.
The difference between the radiance entering an object and the one leaving it is
equal to the difference of its emitted and absorbed radiance [19]. To ensure this
at a surface, the exitant radiance Lo must be equal to the emitted radiance plus
the fraction of the incident radiance that is scattered. The emitted radiance of a
surface is the property of the material and the scattered radiance can be calculated
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using the scattering equation. Replacing the light intensity term for particular
direction with a general term for an incident radiance from the direction leads to
the Light transport equation (LTE), also known as the rendering equation:
L(p, ωo ) = Le (p, ωo ) +

∫
g2

f (p, ωo , ωi )L(t(p, ωi ), −ωi )|n.ωi |dωi

(1.14)

where
• p is the evaluated point
• ωo is an outgoing direction
• ωi is an incident direction
• Le is the radiance emitted from the surface
• f is the BSDF function of the surface
• L is the radiance from the incident direction ωi
• n is the surface normal
Many algorithms were proposed to evaluate this equation in more or less
physically correct way (we already mentioned the distributed ray tracing). Our
renderer employs an algorithm called path tracing, which offers a physically plausible solution of the LTE using the Monte Carlo integration.

1.3.6

Path tracing

Path tracing calculates the color of a pixel by casting rays from the camera and
tracing their paths in the scene. When the ray intersects an object, a random
reflected (or refracted) ray is generated and then it is recursively traced. Shooting
multiple rays per pixel and averaging the result leads to a solution of the rendering
equation in the Monte Carlo way.
The original form of the path tracing algorithm accounts a light contribution
only when a light source is hit. This leads to a very slow convergence, since the
probability that a ray hits a light source is relatively small. To speed up the
convergence, we employ the MIS method described in the section 1.3.4. It uses
the light sampling technique which checks the light contribution at each point of
the path.
The outgoing ray is either reflected or refracted. We pick one of the options
randomly with a probability proportional to the value of the fresnel term computed for the incident ray. The result is that we generate more refracted rays
where the object is more transparent and the same way for opaque places. Having picked the sampled hemisphere, we generate a microfacet normal using the
BRDF sampling and calculate the outgoing ray using the formulas for perfect
reflection or refraction.
There is a possibility to combine the BRDF sampling part of the MIS computation with the indirect illumination. Our renderer does not implement this, it
computes indirect illumination separated and generates another BRDF sampled
ray which is then traced. The reason behind this decision is that we implemented
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the MIS at a later stage of the development and it was difficult to interconnect
the parts.
We use the light sampling, so the light is hit in each step of the recursion
(when it is not occluded), so there is no point in ending the path when the light
is intersected. This eventually leads to infinite depth of tracing. Cutting the
computation after a constant number of bounces would lead to bias. Correct
results are achieved only by the so-called Russian Roulette: A path is terminated
randomly and the result of a surviving path is divided by the probability that
the path will continue. Equal probability for both options would be sufficient,
but we can achieve better results by doing this in a more clever way. It is easy
to see that it is more important to trace the rays which reflect from glossy bright
materials, where the reflection is visible, than from matte or dark materials. In
our implementation we compute the probability of continuing as the maximum
of the BRDF value for all color channels.
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2. Rendering of surface
microstructure
2.1

Overview

One of the basic properties of a surface is the Bidirectional reflectance distribution
function (BRDF). For vectors ωi and ωi , it determines the ratio between radiance
incoming from the direction ωi and radiance reflected to the direction ωo . Most
of the BRDFs used in physically based rendering treat the surface as a set of
microfacets with different orientations to model various imperfections on otherwise smooth 3D models. It is assumed that the microfacets are perfectly smooth,
therefore we can employ formulas for reflection and refraction used in physics. To
compute the amount of light transferred from one direction to another, we check
how many microfacet normals are oriented in such a way that a perfect reflection
or refraction would occur between the input and output rays.
The number of micronormals for a given direction is found by evaluating the
Normal distribution function (NDF). As we stated in th section 1.3.1, it represents
the fraction of microfacets with their normal oriented in the given direction.
Commonly used NDFs like GGX or Backmann approximate the distribution as
a function of the angle between a given microfacet normal and the macronormal
of the surface at the inspected point. It is typically a smooth distribution where
the material roughness expresses its variance. It is more clearly visible in the
Figure 2.1. According to [25], this approach yields sufficient results when we
observe the surface from a distance, where the viewer is not able to distinguish
the details ever in real life and only an overall appearance is visible. However, it
is common that surfaces reveal some kind of structure in close-ups. The smooth
NDFs are not able to achieve this level of detail on 3D models without geometric
structure. The ability to render more complex surface details without having to
resort to increasing the geometric complexity of the 3D model is very desirable
for performance and memory reasons.

Figure 2.1: Commonly used normal distribution functions are smooth. The
graphs shows the values of Beckmann(red), Phong(blue) and GGX(green) depending on the angle between surface normal and microfacet normal, θm . Image
source: [23]
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A traditional way to do this is to use normal maps. While simulation of
surface complexity using this way is working with normal maps without subpixel
level of detail, it has problems with rendering of microstructure especially using
the Monte Carlo rendering. The source of problems is its fundamental idea of
generating random samples and averaging of the values. Most of the energy
reflected by the pixel area is concentrated to tiny spots which represent only
a fraction of the whole surface. As we can see in Figure 2.2, the scratches
occupy relatively small part of the texture surface, but they can lead to bright
highlights when they scatter the incoming light exactly in the direction of the
camera lens. Hitting such a spot with a sample ray leads to a high illumination
gain, meanwhile the rest of the pixel area yields almost no contribution. The
high variance among the values from samples in one pixel results in very slow
convergence of the rendering using the Monte Carlo integration. Of course, the
computation stabilizes after a large number of samples per pixel giving us a
correct result, but the price is a long rendering time dependent on the level of
detail of the normal map. Figure 2.3 illustrates the process of convergence using
the normal map from the Figure 2.2.

Figure 2.2: The probability that a ray hits a spot which yields high illumination
gain is very low. This image shows a normal map with microscopic scratches
and the places of intersection with rays (red dots). As we can see, only a small
portion hits a scratch. Normal map source: [18]
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Figure 2.3: The high variance among the values from samples in one pixel results
in very slow convergence. We presents the result of rendering with 16, 64 and
900 samples per pixel.
This problem was a subject of investigation of a several research papers in
last years. The goal of this chapter is to describe some of these algorithms in
more detail. Our rendering system provides us with the tools used in the state
of the art algorithms in the field of microstructure rendering. We implemented
one of the most recent methods proposed by Yan et al. in the paper called
Position-Normal Distributions for Efficient Rendering of Specular Microstructure
[2016] [25]. We offer a detailed description of the algorithm with alternatives
for some components of the solutions. Also we outline several ideas for future
improvements.
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2.2

Related work

This section provides an insight into the algorithms used to render surface microstructure. We describe the method proposed by Kaplanyan et al. [2016] [15],
which targets real-time rendering. Then we explain the work of Yan et al. [2014]
[24], which is closely related to the main topic of this thesis, the work of Yan et
al. [2016] [25].

2.2.1

Filtering Distributions of Normals for Shading Antialiasing by Kaplanyan et al. [2016]

At the beginning, we make a short trip to the world of real time rendering,
where the problem of microstructure rendering is also important. Like in offline
rendering, aliasing effects cause distracting artifacts, which are even more obvious
when the scene is moving. Suppressing those by supersampling is out of question
for performance reasons.
This article provides a practical solution applicable for real-time rendering
based on filtering of the NDF over a pixel footprint (the area on an object visible
through a pixel of the rendered image). It is GPU-friendly, temporally stable,
compatible with deferred shading as well as with filtering methods for normal
maps.
The algorithm is based on filtering of the normal distribution function (NDF)
over the pixel footprint. Several simplifications are employed during the evaluation of the reflection equation. Assuming a pinhole camera and a point light
source leads to the following equation integrationg over a pixel footprint F

Lo (ωo ) =

∫
F

f (p, ωo , ωi )Li (p, ωi )| cos(θi )|dp

(2.1)

Using the so-called far field approximation, which assumes that the distances
between the camera, intersection and light are much greater than the footprint
size, the L and cosine term can be taken out of the integral because they are
constant over the footprint area. We get
∫

Lo (ωo ) ≈ Cpartial

F

f (p, ωo , ωi )dp

(2.2)

where Cpartial is a constant representing the L and the cosine term.
The authors go further by taking the slowly varying terms (fresnel term,
shadowing-masking term and cosine terms) out of the integral, leading to the
following equation
Lo (ωo ) ≈ C

∫

D(h(p))dp

(2.3)

F

where h(p) is the microfacet normal (m, halfvector) in the point p.
The footprint region is then transformed into so-called slope domain, which
is a projection of micronormals into the parallel plane at the distance of one unit
from the surface. The transformation is illustrated in the Figure 2.4.
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The integral transformed to the slope domain has the following form

Lo (ωo ) = |F |

1 ∫
D(h)dh
|P | P

(2.4)

where |P | = |M ||F | and the M is derivative matrix (Jacobian) of h(p) with
respect to p. For further information about its construction, please refer to the
original article. The |F | term is computed implicitly by sampling, so it can be
left out of the formula

Lo (ωo ) =

1 ∫
D(h)dh
|P | P

(2.5)

The 1 / |P | term can by thought as a constant normalized convolution kernel
Kp , it is possible to adjust the formula as follows
∫
1 ∫
D(h)dh =
KP (h)D(h)dh = KP ∗ D
D̃(P ) =
|P | P
R2

(2.6)

Figure 2.4: Illustration of slope domain transformation, a projection of micronormals into the parallel plane at the distance of one unit from the surface. Image
source: [26].
The article then proposes methods to evaluate the convolution for commonly
used NDF models, the Beckmann and GGX. In the case of the Beckmann distribution, the convolution kernel is approximated by a Gaussian. Since the Beckmann distribution is also a scaled bivariate Gaussian distribution, according to
the authors, the convolution has a known closed-form solution.
The algorithm relies on the geometric curvature of a surface and it can be used
in combination with normal maps, but it does not include any methods dealing
with microdetails. This fact causes that it is not directly comparable with the
following two algorithms, which are, on the contrary, dealing only with details
brought by normal maps.
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Figure 2.5: Regular rasterization with 1 sample/pixel with analytic NDF filtering.
Since we did not implement the algorithm, we present an image from the original
paper [15].

2.2.2

Rendering Glints on High-Resolution NormalMapped Specular Surfaces by Yan et al. [2014]

The drawbacks of microstructure rendering by stochastic pixel supersampling
were explained in the overview. This article proposes a method that addresses
the problem by deterministically integrating the normal distribution function over
a given pixel footprint without simplifications.
The article calls the distribution function the P-NDF and it is defined as the
normal distribution function over the relevant pixel patch P. This means that
instead of evaluating the NDF at a random point of intersection, they take into
an account a certain neighbourhood of the point. It leads to lower variance in the
NDF values inside a pixel, since the result is always basically a weighted average
of the NDF over the pixel area.
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Figure 2.6: Normal distribution function is evaluated over a pixel patch (red
circle) around the point of ray impact (red cross). It leads to more deterministic
calculation process and faster convergence.
To represent the pixel footprint, the algorithm uses a concept called the Gaussian pixel filter. It is basically a Gaussian with the mean in the center of the pixel
footprint and its standard deviation σP depending on the footprint size, so it covers its whole area. During the evaluation of the P-NDF, the values of the NDF
from the normal map are multiplied by the value of the Gaussian pixel filter.
Instead of treating the surface as perfectly specular, the authors propose to
use a small amount of roughness to avoid infinitely bright highlights. The pixel
footprint Gaussian and the Gaussian representing intrinsics roughness (both 2D
Gaussians) combine into a 4-dimensional Gaussian query that is analytically integrated, avoiding random sampling.
The normal vectors s are represented using a unit hemisphere, where vectors
√
are given by 2D coordinates (s, t) and their third coordinate is equal to (1 −
√

s2 − t2 ). The vector (s, t, (1 − s2 − t2 )) is a point on the unit hemisphere. This
allows to express a 3D vector using only 2 components, that is why the intrinsics
roughness Gaussian is also 2D.
Note: To preserve coherence with the notation in the original article, we denote the evaluated vector of the NDF as s, not h as in the previous chapters.
The P-NDF can be written as a double integral over whole normal map (positions on normal map u) and over a whole hemisphere containing all relevant
normal vectors s’. It has the following form
D(s) =

∫
D

Gr (s − s’)

∫
R2

Gp (u)δ(n(u) − s’)duds’
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(2.7)

where
• D(s): normal distribution function for a normal vector s
• Gr (s - s’): intrinsic roughness Gaussian, which is basically spreading the
value of the delta function around a small neighbourhood to avoid infinitely
large values
• Gp (u): pixel footprint Gaussian with the mean in the middle of the footprint, assigning higher importance to parts of the normal map in the footprint center
• delta(n(u) - s’): delta function with non-zero value when the normal s’ is
same as the normal given by our normal map

Figure 2.7: Illustration of P-NDF sampling in flatland shows the P-NDF dependent on a normal s (right image) as the result of filtering of normal map (left
image) using a Gaussian footprint (middle image). The image is taken from the
article Yan et al. [2014]. [25].
The integral can be simplified

D(s) =
=
=
=

∫ 1
−1
∫ ∞

Gr (s − s’)

−∞
∫ ∞
−∞
∫ ∞
−∞

Gp (u)

∫ 1
−1

∫ ∞

Gp (u)δ(n(u) − s’)duds’

(2.8)

Gr (s − s’)δ(n(u) − s’)ds’du

(2.9)

−∞

Gp (u)Gr (n(u − s)du

(2.10)

Gc [P, s](u, n(u))du

(2.11)

The first step just switches the order of integration according the Fubini theorem. The second step reduces the inner integral using the Sift theorem. We
get a product of the footprint Gaussian and the intrinsics roughness Gaussian,
which spreads the value of distribution around the normal from the normal map
(otherwise, the delta(n(u) - s) term is non-zero only when the given halfvector s
is same as the normal in the point u). The last step reduces the product of the
two 2D gaussians into a single 4D one, Gc .
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The article introduces a method to evaluate the integral by discretization of
the normal map into triangles with linear interpolation of the normals across
them. The linear interpolation of normals results in n being an affine function,
which allows to collapse the 4D gaussian into another 2D gaussian. The details
of the evaluating of the integral over a triangle are in the article.
Since the values of the pixel footprint Gaussian are close the zero everywhere
except a small area around the footprint mean, many texels can be left out of
the computation without causing a significant change of the result. The authors
propose a hierarchical structure allowing to prune groups of texels, where the
value of Gr is guaranteed to be under some threshold.
This approach is able to achieve high quality results. However, the computation – especially with fine tesselation of the normal map – takes a rather long
time. The follow-up article Position-Normal Distributions for Efficient Rendering
of Specular Microstructure by Yan et al. [2016] [25] delivers a significant improvement of this method, concerning the computation time as well as the ability to
be integrated in a Monte Carlo rendering system. Since this work is the main
topic of this thesis, a separate section is dedicated to it.

2.3

Position-Normal Distributions for Efficient
Rendering of Specular Microstructure by
Yan et al. [2016]

The authors of the article claim that they provide an efficient and general method
that can be easily integrated in a standard rendering system. This section firstly
describes the algorithm proposed in the article with additional solutions to particular corner cases and some alternatives for different components of the algorithm.
We offer an insight into the implementation of the method in our renderer and
an explanation of what tasks it performs during the rendering process.

2.3.1

Algorithm

Similarly to the work of Yan et al. [2014] [24], this algorithm also evaluates the
normal distribution function using the following integral

D(s) =

∫
D

Gr (s − s’)

∫
R2

Gp (u)δ(n(u) − s’)duds’

(2.12)

which can be simplified as follows

DP (s) =

∫ ∞
−∞

Gp (u)Gr (n(u − s)du

(2.13)

Yan et al. [2014] [24] evaluate the integral using a tesselation of the normal
map into triangles and analytically solving the integrals over the triangles, as we
described in the previous section. The new version of the algorithm precomputes
an approximation of the whole Gr segment, representing it as a sum of millions
of 4D Gaussians, called the position-normal distribution, N(u, s).
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It can be expressed as follows

N (u, s) = Gr (n(u) − s) ≈

m
∑

Gi (u, s)

(2.14)

i=1

Using this representation of the Gr term, the NDF for a normal s can be
written as follows

DP (s) =

∫ ∞
−∞

Gp (u)N (u, s)du ≈

m ∫ ∞
∑
i=1 −∞

Gp (u)Gi (u, s)du

Creating the Gaussian mixture
A 4D Gaussian is defined by its position u, normal s, scaling coefficient c and a
∑
4x4 covariance matrix
∑−1
1
Gi (x) = ci exp(− (x − xi )T i (x − xi ))
2

where x = (u, s)T
The article creates the Gaussians in a regular grid in the texture space, leading
to a simple loop over the grid elements, which are then stored in a 2D array. The
position of the Gaussian is the middle (or corner) of the grid element and the
normal vector is computed from the normal map by interpolation of the normals in
the surrounding pixels. We use bilinear interpolation. One possible improvement
in terms of storage would be to omit the position u in the Gaussian representation,
because it could be inferred from the position in the array. It would save two
floats per each Gaussian, but it would not work with other types of Gaussian
layouts (for example an irregular layout, which places more Gaussians in the
detailed parts of the normal map).
The construction of the covariance matrix of Gaussians proposed by the article
approximates the normal map as locally flat. It leads to curved height-field
approximation, so the Gaussians are called Curved 4D elements. It computes the
covariance matrix as follows
∑−1
i

[

]

[

1 JT J −JT
1 I 0
+ 2
= 2
I
σh 0 0
σr −J

]

where
• σH : the standard deviation of the√Gaussians in the normal map domain,
the article suggests the value h / (8log(2)), where h is the sampling step
(size of a grid cell). It leads to a nice overlapping of the Gaussians.
• σR : the intrinsics roughness, we use σR = 0.005 proposed in the article, it
represents a very slight roughness of the surface
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• J : the Jacobian matrix of normal map at the Gaussian mean position. It
expresses a local curvature of the surface. It is computed using the 3x3
derivative convolution kernel (the distance between the samples is equal to
one over the number of pixels in bitmap’s row or column)
The article also describes another method for covariance matrix construction,
which uses a flat approximation of heightfield, but it is not used because of its
poor approximating ability.
The final covariance matrix consists of four 2x2 submatrices. It would be
possible to store only the J matrix and the values σR and σH for each matrix,
but it would require a nontrivial computation of matrix product and sum during
the NDF evaluation, so we store the following
• the product of J and JT + the first element of the formula (the σH is
included here) J
• σR is same for the whole mixture, so it is not necessary to store it in each
gaussian.
√

The scaling coefficient is calculated as h2 / (det( )), when the determinant
is positive, otherwise the coefficient is equal to zero to avoid infinitely bright
highlights. The squared sampling step in the numerator resizes the Gaussian
according to the distance to other Gaussians, the term in denominator is a part
of a classical formula for multivariate Gaussian distribution.
The normals are represented using the unit hemisphere, the same way as we
described for the algorithm by Yan et al. [2014] [24] in the previous section. It
needs two floats for a normal.
The overall size of each Gaussian is 52B (4B floats), not counting memory
alignment
∑

• 2 floats for the position,
• 2 floats for the normal,
• 2 x 4 floats for the covariance matrix,
• 1 float for the scaling coefficient.
The mixture is created right after the rendering is launched for each material with a microstructure normal map. It persists until the end even when an
animation is rendered, it is not created in each frame (the Embree scene is).
Evaluation of the NDF
The value of the normal distribution function is used in the same way regardless
of whether it is a classic NDF (Beckmann) or the microstructure NDF. It is
typically evaluated millions of times during the rendering of one picture, so it is
crucial to be able to do it fast.
Fortunately, using the precomputed Gaussian mixture allows us to get the
result in a very simple way. Evaluation of one integral of the Gaussian product
has three steps
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• turn the 4D gaussian Gi (u, s) into a 2D Gaussian by fixing s,
• analytically compute the product of the resulting 2D Gaussians,
• analytically integrate the final 2D Gaussian. For further details, please refer
to the original article.
The final value is the sum of integrals for all the elements from the mixture

DP (s) =

∫ ∞
−∞

Gp (u)N (u, s)du ≈

m ∫ ∞
∑
i=1 −∞

Gp (u)Gi (u, s)du

The NDF is necessary to evaluate the Torrance-Sparrow BRDF function (the
distribution term), but also to calculate the probability for a sample direction
generated by the BRDF sampling method, used in the Monte Carlo rendering
(discussed in the section 1.3.3).
The probability is equal to NDF / (4cos(ωo , s)). The NDF value is the same for
both cases, so we save one evaluation by forwarding the value to another formula.
This is not common, because with the classic NDF functions (like Beckmann or
GGX) this is not that computationally demanding.
We discovered a problem in the situation when the pixel footprint was too
small compared with the distance between the Gaussian elements in the texture
coordinates space. When a ray hits a space which is far from the element’s centers,
it results in a small value of the NDF. We solved this by setting a lower bound
for footprint Gaussian standard deviation σp . It preserves the correctness of the
method, but with a slightly faster convergence in the cases where the σp would
be under the lower bound.
Gaussian elements pruning and acceleration hierarchy
Typically, the mixture consists of millions of Gaussians [25]. The authors recommend the sampling step h to be half texel to one texel. Using a normal map
with the resolution 2048x2048 leads to 4 to 16 million Gaussians (depends on the
sampling step). Most of the Gaussian elements have very little contribution to
the final sum, since the pixel patch Gaussian Gp has close-to-zero values beyond
some distance in both the texture space or the normal space. Naturally, this leads
to an idea of omitting these Gaussians.
The original article proposes to use the 3 sigma rule. This means that the
Gaussian elements with the center further than 3 times its standard deviation in
the texture coordinates from the center of Gp are left out of the computation,
because they have negligible contribution. The same goes for the normal space
coordinates and the standard deviation of the Gi in the normal space.
To increase the speed of finding the elements inside the 3 sigma area, the
original article describes a method using an acceleration hierarchy. Each element
has a 4D bounding box with the size given by the 3 sigma rule and a hierarchy
built from them using median splits. The NDF evaluation is then found by a
top-down traversal in the hierarchy. As an improvement, the article suggests
to use more hierarchies dividing the normal space. More speedup can be also
achieved by cutting off lower levels of the hierarchy, leading to about 5 Gaussians
per smallest bounding box.
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We decided to implement a simpler and more memory efficient solution. Using
the fact that the Gaussian elements are in a regular grid in texture space, it is
easy to find the elements inside the pixel patch. Given the center of a pixel patch
and its size, we can find a bounding rectangle in the array coordinates, which
contains the footprint elements.
It is much faster way of pruning in the texture coordinates, since there is no
hierarchy traversal, just computing of the corners of the rectangle in the array
using simple formulas. The pruning in the normal space is done during the
evaluation of elements in the rectangle. For each element we calculate the distance
between the element normal and the evaluated halfvector. If the distance is above
some boundary, we skip the evaluation of this elements, since it would yield small
value anyway.
The disadvantage of our solution is that it relies on the regular layout of
the elements. To be able to work with an irregular layout, we would need to
implement the hierarchical method proposed by the article. Another significant
problem is that the number of considered Gaussians grows with the size of the
pixel footprint. Intersections with object more distant from the camera, higher
resolution of normal maps or lower resolution of rendered image lead to larger
footprints. It could be resolved by using multiple layers of Gaussian mixtures.
This idea is more thoroughly discussed in the section 3.2.2.
Importance sampling
We previously discussed the benefits of importance sampling used in the Monte
Carlo rendering. It is based on generating of rays in the direction where we expect
the result value to be higher, leading to reduction of noise.
The article proposes a method to generate samples by sampling the Gaussian element mixture. It evaluates the contributions of elements for a given pixel
footprint and chooses one of them with the probability proportional to the contribution. The resulting micronormal is the normal of the element. The outgoing
ray is then computed using the basic formulas for mirror reflection/refraction,
same as in the classic BRDF sampling.
The contribution is equal to the integral of the product of footprint Gaussian
and a Gaussian element over both its parameters, u (texture coordinates) and s
(normals over whole hemisphere). This requires the integration of 4D Gaussian
over both the normal domain and the texture coordinates domain. While during
the NDF evaluation the 4D Gaussian is transformed into a 2D one by fixing the
normal, here it is done using so called marginal distribution.
Marginalization of the normal in the 4D Gaussian yields a 2D Gaussian with
the mean in the position of the element and the covariance matrix equal to the
left upper submatrix of the covariance matrix of the original 4D Gaussian. For
further information about the marginal distribution, please refer [1].
It is easy to obtain the mean, since it is saved in the element. On the other
hand, to compute the covariance matrix, it is necessary to invert the original 4x4
covariance matrix, because it is saved in the inverted form. It is computationally
very demanding task. The original article does not describe a specific way how to
compute the contributions. One possible way is to save the left upper submatrix
for each element.
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We also offer an approximative solution. It is based on trasforming of the
4D Gaussian element into 2D element by fixing the normal as the normal of the
element. It is even faster then the NDF evaluation, since some of the terms are
automatically zero. This approach yields results, which are visually same as the
ground truth (the traditional approach using the stochastic sampling of normal
maps). We implemented both of the methods.
Computation of normals
The traditional approach of approximating surface microstructure using normal
maps recognizes the geometric normal of a surface given by the geometry of an
object, the transformed geometric normal after application of a normal map and
microfacet normals generated from BRDF samples relative to the transformed
geometric normal. Meanwhile, the Yan et al. [2016] [25] approach uses only
the geometric normal and the microfacets normals are created straight from the
sampling of the Gaussian mixture, which is formed from the normal map.
However, some formulas require the geometric normal transformed by the
normal map. For example, the scattering equation

Lo (p, ωo ) =

∫
g2

f (p, ωo , ωi )Li (p, ωi )| cos(θi )|dωi

(2.15)

The cosine term contains the cosine of incident ray and the surface normal.
Since the normal map defines the surface normal, we should put the transformed
normal into the equation.
The original article omits this fact. While it does not lead to a big difference
in the strongly illuminated parts (for example the bright scratches), it leaves
out certain details in the parts of the image which is only illuminated by the
diffuse component. The difference visible in the image is mainly caused by the
cosine term, because it yields different values for a normal with and without the
normal map transformation. It also leads to differences in other terms used in
the evaluation of the BRDF that are using the cosine of the incident ray and the
surface normal.
We decided to compute the normal using the Gaussian mixture. The resulting
normal is the average of the particular element normals weighted by the element’s
contribution to the pixel patch. The contributions are calculated in the same way
as we described in the importance sampling chapter. Using this method leads to
results closer to the results achieved by the classic method using normal maps.
However, this is still an ad hoc approximation, so we cannot guarantee that the
results match entirely.
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Figure 2.8: The effect of different normals in the scattering equation. Using the
geometric surface normal reveals the structure only by the specular glints (left).
Using a normal affected by normal map leads to visible structure over the whole
surface (middle). The ground truth image achieved using classic normal map
method (right). The differences are very subtle, visible mostly at the bottom and
on the sides of the sphere.
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3. Results
We created a rendering system based on the path tracing algorithm and used it
as an environment for the implementation of the algorithm for rendering of microstructure proposed by the article Position-Normal Distributions for Efficient
Rendering of Specular Microstructure by Yan et al. [2016] [25]. In this chapter, we present the results achieved by our rendering system in general and also
by our implementation of the algorithm above. We emphasize the abilities and
drawbacks of our solution on images from different scenes. We also present performance measurements focused on different aspects executed on various machines.

3.1

Renderer

In the chapter 1, we introduced the main techniques used in our rendering system,
the representation of different scene entities and their abilities. Now we show their
use in practice.

3.1.1

Geometry

We use the triangle representation of scene geometry. Models in this representation are created in 3D editors. It is possible to achieve smooth surfaces from a
model consisting of flat triangles using the interpolation of normals. The vertex
normals have to correspond to the normal of the surface it represents, not the
normal of its respective polygon. This is solved in 3D editors and written to the
input files, so the task of the renderer is only to interpolate the normals. It is
illustrated in the Figure 3.1.

3.1.2

Materials and textures

Using the parameters supplied by the input ASE files, we can simulate many
materials with different properties like color, roughness or opacity. It is also
possible to set textures and normal maps to materials. The texture coordinates
are assigned to vertices in 3D editors, which offer various tools for the texture
coordinate mapping. See Figure 3.2, Figure 3.3 and Figure 3.4 demonstrating
the abilities of our renderer to work with materials and textures.

3.1.3

Lights

Area lights allow to achieve various effects observable in real world. One of them
is the smooth transition between shadow and illuminated surface. The image
Figure 3.5 illustrates the influence of different light sizes on shadows.

3.1.4

MIS

Multiple importance sampling (MIS) uses more than one sampling technique in
the Monte Carlo estimation. The correct implementation of sampling methods
leads to convergence to the same result for all the methods. The image Figure
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3.6 shows that the two sampling methods used in our solution converge to the
same output, so they can be combined and still lead to correct results.

3.1.5

Performance

Finally, we present the performance tests of our rendering system. Two machines
were used, the first is Lenovo laptop with a quad core Intel Core i7-4702MQ
CPU with frequency 2.5Ghz and 8GB RAM, the second one is desktop with
quad core Intel Core i7-7700K, frequency 4.37Ghz and 32GB RAM. We provide
tests of scene parsing speed, direct, indirect illumination and MIS on scenes with
different face count and different amount of textures. The times were measured
for images with resolution 640x480 pixels and 100 samples per pixel.
Parsing
Dog scene (15 394 faces)
Paint scene (5 324 faces)
Kettle scene (190 464 faces)

Laptop

Desktop

0.25s
0.39s
7.54s

0.15s
0.21s
4.12s

Table 3.1: Parsing times for different scenes. The test reveals the fact that the
parsing time mainly depends on the number of textures and their resolution.

Paint scene
Direct
Direct
Direct
Direct
Direct
Direct

illumination
illumination & MIS
& Indirect (d = 1)
& Indirect & MIS (d= 1)
& Indirect (unlimited depth)
& Indirect & MIS (unlimited depth)

Laptop

Desktop

95s
145s
123s
196s
328s
490s

58s
102s
84s
133s
216s
321s

Table 3.2: Rendering times measured on the Paint scene.

Kettle scene
Direct
Direct
Direct
Direct
Direct
Direct

illumination
illumination & MIS
& Indirect (d = 1)
& Indirect & MIS (d= 1)
& Indirect (unlimited depth)
& Indirect & MIS (unlimited depth)

Laptop

Desktop

105s
144s
184s
285s
601s
853s

67s
100s
123s
195s
433s
595s

Table 3.3: Rendering times measured on the Kettle scene. They are slightly
higher then in the previous table, because the scene contains over 30x more faces.
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Figure 3.1: Our rendering system uses the triangle representation of scene geometry and normal interpolation to achieve smooth surfaces. This image illustrates
the triangle mesh (right), a rendered image without normal interpolation (middle)
and a rendered image with normal interpolation (left).
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Figure 3.2: It is possible to use different material settings, for example, transparency.

Figure 3.3: Textures are used to obtain different values of color depending on the
location on the object’s surface. In this case, a texture creates the camo pattern
of the shoe.
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Figure 3.4: Normal maps create an illusion of details on a flat surface by alternating the geometric normal of the surface. This image shows the use of normal
map to achieve the relief on the coins.
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Figure 3.5: Two renders of the same scene with different light sizes. Smaller
light results in sharper shadow (left), meanwhile larger light creates more soft
shadow (right). To achieve equal brightness of the images, the light intensities
were adjusted accordingly. Otherwise the larger light would lead to much brighter
image. The scene was inspired by [17].

Figure 3.6: The results of rendering using the light sampling (left) and BRDF
sampling (right). It is clear that the methods converge to the same result. We
decided to use more rough surface, otherwise the convergence is very slow. The
probability of generating samples more deflected from the geometric normal is
very low, so mostly the rays reflected from surfaces with their geometric normal
similar to the halfvector hit the light.

41

3.2

Microstructure rendering

We present images with various textures with high level of detail Figure 3.12,
Figure 3.13 and Figure 3.14.

3.2.1

Correctness

The Yan et al. [2016] [25] algorithm is basically just another way to evaluate the
normal distribution function, so it should lead to same results as the traditional
approach using normal maps and approximations of NDF like Beckmann or GGX.
In this section, we show that our implementations of both the Yan et al. [2016]
algorithm and the traditional one converge to same results (except for a possible
difference caused by the fact that the geometric normal in only approximated).
Throughout the tests, we use our method to calculate contributions in importance
sampling, since it results in less fireflies.

Figure 3.7: Comparison of the direct illumination results of the traditional
method using normal maps (left) and the Yan et al. [2016] method (right). The
difference in the sizes of the bright areas is caused by different interpretation of
the roughness parameter.

Figure 3.8: Comparison of the techniques with the depth of recursion of path
tracing set to one. The fireflies could be suppressed by setting the ”Max sample
intensity” parameter, but it would lead to some bias, so we decided not to use it.
The Yan et al. [2016] technique is clearly more prone to fireflies.
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The next thing required from a correct implementation is that the results are
invariant on the scaling of the normal map. We present results for the same
normal map with different resolutions.

Figure 3.9: Proof of the invariance to normal map scaling. The results are same
for the normal map with size 512x512 (left) and 1024x1024 (right). The image
with higher normal map resolution has less firefiles, since the pixel footprint
contains more elements and it is less common that it generates deviated reflected
ray directions.
We also add results for the two importance sampling methods used in our renderer, the light sampling and the method described in the section 1.3.4. Instead
of BRDF sampling, we decided to use uniform sampling. The reason is that the
microstructure materials have high level of shininess, which leads to very slow
convergence of BRDF sampling method. There were black areas with intensive
white dots even after a couple of thousand samples per pixel. Unfortunatelly, this
does not prove that our BRDF sampling method is correct, since it is not used
in this case.

Figure 3.10: Illustration of different sampling techniques. Uniform sampling (left)
and light sampling (right).

3.2.2

Performance

One of the most important things defining the usability of the Yan et al. [2016]
algorithm is its performance in comparison to other approaches. It leads to
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some overhead in comparison with the classic microfacet BRDF, which omits
glinty effects caused by surface microstructure. However, Yan et al. [2016] state
that their algorithm is only 1.4x slower. We present rendering times for both
of these methods, but it is difficult to compare with the overhead stated in the
article. Our renderer is written in C# and the implementation of the algorithm
for microstructure rendering is a C++ library, so the overhead should be lower
than in combination with a faster renderer written in C++. Also the article does
not specify the geometry and settings of the scene used to measure the speed
ratio mentioned above.
One of the most important factors affecting the speed of our implementation of
the algorithm is the time consumed by PInvoke. Before we show the comparison
of the traditional microfacet BRDF and the microstructure method, we present
a short test of PInvoke performance comparing the rendering time without the
library calls, the time with calls of a dummy version of the library with a simple
calculation and the time with calls of the library containing full calculation of the
NDF. It is clear that the PInvoke brings a non-trivial overhead.
Time
Without library calls
Dummy library calls
Full library calls

102s
120s
148s

Table 3.4: The times were measured using the Paint scene and an image of size
640x480 pixel with 100 spp.
The following tables show the rendering times measured on the same computers as we used in the section 3.1.5, the same image size, 640x480 pixels, and 100
samples per pixel.
Paint scene

Laptop

Desktop

Classic method
Direct illumination
Direct & Indirect (d = 1)

95s
125s

58s
84s

Microstructure method
Direct illumination
Direct & Indirect (d = 1)

148s/217s/494s
210s/321s/684s

96s/139s/335s
132s/211s/451s

Table 3.5: Rendering times for the Paint scene. In this case, the object with
microstructure material occupies approximately 50% of the image. There are
three times for each microstructure method measurement, using the normal maps
with sizes 512x512, 1024x1024 and 2048x2048 pixels. Larger maps lead to increase
of the pixel footprint size and rendering process deceleration.
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Kettle scene

Laptop

Desktop

Classic method
Direct illumination
Direct & Indirect (d = 1)

132s
252s

83s
167s

Microstructure method
Direct illumination
Direct & Indirect (d = 1)

150s/159s/220s
301s/385s/651s

97s/104s/140s
198s/261s/410s

Table 3.6: The Kettle scene rendering times. The overhead of microstructure is
lower, since the kettle with microstructure material is only around 20% of the
image.
The real difference is visible when we try to render glinty effects using the
classic approach in combination with normal maps. It is clear from the following
tests that the Yen et al. [2016] algorithm converges much faster.

Figure 3.11: Comparison of the methods using 100 samples per pixel, Yan et al.
[2016] (left, time: 65s) and the classic approach (right, time: 102s).
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Figure 3.12: Scratched metal surface. The scene geometry is from [11]
.
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Figure 3.13: Metal surface with horizontal brushing.
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Figure 3.14: Metallic paint flowing down a wall. We intentionally use this image
to show a problem caused by texture tiling - the regular structure of the material
visible on flat homogenous surfaces.
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Conclusion
We created a fully functional rendering system based on path tracing and used
it as an environment to implement the algorithm for microstructure rendering
proposed by Yan et al. [2016] [25].
Our renderer is able to read scenes generated in a 3D editor and create an
image using the path tracing algorithm with the support of different materials,
textures and animations. Its performance is increased using the Embree framework and multithreading. We provide multiple output images from various scenes
as well as some time measurements.
We provide an analysis of different methods addressing the problem of microstructure rendering, an implementation of the algorithm from the article by
Yan et al. [2016]. The correctness of our implementation is proven by a set of
tests. We also show performance comparison between the traditional approach
using stochastic sampling of normal maps and the approach proposed by Yan et
al. [2016]. As a main drawback we consider the absence of implementation of
the acceleration hierarchy from the article, which leads to the decrease of performance in case of larger pixel footprints. Also the implementation of importance
sampling is not sufficiently robust and causes bright points in combination with
more rough normal maps.

Future work
Adaptive placing of Gaussians
The current version of the algorithm places the Gaussians in a regular grid in the
texture space. Our idea is to utilize the information about the normal map to
place more Gaussian elements in the places with more details, on the other hand,
areas without details would be covered by a smaller number of larger Gaussians,
decreasing the overall size of the mixture. Two approaches to create such an
adaptive mixture are available. One of them is to analyse the details of the
normal map and place the elements accordingly. The other one is start off from
a regular grid, and define some rules to find similar elements and merge them.

Multiresolution Gaussian mixtures
The number of elements in a pixel patch depends on many factors, such as the
distance of an object from the camera, resolution of the rendered image, resolution
of the normal map and the sampling step. To avoid a sudden performance loss
caused by a large number of elements in pixel patches on distant objects or by
objects with too detailed normal maps, it is necessary to introduce more levels
of resolutions for the Gaussian mixture. In the preprocessing, a couple of levels
with different number of elements would be created. The algorithm would then
select one of them for a given footprint according some criteria. It would prevent
for example evaluation of unnecessary amount of elements for distant surfaces
where the level of detail is not visible anyway.
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A. Attachments
A.1

User documentation

As an attachment of this thesis, we provide an executable of our rendering system,
which we called bRay, and a set of test scenes. Also we add two Visual Studio
solutions, one with the rendering system in C# and the other one containing the
C++ library used for microstructure rendering.

A.1.1

Requirements

In terms of software requirements, our rendering system is a Windows application.
We tested it on textitWindows 10. It runs on textit.NET Framework 4.6.1 or
higher.
Both the C# and C++ solutions, bRay and MicrostructureNdf respectively,
are for Visual Studio 2017, so it needs to be installed for editing and recompilation.
The C++ solution has to be built with x86 as the target platform.
Hardware requirements are not specific, however, the rendering process is
highly performance demanding. Our tests were done using two computers, a
laptop with a quad core CPU Intel Core i7-4702MQ and 8GB RAM and a desktop
with Intel Core i7-7700K and 32GB RAM, also quad core. Rendering of the
images shown in this work took up to 12 hours.

A.1.2

Installation

The program can be run without any installation. The executable is in the folder
Binaries, it is called bRay.exe.
After the recompilation of the MicrostructureNdf solution, it is necessary to
copy the generated MicrostructureNdf.dll file to the folder bRay/Libraries and
recompile the bRay solution. It copies all the utilized libraries as well as the folder
Resources with testing scenes to the root directory of the result executable.

A.1.3

Working with the program

After the program start a window with the title “Render Setup” opens. It allows
a user to set the following parameters
Time Output: allows to choose between rendering of one sample or rendering
of a sequence
• Single: computes only the first frame from the output scene
• Range: renders a sequence of frames beginning with “From” frame number
up to “To” frame number. When the “From” bound has a lower serial
number than it is defined in an input file, the first defined frame is used.
Same for the situation when the “To” frame is after the last defined frame.
When no animation frames are defined at all, the original transformation
defined for scene objects is used. The output is a sequence of images, which
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need to be transformed into a video, but it is not a function of our rendering
system.
Render Output: it is possible to set a path, where an image is saved after
it has been rendered. This is required especially when a sequence is rendered,
because the images would be lost without saving.
• Save Output: specifies whether the output is saved or not. Ticking the
checkbox enables to set the file path
• Files: allows to choose file name and saving path in the file system. The
program appends the number of frame at the end of the filename to avoid
collisions during the rendering of sequences
Output Size: resolution of rendered image
• Width: image width
• Height: image height
Pixel Sampling: parameters related to the placement of samples on the
pixel area
• Samples per pixel: number of rays traced to calculate the number of one
pixel. Higher number of samples per pixel leads to higher quality, but at
the cost of a longer rendering time
• Sampling type: sampling techniques were discussed in the chapter 1.2.5.
Here, it is possible to choose one of two supported types, Uniform sampling
and Jittering
Others:
• Max depth: maximal number of interactions with a scene (includes reflections and refractions) that a ray can do before it is terminated. A ray can
be terminated also before reaching this number by the Russian Roulette
(discussed in the chapter 1.3.6). The default value ¡undefined¿ sets the
maximal number to 100 to avoid unreasonably long paths
• Direct Illumination Samples: number of samples used to compute the direct
illumination
• Light diameter: radius of the sphere light source. It sets the same value for
all light sources in the scene
• Index of refraction: index of refraction for all transparent materials in the
scene
• MIS : enables multiple importance sampling (MIS). When this is disabled,
only light sampling is used
• Max sample intensity: maximum brightness returned by recursive tracing.
This is not physically correct, but leads to a lower noise level
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Environment: settings related to the environment
• Background color: the color that is assigned to a ray that does not hit any
object in the scene. Editing is done by clicking on the coloured rectangle,
it represents the selected color.
Scene: selection of the input ASE file
• Own scene: allows user to pick any ASE file
• Testing scene: allows user to pick one of the scenes which are in the same
folder as the executable. The main purpose is to provide a simple way to
test the program with prepared scenes.
Having the parameters set, the user can launch the rendering by clicking the
“Render” button. After that, two additional windows open.
The “Rendering” window contains data about rendering progress and statistics as well as a cancelling button.
The “Rendering” window contains data about rendering progress and statistics as well as a cancelling button. Cancel: stops the rendering process, needs to
be clicked before closing the “Rendering” window. Current Task: reflects the
current state of rendering, it can be for example “Scene Parsing”, “Rendering”
or “Rendering completed”. During the “Rendering” phase, the overall progress
is shown on the bar under (the progress is computed as a number of traced rays
over the number of all rays to be traced). Rendering Progress: provides data
about the current rendered frame serial number, the number of rendered frames
and the total number of frames to be rendered. The right side contains the time
statistics for actual frame and for whole sequence rendering. Statistics:
• Scene Statistics: shows the number of objects, faces and lights in the rendered scene
• Path Tracing Statistics: shows total number of ray shots during the actual
rendering
The “Rendering Output” window shows the rendered image. It is rendered in
three phases, from the most coarse to the final one, so the user can see a preview
as soon as possible. The image can be save using the “Save” button.

A.1.4

Scene

We provide a set of testing scenes, which were also used to generate images shown
in this work. They are in the folder Binaries/Resources, the reason being that
the application searches for testing scenes in its root directory. Loading of testing
scenes is explained in the previous section. It is possible to open the files in a
text editor and change some parameters like material properties, light intensity
or camera FOV in the respective blocks of the file.
Note: The testing scenes are set to yield reasonable images with the default
settings of renderer, except the scenes with microstructure materials. These need
smaller light source, e.g. Light diameter = 4.
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Creating new scenes
The input scenes can be created in any 3D editor which is able to export scenes
to ASE format. All our scenes were created in Autodesk 3ds Max [12] and our
parser is built accordingly, so we do not guarantee that it parses a scene generated
using different software, in case it created the output files slightly different.
The scenes should obey the following rules:
• Lights are of type Omni, otherwise they are omitted. It is possible to create
multiple lights, all of them are used (if they are of correct type) during the
rendering process. If there is no light in the scene, it is rendered but the
result is black.
• Materials are of the class Standard. If an object has no material assigned
or the materials has wrong class, it is assigned default grey material.
• Textures are of the class Bitmap. Other texture classes are omitted.
• Scene contains at least one camera, otherwise the result is a black image.
If there are more cameras in the input scene, the first one is selected.
• All used textures should be in the same folder as the ASE file with the
scene.
• Materials meant to be treated as microstructure materials should contain
bitmap bump map with ”m icro” the the end of the name and should be in
PNG format.
Scenes can be opened manually by finding in the file system or by selecting in
the dropbox with testing scenes. A scene need to be added between the resources
in the bRay folder. After rebuilding of the solution, it is copied to the folder with
the generated binary. It is then visible in the testing scenes dropbox. It is also
possible to add new scene directly to the folder with executable, but we find our
solution more user-friendly, since it is automatically added to Debug or Release
folder depending on the current compilation mode.
It is possible to edit scenes using a text editor. To edit the testing scenes, it is
necessary to edit the scenes directly in the folder with executables or the solution
needs to be rebuilt to copy the scenes from bRay/Resources, if they were edited
there.

A.2

Development documentation

The source code of our application comes in two separate solutions, the renderer is
a Windows Forms application written in C# and the algorithm for microstructure
rendering is a C++ dynamic library. Embree [9] is also used only as a library
in the renderer solution, same as OpenTK library. In the following chapters we
describe the architecture and implementation details of both solutions and their
interconnection.

59

A.2.1

Renderer

Scene construction
The process of scene creating in our implementation can be logically divided into
two phases.
The first one is performed in the ASESceneParser class and it consists of the
ASE file reading and parsing. It saves the parsed data into a set of data-carrying
classes (classes in SceneElementsData.cs). All the data are stored in strings or
simple structures containing strings. The reason behind this is that some of the
data require non-trivial operations, which would lead to much more complicated
parser class. For example, the normals of vertices need to be transformed from
local to world coordinates using the object’s transformation matrix. The parsing
is done on one reading of the input file, which contributes to the fact that the
parsing takes only a fraction of the rendering time, even for larger scenes.
The process of creating the final scene element’s classes is performed in the
ASESceneCreator class. It performs the complicated operations, which were postponed in the first phase. One of them is the composition of the vertex data from
multiple lookup tables (position, texture coordinates and normals are saved in
different tables).
The ASESceneCreator class implements the interface ISceneCreator defining
a method for construction of scene in our representation. It allows to use scenes
created in different ways.
Scene representation
The main components of our scene representation are described in the section
1.2. The task of this section is to describe them in terms of object programming.
We describe the system of interfaces, relationships between classes and used data
structures.
Our representation of scene is simple and straightforward. It carries all the
entities found in the input file stored in lists. We decided to use a lists, because
it fits best for the operations we need, indexing and linear iteration.
For most of the entities there is an interface exposing the required properties
and methods. It allows to use various implementations of particular entity in the
scene and creates a place for future extensions. The interfaces are
• ICamera: exposes camera position and a method to the computation of
corners of a given pixel on the image rectangle described in the section
1.2.5
• IBrdfMaterial: provides typical material properties (color, transparency,
etc.) as well as a method for evaluating the normal distribution function
used in the BRDF function
• IAreaLight: contains, among other basic properties, methods for sample
generating and intersection testing
• ITexture: simple interface with only one method, which returns value for a
given intersection point
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• IAnimable: defines method for applying of animation for particular time
tick
We decided not to use interface for the Scene class, since our current implementation is tightly connected with the Embree framework and it would not leave
much space for different implementations anyway. The same reason is behind the
decision not to use an interface for scene geometry. One possible shortcoming of
our object design is that there is not an interface for all intersectable objects, in
our case it is SceneObject and SphericalLight. The reason why this was not integrated into our solution is that the light source could not be intersected in earlier
stages of development, until we implemented multiple importance sampling.
Rendering management
Executing the rendering from the Render Settings window creates the Rendering
window, which manages the whole rendering process, and provides to it the render
settings from the user. At first it creates the Rendering Output window, then a
scene and a Pathtracer class and passes the created scene to it as a parameter.
After that it loops through all the frames specified in the settings. For each
frame, animation transformations are applied and an Embree scene is created.
Then the image is rendered in three phases as we described in the section A.1.
Pixels rendered in one phase are not rendered once again in the next phase.
Threading model
All threading in our renderer is done using a thread pool. To avoid freezing
of windows, the scene is created in a separate thread. The rest is a continuation
task. This task then distributes the work to other subtasks as follows. The
image is divided into tiles with the size 80x64 pixels. Each tile is executed in
a separate thread. The number of running threads is limited by a semaphore.
The application waits for all threads of a particular phase before starting another
phase.
Since the scene is created before the rendering, and during the rendering
its data are only read, there is no need to solve any locking. Also writing to
the output bitmap is done using the Control.Invoke method, which causes the
function in parameter to run in the original thread, avoiding writing from multiple
threads at once.
Path tracing
The path tracing algorithm is implemented in the Pathtracer class. Its constructor takes a scene instance and user defined render settings. It provides a simple
interface enabling to get a color of a pixel. Also it allows to animate its scene
according to a specified frame number.
To get a color of a pixel it computes a respective rectangle using a Camera.
Then a specified number of samples is generated using one of the classes UniformSampler or JitteringSampler according to user choice. The ability to use
different implementations of pixel sampling is ensured by the use of the interface
called IAreaSampler. For each sample, an instance of the Ray class is created
and then traced. An intersection between ray and scene is represented by the
class Intersection. It holds the intersected object and position of the intersection,
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this information is provided by Embree. Also we interpolate normal and texture
coordinates for the intersection point. The last thing it stores is the pixel patch
radius, which is easily computed from the ray traveled distance and cone angle.
The trace method computes direct illumination, decides between reflection
and refraction and recursively traces the ray. It tightly cooperates with the
MicrofacetBrdfReflectanceModel class during the evaluation of the rendering and
scattering equation.
BRDF
The class TorranceSparrowBrdfModel provides a method for evaluating the BRDF
function using the Cook-Torrance microfacet model described in Section 1.3.1,
methods for generating of reflected and refracted rays and a method for evaluating
the NDF separately (it is used to compute the probability of a generated ray
direction). It implements the interface IBrdfModel defining the methods listed
above.
The NDF is computed using specialized classes. Our implementation contains
two classes, one for the classic Beckmann distribution (BeckmannNdf class) and
a class evaluating the NDF using the Yan et al. [2016] algorithm, the MicrostructureNdf class.
Embree
Embree is used as a dynamic library built from [20]. It provides a C# wrapper
for the original Embree framework. We also added a few classes taken from the
repository example project (for example Ray class), these classes are passed as a
parameters to the library methods.
It uses the so called Embree.Device. For every frame we create a new one. The
Embree scene (Embree.Scene) constructor takes a device instance as a parameter.
Our scene geometry class SceneObject implements two interfaces, IDisposable and
IInstance, so it can be pushed into the scene instance. The IInstance interface
ensures that the SceneObject holds a Embree.Geometry instance, which requires
an instance of Embree.TriangleMesh with the data about object’s vertices and
faces.

A.2.2

Library for microstructure rendering

We decided to solve the interconnection between the rendering system written
in C# and the C++ implementation of the algorithm of Yan et al. [2016] by
wrapping it into a library providing methods called by PInvoke. The interface
of the methods is designed to minimize the complexity of arguments to avoid
overhead caused by complicated marshalling of the parameters. The functionality
of the methods and their interface is described in more detail in this section.
We used parts of the open source implementation of the algorithm Yan et al.
[2016] availible on GitHub [18].
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Structure of the library
The library contains the main class providing the methods used outside of the
library and multiple helper classes including implementations of vectors and matrices and a simple math library.
MicrostructureNdf class
It can be logically divided into the following parts
• Construction of the the Gaussian mixture: receives a normal map and creates a Gaussian mixture using the algorithm described in the section 2.3.1.
• Evaluation of the NDF : finds all elements which possibly affect the result
value and calculates their particular contributions as we describe in the
section 2.3.1.
• Importance sampling: computes contributions of all relevant elements using
the method from the section 2.3.1 and picks one elements proportionally to
its contributions, returns the normal of the element as a random microfacet
normal.
• Computing of geometric normal: approximates the geometric normal affected by the normal map as we described in the section 2.3.1.
• Helper methods like fast expontential evaluation and contributions.
Other classes
The classes providing methods used in the MicrostructureNdf class are
• MathUtils: provides mathematical support for the whole solution, from
simple method performing linear blending to methods computing matrix
determinant or inverse.
• Matrix2, Matrix4 : two and four dimensional float square matrices frequently used throughout the computations. Matrix arithmetic operators
are implemented as well.
• Matrix: teplated matrix with arbitrary dimensions, used to store the normal
map.
• Vector2, Vector4 : two and four dimensional float vectors with arithmetic
operators implemented.
• Float4 : SIMD implementation of a four dimensional vector used in the
approximative evaluation of exponential function.
• RandomGenerator: provides methods for generating random numbers. We
took it from: https://github.com/mmerchante/glitterman
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A.3

Attached CD contents

We attach a CD with the following contents:
• Binaries: folder with renderer executable file, libraries (Embree, OpenTK,
MicrostructureNdf) and testing scenes (required to be in the same folder as
the renderer executable)
• bRay: folder with the renderer Visual Studio 2017 solution, also contains
all necessary libraries (bRay/Libraries) and test scenes (bRay/Resources)
• MicrostructureNdf : folder with the Visual Studio 2017 solution for the
library with the algorithm for microstructure rendering
• T hesis/T hesis.pdf
• Images: images used in the thesis
• README.txt
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