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Abstract: Angry Birds is a popular video game, in which the player is provided with 

a sequence of birds to shoot from a slingshot. The task of the game is to kill all green 

pigs with maximum possible score. Angry Birds appears to be a difficult task to 

solve for artificially intelligent agents due to the sequential decision-making, 

nondeterministic game environment, enormous state and action spaces and 

requirement to differentiate between multiple birds, their abilities and optimum 

tapping times. In this thesis, we are presenting several different techniques suitable 

for the implementation of artificial Angry Birds agent. First, we will show how 

limited Breath First Search can be used to estimate potentially good shooting points. 

After that we will discover how reinforcement learning can be applied to the Angry 

Birds game. Lastly, we will apply Deep reinforcement learning to Angry Birds game 

by implementing Double Dueling Deep Q-networks. One of our main goals was to 

build an agent that is able to compete in AIBirds competition and with humans on the 

game’s first 21 levels. In order to do so, we have collected a dataset of game frames 

that we used to train our agent. We evaluate our agents using results of the previous 

participants of AIBirds competition and results of volunteer human players. 
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Introduction 

„I had no idea it would be so strong. I’m speechless. “. (Lee Sedol vs AlphaGo, 

Press Conference, 2016, March 10th) 

 

Those are the words of one of the best Go players in the world after he was defeated 

by Google’s AlphaGo – the artificially intelligent player which goal was to learn 

how to play Go. Since the invention of Artificial Intelligence term by John McCarthy 

in 1955 (McCarthy et al., 1955), humanity was trying to come up with a way how to 

teach a computer program to perform different tasks on human-level or even super-

human level. Throughout the times, there were many attempts to do so using 

different approaches and tactics. Way back in 1956, Arthur Lee Samuel performed 

one of the first attempt to beat a human in Checkers by using Machine learning 

(“Arthur Lee Samuel “, n.d.). Later on, in 1962, self-proclaimed checkers master 

Robert Nealey has lost to the Arthur Samuel’s agent that was using its own algorithm 

to play the game. This has led to the boom of interest in Artificial Intelligence, which 

has created many brilliant ideas that are still used today as a base for a more 

sophisticated techniques and algorithms. After Arthur Samuel triumph, there was a 

sequence of wins of computer programs against humans, including: made by IBM 

widely known Deep Blue chess machine that has won against chess champion Garry 

Kasparov (1997) and IBM Watson that defeated champions of TV show “Jeopardy!” 

(2011). One of the recent break thoughts were earlier mentioned Google DeepMind’s 

AlphaGo - that has defeated 9 Dan professional Korean Go champion Lee Sedol, 

Google DeepMind Deep Q Network for Atari games - that has outperformed humans 

at several Atari games in 2015 (Mnih Volodymyr et al., 2015) and Superhuman AI - 

that has won against four top human professionals in heads-up no-limit Texas 

hold’em poker (Brown Noam, Sandholm Tuomas, 2017). In this work we are going 

to create our own artificially intelligent agent to play Angry Birds based on the 

success of DeepMind’s Deep Q Network.  
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1. Motivation and Goals 

 

Figure 1.1: A typical level in Angry Birds game. 

Angry Birds have been one of the most popular video games for a period of several 

years. Figure 1.1 shows us one of the typical levels that can occur in the game. The 

main goal of the game is to kill all green pigs on the level together with applying as 

much damage as possible to the surrounding structures. The player is provided with a 

sequence of (sometimes) different birds to shoot from a slingshot. Usually, pigs are 

hidden inside or outside of the complex structures. The game requires a player to 

find and destroy some weak points of the structure such as its supports or hit 

dynamite hidden inside them. Angry Birds was written using Box2D open source 

physics library (“Box2D “, 2018) and all objects in its game environment are 

following the laws of Newton Physics (in 2D). As the game is played by many, it 

seems that Angry Birds can be easily understood by almost everyone: from kids to 

adults. However, the task of playing the game is a challenge for the artificially 

intelligent agents, conversely to human players, for whom reasoning and planning in 

complex physical 2D world appears to be easy. This is due to a number of facts. 

Firstly, this game has a large number of possibilities of actions and nearly infinite 

amount of possible levels, which makes it difficult to use simple state space search 

algorithms for this task. Secondly, the game requires a planning of sequence of 

actions, which are related to each other or finding single precise shot. For example, a 

poorly chosen first action can make a level unsolvable by blocking a pig with a pile 

of objects. Therefore, to successfully solve the task, a game agent should be able to 
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predict or simulate the outcome of it is own actions a few steps ahead. Those facts 

make Angry Birds game a quite difficult problem for artificially intelligence playing 

agent to solve.   

 

1.1. Goals 

The main target of this project is to design and implement the Artificially Intelligent 

agent for playing Angry Birds game that is able to play and compete on reasonable 

level with human players and other existing agents.  

We will gradually explore different approaches how to tackle the problem and 

present their advantages and disadvantages. We will then implement the chosen 

approaches using publicly available tools and evaluating them against each other and 

other agents. We therefore set ourselves a list of goals that we will be trying to 

achieve throughout this thesis: 

1. Describe the environment of the game in terms of the artificial intelligence. 

2. Identify the main challenges of the game and propose the solutions to each of 

them. 

3. Try several approaches in order to pick the best one and make a detailed 

analysis and comparison of these approaches. 

4. Collect a sufficient amount of data in order to train a Deep Q Network and 

analyze the collected data. 

5. Create an agent that will be able to be in the Top 20 of the overall years 

benchmark for AIBirds Competition on first 21 levels of Poached Eggs 

episode. 

6. Build and evaluate an agent that could compete reasonably well with the 

humans on the first 21 levels of Poached Eggs episode. 

 

We will start with presenting the previous approaches that have been tried and 

publicly published by previous participants of AIBirds competition (Angry Birds AI 

Competition Website). In Section 3 we will briefly describe software that was kindly 

provided by organizers of the AIBirds competition. After that in Section 4, we will 

overview the essentials of Artificial Intelligence: in particular Reinforcement 

learning and Deep Q Networks which will be necessary in order to understand the 

following chapters and presented work behind this thesis. Once we have finished 
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with the overview of the reinforcement learning essentials, we will present several 

different approaches that we have tried. We will finish this thesis with Section 6 

where we will analyze and compare training process of some of the agents, present 

final results of our agents and compare them first to those achieved by agents of 

previous participants of the competition and later to the results achieved by several 

humans that were kind enough to volunteer. 

 

2. Related work  

In this section we will discuss why we have decided to choose Reinforcement 

learning over all other possible learning paradigms. We will present the ideas behind 

two best playing agents of 2014 and 2017 AIBirds competitions.  Finally, we will 

look at other games where Deep Q-learning has been successfully applied before. 

 

2.1. Analysis of applied algorithms 

In the course of development of Artificial Intelligence field, there were created many 

different algorithms for solving various tasks and problems.  In order to solve Angry 

Birds game, we could have applied several of them. In this subchapter we will briefly 

overview different algorithms and identify the main problems behind them. At the 

end of this section we will describe why we have decided to use Deep Q learning for 

this game. 

 

One of the first ideas that might come to mind when one thinks about building the 

playing agent for a game is to use some simple classical planning state space search 

algorithm. In theory we could use some of the informed search algorithms to traverse 

the game tree in order to find optimal path according to some heuristic. However, 

immediately one will find him or herself in front of difficult questions: how do we 

define the game state, how do we simulate the game, what heuristics to use and most 

importantly how to find an optimal sequence of actions in enormous state space 

given very limited amount of time. Later in subsections 5.4 and 5.5 we will see that 

no matter how hard we will try to define a state in a most compact and informed 

form, the possible space state would still be too big to explore in a reasonable 

amount of time. Unfortunately, the size of the space state and limited amount of time 
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for a decision is just one small part of the problem of trying to solve Angry Birds 

game. Another difficulty is inability to correctly and accurately simulate the game 

tree due to the private ownership of the game. By having the source code of the 

Angry Birds’ physics engine, one could simply simulate each discrete action in each 

possible state and pick the best action based on that simulation. Due to the usually 

small number of birds such a simulation would not, in theory, have taken a lot of 

time. At the beginning of this research, we had the idea of building a clone of the 

Angry Birds game using Box2D for those simulation purposes. Unfortunately, this 

idea had one main problem behind it; without knowing the precise physical 

parameters of all game objects such as mass, density and etc. it was very difficult to 

correctly simulate the game so by executing some action a in our game simulator it 

would result in exact same state as by doing this action in the actual game. Thus, 

even though in other circumstances we could have used informed search tree 

algorithm, given our situation it was not possible. 

 

Because of the inability to simulate the game or search through the state space using 

simple search algorithms we had to use something more sophisticated. Due to those 

two obstacles, the next technique that we could have apply in order to solve this 

game is some sort of machine learning. Clearly, a straight forward supervised 

learning is not a very suitable approach for this task since initially we do not know 

what the value of each action in each state is. Simply speaking, we do not have a 

knowledgeable external supervisor who would tell us which action is the optimal 

one. Unsupervised learning is also not a suitable approach to our problem due to the 

fact that this form of learning typically tries to find the hidden structure in the 

collections of unlabeled data. Unfortunately for us, this is again not the problem we 

are trying to solve here. Thus, we arrive at one of the last currently known paradigms 

of learning, called reinforcement learning. Reinforcement learning conversely to 

previously mentioned types of learning seems like a more appropriate technique to 

use for this game. This is due to it is ability to learn and maximize the total amount 

of reward it receives when interacting with a complex environment such as Angry 

Birds (Sutton, S. Richard, Barto, G. Andrew, 2015). This form of learning uses it is 

own observations in order to reason about consequences of its own actions. The fact 

that the goal of our agent is to maximize the total reward received in each level 

perfectly resembles with the main idea behind reinforcement learning. By defining 
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our own suitable reward function, state and action reinforcement learning agent in 

theory can easily learn the optimal policy for the game. Because of all of these facts, 

we have decided to use reinforcement learning as a base behind all of our artificially 

intelligent agents except the first one. Reinforcement learning has several different 

learning methods to choose from. One of the first influential computational methods 

in this type of learning, called the method of Temporal Difference learning appeared 

back in 1980s in Richard S. Sutton’s Ph.D. dissertation (“Temporal difference 

learning “, 2007). Since then, numerous possible improvements for this paradigm of 

learning were invented, each with it is own advantages and disadvantages. We will 

use temporal difference learning throughout the first half of the Section 5. Whereas 

in the second half of Section 5 we will look at Deep reinforcement learning - one of 

the most recent techniques which combines reinforcement learning and deep learning 

together. 

 

2.2. Previous participants 

Back in 2012, the first Angry Birds AI competition (called AIBirds) was held (The 

Australian National University, 2012). Many agents have been created since then. In 

this subsection we are going to discuss the proposed solutions of previous 

participants in particular winners of the tournament.  

 

2.2.1. Winner of 2014 competition 

One of the best agents ever created for AIBirds competition was DataLab Birds’ 

2014 agent made by a team from Czech Technical University in Prague. This agent 

still holds 3
rd

 place in overall benchmark of all participated agents so far (“2017 

Benchmarks “). As they describe in their paper
 
(“Angry Birds AI “, 2014), their main 

idea was to build a planning agent that decides which strategy to play for the current 

move based on the environment, possible trajectories and birds available. The agent 

always plans only one move ahead. The next move is chosen by taking a strategy 

with maximum estimated utility. 

The goal of all their strategies is to maximize the damage. In their work, DataLab 

team has defined four different strategies (Figure 2.1): 
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Figure 2.1: Different gameplay strategies. DataLab. (2014). DataLab 2014 AI Readme. CTU, 

CZ. 

 

1. Dynamite Strategy – aim at the TNT only if there is a pig near it. Utility of 

this strategy increases as number of stones around the TNT increases and as 

the distance between TNT and nearby pig decreases. 

2. Building strategy – this strategy finds a connected block structures near pigs. 

Each block then has to also satisfy certain conditions such as a) being 

reachable, b) have at least two supporters, c) not being square and so on in 

order to be a suitable target object. Then the best block for a current bird in 

sling is chosen. This strategy also separates the building types to three 

categories: Pyramid, Rectangle, and Skyscraper. Based on the type of the 

building agent then selects different aiming policies. The main idea behind 

this strategy is that sometimes there are hidden pigs inside the buildings and 

that the type of the building itself is important in order to decide where to 

shoot. 

3. Destroy as many pigs as possible strategy – this strategy is simply tries to 

find the trajectory that crosses as many pigs as possible, thus destroying 

maximum number of pigs. 

4. Round blocks strategy – this strategy focuses on the presence of round 

blocks (stones) in the level. It decides whether agent should hit the round 

block directly or destroy it supports. This is based on the fact that often levels 

will have some releasable round objects group, which if released, would 

apply a significant amount of damage to the surrounded structures and allow 

agent to complete the level in a shorter number of actions. 
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It is worth to mention that DataLab team also had a strategy for a tapping time. In 

Angry Birds game, each bird has a different power when it is tapped in the air. In 

their strategy agent had a different tapping time for each type of bird. For most of the 

birds, tapping time was computed based on the first point the bird would hit in its 

trajectory. 

 

DataLab team states that usually in the game the bird’s type is important in order to 

choose the optimal trajectory. This is due to the fact that not every bird works well 

for every material of the object. For example, it is efficient to use blue bird against 

glass and yellow bird against wooden objects since it applies the most damage to it. 

In their tactics, each strategy was planning one trajectory for a shot. The agent then 

was storing the chosen by each strategy planned trajectories in Trajectory 

Component (TC). TC then computed the utility of the trajectory with given formula:  

   

                   ∑ (
         

 
  ) 

     

        

Where   is a set of game blocks in the planned trajectory,   is one of these game 

block,        is a distance between target object t and a block in the way, and   is a 

normalization constant,        is a function which returns utility based on a bird   

and type of a game block   in the way. The trajectory with the least utility is then 

chosen. 

DataLab Birds team also did some modifications to game playing modules. As an 

example, they have improved the trajectory planning with more release angles and 

respective velocities. 

 

2.2.2. Winner of 2017 competition 

The second participant that we have decided to look at is Eagle’s Wings artificial 

player made by University of Waterloo and Zazzle Inc. in 2017 Angry Birds AI 

Competition. This agent currently holds 16
th

 place in overall benchmark. According 

to the description of their agent, it uses a simple multi-strategy affordance based 

structural analysis with a manually tuned utility to decide between the strategies (AI 

Angry Bird Eagle Wing Developer Guide, 2017). This form of analysis gives 

multiple decisions and a manually tuned utility to decide between them. They were 
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using the machine learning method called xgboost to learn the utility function of 

each decision. Their idea was based on the idea of DataLab 2014 team; they had 

extended the number of strategies to five by adding destroy as many block as 

possible strategy. The main idea behind the new type of the strategy was that certain 

types of the birds can destroy multiple objects of certain material. Thus, for example, 

blue birds could destroy multiple ice objects while black bird could easily destroy 

stone objects. However, most of the important improvements to borrowed DataLab 

team strategies authors of Eagle’s Wings agent left unpublished. 

 

2.3. Deep Q learning in games  

As we have mentioned before, the main part of this thesis will be focusing on the 

usage of Deep Q learning for the Angry Birds game. In the recent years, there were 

many attempts to apply Deep Q learning to different kinds of the games. It all started 

back in 2013 when Google DeepMind team published a paper on application of Deep 

Q-Networks on the seven classical ATARI games – Beam Rider, Breakout, Enduro, 

Pong, Q*bert, Seaquest and Space Invaders (Mnih, V., 2013). In their work, they 

demonstrated that a combination of convolutional neural network and reinforcement 

learning can successfully learn good control policies from raw image data in 

complex environments. In this section we are only going to discuss the general idea 

behind application of Deep Q-Network to several ATARI games. We will look more 

deeply into the architecture of the network and theory behind it later in Section 4.3.  

 

In their work, Google DeepMind has used Atari frames as their input to the Deep Q-

Network. As a preprocessing step, the raw Atari frames were first gray-scaled, down-

sampled from 210 x 160 to 110 x 84 pixels and then cropped to the regions of size 84 

x 84 pixels. The outputs of the network then were corresponding to the predicted Q-

values of each action for the input state. Deep Q-network was able to outperform all 

of the previous approaches on those seven ATARI games and even surpass human 

experts on three of them. Later in 2015, Google DeepMind team has published letter 

in Nature journal with extended version of the research. In this letter Deep Q-

network was evaluated on a set of 49 ATARI 2600 games and was able to play at 

human-level or above in more than 20 games (Mnih, V., 2015).   
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After the success of the Deep Q-networks for the ATARI games, there were several 

other attempts to apply the same approach to different games. Even though 

DeepMind’s model was mostly working great for the ATARI games, several other 

different model architectures were tried. Thus, for example, Guillaume Lample and 

Devendra Singh Chaplot has proposed a different model architecture in their paper 

dedicated to the Deep Reinforcement learning in the First-Person Shooter (FPS) 

games in particular DOOM game (Lample, G., Singh, D., 2016). Instead of Deep Q-

networks they used Deep Recurrent Q-networks which are known to be good for 

partially observable environments (Hausknecht, M., Stone, P. 2015). In this thesis we 

will not go into details of how Deep Recurrent Q-networks (DRQN) are working. 

However, for sake of clarity we mention that DRQN are estimating               , 

where    represents a hidden state of the agent,    is the observation received at time 

t and    is the action, instead of estimating          as DQN do. Simply speaking, 

DRQN is a recurrent neural network (e.g. LSTM) that has been implemented on top 

of the Deep Q-network model. In order to improve the results of their agent they did 

several modifications to the original Deep Recurrent Q-network. For example, by 

augmenting the extra information about the enemies presented on the current frame 

together with a DRQN model, authors were able to significantly improve the 

performance of their agent. At the end this agent was able to outperform the human 

players in both single player and multiplayer scenarios. In single player, the agent 

was playing against bots whereas in multiplayer, it was playing against humans. 

Unfortunately, authors did not indicate how experienced those humans’ players were. 

As they have stated in their conclusion this model could have also been combined 

with dueling architectures which we will describe (Section 4.5) and use (Section 5.6) 

later in this thesis. 

3. Provided software 

In this section we will overview the basic game playing software that is kindly 

provided to all participants of AIBirds competition. We will present the general 

architecture of the provided software and it is components. After that, we will look in 

a more details at the trajectory and vision modules, and at server-client architecture.  
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3.1. Basic Game playing software 

 

Figure 3.1: Basic Game Playing Software 1.32 architecture. 

 

Project is based on Basic Game Playing Software that was provided by organizers of 

AIBirds tournament. As we can see on the Figure 3.1, the basic game playing 

software includes the plugin for Google Chrome Browser, Game Server for 

communication between game client and chrome plugin and Game Client itself. The 

basic software also provides three framework components: Vision, Utils and 

Experimental.  

The chrome plugin serves the purpose of capturing the game window and executing 

of game actions.  

The server communicates with plugin via proxy module. There are 4 proxy 

messages that are available: Click, Drag, Mousewheel, and Screenshot. 

The server communicates with client via server-client communicating port. The 

port receives the messages from agents and sends back feedback after the server 

executed the actions. There are four categories of messages: Configuration, Query, 

In-Game action, Level selection.  

The vision module provides two main functionalities: it can segment an image to 

minimum bounding rectangles and to real shapes of objects presented on the image. 

We will present more details regarding this module in Section 3.3. 
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The trajectory module provides estimate of bird’s trajectory given some specific 

release point. It uses Newton’s classical laws of physics together with constant 

velocity to estimate the parabolic path that bird will take. More information about the 

module can be found in Section 3.2. 

 

The playing agent is a runnable Java program that can be invoked via command 

line. Playing agent uses all of the provided by basic game playing software modules 

to take a screenshot of the game, reasons about the current level state, plans its 

actions and executes them. More information about the playing agent can be found in 

the development documentation.    

 

3.2. Trajectory Module 

 

Figure 3.2: Slingshot in Angry Birds game. 

The Basic Game Playing Software provides a trajectory component that can calculate 

and estimate the trajectory from the slingshot (Figure 3.2) to target point. It has 

several essential functions such as: creating a trajectory path consisted out of points 

and estimating the trajectory of bird from slingshot to given desired target. For 

estimation of the trajectory it uses basic Newton’s physics. The trajectory module 

estimates the bird’s trajectory given a specific release point relatively to slingshot 

location (Figure 3.3). The relativity of release point to slingshot position helps us to 

calculate the launch angle  , with which we can compute the initial horizontal and 

vertical velocities:          and         . After we have found the initial velocities, 

we can use Newton’s classical laws of physics to estimate the parabolic path of the 

bird. Module provides a few useful functions for end user to use. For example, 

predictTrajectory function takes a release point and returns a list of the points from 

estimated bird trajectory if it would be released at that point. In order to go other way 
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around, one can use so called estimateLaunchPoint function that estimates the 

release point given a desired target position. This function uses the following 

equation in order to calculate the launch angle:  

           
   √              

  
 

, where       is normalized coordinates of the target point relative to the sling size 

scale,   is the gravity of constant 1.0 unit. This equation returns two angles which are 

then returned by estimateLaunchPoint function as an array of launch points. 

However, this system is not perfect since size scale of slingshot, its position, 

velocities and launch angle differ between the levels. To overcome this, trajectory 

module provides adjustTrajectory function to adjust velocity and launch angle by the 

variation in it from level to level, thus in a long run the accuracy of a shot could be 

improved. 

 

Figure 3.3: Trajectory prediction. Taken from: Angry Birds Basic Game Playing Software 

1.32. 

3.3. Vision Module 

The Basic Game Playing Software provides a computer vision component that can 

recognize the objects on the screenshot. It has various functions to return location of 

all recognized object on the map. Module provides functions such as findBlueBirds, 

findBlocks, findBirds, findPigs and etc. These functions return either a single 

ABObject or list of ABObjects, where ABObject is a form of rectangle that represents 

a particular game object. Vision Module provides two components for end user to 
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use. First component takes an image and outputs the list of all found minimum 

bounding rectangles (MBR) on it. Second component takes an image and outputs 

real shapes instead of MBR. 

 

Minimum Bounding Rectangles:  

According to Basic Game playing software documentation it takes about 100ms to 

compute the MBRs from an image (Figure 3.4). 

 

Figure 3.4: Minimum Bounding Rectangles. Taken from: Angry Birds Basic Game Playing 

Software 1.32. 

Real Shapes: 

According to basic game playing software documentation it takes about 300-500ms 

to compute the real shapes (Figure 3.5). This component can recognize hills and the 

ground in addition to game objects. 
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Figure 3.5: Real Shapes. Taken from: Angry Birds Basic Game Playing Software 1.32. 

3.4. Server-Client Architecture 

In this section we are going to briefly overview of the server-client architecture and 

its main components as shown in Figure 3.6. More in-depth specification of Server-

Client Protocol can be found in attachments in Server/Client Architecture 

documentation.  

 

Figure 3.6: Server-client architecture. Taken from: Angry Birds Basic Game Playing 

Software 1.32. 

The chrome plugin serves the purpose of capturing the game window and executing 

of game actions. The plugin is written using JSON manifest file that loads a proxy 

module. The server communicates with plugin via proxy module. The proxy module 
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is written using Java Script; it provides the way to generate a mouse click, drag, 

wheel events, capture a screenshot and send it back to the client. 

The server communicates with client via server-client communicating port. Server 

receives the message from a client agent and sends back feedback after it has been 

executed. There are four categories of messages: Configuration, Query, In-Game 

action, Level selection.  

The usual client message contains a header with ID of the message and body. The 

messages are encoded in big endian form.  

Configuration message is an initial message that is sent by client, this is needed by 

tournament organizers in order to identify the participating team. 

In-Game action message is used by client in order to make shots and zoom in or 

out. The shot actions will be executed only in allowed area of 70 to 620 for x-

coordinate and 100 to 480 for y-coordinate. The coordinates should be provided 

either in Cartesian or Polar coordinate system. There are two ways to execute the in-

game messages for module end user: fast or safe. Fast mode allows the server to send 

feedback right after shot is made. Since it takes some time for dynamic game objects 

to fall down and stop its motion from the shot, this mode could provide incorrect 

recordings of the score. That is why it is recommended to use Safe mode. Safe mode 

makes server to wait 5 seconds before sending the feedback back to the client. 

Query message is used by client to query the current screen, game state, level, and 

global scores. 

Level selection message is used by client to select a level by using load level or 

restart level messages. 

Termination is done by server side there is a timer running which will send signal 

byte [-1] once the timer reached it is end. 

 

To summarize, Basic Game playing software provides wide functionality that is 

sufficient to build a playing agent for Angry Birds game without having to worry 

about low-level coding. Vision module greatly simplifies the complex task of find 

bounding boxes or real-shapes of game objects that are presented on the game 

screen. Trajectory module on the other hand, provides an easy way to find a release 

point for a bird such that it would hit the chosen object. These two modules can be 

used to create a trivial agent that will shot to the pigs in a matter of minutes. In this 

thesis, we will be using both modules. In Sections 5.2 through 5.5 we will be fully 
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using the vision module to find a game objects on the screenshot and trajectory 

module to find the release point for a chosen shooting point. We will drop the usage 

of those two modules to minimum in Section 5.6 where we will only use Basic Game 

playing software to retrieve the screenshot of the game area and execute the shots. 

 

4. Learning/Q Learning Essentials 

In the following chapters we are going to overview the essentials of the 

reinforcement learning which are necessary for understanding of logic behind 

playing agents in Section 5. First, we will look at the problem which a very abstract 

AI tries to solve and briefly define Reinforcement learning approaches to it. 

Afterwards, we will look more deeply into the Q-learning techniques which will be 

used in this thesis; we will discuss why this sort of the reinforcement learning is 

called Q-learning and such. We will finish this section with one of the most recent 

breakthroughs in the Reinforcement learning area - Deep Q-Networks. We going to 

cover what DQN is and what are the benefits and disadvantages of using them are 

comparing to the usual Q-Learning. 

 

4.1. Learning 

Once one starts to program an agent in order to solve one specific task, he or she will 

quickly find out that writing out all rules for it may be an unfeasible task. One can 

imagine trying to write down what action to perform in each of the possible scenarios 

in a chess game. That would be writing down actions for all of the roughly       

possible games, as a comparison the number of atoms in the observable universe 

is     . Since it is nearly impossible to do so, one had to invent a new way of 

teaching machine how to play. This is when the idea of learning first appeared in the 

AI area. 

As Stuart Russell’s has defined the process of learning: “An agent is learning if it 

improves its performance on future tasks after making observations about the world” 

(Russell S., 2010). We, humans, tend to learn on our own mistakes and make better 

choices as our experience grows. The same principle is applied in the learning from 

data approach. There exist several learning types. Three main types of learning are 

unsupervised learning, supervised learning and reinforcement learning. We had 
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briefly mentioned them in Section 2.1 when we were choosing the approach for our 

task. Since we will only use reinforcement learning throughout this thesis, we will 

define only that paradigm of learning. 

In reinforcement learning, the agent learns from sequences of rewards and 

punishments. The main idea in this learning is to tell the agent what is good and what 

is bad. For example, in Angry Birds game, we could give the reward of value 1 to 

agent every time it did the action which lead to receiving some points and reward of 

value -1 to agent every time its action did not receive any points. By observing which 

actions provide negative results and which provide positive ones, agent would be 

expected to learn how useful each action at the specific situation (state) is. With 

increasing number of the observations, the agent would be then expected to learn the 

sequence of actions that leads to the best result. For this, it would have to learn which 

sequence of state and actions would result in maximum possible expected result. 

Speaking more scientifically, the task of the reinforcement learner is to learn an 

optimal policy for the given environment.  

 

Let’s us now define some terminologies which we will use throughout this section. 

Let a single observation be defined as            where   is a state,   is a 

previous action and   is the reward received for that state-action pair. Let the episode 

be a sequence of such observations                        from initial state    to 

terminate state   . Let the policy π(s) be the agent’s strategy to choose the action in 

the state s. Let the optimal policy π*(s) be a strategy that maximizes the expected 

discounted reward.  The goal of the agent then is to learn the estimates of how good 

each strategy is. In another words, it has to learn what the utility (value) of the policy 

π(s’) is where      , and S is the set of all possible game states: 

        [∑     
 
   ] 

Where   is a discount factor,    is a state at time t, and    is a reward received at that 

state. After this brief introduction we are now ready to move to more advance 

reinforcement learning technique called Q-learning. 

 

4.2. Q-Learning 

As we just have stated the goal of our agent is to learn the policy π* such that it 

maximizes the expected discounted reward. Let us now define new function 
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       which will have the following relationship with our previously stated utility 

function    ): 

           
       

So, in fact we get: 

   
        [        

      ].  

Whenever we receive the new observation we will have to update our Q value by 

using temporary difference Q-learning update function (see 2018, Sutton S. Richard 

and Barto G. Andrew, Section 6.5):  

 

                                           

where   is a learning parameter,   is a discount factor, s, a is a previous state and 

action and       are the current state and action. Thus, Q value shows us how good 

certain action will be at the current state. Given that our Q function is optimal, 

choosing the action with the maximum Q value at each state will then lead us to the 

optimal solution. We note that Q-learning is considered to be off-policy. This is due 

to the fact that even though agent will choose the action according to the epsilon 

greedy policy, the Q-learning algorithm will always update Q-value for the action 

with a maximum Q-value (due to the max operator in update function). 

 

4.3. Deep Q-Learning 

When one uses Q learning it may think to instead of computing the Q value on 

received observation he or she could use some nonlinear function approximator to 

approximate the optimal action-value function: 

             [                             ]. 

Fortunately for us, there is a way to use deep convolution neural network for that. 

For this we define an approximate value function          , where    are the 

weights of the Q-network at i-th iteration. As was stated in the original DQN paper 

(Mnih, V. et al., 2015) reinforcement learning is suffering from correlation between 

observations, correlation between Q values and target values                    

and by having a policy that is extremely sensitive to changes of Q value. This causes 

a nonlinear function approximator to diverge or being very unstable when it used to 

represent the Q function. Deep Q-learning is addressing this problem by technique 

called experience replay. It is implemented by storing and later sampling the 
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observations, which agent has experienced, randomly. This technique removes the 

correlation between the sequences of the observations by randomizing over the 

collected data. We define the experience to be                     , where    is a 

state at time t,    is an action taken at time t,       is a reward received at time   

  and      is a state at which agent ended up after taking an action. We store the 

experiences in the experience set M          . We later sample the experience set 

M for a minibatches to update Q values inside Q-network with. In order to address 

the problem of correlations between target value and Q values the following loss 

function is used:  

 

        (        )     [                    
             

 ] 

, where i is the iteration,   is a discount factor,    are weights of Q-network or so 

called online Q-network and   
 

are weights of target network or so called offline Q-

network. The target network is called offline since its weights are only updated every 

C steps with online network weights, while online network is updating every 

iteration i. We then define the target that is used by DQN to be:  

 

                          
   

, where   
 

are weights of target network and   is a discount factor. 

 

4.4. Double Q-Learning 

The original DQN uses the max operator for both selection and evaluation of the 

action. According to the van Hasselt’s paper (van Hasselt, 2015) this makes it more 

like to select overestimated values, which results in overoptimistic value estimates. 

For this reason, the Double Q-learning algorithm was invented. The general idea 

behind it is that instead of using the parameters of only one network we will use first 

network to select the action and second network to evaluate that decision. In a more 

formal way, we will learn two value functions such that for each update one set of 

weights is used to determine the greedy policy and another one to determine the 

value of that policy. Thus, we can rewrite the original Q-learning target to be:  
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, where    are online weights and   
  are the second set of weights. Here we are 

using the online weights to select the action and second set of weights to evaluate it. 

Both of the weights can be updated by swapping their roles at random (Hasselt, 

2010).  

Fortunately for us, the same idea of reducing the overestimations can be applied to 

Deep Q Network as we can replace the update function with the following: 

                                      
 

   

 

, where    are weights of the online Deep Q network and   
  are weights of the 

target (offline) Deep Q Network. In comparison to previous Double Q learning 

formula second set of weights   
  is now replaced with weights of offline 

network   
 . As in the original Double Q learning we are using the same idea of 

using online set of weights to determine the greedy policy and offline weights to 

evaluate current greedy policy. The update function itself stays the same as we have 

defined before, we are replacing offline weights with online weights each  steps. 

 

4.5. Dueling Deep Q-Network Architecture 

In some situations, the values of the different actions are very similar, and it is 

unnecessary to estimate the value of each action. For example, consider the Ping 

Pong game, we know that it makes sense to move only when our opponent has 

reflected the ball towards us or is close to do so. It is mostly useless and may be even 

harmless to move around while we are waiting for our turn. In case of Angry Birds, 

sometimes player would have ended up with an unsolvable level because pig was 

blocked with a pile of objects. It does not matter which action to take in this state, 

since the all of them will have a similar value and we only care about the value of the 

state itself. As an improvement for these types of situations, the idea of Dueling 

architecture was introduced.  

Previously we have defined the original Deep Q network to be consisting of three 

convolutional layers and a single sequence of fully connected layers. In order to 

implement the Dueling Q learning architecture (Wang Ziyu et al., 2015) we will have 

to use two streams of fully connected layers instead. Both of the layers should be 

constructed in a way that they have the ability to provide separate estimates of the 

advantage and value functions. After we have separated the output of convolutional 
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layer to two streams we have to combine them back in order to obtain our Q function 

back. 

As for the beginning, we first define the value function to be: 

             [ 
      ] 

 

And our advantage function to be: 

                      

In other words, the value function tells us how good the particular state is, while 

advantage function tells us how important each action is by subtracting the value of 

the state form the value of choosing a particular action   in state  . From these two 

functions we can now define our new dueling module for Deep Q network. We are 

going to make our first fully connected layer to have a single value output          

and our second fully connected layer to have an output            of dimension |A|. 

Here   and   are weights of advantage and value fully connected layers and   is 

weights of convolutional layers. In order to combine those two values together in 

order to obtain Q values back, we define our last module of the network to be the 

following: 

                                    
 

   
∑              

  
   

Thus, we get two streams of estimates of value and advantage functions which we 

will be using with our previously defined Deep Q Network and Double Q Learning 

for our playing agent in order to beat Angry Birds game in the following section. 

5. Playing Agents 

In this section we are going to look at different approaches that have been 

implemented for Angry Birds game throughout this thesis. We will start with a 

handmade agent that was designed to play the given version of the game. Later on, 

we will switch from programmed agent to the full Machine learning approach; 

explore the problem of the Q-learning technique and finish by looking at the most 

sufficient approach where we will combine Deep learning and Reinforcement 

learning into a single Deep Q-Network. We will compare all of the agents with the 

random shooting angle agent. This agent uses Java’s random number generator to 

select the integer shooting angle from range of 0 to 90.  



 

25 

 

5.1. Problem statement 

Before we begin we will briefly present the rules of the Angry Birds game and 

describe its environment. In our training and testing set of the levels there exist three 

different types of birds: Red, Yellow and Blue each with its own superpower on 

mouse click. By clicking mouse while red bird is in the air, we make the bird heavier 

which allows it to destroy structures better; the timing of click is not really important 

for this bird. By clicking the mouse while yellow bird is in air, it will boost the bird 

forward. Yellow bird is good against the wood and usually used to break through 

building supports; the click timing for yellow bird usually has medium importance. 

By clicking the mouse while blue bird is in the air it will separate the bird into three 

birds and launch them into three directions; the timing of click here plays high role, 

however for most of the levels it will be sufficient to click when bird is close to 2/3 

of its total path. In this thesis, we will not be focused on the tapping times; instead of 

predicting a tapping time we will use a constant time for each type of the bird. This is 

due to the fact that the problem of picking where to shoot is already complex enough 

for the agent to solve. As a further improvement for each and every agent we could 

add this information back.  

The rules of the game are quite simple; player needs to kill all the pigs with 

maximum possible damage to the level. Points are given for each contact of bird with 

dynamic game objects and 5000 points is given for the kill of one pig. There are also 

bonuses that are spread around the level with different value of points. If player 

shoots all available birds and there are still pigs alive the level will be considered as 

failed. For each bird which was not used to solve a level, a player will be awarded 

with 10000 points and sometimes it could be a good strategy to try to finish the level 

with less number of used birds. As a reminder, the goal of each one of our agents is 

to maximize the total score of each level. 

 

5.2. Handmade agent 

One of the first approaches that were tried was a hand-engineered playing agent that 

was specifically designed for Angry Birds game. This agent architecture had several 

different purpose modules (Figure 5.1) that were working together in order to decide 

at what point of the building the agent should shot next. 
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Figure 5.1: Handmade agent architecture. 

 

Original idea was to build three layers with different purposes in order to make a 

decision in choosing the shooting point. 

The purpose of the first layer was to analyze the structures in order to find the 

weakest points. We define the weak point as a dynamic game object by shooting at 

which the structure will get the most damage. The idea here was to estimate how 

many objects will be affected by shockwave by using estimated mass of objects and 

birds, and relations of those objects with other objects. We estimate the mass of 

objects by using constant integer values for different type of objects: Glass-1, Pigs-1, 

Wood-2, Stone-4 and then multiplying this constant with total area of the object. In 

order to estimate how destructive each shot going to be we have defined the relations 

between objects and its neighbors. In our representation each object   had a list of 

nearby objects    and their positional relation with   (object    is on the right side, 

object    is below, object    is above original object  ). As a result, the output of the 

first layer was a list of points from the weakest to most stable one according to our 

algorithm. 
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Figure 5.2:  Illustration of the constructed graph made by weak point algorithm. 

 

In order to find the list of weakest points, we first create the graph game objects that 

were found on the game frame by vision module. Each node contained the found 

object and its estimated mass in it. From each object we could get it position, type 

and other object related information. 

The graph of the level that is shown on the Figure 5.2 was created as follows: 

 

1. We create nodes of objects and estimates of their masses. The mass 

estimation was calculated as follows:  

                                    

, where objectType is predefined integer (for example stone was given value 

3, whereas glass was given value 1). 

 

2. Next, we create the edges between the adjacent nodes. For this, we first sort 

the array of nodes by distance, and then we create the edges between nodes u 

and v if and only if               is less than 10 (in other words, we assume 

that nodes with the distance less than 10 were physically attached to each 

other). 

 

3. As the last step of the graph creation we assign weights to edges between 

nodes. The idea here is simple, we always assign the estimated mass of the 
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second node v as the weight of the edge u, v. For example, if we have edge 

        we assign                            . 

  

The second main step in the algorithm was to use limited Breadth First Search (BFS) 

to find how many objects will be potentially hit by a bird if agent has shot at the 

picked object. 

 

The limited BFS worked as follows: 

For each node in a given graph we investigate how many objects will be affected if 

we shot at that object/node. To do so, we choose not yet visited node and start 

Breadth-First Search (BFS) from there. The BFS will stop discovering the current 

path once the limit l was reached. The objective for BFS is to find the longest path 

possible. This longest path is then used as our final decision about the weakness of 

this point. The longer path from the node is - the weaker point is considered to be. In 

other words, our algorithm tries to find the point shooting at which would affect the 

bigger number of objects. In the last step of this algorithm we simply pick the best 10 

weakest points. 

After the list of the weakest points was obtained, the agent was choosing weakest 

point from it with probability 70% and choosing a random point from it with 

probability 30% respectfully. Once the point   was chosen, the trajectory module 

was used to estimate the trajectory   of the bird if it was flying towards point  . The 

last step was to calculate the release angle from trajectory   using formula (XiaoYu 

Ge et el. 2014):  

         (
   √              

  
). 

, where (x, y) are the normalized coordinates of the target point relative to the sling 

(using sling size as the scale), and the gravity g is assumed to be 1 unit. Two angles 

are obtained from this equation and the function returns two corresponding launch 

points in an array list of points.  
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Figure 5.3: Scores obtained by handmade agent in each level from first page of the episode. 

For random agent we took the results shown on average over 10 runs. 

Overall as we can see on the Figure 5.3 the agent was not performing well enough as 

was expected, and barely had outperformed the random agent. We will discuss the 

results in a more details in Section 6.2. Moreover, this agent architecture seemed 

well over engineered and complex, the random choice from weak points gave a very 

inconsistent results and the agent architecture itself was impossible to extend to 

different games. Based on results of our first hand engineered agent it was clear to us 

that different approach shall be used. Thus, we have come up with the second 

architecture in order to overcome all of the above difficulties. Putting aside all the 

downsides of first agent, we will be using it results as a benchmark for second agent 

and further agents in the future tests. 

 

5.3. Reinforcement Learning Agents 

In a previous section we have seen that the hand engineered agent was not a great 

choice for Angry Birds game. It was too complex, it was taking a lot of time to do all 

of the calculations and its performance was far from our initial goal. It was clear to 

us that the “ideal” agent for our agent should be able to learn and improve it results 

as it was playing the game. Our first approach with this form of learning was to use a 

temporary difference update together with simple reinforcement learning. Below we 
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will describe our environment in terms of artificial intelligence and will look at 

different definitions of state and actions together with their pros and cons. At the end 

of the Section 5.5 we explain the main problem behind our reinforcement learning 

approach which will gradually lead us to the most sufficient approach that we have 

tried using Deep Q networks. 

 

5.3.1. Environment Description 

In this subsection we are going to discuss the environment in terms of Artificial 

Intelligence. We can define the game environment as:  

 Fully observable - since at any point of time the agent can see the entire play 

area and all available birds.  

 Deterministic - it cannot be called to be fully deterministic however, since 

even though the game follows Newton’s physics, there is still a high chance 

to get a slightly different score each time even if agent shots at the same 

angle. Our assumption here is that the way how points are counted brings 

some sort of non-determinism to the game. However, if we set aside such 

small variations of the score, the game is deterministic. This is due to the fact 

that if we shot at some specific point and receive some amount of points we 

can expect to receive similar amount of points next time.  

 Sequential - since the previously made actions can affect our decisions in the 

following states.  

 Dynamic - we were trying to make the environment to be static by waiting 

for 5 seconds before taking a screenshot, so the building parts would not be 

moving after the previous shot was made; however, it did not fully eliminate 

the chance of taking a screenshot before the building is settled, so we still 

define it to be dynamic.  

 Discrete - we limit the state and action to be discrete for each of our agents. 

 Single-agent – since there is a single agent that plays a game at any point of 

time.  

 

To summarize, we can define Angry Birds to have a fully observable, deterministic, 

sequential, dynamic, discrete and single agent environment. Now, after we have 

defined the environment we will be searching for a best definition of the state and 
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action for our agent. We will be looking at several different state and action 

definitions in the following sections below. 

 

5.4. Level Type Classifier and TD Q-Learner 

Our first approach was to use the temporary difference update together with level 

type classifier. Based on the approach that was used by one of the previous 

participants and on detailed analysis of all available levels in the training set it was 

decided to separate levels to three different categories based on structures of the 

level. We have also decided to enhance our state definition with encoding the level 

type into it. The information about the level type can serve us as a good foundation 

to make our decisions. For example, if we have a level that consists of closely 

located stone objects it could be useful to shoot at the bottom to some potential weak 

point. On another hand, if we have a glass structure and a blue bird to shoot with, it 

could be useful to shoot high, so the bird would split in the air and bombard a widest 

possible area. Thus, it seemed to us that using level classifier would be mostly 

beneficial. For our Q-learner we were using greedy epsilon policy search. The greedy 

epsilon policy was shown to be sufficient for some of the artificial intelligence 

problems together with reinforcement learning. This policy provides us the ability to 

exploit best actions while still be able to explore with probability epsilon. In our 

implementation, as time was passing we were decreasing the epsilon linearly so the 

probability of picking random action instead of maximum valued action was 

decreasing. In the setup we are using for agent in this section, we were decaying 

epsilon from 1.0 to 0.0 with rate of 0.01 per step. Thus, agent was mostly exploring, 

in other words, it was taking random actions at the beginning and taking actions with 

maximum Q-value at the end of training.  

In order to apply reinforcement learning we have to define our state and action. We 

define the action to be an object that agent should pick from the grid of size 5 by 5. 

For this we first had to separate our building to 5 regions on vertical and horizontal 

axis and define our action to be a one square out of this grid. Each such a square was 

having xRange and yRange integer number that could uniquely identify it. After one 

of the squares of the grid was chosen the agent then was picking the central object 

from this region. In order to make our life a bit easier we had to squeeze the two-

dimensional representation of the action to one dimension by simply flatting 5x5 grid 
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to vector of size 25. Thus, our action here was defined as an integer in domain from 

1 to 25. 

We now define our state. At this point, it may seem as a good idea to encode some of 

the most important information about the game to our state. For example, while 

playing Angry Birds game one could think that the most important factors that 

determine where to shoot is the type of the bird in the sling, what is the overall 

structure of the building, how many birds there are left and what the building is made 

from. Based on these assumptions of what could be the most important information 

in order to determine our next action we had defined our state to be: 

      [                                      

                                  ]. 

Here, the level type is represented as an integer from range of 1 to 3 and is provided 

to agent by previously defined level classifier. The most dominant object type is 

represented also as an integer from range of 1 to 3 where glass is 1, wood is 2 and 

stone is 3. In order to identify the most dominant object, type we were simply 

counting the number of each object type and then picking the one that occurred most 

of the times. Bird in sling is represented as an integer from range 1 to 5 where red 

bird is 1, yellow bird is 2, blue bird is 3, white bird is 4 and black bird is 5 

respectfully. And lastly, number of birds left is an integer usually from 0 to n, where 

n varies from level to level with maximum value to be equal to 7. 

 

As we have mentioned, our state will contain the level type in it. We define three 

different level classes to which we will be then classifying all of our 21 training set 

levels.  

First level class was “Tower”: 
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Figure 5.4: Tower level type. 

Tower level type (Figure 5.4) is defined as a structure with height being bigger or 

equal to width of the building. More formally we define tower level type to be: 

             

, where                  and                . 

This class is usually represented by a single structure with height being strictly 

greater than width. This type is very unstable, and it usually requires one well aimed 

shot to destroy it. Tower is the easiest level type for agent, since even the random 

shot can fall them down. 

 

Our second class was called “Bunker”: 

 

Figure 5.5: Bunker level type. 



 

34 

Bunker class (Figure 5.5) is usually represented with a single structure or very dense 

group of the structures with height less or equal than width. More formally we define 

bunker type to be:  

             

, where same as previously                  and                . 

Structures of this type are hard to break and usually require either to simply shot into 

several weak points in order to break through the structure or to detonate nearby 

TNT. Bunkers are probably the most challenging level type for agent since it requires 

agent to perform a sequence of precise shots with a same future goal to get to some 

weak spot. Agent is required to reason about its action and their consequences in 

order to successfully complete levels of bunker type. 

 

Our third and last class was called “Spread”: 

 

Figure 5.6: Spread level type, first example. 

 

Figure 5.7: Spread level type, second example. 
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The “spread” class (Figure 5.6 and Figure 5.7) is usually represented by multiple 

little structures that are spread around the level or castle-like structures. Structures of 

this type usually require player to see some weak point like stick that holds rocks 

above the pigs or TNT that will start a domino effect on all structures. Levels of this 

type provide a quite difficult task for artificial playing agent since it requires deep 

analysis of structure of the level with planning of one or two non-obvious shots. 

Most of the “spread” type levels require player to go against the initial goal of killing 

all pigs and instead hit an object that will provoke a destructive chain reaction.  

 

The distinction between level types in theory should have helped our agent in search 

of optimal strategy. However, we will later see that such separation only slightly 

improved our results. 

 

Figure 5.8: Level classifier architecture. 

In order to identify to which class each of the levels belongs we had to construct and 

train a simple neural network classifier with output of size three.  

As one can see on the Figure 5.8 we were using a neural network which was 

consisting of total 14 layers. The network was starting with 4 convolutional layers 

with each one of them followed by max pooling layer of kernel size 2x2. After fourth 

max pooling layer we had one more convolution layer without max pooling. Right 

after that we had one flatten layer with dropout. At the end of the network we had 3 

flatten layers. The output layer was consisting of 3 possible classes that we have 

defined above. The neural network was purposely over fitted on small data set of 21 

levels with batches of size 5 just as a proof of concept. Each image was resized to 

224x224 to make it slightly less computationally demanding for the network. This 

model was able to correctly identify 8 out of 10 level types. One may wonder why 

such a small data set was used in order to train the classifier; the reason here was 

simple, we wanted to see if the provision of level type as part of the state would 

increase the overall performance of agent before we have trained the neural network 

properly with bigger training data set and unseen test set. 
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With all of our previous unsuccessful definitions of state and action the agent was 

not able to generalize all strategies into one ultimate strategy since each level 

required a different approach with sometimes completely opposite sequence of 

actions. Thus, the agent was trying to solve Bunker type level with strategy that was 

good for solving Tower like levels since it worked so well for it. In this new 

architecture of agent, we decided that the loss of such an important piece of 

information as level type should be compensated by classification prior learning 

process. 

 

As was mentioned before the agent was using the greedy epsilon policy. In other 

words, it was either picking the action with a maximum Q value for the current state 

according to the Q-table or picking a random action from the domain of the available 

actions. Since the epsilon was decaying as time was passing the agent ended up fully 

exploiting at the end of the training process. 

 

Figure 5.9: Number of times agent has visited each state. 

As we could see in Figure 5.9, the state space was still so huge that agent was mostly 

visiting each state once even after a couple of days of training without stopping. This 

also gave us the insight that simple reinforcement learning will not be suitable for 

our task. 
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After so many unsuccessful tries to find an optimal state and action representation 

we still were on the same point with agent ending up shooting at the center of the 

building and with unsuitable state space in a reasonable amount of time.  

 

Figure 5.10: Scores obtained by Level Type Classifier agent in each level from first page of 

the episode. For random agent we took the results shown on average over 10 runs. 

On Figure 5.10 we present the results of the agent described in this subsection. From 

the graph we see that agent performed better than a random shooting angle agent, but 

still it was not good enough. We will discuss the results and compare it to the rest of 

the agents in Section 6.2. 

 

In the Section 5.5 we will be looking at our last try with a temporary difference 

reinforcement learning and finally state our main problem that we will be capable to 

overcome only using approximation function such as neural network. 

 

5.5. TD Q-Learner and “spikes” state definition. 

The previous representation of the state and actions was having one main problem, 

which was hard if not impossible for the agent to overcome. As one would have 

expected with the previous representation the agent learned to shot at the center of 

the building or to be more precise at xRange equal to 3 and yRange equal to 3 as 

well. This have happened since on average it is best to get some points all the time 

by shooting directly at the building then to try to find an optimal spot for each level. 
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Since on average shooting at 3,3 was rewarding in all of the states it was expected 

that the agent will ended up shooting at the center. To overcome this difficulty, 

before we could completely get rid of grid-like representation of the action it was 

decided to give our simple reinforcement learning agent one more chance and extend 

the state representation to contain a little bit more sufficient information.  

We now will redefine our state to be (Figure 5.11): 

       

[                                                                           ]  

Where    is y coordinate of one of the pigs sorted by x coordinate. If there are less 

than 5 pigs left in the game we instead take first object that we can find at next 5 

available x coordinates. Our 5 available x coordinates from which we can pick an 

object instead of the pig was defined as follows:  

       [ ]          [
            

 
]            [

            

 
]     

       [            
            

 
]           [           ]   

Where objects are collection of all physical objects that are currently in the game, 

sorted by x coordinate.  

 

 

Figure 5.11: Illustration of state definition, state consisted of bird type and 5 selected objects. 

 

In order to overcome a possible problem of infinite possibilities for x-coordinate we 

were had to transform x-coordinate to a smaller space. For this, the x-coordinate of 
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the object was transformed from xMin, xMax space to 0, xMax space as shown on the 

Figure 5.12:  

 

Figure 5.12: Transformation from xMin,xMax space to 0,(xMax-xMin) space. 

The action (Figure 5.13) was decided to be left the same as before with xRange and 

yRange where yRange was one of the 9 possible objects. We were using the same 

idea here as for the state definition. We first were sorting the objects by y coordinate, 

then we were picking 9 objects as follows: 

       [ ]          *
         

 
+           *

         

 
+     

       *
         

 
+           *          

         

 
+     

        *          
         

 
+           [           ]    

We mention here that sometimes there could be a situation where we have less than 9 

objects in the game; in these situations, some of the picked objects could appear 

multiple times in our list. We were also transforming x coordinate here same as for a 

state.   

 

Figure 5.13: Illustration of action definition, the action is one of the objects at specific 

position. 
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Our update function was defined as follows:  

 

                                                  

where s, a previous state and action, s',a' are current state and action and C(s,a) is 

how many times we have seen this state and action pair. 

 

 

Figure 5.14: Scores obtained by playing agent described in Section 5.5 in each level from 

first page of the episode. For random agent we took the results shown on average over 10 

runs. 

As we can see on Figure 5.14, the agent has performed better than a random agent. 

However, as we going to see more clearly in the Section 6.2 agent performed worse 

than our previously described agent at Section 5.4. 

 

5.6. Deep Q-Network Agent. 

Despite all of the multiple tries in searching for best representation of state and 

action it soon became clear to us that no matter what we will pick for it, the state 

space was way too big and required an enormous amount of time for agent to even 

find a local optimum, not speaking about the optimum we were looking for. No 

matter what action representation we would have picked, the agent would have 

ended up shooting at the center of the building since it simply always worked for it. 

At this point it was undeniable that we will need a help from different areas of 
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machine learning to overcome the challenges of huge state space and local 

optimums. Luckily for us recently there was a breakthrough in Artificial Intelligence 

where a single model of game playing agent was able to outperform humans on 

multiple different Atari games (Mnih V. et al., 2015) or it was able to play different 

games on close or equal to human level. This model has been named by its creators 

Deep Q-network. We have already discussed how Deep Q-network is structured and 

how it works in Section 4. 

Deep Q-network was designed to overcome the difficulties of huge state space by 

using approximation function such as neural network. Instead of exploring the entire 

space so that the Q value could be correctly estimated it on the other hand, uses 

neural networks to estimate the Q value for each state and action pair even if the 

agent has never visited that state and action pair. Since the problem of all of our 

previous agents was the complete unsuitability of agent to explore the entire space in 

reasonable amount of time it was decided to try Deep Q-network instead. 

 

Since Angry Birds is a fully observable game and requires agent to perform a 

sequence of actions in order to complete the level, the idea of applying Deep Q 

network to it seems promising. In order to apply Deep Q-network to Angry Birds we 

first need to define a) the state, b) actions, c) a Q-network architecture and d) a 

reward function. The provided software by AIBirds tournament software provides us 

with the ability to take screenshots of the game of size 840x480 pixels. We then crop 

those frames by 770x310 pixels area that roughly captures the game play area and 

crops out the UI interface elements such as menu and restart level buttons as shown 

on Figure 5.15. After the cropping we are resizing the cropped image to 84x84 pixels 

with RGB channels. At the end, we normalize the resulted image and pass it as input 

to our Deep Q network. 

 

 

Figure 5.15: Game frame at each state of preprocessing. From left to right: original captured 

frame, cropped, resized and normalized. 
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We define the action to be                  where each discrete number 

represents the angle of the shot. We then find the final release point for a given angle 

using the provided software. To calculate the release point, trajectory module first 

finds the reference point for a sling and then calculates the release point using it. We 

decided to choose such a big action space since there are times where even 1 degree 

can make a huge difference. During our experiments the typical situation we would 

be observing is that agent shots at 49 degrees, receives some small amount of points 

for that, the next time it shots at 50 degrees and finishes the level with a new high 

score. As the part of the experiment we were trying to make action space smaller by 

taking only degrees from 20 to 70, but it not only did not significantly improve the 

performance of the agent, but actually it made the agent to be more limited in the 

variety of its decisions. The last important thing to define is the reward function. 

Before we do that, it is useful to first look at the architecture of the network to get the 

insight into how network is actually learning. We will be describing the reward 

function in the following section after we describe our Deep Q network architecture. 

 

5.6.1. DQN architecture 

 

Figure 5.16: Double Dueling Deep Q-Network used for Angry Birds AI agent. 

 

Our Deep Q network was based on the Google DeepMind Deep Q network that was 

used to play multiple Atari games. As we have already mentioned in section 2.3, this 

model was able to outperform humans in multiple games which was one of the main 

breakthroughs in Artificial Intelligence in the recent years. The original DeepMind 

model was consisting of three convolutional neural layers and one flatten output 

layer of size of available actions in the particular game (Mnih Volodymyr et al., 

2013). Once again, as a preprocessing step, the raw Atari frames were first gray-

scaled, down-sampled from 210 x 160 to 110 x 84 pixels and then cropped to the 

regions of size 84 x 84 pixels. Our model was an improved version of the DeepMind 
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version and instead was consisted out of 6 layers. Due to the follow up researches 

presented by DeepMind members later on (Wang Ziyu et al., 2015) and (van Hasselt, 

2015), we have decided to try several different models and find out which one was 

going be able to achieve higher results.  

 

Firstly, we decided to try the original Deep Q network without any possible 

improvements. This architecture did not do great; it was learning pretty slowly and 

was very unstable. Thus, we have decided to not waste any more time on this and 

improve our network using Double Q-learning and Dueling architecture. Double Q-

learning was proven to improve the results of original Deep Q network by a 

significant amount. Double Q learning improves the performance of the original 

DQN by reducing harmful overestimations due to the maximization step (Hessel 

Mateo el al., 2017). On the Figure 5.16 we present the architecture of our Deep Q-

network. The model was consisted of 4 convolutional layers of kernel sizes 8x8, 4x4, 

3x3, 7x7 and strides 4x4, 2x2, 2x2, 1x1. The last convolutional layer was followed 

by two flatten streams of value and advantages values that are later combined into 

final Q values as described in 4.5. 

As the matter of pure interest, it was interesting for us to improve our agent even 

further by tweaking different parts of our agent. As one of our experiments we have 

decided to try different reward functions for our agent and see which one will 

provide us the best results. At first our reward function was defined as follows:  

        {
               

            
 

This reward function was using technique that is usually called reward clipping (van 

Hasselt, 2016) it squeezes the potentially unbounded score to two extremes of reward 

1 for a “good” action and -1 for a “bad” action. With this reward function agent was 

able to perform quite well achieving on average the score of 850 thousand. However, 

with this reward function agent had no way to learn the important fluctuations 

between actions. For example, the action that obtained the score of 70000 was not 

any useful than action that obtained score of 3001. Thus, as one could have expected 

even though the agent was able to achieve a high score quite fast, it however could 

not improve it results any further. In other words, it learned to solve most of the 

levels from the first try without losing, but it did not learn that the score itself was 

important as well.  
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As we have stated at the beginning of this thesis, one of the main goals in Angry 

Birds besides winning the level, is to obtain a maximum possible score. Because of 

that, we had to change our reward function to somehow incapsulate the importance 

of the magnitude of the score without simply assigning the obtained score as our 

reward. One of the ways to overcome this problem is to somehow normalize our 

rewards. In one of such experiments authors were using adaptive normalization with 

Pop-Art (Van Hanselt Hado et al., 2016).
 
The goal for their agent was to learn how to 

play ATARI games. The results of this normalization show us that it indeed 

improved the performance of the agent for some games, but surprisingly it also made 

our agent worse in some other games. This was due to the fact that reward function 

basically defines the game goal for an agent. Thus, for example, agent that knows the 

magnitude would try to obtain higher score instead of just completing the level. As 

van Hanselt and others demonstrated in their work, in Time Pilot the Pop-Art agent 

was learning to quickly shoot a mothership in order to advance to a next level of the 

game, while it was also obtaining many points it strategy. Whereas, the clipped agent 

was shooting at anything that was moving, ignoring the mothership. However, as 

their results were showing in a long run Time Pilot game the agent that was using 

safer strategy of the clipped rewards scored more points. Based on those results, we 

can conclude that for the games where score is not that important this change could 

be harmful, which is the fact the case for some of the 57 ATARI games where Pop-

Art was used.  

 

However, in our case the score itself is way more important than just completing the 

level since simply beating the level is not enough. Because of that reason we took 

van Hanselt’s idea and decided to use something similar but simpler to their 

normalization. Thus, we have redefined our reward function to be: 

       
     

                              
. 

Where score is obtained score for some action a at some state s, and maximum score 

of current level is a maximum score in this level ever obtained either by one of our 

volunteers or either by agent itself. With this definition we were expecting agent to 

learn the importance of the score and eventually set new maximum scores for the 

levels by learning the most rewarding actions.  
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As one going to see in the next section, this small adjustment indeed helped our 

agent to learn most rewarding actions in different states, which lead agent to beating 

most of the levels with only one shot. 

 

We were also trying a slightly different approach where instead of using a maximum 

obtained score of the level we were dividing obtained score by high enough constant. 

This constant was same for all of the 21 training levels and none of the possible level 

scores could ever be higher than that constant. Speaking ahead, this change did not 

improve our agent performance and on the other hand seemed to be a bit harmful for 

our agent. Same as with results of previous reward function we will be looking at the 

results in more details in next chapter. 

 

5.6.2. Data used for training and testing 

In order to train our model, we had to collect a sufficient amount of data and make 

sure that it covers as much of all possible actions as possible. Our training set of 

levels was consisting out of 21 levels of “Poached Eggs” episode of Angry Birds 

Classic game. For the training process we have collected over 45,000 screenshots 

while agent was playing those 21 levels using greedy epsilon policy and 

approximately 20,000 using a completely random policy. Thus, by mixing both data 

sets together, we had over 65,000 of the images that we used to train our model. The 

agent was waiting for 5 seconds before taking a screenshot of the game playing area. 

This small adjustment was needed in order to let building to settle after the 

shockwave. Overall, it took agent around a month of almost constant playing to 

collect this amount of data. This was due to the fact that it takes about 1 minute on 

average to beat the level for untrained or poorly trained agent. As a follow up 

improvement, we have also decided to extend our agent to the next 21 levels from 

the second page of the “Poached Eggs” episode in Angry Birds game. We will be 

discussing it in more details in the section 6.7. 
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Figure 5.17: Action frequencies in collected training set of game frames. 

On the Figure 5.17, one can see the distribution of actions overall collected data. 

Here we note that most of the actions in our data were distributed between 17 and 36 

degrees, with strong outliers of 0, 40 and 67 degrees. We can explain the 0-degree 

outliers with bugs of some early agents that lead them shooting at zero degrees. We 

decided to leave such data as well since it still contained important information of 

complete uselessness of 0-degree shots. Setting aside the outliers, it was expected 

that most of the actions will be somewhere around 30 degrees since most of the 

levels were designed in such a way that 30-degree shot would hit the center of the 

buildings. Another good part of the collected data is the fact that we had at least 97 

screenshots for every possible degree, with more than 1000 screenshots for most of 

the degrees from range of 24 to 35. Based on this data we were expecting the agent 

to learn the actions that are closely resemble with the Figure 5.17. For example, we 

were expecting that it would mostly shoot at the range of 24 to 40 degrees, as well as 

have some odd shots of lower and higher degrees in some levels. As we are going to 

see in the Section 6.1 this was indeed the case. 
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Figure 5.18: Distribution of wins and losses over training data set of game images. 

On the Figure 5.18, you can see the frequency of losses and wins overall 21 levels in 

our collected data. As was mentioned before our training data set is a mix of 

collected samples while different versions of agents were playing and data that was 

collected while a random agent was playing. From the Figure 5.18 we can see that 

overall agent was winning in roughly 55% of times. 

 

Our data set would have not been complete without testing set. Our validation set of 

levels consists of 10 levels of "Poached Eggs" episode of Angry Birds Classic game. 

Since our agent was trained on levels with only red, blue, yellow birds we had to 

select the validation levels with no new birds. Our validation levels included levels 

1,2,3,4,10 and 12 from the second page of the episode and levels 1,3,4 and 5 from 

third page of the episode. Levels from second and third page of the “Poached Eggs” 

episode are considered to be of a higher difficulty than those from the first page on 

which our agent was trained. Third page episodes are considered to be hard to 

complete even for humans. These levels usually require player to find some non-

obvious weak point of the structure and to carefully plan actions ahead of a time. 

Later on in this thesis we are going to see that usually winning in the levels from first 

page is not that difficult for a human player; whereas winning in levels from second 

and third pages was a quite challenging task for him or her. 
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6. Evaluation  

In this section we summarize the results of the presented agents in this thesis. We 

start by looking in details on the training process of DQN agent from Section 5.6. In 

Section 6.2 we compare the performance of agents from Sections 5.2 through 5.6. 

We then compare the agent that have shown the best results to the previous 

participants of the AIBirds competition and to the average human players. At the end 

we present the performance of the DQN agent on previously unseen levels and 

discuss some of the possible improvements. 

 

6.1. Agents Training Process 

In this section we look at the training process of Deep Q-network agent described in 

Section 5.6. We start by looking at learning progress of the agent that have been 

trained entirely on the collected data set and did not play Angry Birds game online. 

This agent was learning by randomly sampling the collected data set of game play 

images and feeding these randomly sampled small batches of images to the neural 

network. It then tried to predict the next action for randomly picked state and 

evaluated its decision according to its experience. We note that the presented here 

agent has showed one of the best results during the evaluation. We then look at the 

agent that was learning while playing the game itself. This agent had initial data set 

size of about 6000 pictures and it finished with data set of about 25000 pictures. 

Conversely to earlier mentioned offline agent, this agent’s decisions were evaluated 

by the environment itself. Because of the limitations of the game (e.g. inability to 

simulate physical environment faster and necessity to wait around 1 minute for each 

shot completion), this agent was learning extremely slow.  

First, we are going to look at one of the best offline agents. This agent was trained 

offline on the data set consisted of more than 65,000 pictures and had the following 

hyperparameters: batch size = 128, learning rate = 0.00008 and reward function: 

       
     

                      
.  
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Figure 6.1: Distribution of predicted actions over time. Vertical axis shows us the time, 

while horizontal axis shows the action (degree). 

On the Figure 6.1 we can see the distribution of the predicted actions over the course 

of the training. Note here that the graph closely resembles with the distribution of 

actions in the training data set. This can be explained with the fact that we were 

collecting most of the data as different agents were playing the game. The 

distribution of actions predictions, closely follows our expectation of agent mostly 

shooting between 20 and 40 degrees with some outliers of 63 degrees and 5 degrees. 

As was mentioned in the analysis of training data set, this can be explained by the 

fact that selected levels were designed in a way that most of the shots will lay in this 

range. It was quite interesting for us to see what the outlier of 5 degrees was used for. 

In order to answer that question, we decided to launch our agent and observe it while 

its playing. We now present the sequence of images that shows us one of the 5 

degrees shots:  
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Figure 6.2: Explanation for the 5-degree outlier in a trained agent. 

As we can see on the sequence of screenshots in Figure 6.2, sometimes agent decided 

to choose some of the very odd-looking actions, but which, nevertheless, still lead to 

the good outcome. Surprisingly for us, these odd actions were present in several 

configurations of hyper parameters of our agent but was completely absent in 

configurations with a very small learning rate such as 0.000001. As one explanation 

for this could be that the agent with a higher learning rate simply skipped the more 

human-like solution of shooting directly to the wooden ball, which then would kill 

the pigs and possible knock down the structure, thus obtaining more points. 

Another interesting point to look at is the loss function. We calculate the loss as: 

 

 
∑ (  

    
 )

  
    

, where   
  is a Q-value of action i of the target network and   

 
 is a Q-value of 

action i of the online network. In another words, we simply calculate mean squared 

error between the target and online network (“Mean Squared Error”, 2018). 
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Figure 6.3: Mean Squared Error between target and online networks. 

We can see the progression of the loss function on the Figure 6.3. Surprisingly, 

network was able to quickly decrease the loss to almost zero after only 2000 epochs 

of batch size 128, but then was almost steady afterwards. The last dramatic shift 

down that happened around 13000 epochs actually indicates the point after which 

agent stopped to improve it is performance. After that point agent started to choose 

odd actions more and even shot at completely random places, avoiding hitting the 

structures at all. Thus, no further training was performed. The results that we will be 

looking at in Section 6.2 will be of the agent that only went through 5750 epochs.  

Next, we look at the initial agent which was training online, while playing the game. 

As we have already mentioned this agent was training over the course of two weeks, 

manually collecting the data of roughly 25000 of game screenshots. During all this 

time we have set epsilon value to be close to 1 around 6 times, and every time we let 

agent to linearly decrease the epsilon to zero. Thus, it went through a complete 6 

cycles from full exploration to full exploit during the training. After this long training 

process, it is prediction space was looking like this: 
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Figure 6.4: Distribution of predicted actions over time. Vertical axis shows us the time, 

while horizontal axis shows the action (degree). 

 

The white spaces in the Figure 6.4 indicate the absence of the recordings at that time. 

As we can see even that this agent was trained on only 25,000 of the images that it 

has collected itself it still looks similar to the agent that was trained on the 65,000 of 

the game images. Figure 6.4 also shows us how at the beginning agent was only 

predicting the actions between 22 to 38 degrees and then slowly progressed to a 

wider range. It is also worth to mention, that this agent was training with a high 

learning rate (compare to all other configurations) of 0.0001 and batch size of 32. It 

also went through roughly 13,000 epochs with only a few interruptions for a reset of 

the epsilon value for an epsilon-greedy policy. This was our first more or less 

successfully trained agent to be made in the course of this research and all of the 

following ones were based on and compared to this agent. The goal of this agent was 

to simply learn how to play the game by showing results that are at least better than 

random agent’s one and the results of our previously made agents. In particular it 

was interesting to see the difference between the agent that was learning only on it is 

own experience compare to the agents that were using accumulated data from 

different agents. We were expecting this agent to show lower results on the 21 levels 

as agents that were trained at the bigger data set in a shorter amount of time. As we 

will see in the Section 6.2, this agent was indeed less successful at obtaining the 

maximum score in all 21 levels that it is more improved successors.  
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6.2. Comparison of different agents 

After a long journey through this thesis, we are finally going to look at the results of 

all previously mentioned agents. In this section we sum up the advantages and 

disadvantages of all artificially intelligent and handmade agents and present the 

comparison of the results on 21 levels of the “Poached Eggs” episode of original 

Angry Birds game. Please note that each agent had only 1 try to beat each level, in 

case of a failure agent received 0 score for that level.  

 

We start with the agent that was far from being successful playing agent, but 

nevertheless it has spawned the rest of the agents in this thesis. This was a handmade 

agent that we have described in the Section 5.2. As a reminder it was using a greedy 

algorithm of finding the weak points and was using an epsilon greedy policy to 

choose between random weak point and the weakest point. The epsilon was set to be 

a constant such that there was a 70% probability of choosing the weakest point and 

30% probability of choosing a random weak point. 

 

Figure 6.5: Scores obtained by handmade agent in each level from first page of the episode. 

For random agent we took the results shown on average over 10 runs. 

As we can see from the Figure 6.5 our handmade agent did not do great on solving 

each level with only one try. However, it did better than the random agent as was 

expected. One of the main disadvantages of this agent was randomness included in 
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the action decision. This produced a very unstable results, that were varying from 

being similar to those shown on Figure 6.5 to some lucky runs were the agent did 

quite well. 

Next, we are going to look at the results of application of Q-learning to the Angry 

Birds by looking at the performance of agents described in sections 5.4 and 5.5. This 

was mostly an experimental part of this research to simply prove to ourselves that no 

matter what definition of the state and action we would of choose, simple Q-learning 

would not be able to efficiently learn optimal policy. As we have already mentioned 

in the sections where we were describing the agent’s architectures, this was due to 

the fact that state space was too big to even try to explore each possible state and 

action in it, not speaking about finding the optimal policy among all of these state 

and action pairs. Nevertheless, even with knowledge of potential failure of Q-

learning approach it was interesting to see it in action. As we are shortly going to see, 

even knowing a very small part of the state space, our agents were able to do better 

than a complex and inefficient handmade agent and way better than a simple random 

agent. 

 

Figure 6.6: Scores obtained by agent described in section 5.4 in each level from first page of 

the episode. For random agent we took the results shown on average over 10 runs. 

On the Figure 6.6 we show the results of the agent described in Section 5.4. These 

are the results shown by the agent after about 72 hours of the training. As we can see 
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it showed better results than a handmade agent but only slightly. It was able to 

complete level 7 and improve the scores on the rest of the levels. 

 

Figure 6.7: Scores obtained by agent described in section 5.5 in each level from first page of 

the episode. For random agent we took the results shown on average over 10 runs. 

On the Figure 6.7 we present the results of the agent described in section 5.5. This 

agent was suffering from extreme unstableness in its performance due to the fact that 

state and action spaces were too big to explore in a reasonable amount of time. This 

lead to the situation that most of the times agent was encountering the new, unseen 

state and action pairs. Despite our hope that this state representation would improve 

the performance of the agent, it in fact only has worsened it.  

 

After a relative failure of the simple Q-learning table agents, it was evident that we 

should have tried something more sufficient to compensate for an enormous state and 

action space. As we have described in Section 5.6 we have decided to use Double 

Dueling Deep Q-network for that. Over the course of this research we have tried 

several different configurations for a hyper parameters and reward functions and it is 

quite interesting to see the difference between every approach.  

We will start with the initial artificially intelligent agent that was learning for over 

two weeks, starting with almost no data in its experience buffer and finishing with 

having over 25,000 of the observations in it is experience memory.   
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Figure 6.8: The progression of the total score on 21 levels shown by first made Deep Q-

Network agent over the course of two weeks almost non-stop training. 

 

In the Figure 6.8 one can see the evaluation of the first version of Deep Q Network 

agent as it was learning. As a reminder, first version of the agent was using reward 

function 1 and -1. The agent objective here was to obtain the maximum possible 

score over all training data set of 21 levels. As we can see on the graph, it took only 

94 times for the agent to improve its score from 133,542 points to 771,717 points. 

Later, training did not improve score of the agent any further, meaning that the agent 

stuck in the local optimum. As we have mentioned before, in order to further 

improve our agent, we had to change the reward function to also accommodate for 

the information about the importance of the score itself.  

 

As we have already mentioned earlier in this section, in this research we have tried 

several different reward functions and settings of hyper parameters. As a reminder, in 

Section 5.6.1 we said that one of the ideas for the further improvement of DQN agent 

was to make it aware of the fluctuations in the points received for actions. We have 

also tried different size minibatches and learning rates for our Double Dueling Deep 

Q agent. 
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Figure 6.9: The comparison of different settings of hyper parameters and reward functions 

for DQN agent. 

 

On the Figure 6.9 we show the results of three different set ups of Deep Q-network 

agents. The DQN1 shows us the results of the agent with the following 

configuration: threshold reward function, batch size = 128, learning rate = 0.00008. 

The DQN2 shows us the results of the agent with configuration: normalized to the 

best level score reward function, batch size = 256, learning rate = 0.00008. The 

DQN3 has the same configuration as DQN2 with the exception of the batch size 

being equal to 128. The last but not least DQN4 had a setting of batch size = 32, 

learning rate = 0.00001 and constant normalized reward function. The last 

configuration was able to show the highest result of total score 1007189 among all 

agents on the first 21 levels of “Poached Eggs” episode. 

 

One of other important measures of the neural networks is the stability of achieved 

results. As we could have seen on the Figure 6.9 of our first DQN agent the total 

score on 21 levels were constantly going up and down. This is actually holds true in 

the performance of agents that were training on our data set. For example, we can see 

so in the overall score of agent with the parameters batch size = 128, learning rate = 

0.000001 and normalized to a constant reward function. The total score was growing 

and then descending as number of epochs has increased. However, despite our 
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network being so unstable during training process, once we have obtained the model 

that showed good results, it will always predict the same actions for each occurred 

state. This allows us to replicate the results once shown by one model over and over 

again. 

 

Figure 6.10: Illustration of the instability of results shown by DQN agent throughout the 

process of training. 

6.3. Comparison to previous participants of the tournament 

 

Figure 6.11: The comparison of DQN agent and some of the best previous participant’s 

agents of AIBirds competition. 

 

On the Figure 6.11, we compare results of several participants of the tournament on 

21 levels. Our agent had only 1 try to complete each level; in case of a failure agent 
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received 0 score for that level. For the comparison, we have selected results of 

DataLab 2016 agent which holds 1
st
 place in the tournament benchmark overall years 

and PlanA+ 2014 agent which holds 2
nd

 place (AIBirds Competition Benchmarks, 

2017). For the better comparison, we also present overall agents and years highest 

achieved score for each level. Our best agent was able to compete with some of the 

best agents ever presented on the AIBirds competition. Surprisingly enough, the 

agent was able to beat the high score for level 14. At first, we thought it was a 

mistake or a lucky outcome, however multiple reevaluation of the agent showed the 

same results as presented here. One explanation for this is that when we were 

collecting data some of the agents had discovered that optimal shot and so the agent 

that was trained on that data learned that shot as well.  

 

6.4. Comparison to human results 

Comparing the results of different agents can help to understand which AI technique 

for solving Angry Birds game works better. However, what still reminds unclear 

after such a comparison is how well the agent compares to the human. For this thesis, 

we have also conducted the Artificial Intelligence versus Human competition. The 

goal of the experiment was to achieve the maximum possible score for each level. 

Our participants were given an unlimited amount of time and tries. They were 

constantly replaying the levels, slowly achieving what they thought was their 

personal highest score. Once the participant decided that he or she achieved that 

maximum the experiment was stopped for him or her. We have also selected 

participants with different level of experiences. Thus, Human 1 and Human 3 

claimed to have at least 4 years of experience in playing Angry Birds game. Human 

3 has claimed to play Angry Birds almost every day at the time of the experiment. 

Human 2 claimed to play Angry Birds a couple times a long time ago and thus did 

not have much experience. Human 4 claimed that she has played Angry Birds a lot in 

the past, but did not played much recently, thus we considered her to be close to the 

average player. In this section we are going to compare how well a Deep Q-Network 

playing agent is compare to the group of average human players and one human 

player who have constantly played Angry Birds for the last few years. The Figure 

6.12 shows us the comparison of human and one of the best DQN agent’s results: 
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Figure 6.12: The comparison of DQN agent and human volunteers’ maximum obtained 

score. Humans had an unlimited amount of tries to achieve the highest score, while agent 

had only one try for each level but unlimited amount of time for learning. 

As we can see on the Figure 6.12, our agent was able to beat one human but lost to 

others in a total sum of obtained scores for 21 levels. One of the main reasons agent 

has failed to obtain higher total score was due to its inability to beat level 18 with 

these particular hyper parameters setting. Even in the level 14 where agent was able 

to beat the highest score ever achieved by artificially intelligent agents it lost to the 

third human player. On the rest of the levels, agent was able to outperform some of 

the human players in some of the levels. Overall, our DQN agent was able to achieve 

1007189 points on first 21 levels of the Poached Eggs episode. Comparing it to total 

scores of humans: 1019190, 983840, 1191660 and 1152830 - it lost to humanity by 

losing in three out of fourth comparisons. Thus, we can conclude that there are still 

place for the improvements for our agent.  

 

6.5. Evaluation on the test set of levels 

In this subsection we are going to look at some of our best Deep Q-network agents in 

previously unseen levels. As a reminder our test data set was consisting out of 10 

levels 6 levels from second page of the “Poached Eggs” episode, and 4 levels from 

third page of the same episode. We have chosen levels 1,2,3,4,10 and 12 from the 

second page and merged them together with levels 1,3,4 and 5 from third page of the 

episode in order to construct our validation set. 
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Figure 6.13: The results of the different settings of DQN agent on previously unseen and 

more difficult levels. 

In the picture image we present the results of the agents on validation data set. The 

three compared Deep Q network agents have same configurations as the one 

presented in Section 6.2. Here it is important to say that levels from second and third 

page of the “Poached Eggs” episode are considered to be way harder than those from 

the first page on which our agent was trained. Third page episodes are considered to 

be hard to complete even for humans. These levels usually require player to find 

some nonobvious weak point of the level and to carefully plan it is actions ahead of 

time. Thus, it was quite clear to us that the agent would be able to complete such 

levels. It was still surprising however, to see it completing some of the levels from 

the first try. From these results, we can conclude that our training data set did not 

include the whole variety of possible levels in the game, which lead to poor 

generalization. As a possible improvement, we could extend our training set to more 

difficult levels. 

Here is an example how many tries it takes for humans to complete the levels from 

our validation set just to show the difficulty between second and third pages: 
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Figure 6.14: Illustration to show the increasing difficulty of levels from second and third 

pages of “Poached Eggs” episode. 

6.6. Final results 

We know present the total accumulated chart of all versions of the playing agent that 

have been created throughout this research to do the final evaluation. Regarding the 

Deep Q-network agents we have picked the results of the model that have achieved 

the highest total score among all settings. For the rest of the agents we present the 

results of the latest and more sufficient versions. Thus, for example we show the 

results of agents from Sections 5.4 (Level Classifier agent) and 5.5 (“Spikes” agent) 

that had explored a total of 1855 and 3301 unique state and action pairs respectfully. 

 

Figure 6.15: The comparison of all agents that have been described in this thesis. 
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As shown on the Figure 6.15, each generation of agent was slowly improving results 

showed by its predecessors. As it is expected, the results shown by Double Dueling 

Deep Q-network are way beyond any of those shown by handmade or simple Q-

learning agents. However, in the levels which agent 5.4 (Level Classifier Agent) was 

able to complete it showed the results close to or even better than those shown by 

DQN agent. We can speculate that if we gave that agent a year to train or if we were 

able to speed up the game by having access to its source code, it could probably even 

compete with DQN agent for the best agent title. 

 

6.7. Further improvements 

Despite the fact that our agent was able to show a very high results there is always 

place for more experiments and possible improvements. Firstly, one of the simplest 

improvements that could be done on Deep Q-network agent is a tuning of hyper 

parameters. In this work we have tried dozens of different combinations of learning 

and update rates, batch sizes and reward functions to select the best one. However, 

we could have experimented even more in with a hope to find the better ones. 

Another point for the improvement is the reward function itself. As we have shown 

in Section 5.6.1, we have tried to use normalized score obtained for each action 

instead of giving agent reward of value 1 and -1 when obtained score is above or 

below threshold respectfully. However, we were simply normalizing the score by 

diving it by high enough constant, which in our case was set to be equal to 100,000. 

In regards of the neural network architecture, another place for the experiments is to 

try to switch gradient descent optimization algorithms. Throughout this work, we 

have used Adam optimizer for all of our Deep Q-Network agents, however there is 

another optimizer called RMSProp which suits as a potentially good optimizer for 

the reinforcement learning as well (Bello, 2017). As we have previously mentioned, 

we have used the dataset on first 21 levels of “Poached Eggs” episode, as a further 

improvement the agent could be easily extended to the 42 or even 63 levels. The last 

possible improvement for the architecture of the Deep Q-Network that we are going 

to mention here is an implementation of any of the published extensions such as 

prioritized replay, multi-step learning, noisy nets and etc. (Hessel et al., 2017). 
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Conclusion 

Angry Birds is the popular video game in which the player is provided with a 

sequence of birds to shot from a slingshot. The task of the game is to kill all green 

pigs with a maximum possible score. The Angry Birds game still remains a difficult 

task for an artificially intelligent agents due to the sequential decision making, 

nondeterministic game environment, enormous state and action spaces and 

requirement to differentiate between multiple birds, their abilities and optimum 

tapping times. As we planned we have described the environment in terms of the 

Artificial Intelligence and identified main challenges of the game. We have presented 

several different playing agents from simplest, brute force handmade agent to 

advanced and complex Deep Q-Network agent. We presented an artificially 

intelligent agent that was using Double Dueling Deep Q-Network in order to solve 

sequential decision problem in Angry Birds game. In order to train our last agent, we 

have collected over 65,000 of game frames using greedy epsilon policy. In order to 

evaluate our agent, we were comparing its results to the previous participants of 

AIBirds competition and to results of volunteer human players. One of the goals that 

we did not quite achieve in this work, is to outperform humans in Angry Birds game. 

Despite the fact that we have come close to a human-level performance on selected 

21 levels, we still lost to 3 out of 4 humans in obtaining a maximum possible total 

score. On a good side, our agent was able to learn to complete the levels using only 

one try. Another interesting point, is that most of the times it was using only one 

precise shot to some weak point which lead to the completion of the level. 

 

One of our main goals was to build an agent that is able to compete with previous 

participants and humans on the first 21 levels on the reasonable level. With our last 

Deep Q-Network agent we were able to outperform some of the previous participants 

of AIBirds agents. While our agent had outperformed some of the previous 

participants of AIBirds agents and set new high-score for one of levels, there are still 

a lot of room for improvements. As an example, we could have experiment more 

with hyper parameters and definition of reward function. As a more radical 

improvement, we could have used any of the published to this day extensions for 

Deep Reinforcement Learning. As our next step, we would like to train the agent on 
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first 42 levels of "Poached Eggs" episode to see if it would be able to solve more 

difficult levels that even challenge humans. 
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Attachments 

1. GitHub link to the project: https://github.com/nikonkate/AngryAI 

2. Google Drive link to the data samples: 

https://drive.google.com/file/d/17OVTlZbNTU6jyIUTfYVwtY-rlLRMAvJC 

3. Server/Client Architecture. 

https://github.com/nikonkate/AngryAI
https://drive.google.com/file/d/17OVTlZbNTU6jyIUTfYVwtY-rlLRMAvJC

