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1. Introduction 
 

As virtual worlds are starting to be very popular in nowadays society a growing demand has 

developed for their creation. For extensive scenes, it is common to use a semi-automatic approach 

usually referred to as procedural generation. Procedural generation is a way of creating data 

algorithmically to save time and resources required for the process of creating the data by hand. It is is 

widely used in the game and the film industry [1] to give rise to appropriate environments. The 

utilization is vast, it can ensure replayability of games, save a lot of work to artists and also create 

variability while saving memory. 

 Architecture is a great part of human life and an important factor in determining credibility of 

an artificial world. It will be my theme for the rest of this thesis. The goal of an architecture creating 

algorithm is to be able to generate a variety of plausible buildings using a determined architectural 

style (realistic, fantasy, etc.). The algorithm described in this thesis is semi-automatic and will take in 

building outlines (i.e. floor plans) and generate textured building exterior and roof without the need 

for extensive scripting. This manner of behaviour might be suitable for putting the algorithm or the 

results into a flight simulator for example.  

 Modeling extensive geotypical urban areas is a lengthy and expensive process since it 

involves an enormous amount of different buildings whose heights and shapes should match with 

their real world counterparts. Instead of modeling such areas by hand, it is far better to accept the data 

and let an algorithm create models based on real data. It may even be possible to load the data 

continually for example in the form of floor plans and create the necessary geometry on demand. This 

also enables the possibility of letting the user of the final application using this algorithm to create his 

own environment relatively easily. 

 In the thesis I will discuss plausible architecture generation from floor plans: the model 

generated by my program should not break the immersion of a spectator in an artificial world when 

looked at from a distance, as it will have the correct structure but it will lack detail (such as extruded 

geometry of the window frames) when viewed for example from a ground observer. Having 

generated a model, my program also attempts to reasonably synthesize a texture for the facades and 

for the roofs. 

 I will discuss two different approaches for the roof generation algorithm conception and 

describe a few data structures, which help to make the algorithms more efficient. Both algorithms are 

designed to generate certain roof types. I will also discuss how to modify one of them to achieve some 

other roof types. One of the algorithms is the implementation of the straight skeleton algorithm [2]; 

therefore I will briefly explain the idea developed there and, subsequently, I will list and describe the 

modifications I made in this work.  The facade texture generation will also be discussed. For the 

purposes of the thesis I have also developed a vizualizer using OpenGL. I will mention its 

functionalities and provide guidelines for its use. This is mainly to make it easy for the user to see the 

results. 

 The thesis is structured as follows: The second chapter will give the reader an overview of 

known methods of architectural generation and their advantages and disadvantages. In the third 

chapter, I will describe the algorithms for facade and roof generation that are implemented in my 

project. The fourth chapter will be focused on implementation details. In the fifth chapter I will 

discuss the output of the algorithms and their limitations and I will mention a few ideas for future 

improvements. 
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2. Related work 
Procedural generation also known as procedural modeling can be applied in a variety of areas. An 

extensive overview of many viable methods for generating terrains, vegetation, roads, rivers, art, 

buildings, etc. is presented in a survey by Smelik et al. [1]. As they state, not only does procedural 

modeling provide tools to algorithmically generate data, it also lends itself well for an easy data 

compression. The obvious drawback of procedural generation might be a lack of control over the 

results. That depends on the approach one takes. The survey covers many methods for all of the areas 

above, but I will concentrate on building procedural modeling methods. Some these, mentioned in the 

paper, are more controllable than others. The counter-balance for controllability is the reliability and 

plausibility of the results. Both extremes can be useful for different kinds of tasks. There are methods 

based on working with simple objects and extrusions and methods that require a rewriting system. 

 All the more advanced methods mentioned in the survey are using some form of formal 

rewriting systems, which have many advantages such as complete generality, however, an obvious 

disadvantage of such methods is that if someone wants to employ such a method, it is also necessary 

to be able to write scripts for each architectural style using these grammars. This can be tedious, 

lengthy, and error prone process. 

 Grammar based methods represent buildings as derivations of the input grammar rules where 

each symbol of the grammar represents either a 3D shape or transformation. Built on the principle of 

these grammars there are shape grammars that have been developed specifically for the construction 

of complex facades. 

 One such method was presented by Müller et al. [3] introducing a rewriting system called 

CGA shape, which is a shape grammar developed for the purpose of building generation. The paper 

explains a method that iteratively adds detail. The output looks very compelling and the solution is 

apart of the commercial software called CityEngine*. It claims to be able to produce extensive 

architectural models for computer games and movies at low cost, while also being able to provide 

substantial amount of detail. Even though the CGA grammars [3] are able to extrude an arbitrary 

shape, authors mention that all the shapes other than a set of standard shapes are subject to certain 

limitations. 

 To extend this research branch even further, Müller and Schwarz [4] introduce a grammar 

language called CGA++ to fix problems that some of the previous solutions have. It is focused on 

controlling the generation to be able to limit the door count, for example, and to improve the overall 

placement of features, while still using the CGA shape like approach. 

 Lately, it has been common to covertly use rewriting systems in inverse procedural modeling 

techniques (for brief explanation and references, see section 10.1 of the Smelik's survey [1]) or for 

interactive sketching, see for example the work of Nishida et al. [5] that aims to simplify the building 

creation by hiding the grammars behind the sketching layer, while still preserving the plausibility of 

the buildings and the control over the creation to some extent. These methods are unfortunately 

generally limited to certain building types. 

 To partly eliminate the need to write all the grammars, a few methods are mentioned in the 

survey [1], that infer the grammars based on references such as images (this is an example of the 

inverse procedural modeling mentioned earlier). That can be used for reconstructing the facades from 

images [6], or even whole buildings for certain architectural styles [7]. 

 For the task at hand,  I decided to employ much simpler scheme, focusing on producing nice 

looking roofs and plausible facades that are more than just one tiled texture. This method could be 

used as a low resolution level of detail (LOD) model generator or maybe a generator for the flight 

simulator, where the player is moving fast and does not get a good look at the building details. The 

advantage is that the method is very fast and can generate a great number of buildings in a small 

amount of time.  

                                                 
* http://www.esri.com/software/cityengine 
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 As it appears such solutions are indeed used in practice for flight simulators [8] to create 

geotypical urban areas. It provides clean architecture without distortions or unwanted information 

baked into textures (different lighting, shadows, vegetation, cars, etc.) that plague imagery based 

solutions one can see for example in Google Maps. My proposed solution therefore takes in the 

building outline, extrudes the building mass up to the user specified height and proceeds to construct 

a general roof using the straight skeleton algorithm. 

 The original straight skeleton definition has been presented by Aichholzer et al. [9] and there 

have been attempts to further improve the straight skeleton algorithm by using for example Voronoi 

diagrams (Huber et al. [10]) or by using a modified approach; however, some of these modified 

approaches have been proven incorrect [11]. I have implemented a straight skeleton algorithm by 

Eppstein and Erickson [2] as it seems like the most stable one; to view the theory, detailed description 

along with mathematical proof of the algorithm, please consult the paper. I will provide brief 

description and discuss the practical details. 

 For the facade generation I was inspired by the paper by Ilčík et al. [12]. His approach uses 

grammars to generate both the levels from features and the whole facades from the levels, while also 

being interactive. For more complex results, the method also bases the generation of texture layers 

that are merged together in the process and provide variation in the facade designs. In my 

implementation, I am using the idea of features and levels, however, I am not using grammars to put 

the final texture together. 
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Fig. 1. The hip roof (left) is the one currently available by default in my program, it can be mostly 

found on family houses and its side slope is about 35 degrees or more. Every side of this roof type 

is tilted unlike the gable type of the roof (middle), which has a few important sides called gables 

rising straight up. Flat roof (right) is a flat surface, but frequently flat roofs can be seen with a 

railing around them, they are then called the parapet roofs.  

 

 

 
 

 

Fig. 2. A gambrel roof (left) is found mainly on barns and rural mansions; it has gables and two 

differently sloped surfaces one above the another. The lower one is steeper than the upper one. A 

mansard roof (middle) is similar to the gambrel roof, but the gables are missing. Yet another roof 

that could be described as similar to the gambrel roof is winged gable roof. In this case, the steeper 

surface is the upper one. A shed roof (right) could be described as a half of the gable roof split 

through the top crest. 
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3. Algorithms description 
In this chapter, I will discuss the essence of the algorithms used in this thesis to create facades and 

roofs. You will find details about their implementation in the next chapter. In the first section I will 

describe an algorithm I have designed. However, I have found out that it is not robust enough to 

process all inputs but only small subset of well defined ones. In section 3.2, I discuss a general 

algorithm called straight skeleton for generating roofs on arbitrary polygons. The roof shape is 

calculated from the floor plan of a building, which is a (possibly non-convex) polygon. For the 

straight skeleton algorithm [2], it is possible to have more than one defining polygon and even a 

„hollow“ part (e.g. a yard or so). In the last section, I will describe the approach I decided to 

implement to generate non-repeating plausible textures for the facades. 

 For the readers' convenience I will list and describe main types of roofs that could be found on 

houses around the world. These are: hip roof, gable roof, flat roof (parapet roof), gambrel roof, shed 

roof, mansard roof and winged gable roof, see Fig. 1 and 2 for the roof types. The list is not 

exhaustive, it contains mostly traditional roof types, but it is focused on the types that could be added 

as extensions of the program in the future; see paragraph Further improvements and ideas in chapter 

5.  

 

3.1. Attraction method 

Algorithm 

Initially, I tried a simple approach I call the Attraction method. The motivation is as follows: the 

direction of the roof ridge of many buildings, especially cabins in the Czech republic, is determined 

by the direction of a main body. Small sheds and proturbances in general follow this direction because 

they have been built up later and with the requirement to fit the main buildings' propotions (see Figure 

4 for straight skeleton and real cabin comparison). The method was an attempt to replicate the way 

people construct their buildings. A building consists of several aisles (or bodies, Figure 3 shows the 

concept), each of them forms a quadrangle on the floor plan (typically a rectangle or a trapezium). 

 

 

 

 

 

 

 
Fig. 3. The diagram shows a possible building floor plan, 

the green line represents the main building body and the 

red one displays a subsidiary body. Both of the lines 

determine the direction and placing of the roof ridges. 

Fig. 4. An example of a czech cottage 

showing the correct layout (right) and the 

output of the straight skeleton algorithm 

(left). 
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The algorithm looks for axes of the aisles (called also roof axes). The vertices of the floor plan are 

then attracted to these axes in order to create the roof geometry. The advancement is as follows:  

1. find appropriate starting points, 

2. determine the directions of the roof axes, 

3. send rays from the starting points into the roof axes directions and find their 

intersections. 

For a given polygon of the floor plan, we need to find an edge of the building that would represent a 

gable in real life. We scan the edges on the floor plan and tentatively mark the smaller ones as 

potential gables while calculating the roof ridge as the join of the gables centers.  

 The algorithm selects an edge as a gable if (1) its two neighboring edges are longer and (2)  

neither of the vertices forming the current edge has an associated angle greater than 180 degrees 

between this edge and the next one, we will call such vertex as obtuse for brevity (the second 

condition was introduced to avoid disrupting the flow of the aisles (see Figure 5 for exmaples), also to 

avoid picking small proturberances there is a length check when selecting such an edge). The edges 

with vertice(s) with angles greater than 180 degrees are excluded since these angles usually indicate 

an opening to a larger mass or a sharp turn in the corridor. Attributing a gable to such an edge would 

interrupt the flow of the ridge. 

 

 

 

 

 

Fig. 5. The two floor plans are a good example 

of the algorithm being tempted select the red 

edges as gables, which would result in the 

ridges being directed as shown by the red 

dashed line. Obviously, the body axes are the 

ones indicated by the green lines. Under the 

gray line, there is a showcase of determining 

the ray direction. 

 

 

 After the gable selection, rays will be sent into the scene from the midpoints of the gable edges 

to determine the ridges. To determine the ray directions the algorithm computes the bisector 

directions of all the angles of the polygon. The direction of each ray is a vector lying in the floor plane 

and going from the ray starting point to the intersection of the two bisectors that the rays' parent edge 

is neighbouring with (see the bottom of Figure 5). 

 Once all the ray directions have been determined, the intersections of each ray with another 

ray or with an edge of the polygon (different from the parent edge) will be computed. The "nearest 

intersection", i.e. the one which has the shortest segment (starting point - intersection) of all, will be 

selected. Such an intersection of two rays is selected as a new ray starting point (an intersection of a 

ray and an edge does not give rise to a new ray starting point: the original ray is just simply terminated 

there).  

 A heuristic must then be used to choose the direction of the new ray. At first sight, it could be 

chosen as the average between the directions of the two intersecting rays; however, such an approach 

leads to wobbly and unattractive roofs. Instead, we must consider the fact that larger bodies are more 

likely to be more important ones from the point of the building as a whole. I propose to continue with 



 

 7 

the direction of the ray that travelled a longer distance to reach the intersection and to attribute it to the 

ray at the new starting point.  

 Indeed, the longer ray is more likely to belong to more important body of the building and the 

shorter ray would probably belong just to a jut for a window or some other kind of subsidiary body. 

However, this rule is not suitable if the selected direction leads the new ray directly into an edge 

(avoiding an intersection with another ray), while the other direction does not. In this case the 

direction of the "shorter" ray is selected for the new ray. Another heuristic for solving this problem 

might consist in choosing the direction of the ray having a longer starting edge (i.e. belonging to a 

wider gable). 

 In the next step, the intersections are recalculated for the updated set of rays. And we 

iteratively continue until no rays remain. The algorithm will finish because in each iteration two rays 

are deleted and one is created (intersection of two rays) or one ray is deleted (intersection of a ray with 

an edge), which means that for n starting rays the algorithm will stop in n iterations. 

 Ray segments joining the starting point(s) with the intersection constitute a projection of a 

roof ridge onto the floor plan. After n iterations we end up with a floor plan (building contour) where 

all the roof ridge projections are indicated. The ensemble of roof ridge projections and all the related 

vertices (ray starting points and intersections) will be called the skeleton of the polygon.  

 The 3D roof geometry then can be created. We will attract the polygon (i.e. the input building 

outline) vertices to the vertices of the skeleton to form the roof valleys. The polygon vertices are 

concentrated mostly near the body intersections and the skeleton vertices must have been created in 

close proximity. Each polygon vertex will find the nearest skeleton vertex and, provided the two 

vertices can be connected without intersecting any of the polygon edges, a segment connecting them 

forms a projection of the raising edge (valley or hip ridge) of the roof (Figure 6).  

 The set of vertices will consist of the union of the skeleton and polygon vertices and the set of 

edges will be a union of the polygon edges, the skeleton edges and the edges created by attracting. 

After raising the skeleton vertices to form a triangular roof, we will end up with cage of polygons  that 

would need to be triangluated for optimized rendering. Then the model of the roof is finished. 

 I decided not to use this algorithm due to the lack of robustness. I present here a few examples 

of roofs that it would not be able to process correctly (see Figure 7 for some examples of incorrect 

generation). As the reader can see, if the roofs do not have at least one protrusion for every body, the 

body is not taken into consideration (because there is no edge to create a starting ray point on). This 

leads to incorrectly generated geometries. There might be some solutions to these problems but they 

would contribute to the overall complexity of the algorithm while not improving the robustness 

significatly. 

 

 

 

Fig. 6. An example of the polygon vertices 

"attracting" to the green skeleton vertex (that 

has been created by two roof ridges 

intersecting). The red connection (which 

might be tempting for the program to form) 

is invalid as it crosses outline polygon 

boundaries 

Fig. 7. As the reader can devise, outlines like these are 

challenging to resolve. The red lines symbolize the 

ridge edges that the algorithm would find. 
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3.2. Straight skeleton algorithm 

While the attraction method takes into account only some edges and constructs the polygon skeleton 

from their parameters and choosing a wrong edge will ruin the output, the straight skeleton algorithm 

works with all of the polygon edges and gives the user the possibility of defining the building by 

multiple polygons. Aside from being more efficient it is also more general. This solution will 

construct a hip roof, but is extensible to other roof types as well (this is discussed in section 5.2). 

Concepts 

In order to clearly explain the straight skeleton algorithm 

[2], I will establish a few concepts and terms that will be 

used throughout this subsection. The construction of a roof 

traverses from bottom up in R3 and, from the top view, it 

will appear as shrinking of the polygon (see Figure 8). The 

algorithm accepts one or several polygons that define the 

contour of the building. It will go through every edge of 

every polygon and examine its vertex neighbours.  

 Similarly as in the previous section, I will call a 

vertex obtuse if the two neighbouring edges form an angle 

greater than 180 degrees on the inside of the polygon. 

Otherwise I will call it acute. The algorithm will need to 

compute the directions of all the angle bisectors and I will 

call them vertex directions. All of the vertices also need to have a slope assigned. A slope determines 

how fast does a vertex rise in the bottom to top construction. To keep it simple, and since the hip roofs 

are usually constructed in this way, the algorithm accepts one slope for all the vertices; in other words: 

all of the vertices will rise at the same speed.  

 If two acute vertices happen to be connected with an edge, the intersection of their directions 

will form a third vertex that will be used later. Hence I will refer to an edge connecting two acute 

vertices as to a triangle. If the algorithm comes across an obtuse vertex, it will form a ray starting at 

the vertex position and following the vertex direction. In most cases the directions of the obtuse 

vertex and of the adjacent one have an intersection, which usually occurs outside the outline polygon, 

i.e. the z coordinate attributed to this intersection would be inferior to the triangle base vertices' z 

coordinate. Hence, triangles that originate from an edge adjacent to a ray will be called inverse 

triangles. In this way each ray has two associated triangles (one on the left and one on the right of the 

ray vertex). 

 The algorithm progresses by raising all the vertices, they will follow their directions and set 

their x, y coordinates to fit the z coordinate determined by the algorithm. There are two major events 

that can happen while the polygon is shrinking. One of the edges can be reduced to the length of zero: 

this is called an edge event, or an intersection between a ray and triangle will be hit, that is called a 

split event. 

Data structures 

For the algorithm to be effective, it will need a few data structures to facilitate finding intersections 

between rays and triangles and handling the nearest event to come. Concerning the edge events 

handling, a simple ascendant priority queue that sorts the inserted triangles by the z coordinate of 

their top vertex will suffice. This z coordinate effectively represents the time at which the edge is 

reduced to the length of zero in the algorithm progression (that is when the edge event occurs). 

 For a structure to make the finding of triangle-ray intersections easier I considered an octree 

and a kd-tree structures, but neither of those would really help. Both of them would be able to hold 

information about the positions of the vertices and would be able to handle rays, but since the 

Fig. 8. An example of a shrinking 

polygon resulting into the final 

skeleton. 
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triangles can be incident, a problem sets in of how much to split the cells and when to stop the 

splitting, or put the other way, how many triangles to allow share one node (also triangles would need 

their bounding boxes calculated to be able to determine its propriety to a cell). Kd-tree would also 

need a lot of rebuilding since insert and delete are practically all the operations we need to perform. 

Typically, the triangles will also not be as numerous for the kd-tree to make sense (most frequently 

tens of triangles, at most hundreds).  

 Instead, I chose to split the scope of all rays into quadrants using two lines, both of them 

passing through the rays' position and one of them parallel with the x axis the other with y axis. Each 

ray has three inactive quadrants and one active quadrant (the one which contains the projection of the 

ray into the x, y plane inside the polygon). Triangle projections that are situated exclusively in the 

three inactive quadrants are out of the scope of the ray, and thus the intersection code for this 

triangle-ray pair does not need to be executed. This method requires just little preprocessing. A ray 

needs to find its active quadrant and a triangle needs to find the bounds of its extremities, to simplify 

the quadrant checks as much as possible. 

 The last data structure that I will describe is one for maintaining closest ray-triangle pair (i.e. 

the one that has an intersection with the lowest z coordinate), recommended by the paper. Let us 

consider a set R of rays and a set T of triangles; we need to be able to find the closest ray-triangle pair, 

which is defined as the one having the lowest intersection z coordinate. We also need to support the 

insert and delete operations. This can be understood as a table containing the records about all the 

intersections, one dimension of the table representing the elements of T and the other one of R. We 

will use a quadtree to split the table and to accelerate the searches. The number of levels of the tree is 

log4n, where n is the number of all the entries in the table, including the blank ones (where there is no 

intersection between a triangle and a ray). Only the leaves of the tree contain data about the 

intersections (see Figure 9 for illustration). This makes it quick to traverse the data and since it is also 

possible to maintain the minimum value of each subtree in its root, the minimum querries will be 

constant. The important advantage also is, that if a minimum is deleted, the new one can be found in 

logarithmic time (by traversing the tree from the deleted node up and checking and updating the 

subtree root values). 
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 To avoid working with pointers to the triangles and rays in this structure, I have implemented 

an indexing system that the algorithm uses to identify the objects in the table. 

 The only problem is that this approach needs foregoing knowledge of the sizes of both R and 

T. However, we can set an upper bound for both sizes. In the following parts I will discuss how the 

split and edge events operate; at this stage, it is enough to note that each edge event reduces the size of 

T by one and each split event reduces the size of R by one and can increase T by one. Let the count of 

vertices be v, we can then safely say that  

T  v  R and 

R v  3, 

because there is no set of shapes that has less than three acute vertices. 

 

Algorithm 

Now, I will explain how my adaptation of the algorithm works and how it differs from or 

complements the one in the paper. The algorithm starts by loading the data and parsing the vertices 

into triangles and rays. All the polygons on the input need to satisfy these conditions: (1) No two 

vertices have the same position (2) The polygon does not form any decussations. When a loaded 

vertex has both of its neighbours loaded, its direction is computed. Whenever two neighbouring 

vertices have their directions computed, an object (a triangle or a ray) will be formed.  

 As mentioned above, two acute vertices will form a triangle and any obtuse vertex will form a 

ray. Whenever a new object is formed it is examined for intersections with objects already defined in 

the structures and it is immediately also inserted into these structures (the intersections are saved in 

the closest pair table). After having taken in all the input data, the algorithm will supplement the rays 

Fig. 9. A diagram of the 

quadtree and minimum distance 

table. There are three triangles 

and four rays, the gray nodes 

signify the leaves added to fit the 

powers of two. The blue nodes 

represent the intersections 

between incident rays and 

triangles. 
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with their associated inverted triangles, because at the time the rays were created, there was not 

enough information to form the associated triangles. 

 The details concerning e.g. the associated triangles are not handled in the paper, therefore I 

had to solve them in my implementation. Triangles cannot be formed next to obtuse vertices most of 

the times because they do not have their third vertex above the other two or at all. Bypassing these 

objects completely did not lead to a correct representation of the roof either, because the other rays 

would not find a suitable primitive to intersect with. Without the introduction of inverse triangles the 

rays were not guaranteed to be contained inside the polygon. 

 Through the course of the algorithm, the vertices will "slide" upwards along their direction 

(the speed of the movement is determined by the direction vector size). The initial vertex direction 

vector is calculated using the following code:  

 
vec1 <- normalize(left_neighbour->current_position - current_position); 
vec2 <- normalize(right_neighbour->current_position - current_position); 
 
angle_bisector_direction <- vec1 + vec2; 
 
dot_prod <- dot(vec1, vec2); 
s <- size(angle_bisector_direction); 
k <- 1 / (s * sqrt((1 - dot_prod) / 2)); 
 
angle_bisector_direction.x mult by k; 
angle_bisector_direction.y mult by k; 
angle_bisector_direction.z <- 2 * SQRT_3 * slope / 3; 
 
--Simple normalization of the angle bisector will not suffice, because the edges need 
-- to be kept parallel with the original outline. The challenging part is to get 
-- deterministic results no matter which vertex is the initial one. 
  
Subsequently, the vertices that have a neighbour with its direction already computed will compute 

their direction (if needed) and adjust its length so that the active loop (i.e. the chain of active vertices 

forming a shrinked version of the original outline polygon) has its edges always parallel to the 

respective edges of the last step active loop. 

 To be able to form an output more easily, the vertices are indexed  and resulting mesh triangles 

(not to be mistaken with the triangle primitives that the algorithm uses for events) consist of these 

indices, so that when outputting to the Wavefront .obj format*, the data is already prepared for 

creating faces. 

 
Fig. 10. The illustration shows an example of an edge event (left) and a split event (right). The black 

dashed lines symbolize the previous iteration of the polygon shrinking process and the red dashed 

lines show the trajectory of the vertices. The uninterrupted black lines show the new iteration of the 

polygon shrinking process. 

 

 

                                                 
* http://www.martinreddy.net/gfx/3d/OBJ.spec 
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After receiving and parsing the input data, the algorithm will enter a cycle, where it takes the first 

event initializers, i.e. objects or object pairs, from the structures (priority queue and minimum 

distance table) and compares them for lower z coordinate (that is how the event type is chosen in each 

cycle iteration). Then the algorithm periodically consumes the contents of the minimum distance 

table and the triangle priority queue. In each step it takes the closest triangle and triangle-ray 

intersection (in the z coordinate), compares their z coordinates, picks the lower of the two and raises 

the appropriate event (see Figure 10 for events examples). During the edge event the line segment is 

contracted forming a new vertex. The algorithm takes the triangle (representing the edge, its original 

vertices, their directions and a new vertex), deletes it together with its neighbouring objects (objects 

on each side of the triangle, any combination of rays and triangles) and inserts two new objects in 

their place with recalculated vertex directions and positions as it is not only important to recalculate 

the vertex properties but also to determine the alterations in intersections resulting from the direction 

changes. The active loop will then contain the third vertex of the triangle instead of the base two. 

 The split event occurs when a ray hits a triangle, it expresses itself by deleting the ray and the 

hit triangle and emplacing two new triangles. It splits the active loop into two (breaking former 

adjacencies and creating new ones, where the split occured), hence split event. Details concerning the 

processing of both events are discussed in section 4.1 (in the events paragraph). 

 At the start of the algorithm, the succession of events is not known, but at every point in time, 

we are able to determine the type and parameters of the consequent event. After expending all the 

events, the algorithm will have the data to output, provided we have been constructing triangles while 

generating vertices. 

 

3.3. Facades 

For facade generation I took inspiration in the work of Martin Ilčík [12]. Although its results are very 

complex and believable, the method is quite elaborate and not suitable for the on the fly generation, 

e.g., in a flight simulator mentioned earlier. Not to mention that this amount of detail generated could 

not even be seen. This method is fit for the purposes of offline generation that is supposed to yield 

very realistic and interesting designs. It makes every building use a unique and fitting design, which 

would not be optimal for memory usage and the amount of draw calls. 

 I have decided to use an algorithm that takes in a  set of facade features, e.g., windows, doors, 

walls, etc., including images and some specifications for each feature a source image and some 

specifications of how the feature should be used during generation (see section 4.2 for details). The 

process then generates a texture for the whole building by unwrapping its surfaces into the texture UV 

space and populating the respective surfaces with tiled features. The generation composes of creating 

a base level and a non-base level for every facade surface and then applying them with some 

mutation. 

 During the building construction, facades and roof sections are unwrapped and if there is more 

facades, they are placed above each other in the UV space. Every facade is also split into surfaces 

(meaning two triangles having the same normal forming a wall quad). Every surface has its own base 

and non-base level. Every facade has its spread on the generated image, which is in the end a texture 

atlas to reduce the amount of draw calls to a minimum. The height of the texture atlas is the sum of all 

the facade heights and its width is the width of the widest facade. The size of the atlas could be 

lowered, if some of the textures were placed in the same row of the atlas to fit the width. 
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There are four types of features: background, which is used to tile the texture atlas, foreground, that is 

a feature that can be placed on any level, base (for example doors), which can only be placed on the 

bottom level of a surface, and roof (used to tile the model roofs). 

 The level creation is such that features are being chosen from the feature set based on their 

priority, which is one of the feature specifications, until the width of the generated level would exceed 

the width of the surface. Then the space that remains is distributed equally with random deviations 

into the gaps between the features. In case of the base level being generated, there is a chance to 

choose a base feature over a foreground feature. If the base feature is indeed chosen, the chance for a 

base feature to be chosen next time drops drastically. Every time a foreground feature is chosen in a 

base level generation, the chance to choose a base feature next time increases. 

 Finally, the two level types are generated and are ready to be applied. The program determines 

how many times it can fit the non-base level template in the surface height trimmed by the base level 

template height. Than the levels are subsequently placed tightly above each other. Every time a level 

is laid down, it follows its appropriate template, but has a chance to stray from it. Every feature has a 

chance to mutate. A mutation expresses as removing the current feature and using one that is smaller 

or equally sized or leaving the place blank. 

 

Fig. 11. A showcase of an atlas, that is 

composed of four facades and the roof top. 

The features are not uniformly placed 

although the distribution still has some order 

to it. 

 The first facade has two its features 

enclosed in black rectangles to better 

illustrate how do the borders of the features 

look like and how is the space distrubited 

between them (the randomness has stepped 

visibly in here). The violet rectangle signifies 

the area of one surface of the facade. 
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4. Implementation details 
The project was developed in the C++ language on the Windows platform. However, with a 

reasonable effort it could be ported to other plaftorms. This chapter is dedicated to explaining some 

implementation problems of the straight skeleton algorithm, and their solutions as well as some 

details concerning data structures and events. It also contains a subsection that explains the input and 

output details. In section 4.2, there is also a detailed description of the facade generation. From a 

higher perspective, the program accepts the input, extrudes it to a certain height, constructs a roof on 

top of the extruded geometry, synthesizes facade and roof textures and then exports the results. 

4.1. Straight skeleton algorithm 

Problems and special cases 

The original design choice was to make triangles the more important primitive and to make any ray a 

child of an appropriate triangle. Rays were dependent on their parent triangle, which meant that every 

operation with the triangle might inadvertently affect the ray. When rays started to play an important 

role, it was needed to split them apart and make them different objects. That made the extensity of the 

code unbearable. That was due to the neighbouring system having very many possibilities every time 

it needed a neighbour of a primitive. There were many occurrences of this problem and each one of 

them had 22 = 4 cases. Therefore I have decided to make rays first class citizen just as triangles. 

 Later, it became obvious that the algorithm could not do without something to fill the gaps 

between the triangles next to  where the rays are situated (as gaps might allow other rays to escape 

the polygon without intersecting it). I have introduced the inverted triangles, changed their 

intersection calculation slightly and removed their ability to be enqueued in the priority queue, hence 

prohibited them from raising the edge event. 

 It is important to mention one decision about the vertices, in particular about the way they 

were to be updated in the algorithm while still being able to be outputted, about the vertex adjacency 

and the auxiliary vertices that eliminate the need to triangulate the result of the computation. 

 The algorithm uses vertices that have to update their position according to the global z 

coordinate of the algorithm (and adapt their x and y coordinates corespondingly). The updates are 

needed in order for the new vertices, that are created by the events, to compute their angles right. But 

also all of the vertices need to be outputted in the end and they need to be linked with edges to form 

triangles, which means that every vertex needs to retain its original position (for the final geometry 

construction) as well as its most recently updated one (to ensure smooth run of the algorithm).  

 During each event the algorithm is able to figure out which vertices are to be connected by 

edges since the set of involved objects is known. Holding edges in the vertex structure is also 

problematic as an edge formed at one point might need to be re-linked to another vertex later and that 

dramatically magnifies the size of the code. I implemented a solution that saves the completed 

triangles during the run of the algorithm. It is not possible, however, to optimize this solution for a 

minimum vertex count as auxiliary vertices need to be created in order to be able to create all the 

triangles during runtime. This solution is optimal in terms of the algorithm's performance because 

there is no need for a triangulation algorithm once a cage out of vertices and edges has been 

constructed. 

 There is still not enough information when creating the triangles, there needs to be a vertex 

adjacency mechanics on top of the object adjacency. A careful reader might have already realized that 

when two rays neighbour there are two possible configurations of the vertices that might have created 

this adjacency (Figure 12). Introducing vertex adjacency will allow the algorithm to recognize both of 

these cases. Two adjacent rays can either both have their vertices adjacent or there can be a vertex in 
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the middle (that means that there are two associated triangles instead of one, but as they are not first 

class citizens the vertex adjacency is needed to distinguish the two cases). 

 

 

 
Fig. 12. The two types of ray adjacency are 

shown here. The black lines represent parts of the 

polygon and the red arrows highlight the ray 

directions. 

 

Fig. 13. A ray collision that will let the algorithm 

without any problem. The issue would be 

resolved by adding a vertex event. 

 

 

 The biggest problems concerning split and edge events were special cases. To reduce the size 

of the code, I needed to make it as general as possible. To make it work on any example that might be 

inputted was the hardest part of creating the program once its general image has been set. The shape 

on the input may be of any kind and the shapes may interact with each other via rays. The most 

significant issues that I have come across have been for example two triangles next to each other that 

are to raise an edge event at the exact same height then one of them will be chosen and processed (At 

the end of the event, when the new neighbouring triangles are being formed, the one that is already 

reduced to zero will be skipped and the adjacency will be reevaluated); or when a split event occurs 

on two neighbours, which means that the active loop should not be split in two but rather reduced. 

 There is one special case that does not restrain the program from running smoothly if not 

implemented called vertex event, but does have an influence over the aesthetics of the models. This 

situation arises when two rays hit each other. In the base solution (without the vertex event) one of 

them hits the other ones' associated inverted triangle and dissolves and the other one continues on (see 

Figure 13 for illustration). That leaves an out of place trail until the ray hits another one of the 

triangles.  

 Without the event, the code is still functional, however in certain cases the resulting roofs 

don't look that good. In order to implement this feature, one would probably reuse the structure 

already used to maintain the intersection between rays and triangles or maybe adjust the split event to 

react differently on border cases. 

 For the general idea of the algorithm to work, the vertices need to be updated to fit the global 

z coordinate. There is no need for all of the vertices to be updated though. I have established the so 

called active vertices. Vertices are activated when a primitive has been created on top of them and 

deactivated when that primitive ceases to exist. The number of references from the primitives is 

remembered so that a vertex does not become deactivated, while still being used by another primitive. 

Vertices can and will be shared among primitives. 

 Originally, I was afraid due to subtle approximations in the double type, that the eventual 

result would look jagged and non-uniform, but that was not the case. Instead, there were a lot of 

problems occurring during geometrical computations like the ray triangle intersection and the angle 

direction when computing around zero and being interested in the fact if the result was positive or 

negative. I have solved these issues with a few carefully placed approximations of my own (for 

example if a number is very close to zero, make it zero, so that the positive/negative check succeeds). 

For these reasons I also had to induct limits and margins, for example for the size of a triangle side 
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size minimum (so that the special case with neighbouring edge events that happen at approximately 

the same time can be treated). 

 

Input and output details 

As the input my program takes a file that contains vertex coordinates. Each line represents a vertex 

and has three coordinates separated by spaces. A white line tells the program to end off the current 

polygon and connect the last vertex to the first one of the loop. This is how it accepts multiple 

polygons. Let B be the set of points in R2 that the volume of the currently solved building consists of. 

Every point that is on the right side of every inserted edge belongs to B. That leads to the user being 

able to create hole in his structures as well. I have created a program to create custom shapes. As an 

output I chose to use simple and widely used obj format, that can be imported to almost any 3D editor 

and viewed or alternatively displayed by my vizualizer. 

 

Data structures 

I have already talked about the data structures in my program, but would like to point out some of 

their implementation details. 

 Concerning the priority queue that is used for maintaining the succession and timing of the 

edge events, we need to be able to remove from the middle of the queue as well as the beginning, 

because as the events happen, triangles are removed and do not have to be at the start of the queue. 

 Now, to the minimum distance table. It contains two types of nodes, that we have already 

talked about, they are the leaves, which hold information about intersections and the other nodes. It is 

important to note, that in my implementation, the leaf nodes do not always hold intersection 

information. To be able to build the tree and search through it easily (i.e. split in quarters and continue 

searching one of the branches), I made the table size be the nearest power of two from the desired 

size.  

 The entries that are there for the simplicity of search are blank and do not represent 

intersection data. The overhead should not be very noticeable, because the algorithm is designed to 

work with relatively small sets of triangles and rays. Even the most complex of buildings will 

typically have the set sizes of tens or at most one or two hundreds (that means the table fits into the 

size of maximally 512 on one axis in most cases). There is a special index value reserved for marking 

leaf nodes as empty. 

 There is a possibility to see the contents of the table by using the mindist::display_table() 

function. That will print out on the console the z coordinates of intersections, where there is any, M 

where there is none and X where the cell is not meant to hold intersection data, but instead it is in there 

to simplify the searching. 

 The insert and delete of this structure consist of finding the element that is to be changed and 

overwriting the value (either to a certain z coordinate value or to maximum in the case of delete). The 

paper [2] suggests to hold the minimum value of every sub-tree in its root, therefore when finding and 

deleting the minimum node, the quad-tree actually needs to be traversed. Instead, I hold a pointer to 

the node that has the minimum stored in it in every sub-tree root. That allows me to manipulate the 

node without first having to find it. For this to be working there needs to be an update propagation 

mechanism (note that the former approach needs one too).  

 For every delete and insert there is the need of propagating the change upwards. In case of 

delete, the deleted node could have been the minimum, so every node involved in the propagation 

finds the new minimum by looking at the propagating value and its three remaining sons that have not 

been changed and then sends the new minimum upwards. In case of insert the new value could have 

been the minimum and the procedure is much the same. 

 If the algorithm needs to update a leaf that is not necessarily a minimum, it is able to set or get 

the value at certain coordinates (every set command needs to trigger the bottom up pass through the 

tree to update the minimum values in the subtrees). The required node then needs to be found by 
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recursively detecting which sub-tree does the node belong to. To enable easy access to the leaf nodes 

the structure in my implementation actually holds a table of pointers to the leaves. That way the time 

searching for the appropriate node can be saved, because accessing a table unlike the tree through 

coordinates is done in constant time. 

 To be able to index the table I have implemented an indexing system that assigns unique ids to 

rays and triangles and reuses released ones so that the size of the table is kept at its minimum. 

Inserting a triangle or a ray into the structure then entails assigning an id to it and querying or 

changing a value of a node can be done by using the assigned ids as indices. 

 

Events 

Now, I will briefly explain what needs to happen inside an event. Before an event can be raised, there 

needs to be a comparison of structure minimum queries to determine which one is to be executed. 

That means that the priority queue will yield its front and the minimum distance table will query the 

value of the node set to hold the minimum. 

 After the type of the event is decided, coordinates of all the active vertices (i.e. the ones that 

are apart of a ray or a triangle) need to be updated to the current minimums' z coordinate and their x 

and y coordinates must be adjusted to fit the coordinate  while following their direction. Because all 

the vertices that already exist have their original position saved (for the output) and their current 

position will not be needed anywhere after they have become inactive (all the objects referencing 

them have been deleted), there is no harm in updating all of them, but not having to update every 

vertex saves time. 

 After that, in both events, appropriate adjacent objects are detected and new vertices are 

created. That means, in case of an edge event, the third triangle vertex created by the intersection of 

the remaining two vertices' directions and, in case of a split event, the vertex representing the 

intersection between the ray and the triangle. Also, for the sake of creating the output triangles as the 

algorithm progresses, auxiliary vertices will be created to form them (Figure 14). The output triangles 

will then be created. 

 
 Appropriate objects have to be deleted now and new ones have to be created in their places. 

This needs to happen because there is a change in some vertex directions. Some objects must be 

changed to use some of the newly created vertices, but, since their direction does not change, their 

intersections do not need to be recalculated and thus there is no necessity to delete and insert new 

ones. 

 In the end, new adjacencies are formed, to leave the data in a consistent state. Vertex 

adjacencies and objects adjacencies ensure that subsequent events will find the right objects and 

vertices to manipulate. 

Fig. 14. An example of an edge event, 

where auxiliary vertices (in red) are needed 

to form the triangles (in yellow) for the 

algorithm to be able to form the output 

directly as the roof is being generated. 
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4.2. Facades 

In this section, I will talk about the way features are represented and how does my program work with 

images. Generally, the feature set will be loaded with all of its properties, the space will be allocated 

for the final texture, as its dimensions are known from the previous parts of the algorithm. After that, 

the image will be tiled with a background feature from the feature set and the top part of the image 

will be tiled with the roof feature from the feature set. Eventually, the reamaining features will be 

distributed onto the facades and the image will be exported. 

 My program accepts the features as a .json file (example in the attachments) to specify the 

feature set used for the desired building generation. The parser is very simple, so every feature needs 

to be an object, whose name starts with "feature" and on the same line, there needs to be ":{" at the 

end. The object ending "}" needs to be on a separate line. To correctly specify a feature it needs to 

contain the following properties: real_height, real_width, x, y, width, height, priority, 

mutation_probability, type and src (all the coordinates and sizes are in pixels).  

 I will now explain what do these properties influence. The width and height properties 

designate the size of the image that will be placed onto the final texture. Note that it does not have to 

conform with the size of the actual image stated in the src property, the image will be stretched by the 

program as necessary. To better imagine this please refer to Figure 11 in section 3.3. The black 

rectangles depict the real_width and real_height and form the border of the source picture. 

 The real_height and real_width properties must be greater or equal to the corresponding 

height and width. Real_height and real_width along with x and y set the border of the feature (i.e. the 

place around the image that no other feature can be placed in), x and y will set the image position 

inside the feature border.  

 Priority determines how often will this feature be chosen compared to other features of the 

same type. The chance that a feature will be chosen is its priority divided by the sum of all the feature 

priorities of the same type.  

 Mutation_probability Defines the probability of the feature being changed when being placed, 

while a level containing it is being applied. The type property has already been explained and the src 

property appropriates the path to the source image on the disk. 

 As for the image representation and how are images worked with in my program, I am using 

the open source lodepng to load png images and have them represented in pixel form in the memory 

and also to write these representations back on disk. I have developed wrappers around the raw pixels 

to allow easier manipulation and also I have created several methods for tiling, stretching and 

overlapping the images. All of these structures and methods are in the namespace tex_syn. 

 If only the geometry creation is desired, I think it is worth noting that the facade synthesis can 

be disabled by commenting out the #define CREATE_FACADES in the ObjWriter.cpp file.  

 Finally for the roof textures, the roof texture is being synthesized at the top of the atlas and its 

height depends on the height od the model roof. All the triangles of the roof will be transformed onto 

the 2D canvas and will be moved if need be, so that any flat surface of the roof has its texture 

continuous. 
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5. Discussion 
My program takes in a number of polygons, it will extrude them to a certain height and build a hip 

roof over them, subsequently it will synthesize textures for the facades and the roof according to the 

set of textures provided by the user (see Figures 15 and 16 for examples). 

 

 

 

 

Fig. 15. A few buildings generated by my algorithm and displayed by my Vizualizer 
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Fig. 16. One of the generated buildings rendered in Blender 3D 

 

5.1. Efficiency and limitations 

The algorithm uses advanced structures to be as effective as possible. The initialization involves 

traversing the input vertices once and creating required objects. While creating the objects, the 

intersections must be computed. Then in the events loop in worst case, every edge event reduces the 

triangle count by one and the split event raises the triangle count by one and reduces the ray count by 

one. 
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 The most intersections happen when the ray and triangle sets are the same size (that cannot 

happen, since there is as many triangles as there is vertices and there can be no more rays than v  3, 

where v is the vertex count - as stated earlier in the thesis). The worst case scenario then has  

v · (v  3) 

intersection computations. Initialization therefore has the  

O(v  v · (v 3))  O(v2  2v)  

worst time complexity. 

 Since every ray will be converted into a triangle at the cost of a split event and a triangle can 

be deleted at the cost of an edge event there may be as many as  

2r  t  

event in total, where r and t are the initial count of rays and triangles. Converted to the count of 

vertices, we know that is  

2 · (v  3)  v   3v  6  3v.  

The final worst time complexity hence is  

O(v2 v) or, more precisely, O(v · o  2o  2v),  

where o is the number of obtuse vertices, o < v. 

 As for the limitations of the algorithm. For now, it cannot handle two vertices in the same 

place on the input, but that should not happen in a real floor plan anyway. As for the input, there is no 

way of checking if the data is correct in terms of for example, there is no hole that is not enclosed by 

a polygon. In such a case, the program would enter an endless loop. 

 For the facade generation, there is 400 pixels per distance unit, the size of the final image will 

be:  

S  W · (Σi hi  hr) · 1600,  

where W is the length of the longest building outline hi is the height of the ith building and hr is the 

height of the highest point of the roof. That is the number of pixels that need to be drawn in the 

background and then given by the facade widths and the number and sizes of the features that are to 

be placed on the facades, there will be a certain number of pixels rewritten.  

 The texture synthesis is slow compared to the straight skeleton algorithm, so it makes sense to 

generate just the model for some extensive scenes (especially if the feature source images are big). To 

prove my point, I have measured a reasonably sized input (see Figure 15 upper right picture) with and 

without the texture synthesis. The one without textures finished in mere 11 ms while the textured one 

took 576 ms to generate. 

 Since there is a lot of special cases that might not have been expected, there is a possibility 

that for some inputs the algorithm will fail to generate the geometry of the roof. Also, in rare cases, 

the roof texture is not continuous at some places. 

 

5.2. Further improvements and ideas 

In this section I would like to talk about some future plans for this projects.  There is a lot of features 

that can be implemented to expand the capabilities of the methods to produce more interesting results. 

 A feature that would make some roofs look much more realistic is the vertex event. It is a 

special case of the split event and it occurs when two rays hit each other. This is rather a cosmetic 

change, because the algorithm will work correctly without this event. The best way would probably 

be to remake the split event so that it covers all the necessary cases (that has been outlined in the 

paragraph problems and special cases in section 4.1). 
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 At the moment, the algorithm generates more vertices than absolutely required, it would be 

nice to do some post-processing to reduce the vertex count. I would need to structure the program 

differently, but I think it would be worth it in the end. That would also mean that the process of 

building creation would take longer because there would need to be an algorithm for triangulation 

after the main part runs.  

 Right now, the algorithm is currently able to generate a cluster of about twenty buildings in 

the matter of tens of milliseconds depending on their complexity (see section 5.1). Please note that 

generation of multiple buildings from the same file is not intended use, one file should only represent 

one (possibly multipolygonal) building. As a result of that, the process will be even faster because the 

buildings will be generated one  after another, not all of them in the same run. Running them together 

makes it necessary to compute redundant intersections between rays and triangles among the separate 

buildings. I have done a test, where I put 15 buildings each with 5 rays and 10 triangles in one file and 

then in separate files. The result of the separate files version has been given in 44 ms while solving the 

same input using just one file took 115 ms. 

 Finally, I would like to add support for more roof types, as that would be necessary for the 

algorithm to be useful in practice. I will talk about how that could be done for some of the above 

mentioned roof types. For reference of how the particular roof types should look like see figures 1 and 

2 before chapter 3. As mentioned in that chapter, my algorithm generates the hip roof type but could 

be altered to generate some of the other types.  

 The easiest would be the flat roof, which would just be a triangulation of the original polygon, 

or it could be improved by creating an indentation representing a railing around the roof contour. That 

could be done by making a small step in the algorithm, just to update the vertex positions and solve 

conceivable edge and split events. The resulting polygon or polygons would be then leveled with the 

original polygon and extruded downwards and then triangulated in the end. The shed roof would 

probably be just again a triangulation of a tilted polygon.  

 The most important is probably the gable roof, which I would probably generate the same way 

I generated the hip roof with one small modification. To create the gables I would take the vertices 

generated by edge events from triangles in the original polygon (that leads to the gables being the 

triangles that are the smallest and symmetrical) and move them in the opposite direction of their angle 

direction until they are above the line that goes through the original polygon edge.  

 Then there is the mansard roof and the gambrel roof which are similar because at some height 

the slope of both of them changes and creates a break. That can be done very easily just by changing 

the slope of all the vertices in the active loop or loops (as there can be multiple polygons on the input 

and each of them may be split by split events). 

 Finally, the winged gable roof can also be achieved by changing the slope of the vertices at a 

certain height of the algorithm. 

 Right now, I am not trying to recognize the real height of a building, its roof type or the style 

of the facade. That information could be obtained from metadata from Open Street Maps (OSM) 

metadata,  but sometimes the OSM database does not contain the required data so these information 

have to be made up on the spot. I am interested in finding a way to sensibly fill the gaps in the 

information provided by OSM, to form believable results.  

 For example, the height of the building  could be derived from the input polygons' area. The 

type of the roof could be recognizable from the contour of the building from the top or maybe from 

the buildings' position on the world map. Different cities have different architectural styles and parts 

of them are more likely to have a certain type of roof than others. 

 In the future, it would be also desirable to create a better solution for the facades and make 

them more detailed and geometricly indented. By following the paper [12] and implementing a few of 

my own ideas, that could be achieved. It would be nice to compress the texture atlas by reorganizing 

the component textures. That could for example be done by dynamic programming. Also, creating 

indentations for the details would be desirable as well as taking the placement of the building as well 
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as the placement of its neighbouring buildings into account (so that windows can be placed to view 

the street in stead of a neighbour's wall for example). 
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6. Conclusion 
The goal of this thesis was to implement a program that would take in loops of vertices representing 

polygons, extrude them upwards to create geometry for latter texture creation and create a plausible 

roof on top of the extrusion. In the end, the roof type created on top of the extruded geometry is the 

hip roof type. The other method, proposed in this thesis would generate the gable roof type, but there 

not much difference between these two (for comparison, please refer to chapter 3 preface) and they 

are convertable between one another. For the facade texture synthesizing I have used a feature based 

approach that generates two exemplary levels per a facade surface and uses mutations to modify the 

appearance of component levels slightly for the sake of variation. 

 In the previous chapter, I have shown that the roof generation is fast and robust enough to 

process almost any input in the matter of tens of milliseconds. For the entire implementation to be 

usable in programs with high demand for generation speed, it is principal to speed up the texture 

generation, which can be done to some extent by reducing the sizes of the input images, but texture 

synthesizing would still remain to be the bottle neck of the entire generation. 
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A. User manual 
In this appendix, I will describe the API of the included programs, what behaviour can the user expect 

from them and how to use them. The programs are listed here: 

1. OutlineTool: provides the user with a way to create his own building outlines 

2. Straight Skeleton - Standalone: generates models and textures 

3. OBJVizualizer: offers the possibility of rendering the results on screen 

The user of the straight skeleton algorithm needs to provide some input data. The input should be in a 

text file which has the .shape suffix; each row represents a vertex in the form of coordinates delimited 

by spaces. The order of the input vertices does matter, since they form the floor polygons (loops). A 

new loop is started by a blank line. Each vertex forms an edge with the previous one in the list (except 

the first one in a loop). The first vertex in a loop forms an edge with the last vertex of the same loop. 

A.1. OutlineTool 

 The outlines can be also entered graphically with a mouse: to this purpose I have prepared a 

simple program, that allows the user to draw the desired shapes and export them into a correctly 

formatted file. The program is called OutlineTool and it should be used as follows: upon launching 

the program a window appears with a cross at its center that symbolizes the origin of the 2D space. To 

draw a shape, the user consecutively left-clicks on the spots, where vertices are required. Each newly 

created vertex is highlighted by a small square and it is connected to the previous vertex by a line. An 

edge is not allowed to intersect with any other edge of the same loop. Any loop created in the 

counteclockwise direction forms a polygon of the floor plan (building) while any loop created in the 

clockwise directions forms a hollow space (yard) within the building. Upon a right-click anywhere on 

the canvas, the current loop will be closed, i.e. the first and last vertices of the loop are connected by 

a line. It is possible to create more than one loop within the whole floor plan. 

 ESC should be pressed at the end to save the floor plans into a file and exit the program. The 

default name of the file is output.shape, but it can be subsequently renamed as desired. 

 

A.2. Straight Skeleton Algorithm - Standalone 

 The path to the .shape file can now be passed as the first command-line argument to the main 

program. Alternatively, the file can be dragged and dropped onto the .exe file of the main program. 

The model will be generated into an .obj file (e.g. for the output.shape file an 

output.shape.obj file will be created) and the texture will be created into a .png file (named 

after the shape file as well). For the texture generation, it is necessary to provide a features.json file 

placed in the same folder as the .exe file of the main program. The features.json file should contain 

the attributes as well as the source image paths of the features that the texture will be composed of. 

A.3. OBJVizualizer 

 The .obj file can be viewed either by the user's favourite 3D editor or by my OpenGL 

vizualizer. The .obj file contains UV coordinates for the generated vertices so that it matches the 

generated texture. To use the my vizualizer, use the path to the .obj file as the first command-line 

argument and have a folder called textures in the directory of OBJVizualizer.exe. The .png 

image that is gotten by running the straight skeleton algorithm needs to be placed in the textures 

folder and needs not to be renamed.  

 Finally, it is also needed to have a simple vertex and fragment shader as the program uses the 

programmable graphics pipeline (both of them are available in the attachments). After launching it, 

the command-line should report success on loading all the required files. After that, the OpenGL 

window appears and renders the desired model. It is now possible to click and drag with the mouse to 
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rotate the object as well as use the mouse wheel to zoom in and out. To terminate the OpenGL window, 

the user has to only press the ESC button. 
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B. Programmer manual 
The project is split into three small programs, one of them is the OutlineTool that enables the user to 

create his or her own building outlines, the second one is called the Straight Skeleton Algorithm - 

Standalone, and the third one is the OBJVizualizer, that takes in generated geometry and texture and 

displays on the screen, while enabling the user to rotate the model. I will split the documentation 

according to this classification. 

 

B.1. OutlineTool 

This program is a C# Windows Forms template that has just two class files: 

Vertex.cs 
class Vertex 
{ 
    public double X; 
    public double Y; 
    public double Z; 
}  
 

Vizualizer.cs 
class Vizualizer 
{ 
    private readonly Graphics _graphics; 
 
    public void VizualizeLine(Point point1, Point point2, Color color); 
    public void VizualizePoint(Point point, Color color); 
    public void ClearCanvas(); 
}  
 

The form code registers left and right-clicks and construct the polygons at the same time. When the 

ESC key is pressed, the content is saved to a .shape file and the program terminates. 

B.2. Straight Skeleton Algorithm - Standalone 

The straight skeleton program has many structures, but a programmer should just use the 

obj_writer and the ss_algorithm structures (perhaps even a few auxiliary structures defined 

in the Algorithm.hpp header) to use the program for architecture generation. 

The API is: 
void ss_algorithm::load_data(double *vertex_coords, int coords_count, int 
*loop_indices, int index_count); 
 
Provides the arrays and their lengths to the algorithm and processes them 
-vertex_coords - one by one the coordinates of all the input vertices 
-loop_indices - the indices of the vertex coordinates that start a new loop 
 
void ss_algorithm::run(std::unique_ptr<std::map<uint_least32_t, vertex_ptr>>& vertices, 
std::unique_ptr<std::map<uint_least32_t, triangle_out_ptr>>& triangles, surf_ptr& 
surfaces); 
 
Starts the algorithm and provides containers for the algorithm to fill with output 
data 
 
void obj_writer::write_z_up(std::unique_ptr<std::map<uint_least32_t, vertex_ptr>> 
vertices, std::unique_ptr<std::map<uint_least32_t, triangle_out_ptr>> triangles, 
surf_ptr facades); 
 
Outputs the data into an .obj file with the right-handed coordinate system, the left-
handed one is not yet implemented  
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To preprocess the data from the .shape file the the load method from ShapeLoader.hpp should 

be used. That puts the data into the form that the algorithm can accept. 

 The algorithm uses two internal structures describes in the thesis. It is the minimum distance 

table and the heuristic structure for computing the ray-triangle intersections. Their implementations 

can be found in the MinDist and RayTri .hpp and .cpp files. The ray_tri structure is used 

directly by the ss_algorithm and the mindist structure is manipulated by ray_tri. Both can 

be found in their respective files. The files Utils.hpp nad Utils.cpp contain complementary 

methods mainly for some geometrical computing among other things. The other files used by the 

programs with the exception of Tests.hpp are containers for some auxiliary structures 

(representing for example vertices, rays, triangles, etc.). The Tests.hpp file is used for the 

purposes of testing the program on a predefined set of inputs. The tests are run when no other input is 

provided. 

 The straight skeleton project also includes the lodepng* image encoder/decoder written by 

Lode Vandevenne. Copyright information is included in the lodepng.hpp file. 

 

B.3. OBJVizualizer 

This program has been developped on top of my Vizualizer DLL that uses OpenGL. It processes 

the .obj files outputted from my algorithm and sends the data into my Vizualizer DLL to draw onto the 

screen. 

 

                                                 
* https://github.com/lvandeve/lodepng 

https://github.com/lvandeve/lodepng
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Attachments 
 

1. Source code 

A folder with the source code written in Visual studio 2017. It contains a solution with all the files 

necessary for building. 
2. Executables 

A folder with the executables including other files needed to run them (textures, .json file, .glsl 

shaders, Vizualizer DLL, OpenTK DLL = C# wrapper for OpenGL). 
3. Examples 

A folder with some .shape files ready to be feeded into the straight skeleton as well as some 

scrennshots and generated .obj files. 

4. The thesis 

An electronic version of the thesis as .pdf. 


